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METHOD AND SYSTEM FOR ARBITRAGING COMPUTING RESOURCES IN A

CLOUD COMPUTING ENVIRONMENT

CROSS-REFERENCE TO RELATED APPLICATIONS

[0001] This application claims priority to and the benefit of U.S. Provisional Patent

Application Serial No. 61/349,877, filed on May 30, 2010, entitled, "Method and

System for Arbitraging Computing Resources In A Cloud Computing Environment,"

and which is hereby incorporated by reference in its entirety.

FIELD OF THE INVENTION

[0002] The invention relates to data processing. In particular, systems and methods

consistent with the present invention relate to allocation of resources in a cloud

computing environment.

BACKGROUND OF THE INVENTION

[0003] "Cloud computing" refers to the access of computing resources and data via

a network infrastructure, such as the Internet. The computing resources and data

storage may be provided by linked data centers of the "cloud," i.e., network. Each of

the data centers may include a plurality of servers that provide computing resources,

as well as data storage and retrieval capabilities. Users of cloud computing generally

do not need knowledge regarding or control over the underlying data center

infrastructure of the "cloud". Rather, the users may purchase, subscribe, or lease the

computing resources and data storage capabilities on an as-needed and 'pay as you

go' basis.

[0004] When a user requests access to the computing resources, the user may

request access based on a set of service level requirements, and a pricing agent

managing access to the computing resources will provide a price to service the user's

request. Some systems allow a user to provide a bid with a request. The bid being a



suggested price that the user will pay for the purchase, subscription, or lease of the

computing resources. In such a system, the pricing agent managing access to the

computing resources will accept the bid or reject the bid. Upon rejection of the bid, the

user can submit another bid or the pricing agent may submit a counter-bid.

[0005] Whether a pricing agent will accept the user's bid may change throughout

the day or relevant time cycle. Typically, the value of an accepted bid increases

during peak demand, and decreases when there is slack in the demand for the

computing resources. Demand for the computing resource at different data centers

will also vary at any given point in time. This means that at any given time T-i , the

accepted bid at datacenter Alpha, PA, and the accepted bid at data center Beta, PB,

may differ by some value ∆ Ρ. Although described with reference to two data centers,

the example would be the same if one data center offered two different service levels,

A and B.

[0006] Another characteristic of cloud computing is that the pricing may be static or

dynamic. In a static pricing model, the computing resources are available for the

contract period and accepted bid price. In a dynamic pricing model, the computing

resources are available only so long as the pricing agent does not receive a higher

competing bid. Thus, in a dynamic pricing model, a user may lose a computing

resource mid-processing cycle if a higher bidder requests access. Upon losing the

computing resource, the user may either increase his bid or lengthen his processing

term to increase the likelihood that demand will drop and his will become the highest

bid.

[0007] Another problem with operating under a dynamic pricing model is that it is

difficult for a user to select among available (typically competing) data centers, each

offering computing resources. The average user typically does not have the

information necessary to predict how demand, and therefore price, will change over

time for each data center's computing resources. For example, while data center

Alpha may accept an lower bid, initially, than data center Beta, over a time cycle (e.g.,

a day), data center B may be cheaper because a large, cost insensitive, consumer of



computing resources typically demands data center Alpha's computing resources for

40% of each time cycle.

[0008] Thus, there is a need for a tool the allow users to manage their costs and

time horizons when using computing resources offered on a dynamic pricing model.

BRIEF SUMMARY OF THE INVENTION

[0009] The invention is a method and system for arbitraging computing resources

in a cloud computing environment. An objective of the present invention is to find the

most economical time to schedule processes in a cloud computing environment.

Another objective of the present invention is to determine the optimal time frame for

processing data in a cloud computing environment.

[0010] The present disclosure is directed to implementations of a method and

system for arbitraging computing resources in a cloud computing environment. More

specifically, the present invention is directed at using historical pricing and processing

data produced from a cloud computing environment to calculate optimal bid pricing

and processing times. According to first exemplary embodiment of the invention, there

is provided a method for processing a workload among a plurality of computing

resources. The method includes breaking the workload into two or more tasks each

having a size optimized based on (i) a price history of one or more of the plurality of

computing resources and (ii) a predicted duration to complete processing of each of

the respective tasks; and sending one of the two or more tasks to computing

resources for which the size of the tasks is optimized.

[001 1] In one aspect of this first exemplary embodiment, the method further

includes purchasing compute time from the computing resource to which the task is

sent.

[0012] In another aspect of this first exemplary embodiment, the method further

includes selecting a price history based on a stored profile associated with a user.



[0013] In another aspect of this first exemplary embodiment, the stored profile is

also associated with one of the plurality of computing resources.

[0014] In another aspect of this first exemplary embodiment, the method further

includes selecting a price history based on a stored profile associated with a second

user different from a first user that requests processing of the workload.

[0015] In another aspect of this first exemplary embodiment, the method further

includes collecting information related to processing of the workload; and modifying

the stored profile based on the collected information.

[0016] In another aspect of this first exemplary embodiment, the stored profile has

associated with it attributes, the attributes comprising one or more of: average work

load size, average historical processing time, price fluctuations, type of information

processed, and combinations thereof.

[0017] In another aspect of this first exemplary embodiment, the method further

includes, receiving a bid and a designated duration; and providing the user an

indication of the probability that the workload will be processed at the bid price and

within the designated duration.

[0018] In another aspect of this first exemplary embodiment, the method further

includes calculating the probability according to the function: P A = , where n(A)
n{S )

is occurrences of workloads completing during the designated duration, and n(S) is the

sum of the occurrences of workloads completing during the designated duration and

the occurrences of workloads failing to complete during the designated duration.

[0019] According to a second exemplary embodiment of the invention, there is

provided a system for processing a workload among a plurality of computing

resources. The system includes, a workload packaging module that breaks the

workload into two or more tasks each having a size optimized based on (i) a price

history of one or more of the plurality of computing resources and (ii) a predicted

duration to complete processing of each of the respective tasks; and a workload



scheduling module that queues the tasks having the optimized size for the computing

resources.

[0020] In an aspect of this second exemplary embodiment, the system further

includes a workload buying module that purchases compute time from the computing

resources for which a task is queued.

[0021] In another aspect of this second exemplary embodiment, the workload

packaging module selects a price history based on a stored profile associated with a

user.

[0022] In another aspect of this second exemplary embodiment, the stored profile is

also associated with one of the plurality of computing resources.

[0023] In another aspect of this second exemplary embodiment, the workload

packaging module selecting a price history based on a stored profile associated with

another user different from the user.

[0024] In another aspect of this second exemplary embodiment, the workload

packaging module, collects information related to processing of the workload; and

modifies the stored profile based on the collected information.

[0025] In another aspect of this second exemplary embodiment, the stored profile

has associated with it attributes, the attributes comprising one or more of: average

work load size, average historical processing time, price fluctuations, type of

information processed, and combinations thereof.

[0026] In another aspect of this second exemplary embodiment, the system further

includes a probability calculator that receives a bid and a designated duration, and

provides a user an indication of the probability that the workload will be processed at

the bid price and within the designated duration.

[0027] In another aspect of this second exemplary embodiment, the probability

calculator calculates the probability according to the function: P A = , where n(A)
n{S )

is occurrences of workloads completing during the designated duration, and n(S) is the



sum of the occurrences of workloads completing during the designated duration and

the occurrences of workloads failing to complete during the designated duration.

[0028] In another aspect of this second exemplary embodiment, the system further

includes a workload status monitoring module that monitors the status of tasks

executing at the plurality of computing resources.

[0029] In another aspect of this second exemplary embodiment, the system further

includes the workload status monitoring module stopping the execution of a task, and

moving the task to a different computing resource.

[0030] In another aspect of the second exemplary embodiment, modifying the

stored profile based on the collected information comprises updating the stored profile

with data gathered during processing of the user's workload.

BRIEF DESCRIPTION OF THE DRAWINGS

[0031] The present invention is described with reference to the accompanying

drawings. In the drawings, like reference numbers indicate identical or functionally

similar elements. The drawings are not drawn to scale.

[0032] FIG. 1 is a functional block diagram of a system for arbitraging computer

resources in a cloud computing environment in accordance with an illustrative

embodiment of the present invention.

[0033] FIG. 2 is a chart illustrating a historical pricing curve in accordance with an

illustrative embodiment of the present invention.

[0034] FIG. 3 is a block diagram illustrating providers that publish price history in

accordance with an illustrative embodiment of the present invention.

[0035] FIG. 4 is a block diagram illustrating a consumer observing price history in

accordance with an illustrative embodiment of the present invention.



[0036] FIG. 5 is a block diagram illustrating a system for processing consumer

workloads in accordance with an illustrative embodiment of the present invention.

[0037] FIG. 6 is a block diagram illustrating the modules of a workload arbitrage

engine optimizer in accordance with an illustrative embodiment of the present

invention.

[0038] FIG. 7 is a block diagram illustrating the steps of a workload arbitrage

optimization method in accordance with an illustrative embodiment of the present

invention.

DETAILED DESCRIPTION OF THE INVENTION

[0039] The present invention will now be described more fully in detail with

reference to the accompanying drawings, in which the preferred embodiments of the

invention are shown. This invention should not, however, be construed as limited to

the embodiments set forth herein; rather, they are provided so that this disclosure will

be complete and will fully convey the scope of the invention to those skilled in the art.

[0040] The terms "user" and "consumer" are used interchangeably throughout the

Detailed Description.

[0041] FIG. 1 illustrates an exemplar system for arbitraging computer resources in

a cloud computing environment 100. The exemplar system 100 includes a computer

103 a computing arbitrage server 101 , a plurality of cloud computing environments

104, 105, and a network 106. The computing arbitrage server 101 may generate

and/or populate a database 102 through the network 106, as described in further detail

herein. Although the database 102 is illustrated external to the computing arbitrage

server 101 , it is contemplated that the database 102 may be an integral component of

the computing arbitrage server 101 , and/or be resident in a separate memory, or an

electronic storage medium (e.g. server) that communicates with the computing

arbitrage server 101 . The computing arbitrage server 101 may communicate with the

computer 103 and/or a plurality of cloud computing environments 104, 105 through the

network 106. The network 106 may include, but is not limited to, a local area network

(LAN), a wide area network (WAN), a wireless LAN (WLAN), a metropolitan area



network (MAN), a personal area network (PAN), cellular network, the Internet, and/or

combinations thereof. The computers 101 and 103, and the cloud computing

environments 104 and 105 may be connected over the Internet, an Intranet, Extranet,

Ethernet, or any other system that provides communications. Some suitable

communications protocols may include TCP/IP, UDP, or OSI for example. For

wireless communications, communications protocols may include Bluetooth, Zigbee,

IrDa or other suitable protocol. Furthermore, components of the system may

communicate through a combination of wired or wireless paths.

[0042] The computers 10 1 and 103 may include a processing unit, a system

memory, and a system bus that couples various system components including the

system memory to the processing unit. The computers 10 1 and 103 may include a

variety of computer readable media that can form part of the system memory and be

read by the processing unit. By way of example, and not limitation, computer readable

media may comprise computer storage media and communication media. The system

memory may include computer storage media in the form of volatile and/or nonvolatile

memory such as read only memory (ROM) and random access memory (RAM). A

basic input/output system (BIOS), containing the basic routines that help to transfer

information between elements, such as during start-up, is typically stored in ROM.

RAM typically contains data and/or program modules that are immediately accessible

to and/or presently being operated on by processing unit. The data or program

modules may include an operating system, application programs, other program

modules, and program data. The operating system may be or include a variety of

operating systems such as Microsoft Windows® operating system, the Unix operating

system, the Linux operating system, the Xenix operating system, the IBM AIX™

operating system, the Hewlett Packard UX™ operating system, the Novell Netware™

operating system, the Sun Microsystems Solaris™ operating system, the OS/2™

operating system, the BeOS™ operating system, the Macintosh™® operating system,

the Apache™ operating system, an OpenStep™ operating system, iOS™ operating

system, Android™ operating system, or another operating system of platform.

[0043] At a minimum, the memory includes at least one set of instructions that is

either permanently or temporarily stored. The processor executes the instructions that



are stored in order to process data. The set of instructions may include various

instructions that perform a particular task or tasks, such as those shown in the

appended flowcharts. Such a set of instructions for performing a particular task may

be characterized as a program, software program, software, engine, module,

component, mechanism, or tool.

[0044] The computers 10 1 and 103 may include a plurality of software processing

modules stored in a memory as described above and executed on a processor in the

manner described herein. The program modules may be in the form of any suitable

programming language, which is converted to machine language or object code to

allow the processor or processors to read the instructions. That is, written lines of

programming code or source code, in a particular programming language, may be

converted to machine language using a compiler, assembler, or interpreter. The

machine language may be binary coded machine instructions specific to a particular

computer.

[0045] Any suitable programming language may be used in accordance with the

various embodiments of the invention. Illustratively, the programming language used

may include assembly language, Ada, APL, Basic, C, C++, COBOL, dBase, Forth,

FORTRAN, Java, Modula-2, Pascal, Prolog, REXX, Ruby, Clojure, and/or JavaScript

for example. Further, it is not necessary that a single type of instruction or

programming language be utilized in conjunction with the operation of the system and

method of the invention. Rather, any number of different programming languages may

be utilized as is necessary or desirable.

[0046] The processing unit that executes commands and instructions may be a

general purpose computer, but may utilize any of a wide variety of other technologies

including a special purpose computer, a microcomputer, mini-computer, mainframe

computer, programmed micro-processor, micro-controller, peripheral integrated circuit

element, a CSIC (Customer Specific Integrated Circuit), ASIC (Application Specific

Integrated Circuit), a logic circuit, a digital signal processor, a programmable logic

device such as an FPGA (Field Programmable Gate Array), PLD (Programmable

Logic Device), PLA (Programmable Logic Array), RFID integrated circuits, smart chip,



or any other device or arrangement of devices that is capable of implementing the

steps of the processes of the invention.

[0047] It should be appreciated that the processors and/or memories of the

computer system need not be physically in the same location. Each of the processors

and each of the memories used by the computer system may be in geographically

distinct locations and be connected so as to communicate with each other in any

suitable manner. Additionally, it is appreciated that each of the processor and/or

memory may be composed of different physical pieces of equipment.

[0048] A user may enter commands and information into the computers 101 and

103 through a user interface that includes input devices such as a keyboard and

pointing device, commonly referred to as a mouse, trackball or touch pad. Other input

devices may include a microphone, joystick, game pad, satellite dish, scanner, voice

recognition device, keyboard, touch screen, toggle switch, pushbutton, or the like.

These and other input devices are often connected to the processing unit through a

user input interface that is coupled to the system bus, but may be connected by other

interface and bus structures, such as a parallel port, game port or a universal serial

bus (USB).

[0049] The plurality of cloud computing environments 104, 105 may provide shared

computing resources, software and information to the computer 103 and computing

arbitrage server 101 on an as-needed basis. For instance, a cloud computing

environment 101 may be used to process large amounts of data for a computer 103

which does not have the appropriate computing capacity for the task. In this example

the cloud computing environment 104 provides computer infrastructure services for the

computer 103.

[0050] In one embodiment, the cloud computer environments 104 and 105 use a

static pricing model. In another embodiment, the cloud computer environments 104

and 105 use a dynamic pricing model.

[0051] In implementations of the present invention, the computing arbitrage server

101 may execute processes for arbitraging computer resources in a cloud computing



environment. More specifically, and as described in further detail herein, the

computing arbitrage server 101 collects historical pricing and processing data

produced from a cloud computing environment to calculate optimal bid pricing and

processing times.

[0052] FIG. 2 illustrates a historical pricing curve 200 in accordance with an

illustrative embodiment of the present invention. Cloud infrastructure services are

typically priced and billed on a utility computing basis. The amount of resources

consumed and pricing will reflect the level of activity within the cloud computing

environment. The pricing curve 200 charts the available computing capacity of a cloud

environment over a period of time 202 (x-axis) and the price associated 201 (y-axis)

with using the capacity. For instance, during the morning time period the capacity

utilization for the cloud computing environment is at the maximum with a maximum

price associated of $ 0.50 204. In order to maximize the most economical and efficient

use of computing resources, processing time periods 204 are determined that lay

outside the high use (and therefore high cost) times.

[0053] In one embodiment, the historical price information is published by the

suppliers of the computing resources. In another embodiment, the historical price

information is observed and stored by the computing arbitrage server 101 . In a third

embodiment, the historical price information is a combination of the published price

histories and the observed price histories.

[0054] FIG. 3 illustrates providers 301 , 303 and 305 that publish price histories

302, 304, and 306 in accordance with an illustrative embodiment of the present

invention. A provider 301 , 303, 305 is a supplier of computing resources (e.g., a data

center), typically a 'compute cycle processing hour'. Some providers 301 , 303, 305

make available a history of pricing information detailing compute pricing information

302, 304, 306. This information includes but is not limited to price per CPU hour, time

of day price is available, and duration the price per hour is offered.

[0055] FIG. 4 illustrates a system 400 that includes a consumer 401 , and a

consumer observed price history 402, 403 and 404 to process a workload in

accordance with an illustrative embodiment of the present invention. A consumer 401



is an entity purchasing compute processing from a provider. The consumer 401 is

associated with a price history 402, 403, 404 for each provider. The published price

history 302, 304, 306 and observed price history 402, 403, 404 are used to make

buying decisions regarding compute processing.

[0056] A workload is a defined amount of work (i.e., a task to be executed by the

compute processing services of a provider) to be processed by a computer provider

for the consumer. A workload has a typical time (e.g. duration) associated with it. The

terms "job" and "workload" are synonymous in this embodiment.

[0057] FIG. 5 illustrates a system for processing consumer workloads 500 in

accordance with an illustrative embodiment of the present invention. The system for

processing consumer workloads 500 comprises a processed workload timing history

module 501 , a workload types and priorities module 502, an on-demand workload

queue 503 and a scheduled workload queue 504. The processed workload timing

history module 501 maintains a database of all previous jobs that includes information

not limited to the type of job, the duration of the job, and cross-references the

information with the provider history. The workload types and priorities module 502

categorizes workload tasks and assigns a priority level and typical duration. The

priority level and duration are variables used by a scheduler in a purchasing

calculation in accordance with an embodiment of the present invention. An on-demand

workload queue module 503 is a list of tasks that are not previously scheduled. This is

a list of "ad-hoc" work to be performed. A scheduled workload queue module 504 is a

list of previously scheduled tasks.

[0058] FIG. 6 illustrates the modules of a workload arbitrage engine optimizer 600

in accordance with an illustrative embodiment of the present invention. The workload

arbitrage engine optimizer (WAEO) 601 comprises a workload buyer module 602, a

workload packager module 604, a workload scheduler 604, and a workload status

monitor module 605. These modules might be instantiated by one or more computer

processes running on a single computer or across a distributed platform. Specific

embodiments will be described further below.



[0059] The workload arbitrage engine and optimizer 601 is a collection of modules

that manages duties including but not limited to the purchase of compute processing

units 602, packaging jobs by optimized duration/price/priority levels 603, executing

jobs 604 at a provider 301 , 303, 305, monitoring job progress, restarting jobs, and

moving jobs 605 to another provider 301 , 303, 305. The goal of the workload arbitrage

engine and optimizer 601 is to seek the lowest compute processing price per

workload. The workload packager module 603 breaks up larger tasks therefore

optimizing the duration (i.e. expected time to completion) with the provider pricing

history duration for jobs of similar types. For example, assume a workload will take

two hours to process. Computing resource Provider 301 consistently charges $0.45

for every second of processing time due to very consistent demand. Computing

resources Provider 302 is subject to more variable demand and typically charges

$0.30 for every second of processing time for the first half hour at 2AM, 4AM 10AM

and 11PM. In this example, the workload packager module 603 determines from the

published pricing histories that the optimal price will be achieved by breaking the

workload into four tasks, each 30 minutes in processing time.

[0060] In one embodiment, the workload arbitrage engine and optimizer 601 takes

into account observed price histories 402, 403 and 404. The observed price histories

402, 403 and 404 include information that provides a historical record of past

workloads processed for the consumer 401 . Each consumer 401 may have an

unlimited number of observed price histories. In one embodiment, observed price

histories 402, 403, and 404 are each associated with a different Provider 301 , 303 and

305. In another embodiment, observed price histories 402, 403, and 404 are each

associated with a different data type (e-mail data, document data, billing data, cell

phone data, etc.). In yet another embodiment, observed price histories 402, 403, and

404 are each associated with standard amounts of data. While observed pricing

histories 402, 403, and 404 are illustrated in FIG. 4 as three different storage devices,

the observed pricing histories could be stored on a single storage device, in one or

more databases, and indexed according to attributes such as the provider, data type,

or amount of data. One of ordinary skill in the art would understand that these three

attributes are not the only attributes according to which an observed pricing history

could be stored or indexed.



[0061] In one embodiment, the particular consumer requesting access to Providers

301 , 303, and 305 does not have an associated price history. This might be the case

if the consumer is a new consumer and would not have any observed price history. In

this embodiment, the workload arbitrage engine and optimizer 601 may match a profile

of the new consumer to a profile of a consumer that has an associated observed price

history. The workload arbitrage engine and optimizer 601 may select the existing

profile based on attributes of the new customer that the workload arbitrage engine and

optimizer 601 collects from the new consumer via an interface (e.g., web form). The

attributes may consist of as little as the type of business operations of the new

customer {e.g., wireless services provider), or it may be very detailed, including the

size of the new consumer's business operations, number of customers, number of

employees, the size of its enterprise operations, types of data in a typical workload,

amount of data in a typical workload, etc. The collected attributes are matched to an

existing profile, and therefore, existing observed price histories associated with that

existing profile. In one embodiment, the observed price histories associated with the

existing profile become the initial observed price histories of the new customer. As the

new customer processes workloads using the present system, the initial observed

price histories are modified according to the new consumer's processing results. One

of ordinary skill in the art would understand that any attributes may be gathered from

the new consumer that will help the workload arbitrage engine and optimizer 601

select an existing profile that closely matches the new consumer.

[0062] Once the workload arbitrage engine and optimizer 601 has loaded the

published price history for the various providers and loaded the observed price history

(if one is available), workload arbitrage engine and optimizer 601 may proceed to

determine the optimal sizes and distributions to achieve the lowest compute

processing price per workload.

[0063] In one embodiment, the workload arbitrage engine and optimizer 601

determines the average price per workload based on the observed price history. For

example, assume a consumer's typical workload is to index 1,000,000 documents.

From the observed price history it is apparent that the historical processing time

average has been 30,000 documents indexed per minute. The historical compute



provider pricing average for this workload has been $0.60 per minute at standard

immediate processing rates. So, the expected expense is ( 1 ,000,000/30,000) x $.60 =

$ 19.98.

[0064] This is a very simple example. In a more complicated example, the

workload arbitrage engine and optimizer 601 will load published pricing histories 302,

304 and 305, for providers 301 , 303, and 305, respectively. The published pricing

histories have historical pricing data that show, for example, that the cost per compute

minute varies throughout the day for each provider 301 , 303, and 305. For example,

for provider 301 , the cost per compute minute may vary from $0.20 to $0.84, for

provider 301 , the cost per compute minute may vary from $0.30 to $0.90, and for

provider 303, the cost per computer minute may vary from $.0.1 5 to $.98. Because

the price per compute minute varies at each provider and across all three providers,

there is an opportunity to optimize the compute processing price per workload by

breaking up the workload and distributing it among the three providers. The workload

arbitrage engine and optimizer 601 iteratively churns through each use case until it

optimizes the number of tasks, the size (e.g., the duration to process) of each task,

and an assigned time (by day, hour, minute and/or second) to process each task at the

three providers. In one embodiment, the workload arbitrage engine and optimizer 601

can optimize to such a fine granularity that it will determine when to stop processing a

task at one provider, repackage it, and move the repackaged task to a different

provider. The workload status monitor 605 monitors the processing status of the

tasks, stops the task, and moves the task to a different provider of computing

resources. The workload status monitor 605 may rely on an optimization plan or

schedule created at the end of the optimization process described, above, to

determine when to stop, start, and move tasks for processing.

[0065] Once the compute processing price per workload is optimized the system

presents the expected processing price and duration to the user via an interface. The

user, via the same or a different interface, either accepts or declines the processing at

the proposed price and duration. The user can also tell the system to automatically

select the bid without approvals - "automatic mode."



[0066] If the user accepts the proposed processing price and duration, the

workload scheduler module 604 uses the job priority and provider pricing history to

schedule the current workload queues as a continuous process. The workload buyer

module 602 purchases and initiates jobs with a provider 301 , 303, 305. The workload

status monitor module 605 checks the status of current running tasks in order to look

for jobs that could be stopped at a provider 301 , 303, 305. In addition, the workload

status monitor module 605 moves and restarts jobs from one provider to another 301 ,

303, 305.

[0067] FIG. 7 illustrates the steps of a workload arbitrage optimization method 700

in accordance with an illustrative embodiment of the present invention. The first step is

to analyze published pricing historical data to establish a pricing curve 701 . Next, an

optimization algorithm is created that finds the best workload processing times

according to the pricing curve 702. Workload tasks are packaged into small and

optimized work bundles 703. The spot price is set and the work is ready "to go" 704.

The final step prepares for a bid to be exceeded and work to stop, pause, restart,

and/or move based on the outcome of the bid process 705.

[0068] In another embodiment, a consumer submits a bid price and a proposed

duration. The option to submit a bid price and a proposed duration may be presented

to the consumer in the form of two slide bars on a user interface. The consumer

manipulates the sliding scales to a particular bid price and duration, for example, $ 10

per workload and 9 hours. In real-time, the arbitrage engine and optimizer 601

determines all of the optimized processing price per workload given the consumer's

particular constraints, and presents via the same or another interface the probability

that the consumer's workload will be processed within the proposed duration and for

the bid price. Typically, when the consumer increases the bid price and proposed

duration, the probability increases that the workload will be processed within the set

constrains. The probability is determine according to the function:

n{A)
[0069] P{A) Equation 1

n{s)



[0070] n(A) is occurrences of workloads completing during the designated duration,

and n(S) is the sum of the occurrences of workloads completing during the designated

duration and the occurrences of workloads failing to complete during the designated

duration.

[0071] Once the consumer has satisfied their personal threshold for price, duration,

and probability of successfully meeting the price and duration, the consumer accepts

and the arbitrage engine and optimizer 601 and the workload is processed.

[0072] As already stated, the present invention may be implemented in digital

electronic circuitry, in computer hardware, firmware, software, or in combinations

thereof. The invention may be implemented as a computer program product. A

computer program, may be written in any form of programming language, including

compiled or interpreted languages, and may be deployed in any form, including as a

stand-alone program, as a module, component, subroutine, or other unit suitable for

use in a computing environment. A computer program may be deployed or be

executed on one computer, on multiple computers at one site, or distributed across

multiple sites and interconnected by a communication network.

[0073] Method steps of the present invention may be performed by one or more

programmable processors executing a computer program product to perform functions

of the present invention by operating on input data and generating output data. Method

steps may also be performed by, and an apparatus of the present invention may be

implemented as, special purpose logic, circuitry, e.g., FPGA (field programmable gate

array) or an ASIC (application-specific integrated circuit)).

[0074] Processors suitable for the execution of a computer program include, by

way of example, both general and special purpose microprocessors, and any one or

more processors of any kind of digital computer. Generally, a processor will receive

instructions and data from a read-only memory or a random access memory or both.

The essential elements of a computer are a processor for executing instructions and

one or more memory devices for storing instructions and data. Generally, a computer

will also include, or be operatively coupled to receive data from or transfer data to, or

both, one or more mass storage devices for storing data, e.g., EPROM, and flash



memory devices; magnetic disks such as internal hard disks and removable disks;

magneto-optical disks; and CD-ROM and DVD-ROM disks. The processor and the

memory may be supplemented by, or incorporated in special purpose logic circuitry.

[0075] The present invention may be implemented in a system including, but not

limited to the systems described herein, which include: a back-end component, (e.g., a

data server), middleware component (e.g., application server) or a front-end

component (e.g., a client device having a graphical user interface or a Web browser

through which a user may interact with an implementation of the invention), or any

combination of such back-end, middleware, or front-end components. The

components of the system may be interconnected by any form or medium of digital

data communication (e.g., a communication network).

[0076] It is understood that the embodiments described herein are merely

illustrative of the present invention. Variations in the construction of the method and

system for arbitraging computer resources in a cloud computing environment may be

contemplated by one skilled in the art without limiting the intended scope of the

invention herein disclosed.

[0077] What is claimed is:



1. (original) A method for processing a workload among a plurality of computing

resources, the method comprising:

breaking the workload into two or more tasks each having a size optimized

based on (i) a price history of one or more of the plurality of computing resources and

(ii) a predicted duration to complete processing of each of the respective tasks; and

sending one of the two or more tasks to a computing resources for which the

size of the tasks is optimized.

2. (original) The method of claim 1, further comprising purchasing compute time

from the computing resource to which the task is sent.

3. (original) The method of claim 1, further comprising selecting a price history

based on a stored profile associated with a user.

4. (original) The method of claim 3, wherein the stored profile is also associated

with one of the plurality of computing resources.

5. (original) The method of claim 1, further comprising selecting a price history

based on a stored profile associated with a second user different from a first user that

requests processing of the workload.

6. (original) The method of claim 5, further comprising:

collecting information related to processing of the workload; and

modifying the stored profile based on the collected information.

7. (original) The method of claim 5, wherein the stored profile has associated with

it attributes, the attributes comprising one or more of: average work load size, average



historical processing time, price fluctuations, type of information processed, and

combinations thereof.

8. (original) The method of claim 1, further comprising:

receiving a bid and a designated duration; and

providing the user an indication of the probability that the workload will be processed

at the bid price and within the designated duration.

9. (original) The method of claim 8, further comprising calculating the probability

according to the function: P A = , where n(A) is occurrences of workloads
n{S )

completing during the designated duration, and n(S) is the sum of the occurrences of

workloads completing during the designated duration and the occurrences of

workloads failing to complete during the designated duration.

10. (original) A system for processing a workload among a plurality of computing

resources, the system comprising:

a workload packaging module that breaks the workload into two or more tasks

each having a size optimized based on (i) a price history of one or more of the plurality

of computing resources and (ii) a predicted duration to complete processing of each of

the respective tasks; and

a workload scheduling module that queues the tasks having the optimized size

for the computing resources.

11. (original) The system of claim 10, further comprising a workload buying module

that purchases compute time from the computing resources for which a task is

queued.



12. (original) the system of claim 10, wherein the workload packaging module

selects a price history based on a stored profile associated with a user.

13. (original) The system of claim 12, wherein the stored profile is also associated

with one of the plurality of computing resources.

14. (original) The system of claim 10, wherein the workload packaging module

selecting a price history based on a stored profile associated with another user

different from the user.

15. (original) The system of claim 14, wherein the workload packaging module,

collects information related to processing of the workload; and

modifies the stored profile based on the collected information.

16. (original) The system of claim 14, wherein the stored profile has associated with

it attributes, the attributes comprising one or more of: average work load size, average

historical processing time, price fluctuations, type of information processed, and

combinations thereof.

17. (original) The system of claim 10, further comprising a probability calculator that

receives a bid and a designated duration, and provides a user an indication of the

probability that the workload will be processed at the bid price and within the

designated duration.

18. (original) The system of claim 17, wherein the probability calculator calculates

the probability according to the function: p(A) = , where n(A) is occurrences of
n{S)

workloads completing during the designated duration, and n(S) is the sum of the

occurrences of workloads completing during the designated duration and the

occurrences of workloads failing to complete during the designated duration.



19. (original) The system of claim 10, further comprising a workload status

monitoring module that monitors the status of tasks executing at the plurality of

computing resources.

20. (original) The system of claim 19, further comprising the workload status

monitoring module stopping the execution of a task, and moving the task to a different

computing resource.

2 1 . (original) The system of claim 15, wherein modifying the stored profile based on

the collected information comprises updating the stored profile with data gathered

during processing of the user's workload.
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