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1. 

MINIMIZING INDEX MAINTENANCE 
COSTS FOR DATABASE STORAGE 

REGIONS USING HYBRID ZONE MAPS AND 
NDCES 

BACKGROUND 

Present invention embodiments relate to database access 
techniques that minimize costs associated with maintaining 
database indices with respect to costs associated with main 
taining range (or Zone) maps. 

Searching for information using a query may result in a 
search of a large database table when an evaluation of the 
query indicates that the large database table should be 
scanned. In many data warehouse appliances, the hardware 
and Software resources are balanced so that all components 
(e.g., Storage, networking, CPU and accelerator resources) 
are busy when performing a large database table scan. The 
performance of Such queries is improved not by optimizing 
any one component of the data path, but by identifying 
subsets of the rows with column values which do not need 
to be scanned. The “Zone map' mechanism enables one form 
of resource optimization, while indices or indexes represent 
another form of data mapping. 

For example, a Zone map comprises metadata about each 
storage region in the form of range values or range maps that 
define minimum (min) and maximum (max) values for 
ranges in a given storage region. In other words, a Zone map 
may comprise a plurality of range maps and as such, both 
Zone maps and range maps comprise min and max values for 
a storage region (set of data) and in that sense the terms may 
be interchangeable. With respect to indices, an index com 
prises metadata that may point to a particular record or the 
start of a range of records within a storage region. Thus, in 
one sense, a range map may be considered as a range within 
which a given value may be found, should that value exist 
(i.e., the Zone map range is inclusive, but there may not be 
an actual record within that range for a given index value). 
The Zone map may be used to filter storage regions for the 
possible inclusion of desired content before actually reading 
and searching the stored data. In other words, a Zone map 
may be used to eliminate rows in the large database table 
from consideration early in the Scanning sequence before 
any unnecessarily large processing overhead has been 
incurred. In one example, if a storage region is known to 
contain records with column values between 100 and 200 
(e.g., as stored in the range map metadata), then when a 
query with range values outside of that known range (e.g., 
a query with a value of 500) is evaluated, the evaluation can 
eliminate that storage region from being Scanned. 
The size of a given storage region for which metadata is 

maintained defines a resource tradeoff between processing 
resources and storage resources. For example, if the storage 
region is relatively large (e.g., three megabytes (MBS)), then 
a query that would otherwise return a relatively small data 
subset (e.g., 128 kilobytes (KBs) or 0.125 MB) requires 
loading the entire 3 MB storage region into memory for 
scanning, thereby increasing the use of memory resources, 
interconnect bandwidth from Storage into memory, and 
storage device readbandwidth. If the scan region covered by 
the metadata is relatively small (e.g., 128 KB), then the 
volume of metadata becomes larger relative to the size of the 
metadata describing a 3 MB data storage region, thereby 
increasing the use of processing resources used to analyze a 
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region). If the scan region for each range map is too small, 
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then the overhead incurred for creating and processing Zone 
maps may become relatively large. Accordingly, Zone maps 
and indices may become inefficient in certain respective 
situations. 

Regarding indices, these data constructs can be inefficient 
to keep up-to-date. For example, upon each insertion of a 
row into a table, every index for that table requires an update 
and it is desirable to reduce the number of indices. On the 
other hand, indices can be much more efficient than Zone 
maps for Some queries. By way of example, consider a table 
with 1 billion rows, with a unique key, but stored in random 
order with respect to that unique key. An index will identify 
a single storage region to be read for any query on a specific 
key value. In contrast, a Zone map will likely require reading 
almost all storage regions for the same query, because each 
storage region contains a wide range of keys due to the rows 
being stored in random order. Thus, it is desirable to have a 
mechanism for automatically identifying Such situations 
when indices are more effective, and maintaining an index 
in only these identified situations. 

BRIEF SUMMARY 

According to one embodiment of the present invention, an 
element of a database object are stored among a plurality of 
different storage regions, each storage region being associ 
ated with a first value range indicating upper and lower 
range values for element values within that storage region. 
A computer-implemented method generates and maintains 
an index for one or more second value ranges that include 
range values that comprise subsets of the first value ranges. 
A query is processed that includes a query value and one or 
more storage regions to be read is determined by using one 
of the index and the first value ranges based on the query 
value relative to a second value range. 

Embodiments of the present invention further include a 
system and computer program product for minimizing index 
maintenance costs for database storage regions using a 
hybrid Zone map and indices scheme in Substantially the 
same manner described above. 

BRIEF DESCRIPTION OF THE SEVERAL 
VIEWS OF THE DRAWINGS 

Generally, like reference numerals in the various figures 
are utilized to designate like components. 

FIG. 1 is a diagrammatic illustration of an example 
computing environment for use with an embodiment of the 
present invention. 

FIG. 2 is a procedural flow chart illustrating a manner in 
which indices and Zone maps are employed in a manner that 
minimizes the costs associated with maintaining indices and 
range maps when searching a database according to an 
embodiment of the present invention. 

FIG. 3 is a graph illustrating a probability threshold and 
a probability function for integer values according to an 
embodiment of the present invention. 

FIG. 4 is a histogram illustrating the threshold and prob 
ability function for integer values from FIG.3 according to 
an embodiment of the present invention. 

FIG. 5 is a binary (true/false) histogram illustrating 
whether a given probability for integer values from FIG. 4 
exceed a threshold according to an embodiment of the 
present invention. 

FIGS. 6A and 6B are procedural flow charts illustrating a 
manner in which exact value query and range value query 
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predicates may be processed a using hybrid Zone map and 
indices scheme according to an embodiment of the present 
invention. 

FIG. 7 is a procedural flow chart illustrating a manner in 
which Zone maps are created or modified as new data pages 
are added to a database according to an embodiment of the 
present invention. 

FIG. 8 is a procedural flow chart illustrating a manner in 
which Zone maps are modified when data pages are modified 
according to an embodiment of the present invention. 

FIG. 9 is a procedural flow chart illustrating a manner in 
which Zone maps are modified or deleted when data pages 
are deleted from a database according to an embodiment of 
the present invention. 

DETAILED DESCRIPTION 

Present invention embodiments improve optimization of a 
search engine (e.g., a database search engine) by hybridizing 
the concept of the metadata describing storage regions, e.g., 
Zone/range maps and indices, which may provide further 
granularity for a particular search. Operational efficiencies 
may be optimized by way of the techniques of present 
invention embodiments described herein by striking a bal 
ance between the use of Zone maps and indices by way of a 
hybrid data structure that includes both Zone/range map 
information as well as index information. In order to achieve 
the balance, probabilistic techniques may be employed to 
determine the tradeoff between the use of Zone maps and 
indices. 

For example, when traditional database query evaluation 
requires scanning a large table, it is beneficial to eliminate 
table rows from consideration very early in processing, i.e., 
before much effort is devoted to processing those rows. 
Some database management systems (DBMSs) maintain 
metadata about each region of table storage in order to filter 
table rows before actually reading the data stored in those 
rows (e.g., an I/O transfer from disk to volatile memory). 
The metadata may contain value ranges or range maps that 
indicate minimum (min) and maximum (max) values for a 
given column (col) variable (e.g., the min/max values 
among individual column values stored in a database cell). 
Accordingly, the range/Zone map metadata may be of the 
form: col 1 (min value, max value}. For example, if a 
storage region is known to contain records with column 
values between 100 and 200 (i.e., col 1 {100, 200}), then a 
query restricted to records with column values greater than 
500 will not read that storage region. However, if a query has 
a value from 100 to 200, including the values of 100 and 
200, then that storage region may be read and searched. In 
this regard, a range map may identify upper and lower range 
values or bounds for data within a given storage region. The 
upper and lower bound may be conservative or inclusive of 
that bound. In one example, for a given storage region, 
values that are less than or equal to the upper bound (e.g., a 
max) in storage region's metadata, and greater than or equal 
to the lower bound (e.g., a min), may be found in that storage 
region. 

In contrast, an indeX provides a pointer to a record (e.g., 
column value) with a specific value. When the column 
values associated with a given index are sorted, then an 
index may provide a starting or stopping point for a search. 
One disadvantage of indices is that when records are added 
or deleted, then the index (e.g., its pointer or associated data) 
needs to be modified to accommodate the database changes, 
which can be computationally and input/output (I/O) inten 
sive due to adjacent indices requiring similar pointer/data 
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4 
updates. In other words, a change in one index pointer 
usually requires other index pointers to be adjusted for a 
given storage region. For example, if records are inserted 
above a given index, then all indices for records below the 
insertion must be incremented accordingly. When range 
maps are employed, record addition and deletion may not 
require a change in the range map as long as those records 
column values fall within the range map. 
The size of a storage region for which metadata is 

maintained can affect search engine performance. If the 
metadata covers a storage region that is relatively large (e.g., 
three megabytes (MB)), then even a query that returns a 
single row from that storage region results in reading the 
entire region into active memory (e.g., random access 
memory (RAM)), which has a cost in storage bandwidth, 
communications (I/O) bandwidth from the storage to the 
memory, and the use of the storage region's memory. If the 
metadata covers a storage region (or a storage region not 
covered by a range map) that is relatively small (e.g., 128 
kilobytes (KB)), then an index pointing within that smaller 
storage region is less beneficial than an index into a larger 
storage region (e.g., due to Scaling effects). 

In order to facilitate the description, data granularity may 
be referred to in terms of pages and extents. By way of 
example, a page of data may be 128 KB, while 24 pages or 
3 MB (i.e., 128 KBX24 pages=3 MB) may be defined as an 
extent. The range map or range map hierarchy (i.e., nested 
range maps) may include a range of values for both extents 
and pages, where a page range map describes a Subset of the 
data described by an extent range map. Depending on the 
level of storage region overlap (e.g., as captured by a range 
map), data to be processed may be described via a list of 
storage regions to be processed at the page level (i.e., one 
page at a time) or at the extent level (i.e., 24 pages at a time). 
Searches may be performed at various levels of granularity, 
for example, between a page and an extent level (e.g., a Zone 
may comprise a plurality of pages). 

In a system with Zone maps but no indices, looking for an 
individual record can be expensive in certain situations since 
the search may consume computing and I/O resources, and 
may require Scanning the entire table. There is growing 
business demand for a single system to Support both ware 
house and operational analytics workloads. Record lookup 
could be made more efficient by adding an index for the key 
column used for the lookup. But index maintenance is 
relatively expensive and it may be impractical to add indices 
on all columns. Zone map maintenance is much simpler, so 
that it is practical to maintain Zone maps for every column 
in a table. 

In Some real-world situations, Zone maps are just as 
effective as indices. If the records in the table are ordered by 
the column used for the lookup query, then the Zone maps 
are non-overlapping or overlap only on single or endpoint 
values. In this case, Zone maps provide perfect information 
about the pages which should be read. If the key values in 
a Zone cover a dense range, then the Zone map entry for that 
Zone provides just as much information as the index, i.e., a 
value between the min and max values for the Zone is 
guaranteed to appear in the Zone. If the records in the table 
are clustered by several columns, including the column used 
for the lookup query, then the Zone maps may suggest 
several pages to be read. As long as the number of pages 
selected using Zone maps is Small, there is not a significant 
cost versus using an index (e.g., in a scan-optimized plat 
form that will always process entire pages, even when an 
index is used). 
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Finally, if the column used for the lookup has low 
cardinality and poor value ordering within, the index will not 
be effective (i.e., it will identify all pages). In this case any 
effort spent on maintaining an index is “wasted.” The 
techniques of present invention embodiments described 5 
herein, provide a way to hybridize Zone maps and indices, 
Such that the costs for index maintenance is only incurred for 
those columns, and for those value ranges, for which the 
indeX provides better information than the Zone map. As 
Such, a "Zone-map-effectiveness” data structure is main- 10 
tained of a size similar to the size of the Zone map. In ranges 
of values for which the Zone maps are not effective, an index 
is maintained (and a possibly conservative index). When a 
lookup occurs, the Zone map effectiveness data structure is 
examined first. If the value corresponds to an index, an index 15 
lookup is performed. If the value does not correspond to an 
index, then the Zones potentially containing that value are 
identified using the Zone map data structure. 
The Zone map effectiveness data structure effectively is an 

index "indicator” and is referred to hereinafter as such. The 20 
index indicator provides an effective mechanism for adapt 
ing to regions of a table which have low Zone map effec 
tiveness (i.e., when indexing may prove beneficial). The 
index indicator also provides a mechanism for discovering, 
on the fly, that all values of a column are best supported by 25 
an index, and that the index may be generated incrementally 
and during periods with available processing time. 

Data warehouse queries often scan entire tables by apply 
ing row-selection predicates (e.g., one or more search cri 
teria coupled by Boolean operators such as OR, AND or 30 
NOT). Database systems are typically I/O limited, because 
the amount of processing per row is small compared to the 
I/O cost of reading the row (whether from disk, from solid 
state drive (SSD), from DRAM, or from some level in a 
CPU cache hierarchy), so that analytic query performance is 35 
determined by the amount of data read. Queries which filter 
on a well ordered column such as dates are well served by 
Zone maps. But Zone maps may not work well for other 
columns. In these cases, it may become desirable to auto 
matically Switch to a mechanism Such as indices, for those 40 
columns where an index is more effective. 

In general, Zone maps are inexpensive to use and maintain 
relative to indices, and can be maintained for all columns of 
a table. Thousands of records can be inserted into a table 
with only a few updates to the associated Zone maps. For 45 
ordered or clustered data, Zone maps provide good selectiv 
ity. In contrast, indices are expensive to maintain. For 
example, inserting thousands of records may require thou 
sands of index updates. For point queries, indices provide 
the best selectivity. But since they are expensive, indices are 50 
added only where needed. In one example, an analysis of the 
current database system workload can be used to add or drop 
indices or to decide which columns may be used as keys in 
point queries, and then decide which value ranges (if any) 
should be indexed. Accordingly, the techniques of present 55 
invention embodiments described herein provide a balanced 
approach to the costs of indices in contrast to the simplicity 
of Zone maps by way of a cost balancing function that may 
use probabilistic or other cost analysis techniques. 
An example environment for use with present invention 60 

embodiments is illustrated in FIG. 1. Specifically, the envi 
ronment includes one or more server or host systems 10, and 
one or more data servers 14. Host systems 10 and data 
servers 14 may be remote from each other and communicate 
over a network 12. The network may be implemented by any 65 
number of any suitable communications media (e.g., wide 
area network (WAN), local area network (LAN). Internet, 
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intranet, etc.). Alternatively, host systems 10 and data serv 
ers 14 may be local to each other, and communicate via any 
appropriate local communication medium (e.g., local area 
network (LAN), data center network, hardwire, wireless 
link, intranet, etc.). One or more clients or end user systems 
30 may be coupled to host systems 10 via a network 40, or 
by a data center network or data center edge Switch. 

Host systems 10, data servers 14, and clients 30 may be 
implemented by any conventional or other computer sys 
tems preferably equipped with a display or monitor (not 
shown), a base (e.g., including at least one processor 15, one 
or more memories 35 and/or internal or external network 
interfaces or communications devices 25 (e.g., modem, 
network cards, etc.), optional input devices (e.g., a key 
board, mouse or other input device), and any commercially 
available and custom Software (e.g., server/communications 
Software, hybrid metadata module, hybrid query module, 
browser/interface software, etc.). Data servers 14 may com 
prise compute and storage nodes or database engine blades 
(e.g., in a datacenter or server farm). 

Data servers 14 may receive user query information 
related to desired database information (e.g., data, docu 
ments, etc.) from host systems 10. In another example, the 
information and queries may be received by the data servers, 
either directly or indirectly (e.g., from a client system). The 
host systems 10 may include a hybrid metadata module 16 
to generate a hybrid Zone maps that may comprise range 
maps, indices and index indicators (i.e., the index indicators 
provides a mechanism to choose between range maps and 
indices when processing a query). The hybrid Zone map may 
contain other cost or probabilistic data in addition to or as 
part of the index indicators. The host systems 10 may also 
include a hybrid query module 20 to process search requests 
using hybrid Zone maps. 
One or more components of the host systems 10, network 

12 and data servers 14 may comprise a database manage 
ment system (DBMS) or database 18. The database system 
18 may use any conventional or other database, or storage 
unit. Other DBMS components may be local to or remote 
from host systems 10 and data servers 14, and may com 
municate via any appropriate communication medium Such 
as network 12 and/or network 40 (e.g., local area network 
(LAN), wide area network (WAN). Internet, hardwire, wire 
less link, intranet, etc.). Any clients, hosts, or data servers 
may present a graphical user interface (e.g., GUI, etc.) or 
other interface (e.g., command line prompts, menu screens, 
etc.) to Solicit information from users pertaining to hybrid 
Zone maps and storage, and to provide results (e.g., hybrid 
Zone map statistics, number of indices generated, predicted 
I/O and processing savings, etc.). Further, these systems may 
provide reports to the user via the display or a printer, or may 
send the results or reports to another device/system for 
presenting to the user. 

Alternatively, one or more hosts 10 or clients 30 may 
generate hybrid Zone maps and perform query processing 
when operating as a stand-alone unit (i.e., without using data 
servers 14). In a stand-alone mode of operation, the host/ 
client stores or has access to the data (e.g., hybrid Zone 
maps, databases, etc.), and includes hybrid metadata module 
16 to generate hybrid Zone maps and hybrid query module 
20 to perform queries. The graphical user interface (e.g., 
GUI, etc.) or other interface (e.g., command line prompts, 
menu screens, etc.) Solicits information from a correspond 
ing user pertaining to hybridizing metadata, and may pro 
vide reports including hybridization results (e.g., hybrid 
Zone map statistics, number of indices generated, predicted 
I/O and processing savings, etc.). 
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Hybrid metadata module 16 and hybrid query module 20 
may include one or more modules or units to perform the 
various functions of present invention embodiments 
described below. The various modules (e.g., hybrid metadata 
module, hybrid query module, etc.) may be implemented by 
any combination of any quantity of software and/or hard 
ware modules or units, and may reside within memory 35 of 
the host and/or data servers for execution by processor 15. 
It should be understood, that the computing environment 
depicted in FIG. 1 provides example platforms (e.g., host 
systems 10, backend or data servers 14) for illustrating the 
techniques described herein. In this regard, data and hybrid 
Zone maps on one data server 14 may have no relationship 
with data and hybrid Zone maps on another data server 14. 
A manner in which hybrid metadata module 16 and hybrid 

query module 20 (e.g., via a host system 10, client systems 
30 and/or data server 14) access data within a database 
object according to an embodiment of the present invention 
is illustrated in FIG. 2. Initially, an element (e.g., a column) 
of the database object (e.g., a table) is stored among a 
plurality of different storage regions with each storage 
region being associated with a first value range indicating 
upper and lower range values for element values within that 
storage region. Second value ranges may be determined by 
intersecting the first value ranges from several or all storage 
regions for a column. In this case, each second value range 
represents a range of values which are present in a common 
set of storage regions. 
A score for each second value range is determined (i.e., a 

score for each storage region may be assigned) and the 
scores for each second value range are Summed to produce 
a total score at step 220. Thus, the total score may be the sum 
of the scores of second value range (each storage region) 
which overlaps the first value range. The score may indicate 
a probability of a value from the associated value range 
being absent from that storage region. In basic terms, a ratio 
of a number actual column values in a page to a number of 
column values available in the columns range map is equal 
to a linear probability of a given value (e.g., a search/query 
value) being present. The value of one minus probability of 
a given value being present is equal to a linear probability of 
a given value being absent, as determined at step 220. An 
index for each second value range where the total score 
exceeds a predetermined threshold (e.g., as denoted by T) is 
generated at step 230. Various techniques and operational 
scenarios with respect to the inventive concepts outlined by 
steps 220 and 230 are further described in connection with 
FIGS. 3-5 and 7-9. 
The index, e.g., as generated at step 230, may be used to 

process a query. For example, a query is processed including 
a query value to determine one or more storage regions to be 
read by using one of the index and the first value ranges 
based on the query value relative to a second value range at 
step 240. Based the query value (predicate(s)), the index 
indicator and the index itself, data are accessed from the 
storage regions for the query based on one of the index and 
the first and second range values of the storage regions in 
accordance with the indeX presence determination at step 
240. Further operations with respect to the inventive con 
cepts outlined by step 240 are further described in connec 
tion with FIGS. 6A and 6B. 

Regarding determining the score or probability of a value 
from the associated value range being absent from that 
storage region, e.g., as determined at step 220, the database 
or database tables may be subdivided into storage regions 
(e.g., extents and pages of a given size). The size of the 
extents and pages may be chosen for optimization on a 
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8 
particular computing system (e.g., main frame, personal 
computer, cloud computing, etc.). Each storage region is 
associated with an interval including first and second inter 
Val Values indicating a value range for elements within that 
storage region (e.g., min and max values as described 
above). 

Initially, a hybrid Zone map data structure for each page 
or column within each table is maintained. This data struc 
ture may include a sorted array of value intervals that 
appears similar to a histogram and is described herein in 
connection with several of the figures. A value of the data 
structure is interpreted as the probability that reading Zones 
overlapping the interval will perform wasted work by not 
discovering a record with the specified key value (i.e., the 
probability that a record is absent). The hybrid Zone map 
may include indices, pointers to a separate indexing data 
structure, range maps, Zone maps, index indicators or merely 
a collection of pointers to allow access to the various data 
Structures. 

As each database page is written into a database, the min 
and max values for a column in the page are computed. For 
the endpoint values, the probability that reading the Zone 
will find a record with an endpoint value is 1 or 100% since 
the value is already present, while the probability of wasting 
the read is 0 (i.e., according to a normalized probability scale 
from zero to one). For values in the interior of the range, the 
probably of a wasted read is a function of the density of 
values within the range. For example, in a dense integer 
range (with every integer value present), the probability of 
a wasted read is 0 throughout the range. For a Zone con 
taining long character strings that do not have matching 
characters or strings, the probability of a wasted read is 
(approximately) 1. For an integer range containing about 
one quarter (4) of the possible values between the min and 
max, the probability of a wasted read is three quarters (34 
which is (1-4)) or 0.75. 

Consider this probability as a variable or function Z(x), 
where Z(x) is the probability of a wasted read, or the loading 
into memory pages or extents that do not have the informa 
tion that would satisfy a query or other database search, i.e., 
no search results, for a given query value of X. The prob 
ability of a wasted read is Zero outside of the min/max 
bounds, because Zone map evaluation will cause the page to 
be excluded. The probability of a wasted read is also Zero for 
the exact min/max bounds (i.e., the known min/max values 
of the range will cause Zone map evaluation to include the 
page because either the minor max value will be found). The 
probability of a wasted read is some higher value on the 
interior values. For example, consider the integer column 
values denoted by {0, 1, 2, 3,8}. The 3 integer values on the 
interior and exclusive of the endpoints have three different 
values {1, 2, 3} within the range of 0 to 8 (0, 8) when the 
highest and lowest values {0, 8 are removed from consid 
eration (i.e., when range's known min/max values are 
removed from consideration), a range of 1, 7. In one 
example, if a query predicate X has a single digit integer 
value that is within the range map (e.g., X could be 1, 2, 3, 
4, 5, 6 or 7). The probability of finding x is 3 out of the 7 
interior values (3/7=-0.43), i.e., X could be 1, 2 or 3. The 
probability of not finding x inside of the endpoints, Z(x), is 
4 out of the 7 interior values (4/7=-0.57), i.e., X could be 4, 
5, 6 or 7. Thus, Z(x) would equal -0.57 for each discrete 
value in the range 1, 7. 
The probability function for a set of values, Z(x) may be 

computed for plural data sets (e.g., pages, extents, or other 
set). The Z(x) for each data set is summed into effectiveness 
function E(x), i.e., E(x)=XZ(x) for each data set. The effec 
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tiveness function E(x) can be interpreted as the expected 
number of wasted reads when Zone maps alone are used to 
look up a particular value X. The effectiveness function E(x) 
or a pointer thereto may be added to the hybrid Zone map. 
A detailed example for computing E(X) is provided in the 
text below. 

In order to use the effectiveness function E(x), a database 
configuration or tuning parameter may be used, such as a 
threshold value (T), for example, the value of T=10. For 
each data point that that may be used as a predicate, X, it is 
determined whether E(x)>10. If E(x)>10 for X, and X is in a 
given data set, then a decision may be made to generate an 
index for the values in the given data set. At the decision 
point, all Zones that have data points where E(x)>10 may be 
re-read so that their values may be added to an index, and 
Subsequent writes of new pages may be provisioned to 
update the index as part of the initial write path. The decision 
may be permanent or temporary, and is flagged in the hybrid 
Zone map data structure representing the function E(X). As 
explained further hereinafter, one benefit is that the hybrid 
Zone map data structure provides a mechanism to automati 
cally adapt from Zone maps over to indices, and vice versa, 
to avoid the cost of indices where they will not be effective. 
In general, it is most effective to add all values in the 
processed Zones to the index, even values outside of the 
indexed range. This technique limits page re-processing of 
any page to a singe re-processing iteration, even though 
additional sets of X may later require an index (i.e., because 
those values of X are already indexed). 

In other examples, the indices in a given hybrid Zone map 
may be dropped or reconstructed. When a range map 
changes, the Z(x) for values in the range maps in new pages 
may be added to E(x) or subtracted for deleted pages. If E(x) 
exceeds an indexing threshold T (e.g., E(X)> 10), then index 
ing or re-indexing may be performed. Likewise, if E(X) 
drops below a drop threshold, T, (e.g., E(x)<5), then the 
index may be dropped from or re-indexed into the hybrid 
Zone map. The various thresholds may be adapted to prevent 
hysteresis with respect to data modified with a high fre 
quency. 

In order to provide a basis for distinguishing, in simple 
terms, data queries that benefit from Zone maps versus data 
queries that benefit from indices, several examples are now 
provided. In a first example, integer column data (that, as 
explained, does not need indices) may be represented by the 
values {9, 1, 3, 2, 2, 2, 5, 6, 5, 6, 7, 8,9}. This integer data 
may be broken across (while, e.g., maintaining digit order) 
four pages of integer data, e.g., {9, 1,3}, {2, 2, 2}, {5, 6, 5} 
and {6, 7, 8, 9}. The range maps (min/max) for the four 
pages may be represented by 1, 9, 2, 2, 5, 6 and 6, 9. 
respectively. The value densities (it of actual values/it of all 
values in the range) for the column values in the first page 
is three different integers {9, 1, 3 out of nine possible 
integers in the range map of 1 to 91, 9 or 3/9. The second 
page contains all 2's, and therefore has a three identical 
single values of 2 with a range map of 2, 2, thereby having 
a density (it of actual values/it of all values in the range) of 
1/1 or one. In the third page, all values are also inclusive of 
the endpoints 5, 6 and therefore have a value density (if of 
actual values/it of all values in the range) of 1. In the fourth 
page all integer values are also fully spanned within end 
point values 6, 9 and therefore have a value density (if of 
actual values/it of all values in the range) of 1, i.e., four 
different values {6, 7, 8,9} within the range map of 6, 9 
giving a density of 4/4 or one. 

In terms of the effectiveness function E(x), those ranges 
with a density of one do not need indexing since indexing 
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10 
does not provide any additional information with respect to 
probability of a given value being within the range. In other 
words, a query that relies on a Zone map will produce a 
“found' or “not found search result with respect to the 
values within pages that have a value density of one. That is, 
an expected read failure, E(X), is Zero for pages 2-4, and a 
non-Zero value with respect to the first page. 

With respect to the first page with values {9, 1, 3} and 
with the range map of 1.9, eliminating the endpoints (the 
endpoints providing a search result of 100% certainty when 
the endpoint value is part of the query) provides an interior/ 
non-endpoint range of 2, 8), or seven inclusive values {2, 
3, ..., 8 or 2-8. Since the value 3 is the only one of the 
seven interior (non-endpoint) values in the first page values 
{9, 1,3}, the probability of a match for any given value in 
that range is 1/7, or in terms of not finding a result 6/7 (i.e., 
1-(1/7)). Accordingly, when a search value X is entirely 
within the endpoint values, the probability of finding a 
result, all other considerations being equal, is one out of 
seven (177), or not finding a result is six out of seven (6/7). 
Thus, Z(x) for pages 2-4 is Zero, while Z(x) for page one is 
6/7 across those pages that contain X. Examples, of the 
summation of Z(x) to obtain E(x) is described hereinafter. 

Thus, regarding page one, when the query value of X is 
one or less (x<=1), or nine or greater (x>-9), the expected 
number of unnecessary I/O operations/searches with respect 
to page one is Zero, or Z(1)=0 plus Z(9)=0. On the interior, 
when x=2... 8, the probability of a non-result, Z(x) is 6/7 
for a random distribution of X values. Thus, the sum of 
expected non-result values across the four pages is E(X)=0 
for x<=1 and x>=9, and E(x)=6/7 for 2<=x<=8. Since the 
values across all four pages in the above example are tightly 
coupled, maintaining indices for these pages is deemed cost 
intensive or otherwise unnecessary. 

In another example, that contrasts the data of first example 
(that finds indices unnecessary), example column data are 
provided that indicates benefits of using indices. For the 
description below, consider the column data represented by 
the values {1, 9, 7, 0, 8, 2, 1, 7, 3, 2, 9,5}. This integer data 
may be broken across three pages of integer data (while, e.g., 
maintaining digit order) further labeled A, B and C, and 
comprise the following values: A {1, 9, 7, 0, B{8, 2, 1, 7} 
and C{3, 2, 9,5}. The range maps (min/max) for the three 
pages may be represented by 0, 9, 1, 8 and 2, 9, 
respectively. 
The value densities for the column values in page A is four 

different integers A {1, 9, 7, 0} out often possible integers 
in the range map of 0 to 9 0, 9, inclusive of the endpoints, 
or 4/10. The value densities for the column values in page B 
is 478 for the four integers B 8, 2, 1, 7 in the range map 
of 1, 8, inclusive. Page C has a value density of 4/8 for the 
integers values C{3, 2, 9, 5} with a range map of 2, 9. 
inclusive. Stripped of their respective endpoint values, the 
value densities become 2/8, 2/6 and 2/6, respectively (i.e., 
two is subtracted from both numerator and the denominator 
of each value density ratio). The corresponding Z(x) values 
for integers in these three pages is equal to one minus the 
respective value density. For example, Z(x) for page A is 
(1-2/8) or 6/8 for all interior integer values, which is 34 when 
the Smallest denominator is employed. Z(x) for an integer 
present in pages B and C is (1-2/6) or 4/6, which is 2/3 when 
the Smallest denominator is employed. Z(x) for page A may 
be denoted as ZA(x) and denoted as ZB(x) and ZC(x) for 
pages B and C, respectively. 
The values of the function E(x) is the sum of Z(x) values 

for each page (e.g., E(x)=ZA(X)+ZB(x)+ZC(x), for each X 
within the range all of interior values across the three pages 
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A, B and C that make up the Zone, as indicated above (e.g., 
as determined by hybrid metadata module 16 at step 220). 
Accordingly, the Zone, with pages A, B and C has an interior 
discrete integer value range of {1, ..., 8). The effectiveness 
function for X=1, E(1), is the sum of ZA(1), ZB(1), and 
ZC(1), which is 34+0+0=34 (0.75). Note that ZB(1) is within 
page B’s total range map of 1, 8, but not in page B’s 
interior (non-endpoint) range map of 2, 7. Also note that 
the integer value of “1” is completely outside the range map 
of page C. Thus, as described above, endpoint values and 
values outside of the range map are assigned a probability of 
Zero (i.e., there is no possibility of reading pages B and C 
when the query predicate is “1”). 

Next, E(2) is computed and is the sum of ZA(2), ZB(2), 
and ZC(2), which comes to 34+2/3+0=17/12 (~1.42). E(3) is 
computed and is the sum of ZA(3), ZB(3), and ZC(3), which 
is 34+2%+24–25/12 (-2.08). E(4), E(5), E(6) and E(7) are all 
computed to be the same value as E(3) or 25/12 (-2.08). The 
last value in the series is E(8), which is computed as the sum 
of ZA(8), ZB(8), and ZC(8), which is 34+0+24=17/12 
(-1.42). Thus, E(x), for X=1 to 8 is {0.75, 1.42, 2.08, 2.08, 
2.08, 2.08, 2.08, 1.42. A plot of these values is depicted in 
FIG. 3. As viewed in FIG. 3, the vertical axis indicates 
positive real values for E(x), while the horizontal axis 
contains discrete integer values for the value range from 0 to 
8. 

In this example, the threshold value for determining 
whether or not to generate and maintain an index is set to a 
value of two (i.e., T-2) as indicated at reference numeral 310 
in the figure (e.g., as determined by step 230). The data 
shown in FIG. 3 are also shown in FIG. 4 in the form of a 
histogram with each rectangle bracketing or encompassing 
its Supporting integer on the horizontal axis. The histogram 
from FIG. 4 is converted to binary (true or false) histogram 
as shown in FIG. 5. For every integer that has an E(x)>2, the 
corresponding histogram value is set to true, otherwise the 
value set to false. Accordingly, since the integer values in the 
range from 3-7 all exceed the threshold of 2 (i.e., 2.08>2), 
these integers have a value of “true' (T) in FIG. 5, while all 
other value are set to “false’’ (F) or zero. In the form of a 
simple, but sorted, data structure, the values in FIG. 5 can be 
represented by the simple function: 3 (or greater)=true, but 
8 (or greater)=false, which indicates integer values from 3-7 
are true and all others are false. The presence of these “true' 
values indicates that an index should be generated and 
maintained for those pages that include at least one true 
value or in this case, all pages A, B and C. 
Once the probabilities of a given predicate value, X, being 

absent from a given storage region (e.g., are produced at step 
220), an index for each element value of one or more 
element value intervals is generated in response to combined 
probabilities (e.g., E(X)) of one or more storage regions with 
element values in that element value interval exceeding a 
threshold, T, where each element value interval includes a 
range of element values (e.g., as generated by hybrid meta 
data module 16 at step 220). Thus, the element values (e.g., 
integer, strings, dates, etc.) may be indexed according to the 
pages that those values may found. 

In the above described example, with pages A { 1, 9, 7, 0}, 
B 8, 2, 1, 7} and C{3, 2.9, 5}, each of the values is indexed. 
Each of the FIGS. 3, 4 and 5 provide a visual representation 
of an index status structure or data structure that indicates 
the presence (or absence) of an index (e.g., true or false, or 
greater or less than a threshold). If any value in a given page 
has a corresponding “true’ indication (e.g., as indicated in 
FIG. 5) that page may be included in the index. Thus, the 
values in FIG. 5 form an index "indicator” that indicate the 
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12 
presence of an index. In this example, at least one value in 
each page indicates “true’ and all three pages A, B and Care 
indexed, accordingly. The combination of pages A, B and C 
contain values from 0 to 9, with the values of 4 and 6 being 
absent. For example, the predicate query value 0 may be 
found only in page A, while the predicate query value 1, may 
be found in both pages A and B, and so on. When fully 
expanded, index values may be stored in table form: 

Value 

O 1 2 3 5 7 8 9 

Page A A, B B, C C C 

The above index may be used to process a query including 
an integer predicate value (e.g., X) and determine the pres 
ence of an index for the given query predicate (e.g., as 
determined at step 240). Based on the query predicates, the 
index indicator and the index itself, data are accessed from 
the identified pages (e.g., pages A, B and C) or other storage 
regions for the query based on one of the index and Zone or 
range maps of the storage regions in accordance with the 
index presence determination (e.g., as accessed at Step 240). 
To further illustrate the hybrid Zone map query processing 

and data access techniques described herein, reference is 
made to the flow charts presented in FIGS. 6A and 6B (e.g., 
as executed by hybrid query module 20 with respect to step 
240). As viewed in FIGS. 6A and 6B, the solid lined boxes 
are associated with functions that may be performed in 
connection with step 240, while the dash lined boxes, 
labeled 240, perform a similar function with respect the 
description provided in connection with FIGS. 2, 6A and 6B. 

Referring to FIG. 6A, and with continued reference to 
FIG.5 and the above index table, a flowchart is described for 
predicates with a given integer column value. For example, 
given a database query with a predicate of X-2, a lookup in 
the index indicator (FIG. 5) at step 610 indicates “false' for 
the value of 2. With a false indication, the query can avoid 
any indices and proceed to a typical Zone map scan using 
range map endpoints at step 620. In this case, all three range 
maps 0, 9, 1, 8 and 2, 9 contain the value of 2 and all 
three pages A, B and C would be scanned for the value 2. 

In a second example, given a database lookup up query 
with a predicate of x=4, the index indicator (FIG. 5) indi 
cates “true’ for the value of 4 at step 610, so the index would 
be consulted. An index lookup using the given query integer 
value is performed at step 630. However, the value of x=4 
is not present in the index table above. As a result, no pages 
would be loaded or scanned, thereby sparing I/O and pro 
cessing capacity. In a third example, given a database lookup 
up query with a predicate of x=9, the index indicator (FIG. 
5) indicates “false' for the value of 9 at step 610 and, at step 
620, the range maps indicate that pages A and C should be 
scanned. Accordingly, further processing or scanning is 
performed at step 240, and pages A and C would be scanned 
for X-9. In a last example, given a database lookup up query 
with a predicate of x=5, the index indicator (FIG. 5) indi 
cates “true’ for the value of 5 at step 610, and an index 
lookup is preformed at step 630. The index lookup would 
indicate that x=5 is present in page C and page C would be 
scanned at step 240. It should be noted that the above index 
values need may be maintained for those values that the 
index indicator (FIG. 5) indicates are “true” (e.g., values 
3-7), or may be maintained for values in a page as described 
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above (e.g., to avoid re-reading the page at a later time if it 
is decided to index a larger range). 

Referring to FIG. 6B, a flowchart is described for query 
predicates with a range of values, e.g., for column values 
within a range from a low value to a high value. FIG. 6B will 
be described in general and without the use of specific 
values. However, the operations described in connection 
with FIG. 6B are naturally extensible from the examples 
provided herein, with or without example data. Index indi 
cators (T/F) are looked up for each value in the query range 
at step 650. At this point, the plural lookups at step 650 may 
produce all false responses, all true responses, or a mix of 
false and true responses from the plural lookups in the 
corresponding index indicator (e.g., similar to the index 
indicator shown in FIG. 5). As viewed in FIG. 6B, when all 
responses from the index lookup are false, processing con 
tinues at Step 670; when all responses are true, processing 
continues at step 690; and when the responses are a mix of 
both true and false, processing continues at step 660. 

Thus, when the index indicators are all false, a typical 
Zone map scan is performed using range maps and the query 
predicates at step 670, and when the Zone map scan gener 
ates one or more results (e.g., identified pages, data, etc.), the 
identified pages are further processed at step 240. When the 
index indicators are all true, an index lookup is performed 
using indices and the query predicates at step 690, and when 
the index lookup generates one or more results (e.g., iden 
tified pages, data, etc.), the identified pages are further 
processed at step 240. When the index indicators generate a 
mix of true and false results, as indicated in the figure, Zone 
map scans are performed for the false results and index 
lookups are performed using indices for the true results and 
the resulting lists of pages are merged to remove duplicates. 
The pages from the merged result are further processed at 
step 240. 

Hybrid Zone map creation, modification and deletion 
based on source data are described in connection with FIGS. 
7-9 (e.g., as processed by hybrid metadata module 16). The 
hybrid Zone map may comprise a Zone map pointer, an index 
indicator pointer and an index pointer, that each refer to 
memory or storage locations, respectively, or the hybrid 
Zone map may contain the actual data in lieu of pointers. In 
addition, plural, nested, treed (e.g., a binary tree), or other 
complex data structures may be employed to facilitate the 
efficient use of computing and storage resources according 
to the inventive concepts described herein. 

FIG. 7 depicts a process for adding new pages/data or 
updating existing pages/data to take advantage of the I/O 
and processing cost savings introduced by present invention 
embodiments. Initially, for a new page of data, all hybrid 
Zone map data structures are empty, i.e., they contain Zeroes 
or other form of null values. When a page of data is newly 
added, the low and high range map values for pages/data 
structures are computed at Step 705. The page and range 
maps are added to a Zone map at step 710. If the data are 
determined to be discrete (e.g., integer data, dates, etc.) the 
discrete data are processed starting at step 720 and if the data 
are continuous (e.g., Varchar, float, real numbers, etc.), those 
values are processed starting at step 725. 
When processing discrete data as determined at step 715, 

it is further determined if just one discrete value is present 
in the page at step 720, or if the range is otherwise trivial 
because the maximum value is exactly one more than the 
minimum value. If only one value is present, or the maxi 
mum is one more than the minimum, then nothing is done 
at step 722. Otherwise, Z(x) for each value of X is computed 
at step 730. For example, Z(x) may be computed if there are 
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N values in the range from the low value to the high value 
as 1-((N-2)/(high-low-2)), where subtracting two from the 
numerator and the denominator intentionally excludes the 
endpoint values from the density computation as described 
above. The range of values for which Z(x) is applicable, i.e., 
the interior range values from low to high, is determined at 
step 740. The Z(x) probabilities are summed over the range 
of values to generate the function E(x) at step 750, e.g., as 
described above and in connection with FIG. 6A. For each 
new page with a value for E(x) that exceeds the database 
tuning threshold T, a change to the index indicator is 
enqueued for processing at step 760 (e.g., to update the 
Boolean values (T/F) in the index indicator). As new pages 
are added, the index indicator may be expanded to contain 
the new pages. The database tuning threshold T may be 
determined based on several criteria including the database 
element data type (e.g., integer, float, character, etc.), known 
database characteristics, hybrid Zone map generation 
reports, simulations, or other heuristic or deterministic tech 
niques. Note the threshold, T. may be different for each 
column in a table or database. Furthermore, it should be 
noted that pages, Zones, extents or other data constructs and 
sizes may be used to increase the I/O and processing 
efficiencies obtained by the hybrid Zone map inventive 
concepts. 
When processing continuous data as determined at step 

715, it is further determined if just one distinct value is 
present in the page at step 725. If one value is present, then 
nothing is done at step 735. When more than one distinct 
value is present, E(x) set to one for the page at step 745. The 
range continuous data type range (low to high) for the page 
is determined and added to the hybrid Zone map at step 755. 
The process continues at steps 750 and 760 that operate as 
described above. 
As time progresses, data may be added or removed from 

a page or other storage construct. As such, the range maps 
or indices in the hybrid Zone map may need to be updated 
and this process is described by way of FIG.8. In this regard, 
each page “knows” whether or not it has been indexed for a 
given column. Thus, to enable an index for a given range 
when it has been determined that an index is beneficial, e.g., 
according to the techniques and criteria described above 
((E(X) XZ(x))>T), all pages with range map values that 
overlap the given range (for that column) are determined at 
step 810. If the page is not indexed, then all cell values for 
that column are indexed and the page is marked as indexed 
at step 820. Lastly, the index indicator (FIG. 5) is set to true 
for those column values exceeding the threshold at step 830. 
At some point, pages or other storage structure may be 

decimated or have so much data deleted that they no longer 
efficiently serve the underlying data construct (e.g., a page, 
extent, etc.). Under these circumstances, 'garbage' collec 
tion may be performed to consolidate multiple data pages 
into a single or lesser number of data structures, and the 
associated range maps, indices, and index indicators may 
also be updated. A process for removing a page is described 
in connection with FIG. 9. First, it is determined whether a 
given page to be deleted is indexed in any column at step 
910. When a page is indexed in any one column, the page is 
scanned at step 920 and index data are collected. For each 
column that is indexed, index entries are removed at step 
925. 
At this point, whether the columns have been indexed or 

not, the process continues at step 930. The Z(x) for values 
within the column range and the corresponding E(X) is 
computed at step 930 (e.g., as described in connection with 
FIG. 7 for newly added pages or using a subset of the 
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processes described therewith). The newly re-computed 
E(x) is subtracted from the hybrid Zone map at step 940. 
Alternatively, the E(X) value computed when the page was 
last updated may be stored with the Zone map metadata for 
the page. Optionally, and as indicated by the dash lined box, 
when E(x) for a value in the range map falls below the 
threshold T, or a hysteresis threshold (T) to slow down 
system feedback, a change to the index indicator may be 
enqued. The index indicator may be used to disable an index 
for a range by setting the indicator to false without actually 
changing the index or the indexed pages. In other words, 
when the index indicator is used as a starting point, the 
indices and the indexed pages become “invisible' by way of 
the hybrid Zone map. Since the underlying “stale' data are 
not visible or available, database clean up or 'garbage 
collection' is not immediately required. 

It should be noted that during page updates, including 
page removal, the locking of data is rarely required, e.g., by 
way of read locks, write locks, and the like, since the Zone 
maps generally continue to return correct results during an 
update, e.g., as described in connection with FIGS. 8 and 9. 

Present invention embodiments may be utilized for gen 
erating hybrid Zone maps using any quantity of metadata 
(e.g., range maps, index indicators, histograms, etc.) for 
storage regions for any type of database (e.g., relational, 
object oriented, NoSQL, etc.), memory or any other storage 
Structure. 
The hybrid Zone maps may be developed in any manner 

(e.g., manually developed, based on a template, rule based, 
etc.) and contain any type of data (e.g., names, integers, real 
numbers, etc.). The hybrid Zone maps may be designed in 
any manner that facilitates database searching. The hybrid 
Zone maps may be in any format (e.g., plain text, database 
tables, nested XML code, etc.). Any number of hybrid Zone 
maps may be used for document searching. 
A hybrid Zone map hierarchy may be employed and be 

based on any number of levels of granularity (e.g., extents, 
pages, sets of rows, etc.) and may employ any desired data 
sizes for the hierarchy (e.g., 8 MB, 3 MB, 128KB, 64 KB, 
etc.) to obtain any desired level of data hierarchy. Hybrid 
Zone maps may be merged or divided to obtain any desired 
level of granularity. For example, hybrid Zone maps at the 
Zone or page level may be merged to form a complete set of 
metadata for an extent or other data set, or otherwise 
subdivided. The hybrid Zone maps may be added to, deleted 
or modified in any manner to achieve the efficiencies 
describe herein. 
The generated report(s) may include any information 

arranged in any fashion, and may be configurable based on 
rules or other criteria to provide desired information to a user 
(e.g., hybrid Zone map statistics such as index cost versus 
Zone map cost savings, the results of threshold value (e.g., 
T or T) variations on cost or cost profiles, the effects of 
element data type, etc.). 
The probabilities described herein may follow any prob 

ability or probability density function. For example, as 
described herein the probabilities are linear densities or 
ratios. It should be understood that any probability function 
may be used Such as the normal distribution (Gaussian), 
Poisson (e.g., if time series data were in the database), or 
t-tests, to name a few for the generation of the hybrid Zone 
maps and any hybrid Zone maps counterparts or structures 
Such as range maps, Zone maps, indices, index indicators, 
and the like, or pointer associated therewith for the access of 
those structures. 

It will be appreciated that the embodiments described 
above and illustrated in the drawings represent only a few of 
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the many ways of implementing techniques to minimize 
maintenance costs for database storage regions using hybrid 
Zone maps and indices, e.g., using probabilistic balancing of 
index maintenance costs against the lower costs associated 
with Zone maps for searching database storage regions 
The environment of the present invention embodiments 

may include any number of computer or other processing 
systems (e.g., client or end-user systems, host systems, data 
servers, etc.) and databases or other repositories arranged in 
any desired fashion, where the present invention embodi 
ments may be applied to any desired type of computing 
environment (e.g., cloud computing, client-server, network 
computing, mainframe, stand-alone systems, etc.) for which 
the search engine will operate or execute (e.g., the native or 
target computing environment). The computer or other pro 
cessing systems employed by the present invention embodi 
ments may be implemented by any number of any personal 
or other type of computer or processing system (e.g., desk 
top, laptop, PDA, mobile devices, etc.), and may include any 
commercially available operating system and any combina 
tion of commercially available and custom Software (e.g., 
browser Software, communications Software, server Soft 
ware, hybrid metadata module, hybrid query module, etc.). 
These systems may include any types of monitors and input 
devices (e.g., keyboard, mouse, voice recognition, etc.) to 
enter and/or view information. 

It is to be understood that the software (e.g., hybrid 
metadata module, hybrid query module, etc.) of the present 
invention embodiments may be implemented in any desired 
computer language and could be developed by one of 
ordinary skill in the computer arts based on the functional 
descriptions contained in the specification and flow charts 
illustrated in the drawings. Further, any references herein of 
Software performing various functions generally refer to 
computer systems or processors performing those functions 
under software control. The computer systems of the present 
invention embodiments may alternatively be implemented 
by any type of hardware and/or other processing circuitry. 
The various functions of the computer or other processing 

systems may be distributed in any manner among any 
number of software and/or hardware modules or units, 
processing or computer systems and/or circuitry, where the 
computer or processing systems may be disposed locally or 
remotely of each other and communicate via any Suitable 
communications medium (e.g., LAN, WAN, intranet, Inter 
net, hardwire, modem connection, wireless, etc.). For 
example, the functions of the present invention embodi 
ments may be distributed in any manner among the various 
end-user/client, data servers, and host systems, and/or any 
other intermediary processing devices. The Software and/or 
algorithms described above and illustrated in the flow charts 
may be modified in any manner that accomplishes the 
functions described herein. In addition, the functions in the 
flow charts or description may be performed in any order 
that accomplishes a desired operation. 
The Software of the present invention embodiments (e.g., 

hybrid metadata module, hybrid query module, etc.) may be 
available on a non-transitory computer useable medium 
(e.g., magnetic or optical mediums, magneto-optic medi 
ums, floppy diskettes, CD-ROM, DVD, memory devices, 
etc.) of a stationary or portable program product apparatus 
or device for use with stand-alone systems or systems 
connected by a network or other communications medium. 
The communication network may be implemented by any 

number of any type of communications network (e.g., LAN, 
WAN, Internet, intranet, VPN, etc.). The computer or other 
processing systems of the present invention embodiments 
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may include any conventional or other communications 
devices to communicate over the network via any conven 
tional or other protocols. The computer or other processing 
systems may utilize any type of connection (e.g., wired, 
wireless, etc.) for access to the network. Local communi 
cation media may be implemented by any suitable commu 
nication media (e.g., local area network (LAN), hardwire, 
wireless link, intranet, etc.). 

The system may employ any number of any conventional 
or other databases, data stores or storage structures (e.g., 
files, databases, data structures, data or other repositories, 
etc.) to store information (e.g., data, documents, hybrid Zone 
maps, etc.). The database system may be implemented by 
any number of any conventional or other databases, data 
stores or storage structures (e.g., files, databases, data struc 
tures or tables, data or other repositories, etc.) to store 
information (e.g., data, documents, hybrid Zone maps, etc.). 
The database system may be included within or coupled to 
the server and/or client systems. The database systems 
and/or storage structures may be remote from or local to the 
computer or other processing systems, and may store any 
desired data (e.g., data, documents, hybrid Zone maps, etc.). 
The present invention embodiments may employ any 

number of any type of user interface (e.g., Graphical User 
Interface (GUI), command-line, prompt, etc.) for obtaining 
or providing information (e.g., databases, documents, indi 
ces, range maps, etc.), where the interface may include any 
information arranged in any fashion. The interface may 
include any number of any types of input or actuation 
mechanisms (e.g., buttons, icons, fields, boxes, links, etc.) 
disposed at any locations to enter/display information and 
initiate desired actions via any Suitable input devices (e.g., 
mouse, keyboard, etc.). The interface Screens may include 
any suitable actuators (e.g., links, tabs, etc.) to navigate 
between the screens in any fashion. 

The present invention embodiments are not limited to the 
specific tasks or algorithms described above, but may be 
utilized for generating hybrid Zone maps associated with any 
type of database, memory or any other storage structure. 

The terminology used herein is for the purpose of describ 
ing particular embodiments only and is not intended to be 
limiting of the invention. As used herein, the singular forms 
“a”, “an and “the are intended to include the plural forms 
as well, unless the context clearly indicates otherwise. It will 
be further understood that the terms “comprises”, “compris 
ing”, “includes”, “including”, “has”, “have”, “having, 
“with and the like, when used in this specification, specify 
the presence of Stated features, integers, steps, operations, 
elements, and/or components, but do not preclude the pres 
ence or addition of one or more other features, integers, 
steps, operations, elements, components, and/or groups 
thereof. 

The corresponding structures, materials, acts, and equiva 
lents of all means or step plus function elements in the 
claims below are intended to include any structure, material, 
or act for performing the function in combination with other 
claimed elements as specifically claimed. The description of 
the present invention has been presented for purposes of 
illustration and description, but is not intended to be exhaus 
tive or limited to the invention in the form disclosed. Many 
modifications and variations will be apparent to those of 
ordinary skill in the art without departing from the scope and 
spirit of the invention. The embodiment was chosen and 
described in order to best explain the principles of the 
invention and the practical application, and to enable others 
of ordinary skill in the art to understand the invention for 

10 

15 

25 

30 

35 

40 

45 

50 

55 

60 

65 

18 
various embodiments with various modifications as are 
Suited to the particular use contemplated. 
The descriptions of the various embodiments of the 

present invention have been presented for purposes of 
illustration, but are not intended to be exhaustive or limited 
to the embodiments disclosed. Many modifications and 
variations will be apparent to those of ordinary skill in the 
art without departing from the scope and spirit of the 
described embodiments. The terminology used herein was 
chosen to best explain the principles of the embodiments, the 
practical application or technical improvement over tech 
nologies found in the marketplace, or to enable others of 
ordinary skill in the art to understand the embodiments 
disclosed herein. 
The present invention may be a system, a method, and/or 

a computer program product. The computer program prod 
uct may include a computer readable storage medium (or 
media) having computer readable program instructions 
thereon for causing a processor to carry out aspects of the 
present invention. 
The computer readable storage medium can be a tangible 

device that can retain and store instructions for use by an 
instruction execution device. The computer readable storage 
medium may be, for example, but is not limited to, an 
electronic storage device, a magnetic storage device, an 
optical storage device, an electromagnetic storage device, a 
semiconductor storage device, or any suitable combination 
of the foregoing. A non-exhaustive list of more specific 
examples of the computer readable storage medium includes 
the following: a portable computer diskette, a hard disk, a 
random access memory (RAM), a read-only memory 
(ROM), an erasable programmable read-only memory 
(EPROM or Flash memory), a static random access memory 
(SRAM), a portable compact disc read-only memory (CD 
ROM), a digital versatile disk (DVD), a memory stick, a 
floppy disk, a mechanically encoded device such as punch 
cards or raised structures in a groove having instructions 
recorded thereon, and any suitable combination of the fore 
going. A computer readable storage medium, as used herein, 
is not to be construed as being transitory signals perse. Such 
as radio waves or other freely propagating electromagnetic 
waves, electromagnetic waves propagating through a wave 
guide or other transmission media (e.g., light pulses passing 
through a fiber-optic cable), or electrical signals transmitted 
through a wire. 
Computer readable program instructions described herein 

can be downloaded to respective computing/processing 
devices from a computer readable storage medium or to an 
external computer or external storage device via a network, 
for example, the Internet, a local area network, a wide area 
network and/or a wireless network. The network may com 
prise copper transmission cables, optical transmission fibers, 
wireless transmission, routers, firewalls, Switches, gateway 
computers and/or edge servers. A network adapter card or 
network interface in each computing/processing device 
receives computer readable program instructions from the 
network and forwards the computer readable program 
instructions for storage in a computer readable storage 
medium within the respective computing/processing device. 
Computer readable program instructions for carrying out 

operations of the present invention may be assembler 
instructions, instruction-set-architecture (ISA) instructions, 
machine instructions, machine dependent instructions, 
microcode, firmware instructions, state-setting data, or 
either source code or object code written in any combination 
of one or more programming languages, including an object 
oriented programming language Such as Smalltalk, C++ or 
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the like, and conventional procedural programming lan 
guages, such as the “C” programming language or similar 
programming languages. The computer readable program 
instructions may execute entirely on the user's computer, 
partly on the user's computer, as a stand-alone software 
package, partly on the user's computer and partly on a 
remote computer or entirely on the remote computer or 
server. In the latter scenario, the remote computer may be 
connected to the user's computer through any type of 
network, including a local area network (LAN) or a wide 
area network (WAN), or the connection may be made to an 
external computer (for example, through the Internet using 
an Internet Service Provider). In some embodiments, elec 
tronic circuitry including, for example, programmable logic 
circuitry, field-programmable gate arrays (FPGA), or pro 
grammable logic arrays (PLA) may execute the computer 
readable program instructions by utilizing state information 
of the computer readable program instructions to personalize 
the electronic circuitry, in order to perform aspects of the 
present invention. 

Aspects of the present invention are described herein with 
reference to flowchart illustrations and/or block diagrams of 
methods, apparatus (systems), and computer program prod 
ucts according to embodiments of the invention. It will be 
understood that each block of the flowchart illustrations 
and/or block diagrams, and combinations of blocks in the 
flowchart illustrations and/or block diagrams, can be imple 
mented by computer readable program instructions. 

These computer readable program instructions may be 
provided to a processor of a general purpose computer, 
special purpose computer, or other programmable data pro 
cessing apparatus to produce a machine, such that the 
instructions, which execute via the processor of the com 
puter or other programmable data processing apparatus, 
create means for implementing the functions/acts specified 
in the flowchart and/or block diagram block or blocks. These 
computer readable program instructions may also be stored 
in a computer readable storage medium that can direct a 
computer, a programmable data processing apparatus, and/ 
or other devices to function in a particular manner, Such that 
the computer readable storage medium having instructions 
stored therein comprises an article of manufacture including 
instructions which implement aspects of the function/act 
specified in the flowchart and/or block diagram block or 
blocks. 

The computer readable program instructions may also be 
loaded onto a computer, other programmable data process 
ing apparatus, or other device to cause a series of operational 
steps to be performed on the computer, other programmable 
apparatus or other device to produce a computer imple 
mented process, such that the instructions which execute on 
the computer, other programmable apparatus, or other 
device implement the functions/acts specified in the flow 
chart and/or block diagram block or blocks. 
The flowchart and block diagrams in the Figures illustrate 

the architecture, functionality, and operation of possible 
implementations of systems, methods, and computer pro 
gram products according to various embodiments of the 
present invention. In this regard, each block in the flowchart 
or block diagrams may represent a module, segment, or 
portion of instructions, which comprises one or more 
executable instructions for implementing the specified logi 
cal function(s). In some alternative implementations, the 
functions noted in the block may occur out of the order noted 
in the figures. For example, two blocks shown in Succession 
may, in fact, be executed Substantially concurrently, or the 
blocks may sometimes be executed in the reverse order, 
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depending upon the functionality involved. It will also be 
noted that each block of the block diagrams and/or flowchart 
illustration, and combinations of blocks in the block dia 
grams and/or flowchart illustration, can be implemented by 
special purpose hardware-based systems that perform the 
specified functions or acts or carry out combinations of 
special purpose hardware and computer instructions. 

What is claimed is: 
1. A system for accessing data within a database object, 

wherein an element of the database object is stored among 
a plurality of different storage regions with each storage 
region being associated with a first value range indicating 
upper and lower range values for element values within that 
storage region, the system comprising: 

at least one processor configured to: 
determine a quantity of expected read failures associ 

ated with using the first value ranges for reading each 
of one or more second value ranges, wherein the 
second value ranges include range values comprising 
Subsets of the first value ranges; 

generate and maintain an index for each of the one or 
more second value ranges having an associated 
quantity of expected read failures satisfying a thresh 
old; and 

process a query including a query value by: 
identifying a second value range encompassing the 

query value; 
selecting one of the index and the first value ranges 

based on the associated quantity of expected read 
failures for the identified second value range and 
determining one or more storage regions to access 
utilizing the selection; and 

processing the query by reading the determined one 
or more storage regions. 

2. The system of claim 1, wherein generating an index 
further includes: 

determining a score corresponding to the quantity of 
expected read failures for each second value range 
included in a storage region and Summing the scores for 
each second value range included in the storage region 
to produce a total score; and 

generating the index for each second value range where 
the total score exceeds a predetermined threshold. 

3. The system of claim 2, wherein the score for a storage 
region represents a probability that a value from an interval 
between the upper and lower range values is absent from that 
storage region. 

4. The system of claim 3, wherein the score for a storage 
region is determined based on a quantity of values of the first 
value range within that storage region relative to the quantity 
of all values within the first value range. 

5. The system of claim 2, wherein the summing of scores 
excludes the upper and lower range values for each storage 
region, and storage regions containing a single Value. 

6. The system of claim 1, wherein generating the index 
includes: 

maintaining information pertaining to the database object 
element within an index status structure; and 

providing an indicator within the index status structure to 
indicate the second value ranges for which an index has 
been generated; and 

the processor is further configured to: 
access data from the storage regions based on the index 

in accordance with the indicator indicating the pres 
ence of an index for the identified second value 
range; and 
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access data from the storage regions based on the first 
value ranges in accordance with the indicator indi 
cating the absence of an index for the identified 
second value range. 

7. The system of claim 1, wherein the database object 
includes a database table and the database object element 
includes a database table column. 

8. A computer program product for accessing data within 
a database object, wherein an element of the database object 
is stored among a plurality of different storage regions with 
each storage region being associated with a first value range 
indicating upper and lower range values for element values 
within that storage region, the computer program product 
comprising: 

a computer readable storage medium having computer 
readable program code embodied therewith, the com 
puter readable program code comprising computer 
readable program code configured to: 
determine a quantity of expected read failures associ 

ated with using the first value ranges for reading each 
of one or more second value ranges, wherein the 
second value ranges include range values comprising 
subsets of the first value ranges: 

generate and maintain an index for each of the one or 
more second value ranges having an associated 
quantity of expected read failures satisfying a thresh 
old; and 

process a query including a query value by: 
identifying a second value range encompassing the 

query value; 
Selecting one of the index and the first value ranges 

based on the associated quantity of expected read 
failures for the identified second value range and 
determining one or more storage regions to access 
utilizing the selection; and 

processing the query by reading the determined one 
or more storage regions. 

9. The computer program product of claim 8, wherein the 
computer readable program code to generate an index fur 
ther includes program code configured to: 

determine a score corresponding to the quantity of 
expected read failures for each second value range 
included in a storage region and summing the scores for 
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each second value range included in the storage region 
to produce a total score; and 

generate the index for each second value range where the 
total score exceeds a predetermined threshold. 

10. The computer program product of claim 9, wherein 
the score for a storage region represents a probability that a 
value from an interval between the upper and lower range 
Values is absent from that storage region. 

11. The computer program product of claim 10, wherein 
the score for a storage region is determined based on a 
quantity of values of the first value range within that storage 
region relative to the quantity of all values within the first 
Value range. 

12. The computer program product of claim 9, wherein 
the computer readable program code to sum the scores for 
each second value range included in the storage region 
comprises computer readable program code to sum scores 
that exclude the upper and lower range values for each 
storage region, and exclude storage regions containing a 
single value. 

13. The computer program product of claim 8, wherein 
the computer readable program code to generate an index 
further includes program code configured to: 

maintain information pertaining to the database object 
element within an index status structure; and 

provide an indicator within the index status structure to 
indicate the second value ranges for which an index has 
been generated; and 

the computer readable program code further comprises 
computer readable program code configured to: 
access data from the storage regions based on the index 

in accordance with the indicator indicating the pres 
ence of an index for the identified second value 
range; and 

access data from the storage regions based on the first 
value ranges in accordance with the indicator indi 
cating the absence of an index for the second value 
range. 

14. The computer program product of claim 8, wherein 
the database object includes a database table and the data 
base object element includes a database table column. 
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