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(57) Abstract: A system, an apparatus and a method for providing a secure computing environment may be provided. In one aspect,
an apparatus may comprise a communication port and a computer processor coupled to the communication port. The computer pro -
cessor may be configured to initialize a hypervisor, establish a first virtual machine under control of the hypervisor and execute code
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device, ensure that the administrator device is one of a set of intended administrator devices, receive a command through the connec -
tion with the administrator device and establish a second virtual machine under control of the hypervisor. The command may relate
to executing a task on the second virtual machine.



A SECURE SERVER ON A SYSTEM WITH VIRTUAL MACHINES

RELATED APPLICATIONS

[0001] This application claims priority to U.S. Provisional Application No. 61/861,753, filed

August 2, 2013, entitled "A Secure Server On A System with Virtual Machines," the content

of which is incorporated herein by reference in its entirety.

FIELD OF THE DISCLOSURE

[0002] The systems, methods and apparatuses described herein relate to the security of

computer systems, and in particular, executing multiple sensitive tasks related to commercial

and other data transactions in different virtual machines running on a computing device.

BACKGROUND

[0003] Internet shopping, online banking, and other network-based forms of transmitting

sensitive data are highly popular, but both the computer servers hosting the online services

and the client computing devices consuming the online services may be susceptible to a

variety of security breaches resulting from computer viruses, backdoors, keyloggers and other

forms of attacks on the servers and the client computing devices. These attacks generally

relate to vulnerabilities in the operating systems of the computer servers and the client

computing devices that are used to access the network.

[0004] Existing solutions either rely on software alone (such as anti-virus software) or

limited hardware support for storing cryptographic keys using a secure cryptoprocessor (such

as the Trusted Platform Module (TPM)). Neither separates the sensitive tasks from the non-

sensitive tasks in order to provide heightened security protection to the sensitive tasks. What

is needed is a suitable computing environment to implement security solutions that separates

the sensitive tasks from the non-sensitive tasks, and in particular, take advantage of virtual

machine technologies to provide separate computing resources to sensitive tasks and non-

sensitive tasks.



BRIEF DESCRIPTION OF THE DRAWINGS

[0005] FIG. 1A is a block diagram of an exemplary system according to the present

disclosure.

[0006] FIG. IB is a block diagram of an exemplary system according to the present

disclosure.

[0007] FIG. 2A is a flow diagram illustrating an exemplary method by which a system

according to the current disclosure may accept a task for execution; organize the process of

task execution; and cleanup after task execution.

[0008] FIG. 2B is a flow diagram illustrating an exemplary start up method according to the

current disclosure.

[0009] FIG. 3A is a block diagram of an exemplary system according to the present

disclosure.

[0010] FIG. 3B is a block diagram of an exemplary system in operation according to the

present disclosure.

[0011] FIG. 3C is a block diagram of an exemplary memory allocation according to the

present disclosure.

[0012] FIG. 4 is a mapping of some of the components of the implementation of FIG. 1A to

the components of the implementation of FIG. 3A according to the present disclosure

[0013] FIG. 5 is a block diagram showing an exemplary embodiment according to the present

disclosure.

[0014] FIG. 6 is a flow diagram showing an exemplary process of system start according to

the present disclosure.

[0015] FIG. 7 is a flow diagram showing an exemplary process of executing a task using an

exemplary processor according to the present disclosure.



[0016] FIG. 8 is a flow diagram showing an exemplary process of executing a subtask using

an exemplary processor according to the present disclosure.

[0017] FIG. 9A is a flow diagram showing an exemplary process of moving execution of a

task from a source machine processor according to the present disclosure.

[0018] FIG. 9B is a flow diagram showing an exemplary process of receiving and resuming

execution of a task at a target machine according to the present disclosure.

[0019] FIG. 10 is shows an exemplary secure device according to the present disclosure.

DETAILED DESCRIPTION

[0020] Certain illustrative aspects of the systems, apparatuses, and methods according to the

present invention are described herein in connection with the following description and the

accompanying figures. These aspects are indicative, however, of but a few of the various

ways in which the principles of the invention may be employed and the present invention is

intended to include all such aspects and their equivalents. Other advantages and novel

features of the invention may become apparent from the following detailed description when

considered in conjunction with the figures.

[0021] In the following detailed description, numerous specific details are set forth in order

to provide a thorough understanding of the invention. In other instances, well known

structures, interfaces, and processes have not been shown in detail in order not to

unnecessarily obscure the invention. However, it will be apparent to one of ordinary skill in

the art that those specific details disclosed herein need not be used to practice the invention

and do not represent a limitation on the scope of the invention, except as recited in the claims.

It is intended that no part of this specification be construed to effect a disavowal of any part

of the full scope of the invention. Although certain embodiments of the present disclosure

are described, these embodiments likewise are not intended to limit the full scope of the

invention.



[0022] The present disclosure provides systems, methods and apparatuses for performing

computer-based actions or transactions in a secure environment. In one non-limiting

example, a computer processor according to the present disclosure may execute a task on a

first virtual machine of a computer system and an operating system on a second virtual

machine of the computer system. The operating system (OS) may implement drivers to

communicate with hardware elements of the computer system and the task is configured to

rely on the OS to access the hardware elements.

[0023] Figure 1A shows an exemplary system 100 according to the present disclosure. The

systemlOO may comprise a non-secure (NS) system 152, a supervisor 160, and a bus 151

between the NS system 150 and the supervisor 160. Further, the system 100 may comprise

one or more tasks 170-1, . . . 170-N (with N being any positive integer number) that

communicate with the supervisor 160 via respective task interfaces 172-1, . . . 172-N. In

addition, the system 100 may comprise a communication port 118 and data storage 119

coupled to the NS system 152, and a certificate storage 166 and key storage 167 coupled to

the supervisor 160.

[0024] The supervisor 160 may be part of the system 100 that is used to control access to

various system components. For example, the supervisor 160 may control access to physical

memory used by a task 170 for the task's operations. Further, the supervisor 160 may be

used to enforce certain operational rules to provide certain security guarantees to the task

end-user. For example, in one embodiment, the supervisor 160 may be configured to: (1)

receive a task; (2) check that certain requirements (as described in greater detail below) are

fulfilled for this task; (3) if requirements are fulfilled, load this task into one or more physical

memory segments; (4) clear one or more physical memory segments; (5) initiate execution of

the task; (6) control one or more peripherals within the computing device; and/or (7) clean up

(to the extent required) after the task has been executed. In addition, the Supervisor 160 may



provide certain interfaces, such as communication or storage interfaces, for any tasks 170

being executed. Each of these functions will be described in greater details below. In some

embodiments, the supervisor 160 may be implemented such that it cannot be affected or

modified. For example, if the supervisor 160 is implemented as software, the integrity of the

supervisor may be ensured by storing instructions and data of the supervisor 160 within a

physically protected ROM (which may be, for example, implemented as a tamper-protected

non-volatile storage). In another example, the integrity of the supervisor 160 may be ensured

by encrypting the instructions and/or data comprising the supervisor 160 and checking the

integrity after decryption, for example, as described in U.S. Provisional Patent Application

No. 61/785,388, entitled "Systems, Methods and Apparatuses for Using a Secure Non-

Volatile Storage With a Computer Processor," filed on March 14, 2013 (the '388

Application), the content of which is incorporated herein by reference in its entirety. In yet

another example, the integrity of the instructions and data comprising the supervisor 160 may

be verified by comparing a hash (or hashes) of the instructions and data of the supervisor 160

with a pre-defined hash (or hashes) stored in a physically protected ROM.

[0025] Each task 170 may comprise executable task code, associated task data and a set of

permissions. The permissions may prescribe access rights to various system resources

including network access, storage access and/or peripheral device access. For example, the

permissions may indicate that the task is allowed to accept requests to establish secure

connections with some or all clients, and is not allowed to permanently store any data. In

addition, each task 170 may be signed and, in some embodiments, encrypted. In some

embodiments, the digital signature may cover task permissions such that if the task

permissions are modified after the task is signed, the signature may become invalid.

Exemplary tasks may include the tasks and subtasks described in U.S. Non-provisional Patent

Application No. 13/861,724, entitled "Secure Zone for Digital Communications," and filed



on April 12, 2013 (the '724 Application), and U.S. Non-provisional Patent Application No.

13/866,687, entitled "Secure Zone for Secure Purchases," and filed on April 19, 2013 (the

'687 Application), the content of both applications are incorporated herein by reference in

their entireties.

[0026] The executable task code may be executed in a secure manner. For example, when

the task code for one task 170 is executed, the task's data may be protected against access by

other parts of the system 100, such as the NS system 152 and any applications running in it,

and/or other tasks 170. In addition, a task 170 may have associated task permissions (which

in some embodiments may be signed by the task signer). The task permissions may include,

for example, permissions to accept connection requests with certain third parties, to store data

locally, to access certain hardware, and the like.

[0027] To enhance security, a task 170 may be executed using a segment of physical memory

that cannot be accessed by other tasks 170 or code running in the NS system 152. Further, in

some embodiments the memory for the task 170 may be separated into an instruction memory

segment and a data memory segment so that only instructions located in the instruction

memory segment may be executed, and no data may be stored within the instruction memory

segment.

[0028] In some embodiments the system 100 may have an administrator's task 175. The task

175 may be a special task in control of establishing communication between the supervisor

160 and an administrator of the system 100. For example, through this task 175, an

administrator of the system 100 may send commands to load or terminate certain tasks 170

and/or to receive certain feedback from the supervisor 160, such as a confirmation that the

requested command has been performed, or information if certain task 170 is still running.

The administrator's task 175 may have a special set of permissions collectively allowing it to

perform operations as described herein. In addition, in some embodiments, the



administrator's task 175 may have a special permission indicating that this task is designed

and signed as an administrator's task. This administrator's task 175 may communicate with

the supervisor 160 via the administrator's task interface 177. In some embodiments the

supervisor 160 may implement some or all functionality of the administrator's task 175.

[0029] The NS system 152 may run any kind of code, which may include one or more

operating systems 111 (such as, for example, Windows, Linux, or Unix operating systems)

that may be used for providing certain services to the supervisor 160 and/or to tasks 170. The

services may include, for example, network communication services, access to local storage,

and/or access to one or more of local hardware peripheral devices. In some embodiments, the

NS system 152 may run an OS 111 with one or more applications 112. The OS 111 and one

or more applications 112 may collectively provide the services to the supervisor 160. The NS

system 152, for example, may implement a driver to access the communications port 118

and/or a TCP/IP stack to provide communication services to the supervisor 160 and/or to

tasks. The communications port 118 may enable the NS system 152 to communicate with

other devices such as remote computers over a network connection.

[0030] The NS system 152 may also have access to a storage 119 of the system 100. The

storage 119 may be used by the NS system 152 for permanently storing information

including, for example, data, code, applications, etc. The information stored in the

storage 119 may include, for example, data received from the bus 151, and/or data associated

with the OS 111, and/or the applications 112. The NS system 152 may also retrieve the data

stored on the storage 119 when the data is needed and send the retrieved data to the supervisor

160. In some embodiments, the storagel 19 may be internal to an apparatus implementing the

system 100. For example, the storage 119 may be one or more internal hard disk drives or

solid state drives located in the physical case of the apparatus. In other embodiments, the

storagel 19 may be external to the apparatus. For example, the storage 119 may be any kind



of data storage that may be accessed locally or remotely, such as, for example, via a USB port

(not shown), or via the communication port 118.

[0031] In addition, the system 100 may comprise one or more certificate storages,

represented by a certificate storage 166 shown in FIG. 1A. In some embodiments, the

certificate storage 166 may be implemented, for example, as read-only, non-volatile memory.

The certificate storage 166 may store one or more root certificates of one or more

Certification Authorities (CA), which, in turn, may be used for certificate validation. The

system 100 may additionally comprise one or more key storages represented by a key storage

167 in FIG. 1A. The key storage 167 may be implemented, for example, as non-volatile

memory and may be used, for example, for the storage of one or more keys for data

encryption and/or decryption. The keys may include private key(s), one or more

corresponding public key(s) or associated digital certificates, and/or a unique device

identifier. In some embodiments, the certificate storage 166 and the key storage 167 may be

exclusively accessed by the supervisor 160.

[0032] The bus 151 may be a communication interface between the supervisor 160 and NS

system 152. In some embodiments, the bus 151 may be implemented as a memory block

with its access shared by the supervisor 160 and NS system 152. That is, the bus 151 may be

a memory buffer shared between the supervisor 160 and NS system 152.

[0033] It should be noted that the various components of the system 100 shown in FIG.1A

may include both physical components and logical components. For example, in some

embodiments, as will be described in details below, one or more of the NS system 152,

supervisor 160, various tasks (including the tasks 170 and administrator's task 175) may be

logical components that may be established on one or more CPUs during execution of

software code. Moreover, in these embodiments, the bus 151 and task interfaces (including



the task interfaces 172 and the administrator's task interface 177) may be implemented by

shared memory blocks.

[0034] In some embodiments a system 100 may be a part of a secure cloud system 130 as

shown on FIG. IB. A secure cloud system 130 may comprise a server 132, a number of client

devices 134-1 through 134-N (where N is a positive integer), and a system administrator's

device 136. The server 132 may be an embodiment of the system 100, and each of the client

devices 134 and the system administrator's device 136 may be legitimate secure devices. In

some embodiments, a secure device may be a computing device having a secure zone as

described in the '724 Application or as described in U.S. Provisional Patent Application No.

61/808,774, entitled "Secure Zone on a Virtual Machine for Digital Communications," filed

on April 5, 2013 (the '774 Application), the content of which is incorporated herein by

reference in its entirety. For example, the system administrator's device 136 may have a

secure zone that runs a client administrative task 138. In this cloud system 130, one or more

tasks running under the control of the supervisor 160 of the server 132 may have a permission

to accept connections from only those client devices that are secure and not compromised.

Correspondingly, before passing an established connection to a task, the supervisor 160 may

first ensure that the connection is established with one of legitimate secure devices that are

not reported as compromised using, for example, a method described in U.S. Provisional

Patent Application 61/788,326, filed March 15, 2013, entitled "Systems, Methods and

Apparatuses for Remote Attestation," (the '326 Application). In other embodiments, a list of

public keys of the secure client devices that are allowed to establish a connection with a task

may be supplied together with the task code and data when the task is being loaded. Such a

list may be signed by a private key of the task signer. Alternatively, such a list may be

covered by the task signature, or form a part of one of the task certificates which may be used

to validate a task signature. Moreover, in some embodiments, such a list may be a part of



task permissions. It should be noted that an attacker may want to compromise a secure client

device 134 first when trying to compromise the server 132 (and, consequently, the whole

cloud system 130) and the secure client device 134 may be harder to compromise than an

ordinary client device.

[0035] Figure 10 illustrates an exemplary secure device 1020 that may be used as an

administrator device or a client device. The exemplary secure device 1020 may have an

attestation certificate issued by a trusted attestation service provider, which may keep a list of

trusted and uncompromised secure zones stored in a database, as shown and described in the

'326 Application. The server 132 may request the attestation certificate from the exemplary

secure device 1020 and verify that the attestation certificate is issued by the trusted attestation

service provider to attest legitimacy of the exemplary secure device 1020. Figure 10 shows

one example by which a secure zone 1050 may be implemented in a computing device 1020,

such as a computer, laptop, smart phone, smart television set, set-top box, etc. As shown in

Figure 10, a secure zone 1050 may comprise an interface 1051 to one or more non-secure

zones 1052. The term "non-secure zone," as used herein, refers to any device, processor,

other object, operating system, or application, or combination thereof, that is capable of

providing messages, codes, tasks or other information to a secure zone 1050. For example, in

the exemplary embodiment shown on Figure 10, the non- secure zone 1052 may comprise an

operating system 1011 and one or more applications 1012. The interface 1051 may be

configured to receive these messages, codes or tasks from the non-secure zone 1052. For

example, if a secure zone 1050 is implemented in a laptop, the interface 1051 may be

implemented as some kind of bus (for example, a PCIe bus) and may be configured to receive

messages, executable code, tasks or other information from the laptop's central processing

unit. If the secure zone 1050 were implemented in a television, the interface 1051 again

might be implemented, for example, as some kind of bus (for example, an I2C bus), and



configured to receive messages, executable code, tasks or other information from a separate

set-top box or from the microcontroller unit of the television.

[0036] A secure zone 1050 may further comprise a supervisor 1060 coupled to the interface

1051. The supervisor 1060 may be used to control access to the components of the secure

zone 1050, and may be used to enforce certain operational rules of the secure zone 1050 to

provide certain security assurances to the end-user. For example, in one embodiment, the

supervisor 1060 may be configured to: (1) receive a task or executable code that can be run

on one or more processors 1062 within the secure zone 1050; (2) verify any digital

certificates associated with this task or code; (3) if one or more predetermined requirements

are fulfilled, instruct a processor 1062 within the secure zone 1050 to execute the task or

code; and/or (4) clean up (to the extent required) after the task or code has been executed. In

one embodiment, the supervisor 1060 may be implemented in hardware within the secure

zone 1051, such that the supervisor 1060 cannot be affected or modified.

[0037] For example, the supervisor 1060 may be configured to fulfill one or more tasks as

described in the '724 Application or '687 Application.

[0038] In general, code or application refers to a set of instructions that may be executed on a

computing device whereas task refers to the combination of the executable code and

associated data that may be operated on by the secure zone. Throughout this disclosure, the

terms task, code, executable code, or other similar terms may be used interchangeably to refer

to any executable set of instructions (and, as appropriate, any associated data). Those with

ordinary skill in the art recognize that, depending on the situation and context, the secure

zone may execute code that has no associated data. Thus, references to code are not intended

to imply that data is necessarily excluded, and references to tasks are not intended to imply

that data is necessarily included.



[0039] Additionally, the supervisor 1060 may be configured to obtain and/or process one or

more anonymous attestation certificates (AACs) from a third-party attestation service. The

supervisor 1060 may be further configured to use one or more AACs for the purpose of

assuring a remote server (or other remote entity) with which the computing device 1020 is

communicating that (1) the computing device 1020 has a legitimate secure zone 1050 (rather

than, for example, a software emulator emulating a secure zone), and/or (2) that the secure

zone 1050 is not known to be compromised at the time the AAC is issued. An AAC may be

obtained by making a request to the attestation service and may be submitted to a remote

server when establishing a connect to the remote server. Exemplary processes for acquiring

an AAC and for using an AAC to attest secure zones (or particular tasks running within a

secure zone) are described in the '326 Application.

[0040] The secure zone 1050 may also comprise a secure processor 1062, an instruction

memory 1064 and a data memory 1065. The secure processor 1062 may be configured to

execute code loaded into the instruction memory 1064 and to exchange data with the non

secure zone 1052 through the interface 1051. The secure processor 1062 may be a general

purpose processor or any suitable form of special purpose processor. In some embodiments,

the secure processor 1062 may be implemented as hardware separate from the supervisor

1060; in some other embodiments, the supervisor 1060 and the secure processor 1062 may be

implemented using the same hardware. In addition, it will be understood that while Figure 10

shows the secure processor 1062 as having a so-called "Harvard architecture" (with separate

instruction memory 1064 and data memory 1065), other architectures (like the ubiquitous von

Neumann architecture) may be used as long as equivalent instruction and data restrictions are

enforced by the supervisor 1060. By way of example and not limitation, the XN bit may be

used in ARM® processors to provide some separation of data memory from instruction

memory, as long as the XN bit in appropriate memory areas is enforced by the supervisor



1060 and cannot be altered by code running within the secure zone 1050. Similar separation

may be achieved on x86 architecture by using the NX bit (also known as the XD bit on

INTEL® CPUs and as Enhanced Virus Protection on AMD® CPUs).

[0041] In certain embodiments, the secure zone 1050 may further comprise one or more

cryptographic engines represented by a cryptographic engine 1021 shown in Figure 10. The

cryptographic engine 1021 may be used by the supervisor 1060, among other things, in

support of digital certificate verification. The cryptographic engine 1021 may be configured

to implement one or more symmetric and/or asymmetric cryptographic algorithms, such as

Advances Encryption Standard (AES) algorithm, the RSA algorithm or any other existing or

future-developed cryptographic algorithm. The cryptographic engine 1021 may receive data

from the supervisor 1060 for encryption or decryption, and may provide the resulting

ciphertext (or plaintext, as appropriate) back to the supervisor 1060. The secure zone 1050

may also comprise a random number generator (RNG) 1024 to provide support to

cryptographic processes. In other embodiments, the supervisor 1060 may be configured to

perform some or all of the functionality of the cryptographic engine 1021 and/or random

number generator 1024, and a separate cryptographic engine 1021 or RNG 1024 may not be

required.

[0042] In some embodiments, the instruction memory 1064 and data memory 1065 may be

implemented as volatile memory. The absence of persistent writable storage for executable

code may ensure that no viruses, back-doors, or other malicious code may be installed within

the secure zone 1050. In addition, the secure zone 1050 may contain one or more certificate

storages, represented by a certificate storage 1066 shown in Figure 10, which may be

implemented as read-only, non-volatile memory. The certificate storage 1066 may store one

or more root certificates of one or more Certification Authorities (CA), which, in turn, may

be used for certificate validation.



[0043] The secure zone 1050 may additionally comprise one or more key storages

represented by a key storage 1067 in Figure 10. The key storage 1067 may be implemented,

for example, as non-volatile memory and may be used, for example, for the storage of one or

more private keys (which can be generated, for example, by the supervisor 1060 using RNG

1024), one or more corresponding public key(s), and/or a unique device identifier. This

information may be used, among other uses, to identify and/or authenticate the secure zone

1050.

[0044] The secure zone 1050 may further comprise one or more AAC storages, represented

by an AAC storage 1068 in Figure 10. The AAC storage 1068 may be implemented, for

example, as a non-volatile memory and may be used to store one or more AACs which can be

used to reliably attest the secure zone 1050. The process by which AACs may be acquired

and used for task attestation is described in greater detail herein.

[0045] In addition, the secure zone 1050 may include a timer 1069, which may be used, for

example, to determine whether time restricted certificates and AACs remain valid. One

exemplary implementation of a secure timer 1069 is described in U.S. Provisional Patent

Application No. 61/661,248, entitled "Systems, Methods and Apparatuses for Secure Time

Management," and filed on June 18, 2012, the entirety of which is hereby incorporated by

reference.

[0046] The secure zone 1050 may be physically secured, such that it is tamper-resistant. The

secure zone 1050 may also (alternatively, or in addition to being tamper-resistant) incorporate

one or more tamper detection techniques. For example, several tamper-resistant methods for

protecting cryptographic processors are already known and have been described in the art;

see http://www.cl.cam.ac.uk/techreports/UCAM-CL-TR-641.pdf. In some embodiments, it

may be desirable, for example, to manufacture the secure zone 1050 within a single chip. In

another embodiment, the secure zone 1050 might have a secure enclosure. In some of these



embodiments, the secure zone 1050 may be configured to execute one or more possible

responses if it detects that the chip's integrity has been compromised, and/or if it detects

penetration of the secure enclosure. These responses may vary from erasing sensitive data to

the physical destruction of all or part of the secure zone 1050.

[0047] FIG. 2A is a flow diagram illustrating an exemplary method 200 by which a system

according to the current disclosure may accept a task for execution, organize the process of

task execution, and cleanup after task execution. At block 205, a command to load a task

may be received. For example, the supervisor 160 of the system 100 may receive a command

via the administrator's task 175 to load a task 170. Such a command may, for example,

include executable task code and task data related to the task to be loaded, and optionally a

signature of the task code and task data. Such a signature may be implemented, for example,

as a cryptographic hash (such as SHA-1 or SHA-256) of the task signed by a trusted private

key. Other digital signature methods, both known at present and developed in the future, may

also be used within the scope of present disclosure.

[0048] Further, in some embodiments, the task code and related task data may be encrypted,

for example, with a public key that corresponds to a private key stored in the key storage 167.

In some embodiments, the task provider may encrypt the task (and any related task data)

before sending it to the supervisor 160, thus, at optional block 210, the method 200 may

decrypt the task code and task data. For example, in some embodiments the task provider

may have used a public key corresponding to a private key of the supervisor 160 to encrypt

the task. The private key of the supervisor 160 may have been previously stored in the key

storage 167, and may be used by the supervisor 160 to decrypt the task. Thus, at block 210,

if the task has been encrypted using a public key of the supervisor 160, the supervisor 160

may extract a copy of the corresponding private key from the key storage 167 and decrypt the

task (and any associated data, if applicable) using this private key.



[0049] At block 215, the method 200 may verify the digital signature on the task code and

task data. For example, in addition to or in place of being encrypted, the task (including the

task code and task data) may have been digitally signed using the task provider's private key,

guaranteeing the authenticity of the task. To enable validation of the digital signature and the

signed task, a digital certificate capable of authenticating the task provider may be provided

with the task, enabling usual PKI-style signature validation, for example, using a PKI-style

certificate authority. In such an implementation, the certificate (or public key) of the

certificate authority may have been stored in the certificate storage 166. In some

embodiments, instead of a single certificate, entire "certificate chains" may be included with

the task. In other embodiments, alternative ways of obtaining certificates (for example,

issuing a request to a server (not shown) via the OS 111 and communications port 118) may

be used.

[0050] In one example of signature validation, if the task provider's certificate were signed

by a certificate authority such as VeriSign Inc, the supervisor 160 may take a copy of the

appropriate VERISIGN root certificate from the certificate storage 166 and verify that the

private key which corresponds to the public key within this root certificate was used to sign

the task provider's certificate by performing a public key infrastructure (PKI) certificate

validation. At this point validity of the task provider's certificate can be considered

established, and then it may be validated that the private key which corresponds to the public

key from the task provider's certificate was used to sign the task's secure hash.

[0051] In some embodiments, other signature validation schemas (for example, those used in

the simple public key infrastructure (SPKI)/simple distributed security infrastructure (SDSI)

or the "web of trust" used in pretty good privacy (PGP)) may be used.

[0052] Moreover, in some embodiments, the supervisor 160 may additionally perform

certificate revocation list (CRL) validation to ensure that all certificates involved in the



signature validation are still valid. CRL can be obtained, for example, by means of a request

to a server that hosts the CRLs. This request can be made, for example, via the operating

system 111 and the communications port 118 of the non-secure zone 152.

[0053] Further, in some embodiments, the Online Certificate Status Protocol (OCSP) may be

used to check certificate validity (instead of or in addition to CRL validation).

[0054] At block 220, the supervisor 160 may clear (for example, fill with zeros) the task

memory. In some embodiments, the task memory may include task data memory and/or task

instruction memory. This may be performed to prevent old code, old data, or both, from

affecting the task currently being loaded, and to avoid information leaks between different

tasks.

[0055] At block 225, permissions that form a part of the task may be saved. For example, the

supervisor 160 may save the permissions associated with the task. These saved permissions

may be enforced while the task is running, as described herein.

[0056] At block 230, the method 200 may load the task code and task data and initiate

execution of the task code. For example, the supervisor 160 may load the received task into

the task memory. In some embodiments, the task memory may be separated into the

instruction memory and data memory. Thus, the supervisor 160 may store task code in the

task instruction memory and any received task data in the task data memory, and may initiate

execution of the received code.

[0057] At optional block 232, the method 200 may report that the task has been loaded

successfully. For example, if the supervisor 160 successfully initiated the task execution, the

supervisor 160 may report that the task has been loaded successfully. The report may be, for

example, a message sent by the supervisor 160 to the administrator's task 175, that had

previously requested that the task be loaded. This information may be forwarded to a system

administrator to report the state of the system 100. In some embodiments, this information



also may be used for system restoration in case of a system reboot (e.g., after a system

failure) for the system 100.

[0058] Then the method 200 may proceed to block 235, at which, the supervisor 160 may

begin waiting for one or more external events or events related to the task execution. For

example, at transition 240, a request from the task may be received. For example, the task

may send a request to the supervisor, via task interface 172, to listen for and to accept

incoming secure connections. Exemplary secure connections may include SSL/TLS

connections over TCP or over UDP, SSH connections over TCP or over UDP, and so on. At

block 241, permissions for the request may be checked. For example, the supervisor 160 may

verify that such a request is permitted for execution according to permissions saved at block

225. If such a check is passed successfully, then, at block 243, the supervisor 160 may

process the request. For example, in the above example, the supervisor 160 may start to

listen for connection request(s) from any client on behalf of the task. Once the request from

the task is processed, the method 200 may return to block 235 from block 243.

[0059] At block 235, another transition 245 may also occur because of an external event.

For example, a data storage may confirm that a data saving operation has been completed

successfully. The data storage may be any data storage for the system 100. For example, the

data storage may be the data storage 119 and accessed by the task 170 via a corresponding

task interface 172, supervisor 160, bus 151 and/or the NS system 152. The data storage may

also be another data storage (not shown) that may be controlled directly by the supervisor

160. In another example, the supervisor 160 may listen for incoming connections on behalf

of the task, may receive SSL/TLS packets that successfully conclude a SSL/TLS handshake,

and may need to inform the task that a secure client connection has been accepted. When a

connection request from a client arrives, for example, the supervisor 160 may accept it on

behalf of the task to establish a secure connection with the client and to pass that connection



to the task at block 247. In some embodiments, such listening and accepting of a TCP

connection may be implemented within the NS System 152 while any encryption logic (such

as SSL/TLS handshake) may be handled within the supervisor 160, such that any keys used

for secure connection purposes are not exposed outside of the supervisor 160.

[0060] If the task finishes execution, at transition 253, a notification may be sent to the

supervisor 160 notifying it that the task execution has finished, and the supervisor 160 may

terminate the task and perform certain clean up steps. Then, at block 255, a cleanup may be

performed. For example, the supervisor 160 may clear the task instruction and data memory

for the task. In addition, the supervisor 160 may send a message to the administrator's task

175 notifying it that the task has been terminated. Such message may, for example,

additionally contain a reason for termination (such as "completed," "abnormally terminated,"

etc). This information may then be forwarded by the administrator's task 175 to a system

administrator for monitoring the state of the system.

[0061] It should be noted in some embodiments, that both a task 170 and the administrator's

task 175 may be loaded, executed and terminated using the method 200 as described above.

The administrator's task 175 may additionally have the following features. For example, the

administrator's task 175 may be loaded at the system start for the system 100. Accordingly,

at block 205, instead of receiving a command to load a task, the supervisor 160 may start

loading the administrator's task 175 from a specified location, and the checksum (for

example, secure hash such as SHA-1 or SHA-256) of the administrator's task 175 may be

permanently stored in a non-volatile storage exclusively controlled by the supervisor 160.

Exemplary storage for the checksum of the administrator's task 175 may be the key storage

167 or the certificate storage 166, or other non-volatile storage used by the supervisor 160.

Moreover, at block 215, the supervisor 160 may additionally verify that the permissions of

the administrator's task 175 contain an indication that this is an administrator's task. In



addition, administrator's task 175 may have other permissions, for example, to request

loading, and in some embodiments, configuring and/or terminating tasks. In some

embodiments, these other permissions may be derived from the "administrator's task"

permission described herein.

[0062] In some embodiments, the administrator's task 175 may implement logic to receive

and/or maintain information about tasks that should be run on a system boot. Such

information, for example, may be maintained and modifiable by a system administrator. In

some embodiments, based on this information, the administrator's task 175 may generate and

permanently save information about the system configuration (for example, a list of tasks

that should be run on a system boot).

[0063] In addition to executing tasks as described above, some embodiments of the present

disclosure may also allow executing subtasks. Subtasks are similar to tasks in that they also

may have their own task code, task data, one or more certificates, and a set of permissions

that may or may not coincide with the set of permissions of the calling task. Subtasks may be

executed in the context of a calling task or a calling subtask, and in some embodiments may

not be allowed to access the memory allocated to the calling task or calling subtask except a

memory block that is specifically intended to be shared between the subtask and the calling

tasks/subtask. In addition, when a subtask is executed, the execution of a calling task (or

calling subtask) may be suspended, and resumed when the execution of the subtask is

terminated. In some embodiments, subtasks may be implemented as described in the '687

Application, and/or include "indirect subtasks" as described in U.S. Provisional Patent

Application No. 61/789,618, entitled "Systems, Methods and Apparatuses for Securely

Storing and Providing Payment Information," and filed on March 15, 2013 (the '618

Application), the content of which is incorporated herein by reference in its entirety.



[0064] Specific types of tasks in the system 100 may include various tasks such as secure

email processing tasks, media content distributing tasks, payment processing tasks, and so on.

[0065] FIG. 2B shows an exemplary system start up process 258 according to the present

disclosure. At block 260, the supervisor 160 may be loaded and run for the system 100. And

at block 262, the software in the NS system 152 (for example, the OS 111) may be loaded

and run. At block 265, the supervisor 160 may initiate loading an administrator's task 175.

In one embodiment, such a task 175 may be stored in a secure storage exclusively accessed

by the supervisor 160. The secure storage may be the key storage 167, the certificate storage

166, or other non-volatile storage used by the supervisor 160. In some embodiments, only a

checksum of the administrator's task may be securely stored, and accessed exclusively by the

supervisor 160. In such embodiments, the task code binaries may be received from a non

secure source (e.g., the NS system 152 may read the binaries from the storage 119 and

forward it through the bus 151 to the supervisor 160) and the supervisor 160 may only verify

that the hash or checksum of the received task matches the hash or checksum stored in the

key storage 167.

[0066] At block 270, the supervisor 160 may load the administrator's task 175. For example,

the administrator's task may be loaded by the supervisor 160 as discussed above with respect

to FIG. 2A. Then, at block 275, the administrator's task 175 may read previously stored

system configuration data and request the supervisor 160 to run tasks listed in the

configuration data. In some embodiments, configuration data may be stored in a secure

storage exclusively accessible by the supervisor 160 while in other embodiments only a

checksum (or secure hash) of the configuration data may be stored in a secure storage

exclusively accessible to the supervisor 160.

[0067] At block 280, a secure communication with a system administrator may be

established. In some embodiments, the system administrator may communicate with the



system 100 using a user interface (UI) device(s) of the system 100. The administrator's task

175 may assume control of the UI device such that any input from the UI device or output to

the UI device may not be intercepted by the NS system 152. An exemplary implementation

of taking control by a task executing in a secure computing environment is described herein.

[0068] In some other embodiments, the system administrator may use a separate computing

device (e.g., the system administrator's device 136) to connect to the system 100, but the

computing device is not part of the system 100 and not controlled by the system 100. In

these embodiments, to convey input from a system administrator to the administrator's task

175 (and output from the administrator's task 175 to the system administrator), instead of

using UI device(s) of the system 100, a secure connection (such as SSL/TLS connection, SSH

connection, or any other similar connection) between the administrator's task 175 and the

separate computing device used by the administrator may be used. Therefore, in some

embodiments, the system 100 may be implemented without UI devices at all. In such

embodiments, a client administrative task may be implemented on the separate computer to

process the system administrator's input and/or output and to communicate with the

administrator's task 175 running on the system 100. In one embodiment, the separate

computing device may be implemented as a computing device described in the '724

Application or the '774 Application.

[0069] To ensure that the connection is established with an intended administrator's device,

in some embodiments the administrator's task 175 may contain, for example, a list of

certificates (or public keys) that correspond to legitimate administrator's devices. Then, the

administrator's device may be verified by ensuring that it contains a private key

corresponding to a public key stored, for instance, within the task data of the administrator's

task 175. Additionally, in some embodiments, the separate computing device used by the

administrator may communicate a hash of the task currently running on it to the supervisor



160, which may check the hash against a list of hashes of valid client administrative tasks.

Alternatively, using a method described in the '326 Application the content of which is

incorporated herein by reference in its entirety, the supervisor 160 may first ensure that the

communication is established with one of legitimate secure devices, and/or that a valid client

administrative task is running on the separate computing device.

[0070] In some embodiments using a separate computing device, the separate computing

device (or "client administrative task" running on the separate computing device) may

establish a secure connection not to the administrator's task 175 as described herein, but

directly to the supervisor 160.

[0071] Then, at block 285, the supervisor 160 may start waiting for commands for further

actions. For example, commands, such as commands to load or terminate certain tasks, may

be received from the administrator's task 175 via the administrator's task interface 177.

[0072] In one or more embodiments, the NS system 152, supervisor 160 and each task 170,

175 may be implemented in separate virtual machines (VMs) executed on a computer

processor. FIG. 3A is a block diagram of an exemplary processor 300 according to the

present disclosure. The processor 300 may comprise a central processing unit (CPU) 305, a

read-only memory (ROM) 320, a secure random access memory (secure RAM) 325, a private

key storage 330, a secure hardware timer 335, and a certificate storage 340. It should be

understood that the CPU 305, ROM 320, secure RAM 325, private key storage 330, secure

hardware timer 335, and certificate storage 340 may be physical or logical components of the

processor 300. These components of the processor 300 may be fabricated on a single silicon

chip or on multiple chips operatively connected together. The processor 300 may have a

single physical casing that encloses all its components. In one or more embodiments, the

processor 300 may be tamper-resistant and/or may use tamper detection techniques.



[0073] The CPU 305 may perform operations normally performed by a computer CPU that

can run one or more VMs. In some embodiments, the VMs may be implemented in software

(for example, using the known paravirtualization technique) and the CPU 305 does not need

to provide any hardware support. In other embodiments, the CPU 305 may be a computer

processor that supports VMs at the hardware level (e.g., by implementing hardware

virtualization techniques known in the art and/or new techniques to be developed in the

future), such as Intel VT-X®, AMD-V®, or ARM virtualization. Each of the VMs may

independently execute instructions as if the virtual machine (VM) runs on a computer

processor exclusive to itself. For example, each virtual machine may have software running

on it, such as, an OS (like Windows, Linux, etc.) with applications, or pieces of software

(e.g., some tasks or subtasks) requiring no operating system at all.

[0074] FIG. 3B is a block diagram showing the exemplary processor 300 in operation

according to the present disclosure. The logical structure of the entities running on the CPU

305 is shown on FIG. 3B while other components of the processor 300 may be skipped for

simplicity. As shown in FIG. 3B, a plurality of VMs 390-1 through 390-n (n being any

positive integer) may be executing on the processor 300 and the plurality of VMs 390 may be

controlled by a hypervisor 385 also executed by the CPU 305. The hypervisor 385 may

schedule VMs 390 to run and enforce rules related to VM access rights to resources (such as

peripheral devices, memory blocks, etc). For example, access to the physical memory may

be organized such that software running on one of the VMs will not be able to access

memory used by another VM (e.g., allocated to another VM). In some embodiments, the

supervisor 160 may be implemented as one VM and each of the tasks 170 and 175 may be

executed as separate VMs as will be described below.

[0075] In one or more embodiments, the CPU 305 may also perform the functionalities such

as image processing and/or cryptography.



[0076] The ROM 320 may be a non-volatile memory and may be configured such that data

stored in the ROM 320 may not be accessed and/or modified from outside the processor 300.

In one embodiment, the ROM 320 may be fully implemented in hardware to be enclosed

within the processor 300. In another embodiment, the ROM 320 may be implemented as a

non-volatile storage external to the processor 300. If implemented as an external storage, the

data stored on the ROM may be encrypted and/or authenticated, and the processor 300 may

store an encryption key to decrypt and/or authenticate data loaded from the external storage.

An exemplary secure non-volatile storage is described in the '388 Application. In some

embodiments, the ROM 320 may be implemented as a re-programmable ROM, such as a

PROM, EPROM, EEPROM, flash memory, etc.

[0077] The secure RAM 325 may store data that cannot be accessed and/or modified from

outside the processor 300. In some embodiments, the secure RAM 325 may be implemented

as a separate memory inside the processor 300. In other embodiments, the secure RAM 325

may be allocated from an existing random access memory already present inside the

processor 300 (e.g., an existing L2 or L3 cache). In the latter case, the segment of cache

allocated as the secure RAM 325 may be marked as "locked," that is, the data stored in it

should not be exposed outside the processor 300. For example, if the CPU cache is a write

back cache, "locked" may be implemented by permanently marking the cache lines allocated

for the secure RAM 325 with two flags: one is the usual "dirty" flag, another is a special

"locked" flag (which may indicate that such a "locked" cache line should never be written to

an external main RAM). In some embodiment, the "locked" flag may imply the "dirty" flag.

[0078] The private key storage 330 may be an exemplary implementation of the key storage

167 and may be used for storing one or more unique private keys labeled 332-1 through 332-

M (M being a positive integer). In some embodiments, the key storage 330 may be

implemented as a separate hardware unit inside the processor 300. In some other



embodiments, the key storage 330 may be a part of the ROM 320. In embodiments in which

the ROM 320 may be implemented as an external non-volatile storage, the keys stored

thereon may be additionally encrypted. If the storage 330 is a separate hardware unit inside

the processor 300, in one or more embodiments, the content of the storage may be initialized

at the time when the processor 300 is manufactured.

[0079] The timer 335 may be implemented so that it cannot be manipulated from outside the

processor 300 (but, in some embodiments, time values might be accessible from outside the

processor 300 thus implementing read-only access). An exemplary secure timer is described

in the '248 Application.

[0080] The certificate storage 340 may be an exemplary implementation of the certificate

storage 166 and may store one or more certificate chain root keys labeled 342-1 through 342-

L (L being a positive integer). In one embodiment, the values of such keys may be stored

within the processor 300 at the time when the processor 300 is manufactured. The content of

this certificate storage 340 may be protected from modifications from outside the processor

300. In some embodiments, the root keys may be kept unmodified during the lifetime of the

processor 300. In one of such embodiments, the certificate storage 340 may be, for example,

a part of the ROM 320.

[0081] In other embodiments, it may be advantageous to periodically update some of such

keys. In such embodiments, the certificate storage 340 may be implemented, for example, as

an on-chip non-volatile storage having enough storage for multiple sets of root keys for the

processor 300 to switch between different sets of root keys. Exemplary on-chip non-volatile

storage may include any kind of PROM including, but not limiting to, EEPROM and

EPROM, or battery-powered static RAM. An exemplary implementation of secure

replacement of root certificates within electronic devices is described in U.S. Provisional

Patent Application No. 61/663,266, entitled "Systems, Methods and Apparatuses for Securing



Root Certificates," and filed on June 22, 2012, the entirety of which is incorporated herein by

reference.

[0082] In one embodiment, for example, two sets of root keys may be stored by an

embodiment of the processor 300. If five root keys are used for normal operations, for

example, the non-volatile storage may have room for storing 10 keys. In addition, the non

volatile storage may contain a one-bit switch to indicate which keyset is currently in use. An

exemplary process of updating the root keys may be implemented as follows. At a first stage,

the first keyset may contain a set of valid keys in use and the one-bit switch may indicate that

the first keyset is in use. Then at a second stage, a key replacement procedure may be

processed by the processor 300 to fill a second keyset with a new set of root keys. At the

second stage, the one-bit switch may still point to the first keyset and thus, if for any reason

processing of the key replacement procedure is not completed, the processor 300 may still

function properly using the first keyset and the command may be re-applied if necessary. If

the key replacement procedure is completed successfully, the second keyset may have a valid

set of root keys. Then at a third stage, the processor 300 may start using the second keyset

and the one-bit switch may be changed to indicate that the second keyset is in use.

[0083] As described above, the ROM 320 may be implemented as an updatable secure

external non-volatile storage and thus, in some embodiments, the certificate storage 340 may

be implemented as a part of the ROM 320 in the updatable secure external non-volatile

storage. In one such embodiment, the root keys may be updatable as well. For example,

initially, a first secure external non-volatile storage (e.g., EPROM #1) may store a set of valid

keys, which may be encrypted with a symmetric key stored within the processor 300. Then, a

certificate replacement message to replace the root key may be received and processed by the

processor 300. In processing the certificate replacement message, a second secure external

non-volatile storage (e.g., EPROM #2) may be prepared to store a new set of root keys. In



some embodiments, this new set of root keys may be encrypted with a new symmetric key by

the processor 300 and new symmetric key may be stored within the processor 300. In the

meantime, the symmetric key used to encrypt the root keys stored in the first non-volatile

storage may still be stored within the processor 300. Thus, if for any reason processing of the

certificate replacement message is not completed, the processor 300 may still restart with the

symmetric key used to encrypt the root keys stored in the first non-volatile storage and the

key replacement procedure may be re-applied if necessary. After the second non-volatile

storage is prepared successfully and its validity is verified, the symmetric key stored within

the processor 300 may be changed to the new symmetric key (the one used for encrypting the

root keys on the second non-volatile storage).

[0084] FIG. 3C illustrate how a physical memory may be distributed among various

components of the system 100. As shown in FIG. 3C, the supervisor 160, NS system 152,

and tasks 170 may each use certain memory segments. A memory block 180 may be used

exclusively by the supervisor 160 for its operations. A memory block of bus 182 may be

allocated for data sharing between the supervisor 160 and the NS system 152, and may be

used/accessed by both the supervisor 160 and the NS System 152. A memory block of NS

system 184 may be used by the NS system 152 for its own operations. In some

embodiments, the supervisor 160 may also have direct access to the memory block 184.

[0085] Each task 170-1 through 170-N may have a separate memory block 186-1 through

186-N, respectively, and such memory blocks may be accessed and used by a corresponding

task and by the supervisor 160. A separate memory block (labeled 188-1 through 188-N)

may be allocated for the task interfaces 172-1 through 172-N respectively. Such memory

blocks may be used/accessed by both a respective task 170 and the supervisor 160 for data

sharing. In addition, a memory block 187 may be allocated to the administrator's task 175

and a memory block 185 may be allocated to the administrator's task interface 177. It should



be noted that the term memory block used herein may represent contiguous and/or

noncontiguous segments of the physical memory of the system 100.

[0086] In some embodiments, some memory blocks, for example, the memory blocks 180

and/or 186, may be separated into instruction memory and data memory.

[0087] FIG. 4 shows an exemplary mapping of some of components on FIG. 1A to

components of the CPU 305. As shown in FIG. 4, the supervisor 160 of FIG. 1A may be

implemented as a virtual machine VM-S 512, the non-secure system 152 (with an ordinary

operating system and applications running thereon) may be implemented as another VM

(referred to as VM-NS 514), and the tasks 170-1 through 170-N may be executed in

respective VMs VM-T 516-1 through VM-T 516-N. Further, a segment of physical memory

may be allocated as the bus memory block 182 to implement the bus 151 between the

supervisor 160 and non-secure system 152. Separate segments of physical memory may be

allocated to be respective task interface memory block 188-1 through 188-N that may

correspond to the task interfaces 172-1 through 172-N between the supervisor 160 and the

tasks 170-1 through 170-N. Similarly, the administrator's task 175 may be implemented as a

separate virtual machine VM-AT 517 and the administrator's task interface 177 between the

supervisor 160 and the task 175 may be implemented as a separately allocated segments of

physical memory referred to as the administrator's task interface memory block 185. FIG. 5

shows the various components of the system shown on FIG. 1A mapped to logical entities

established on the CPU 305 in run time according to an embodiment of the present

disclosure.

[0088] As shown in FIG. 5, the CPU 305 may also run a hypervisor 385 that may control the

execution of the VMs and allocation of memory blocks. It should be noted that the

hypervisor 385 may be implemented in hardware, software, or a combination of hardware



and software. In particular, the hypervisor 385 may be implemented with hardware support

of any virtual machine techniques, already known or available in the future.

[0089] The embodiment shown in FIG. 5 may have a single virtual machine VM-NS 514,

which may run one non-secure operating system at a time. In some embodiments, however,

there may be more than one VM-NS 514. Communication between the virtual machine VM-

S 512 (implementing the supervisor 160) and the virtual machine VM-NS 514 may be done

through the bus memory block 182. Communication between the virtual machine VM-S 512

and each of virtual machines VM-T 516-1 through 516-N may be done through the interfaces

based on separate segments of physical memory, the task interface memory blocks 188-1

through 188-N, respectively. In embodiments where there are more than one VM-NS 514,

there may be multiple memory blocks 182, for example, with one memory block 182 for each

VM-NS 514.

[0090] Physical memory blocks 186-1 through 186-N allocated for each of VM-T 516-1

through 516-N may be divided into instruction memory blocks 522-1 through 522-N and data

memory blocks 524-1 through 524-N respectively. That is, as shown in FIG. 5, each memory

block 186 may be divided into an instruction memory block 522 and a data memory block

524. In some embodiments, the instruction memory block and the data memory block may

be combined (for example, 522-1 and 524-1 may be combined, 522-2 and 524-2 may be

combined and so on). In some embodiments, the memory block 187 allocated to the

administrator's task 175 may also be divided into an instruction memory block and a data

memory block.

[0091] It should be noted that in some embodiments, the memory of VM-S 514 and the

memory of hypervisor 385 (as well as memory allowing for communication between them, if

any), may be mapped to the secure RAM 325. Other memory blocks (such as memory of

other virtual machines) may be mapped to ordinary RAM (and reside outside of the processor



300). It should be noted that, although not shown, the memory allocated to the VM-NS 514,

VM-AT 517 and VM-S 512 may also be separated into instruction and data memory blocks.

It should be noted that in some embodiments, the secure RAM 325 may be implemented over

ordinary RAM (residing outside of the processor 300).

[0092] In some embodiments, the hypervisor 385 may control initial mapping of peripheral

devices to one of the VMs. In one embodiment, the hypervisor 385 may be configured to

only grant requests for re-mapping the peripheral devices if they come from the VM-S 512

(and not from any other VM). In some embodiments, the mapping may be supported at least

in part by hardware level virtualization techniques, such as an input/output memory

management unit (IOMMU). As an example, INTEL ' S implementation of IOMMU is known

as Virtualization Technology for Directed I/O (VT-d).

[0093] It should be understood that there are a number of ways to implement communication

via interfaces based on memory blocks 182 and 188. In one non-limiting exemplary

embodiment, a virtual machine initiating communication (sending a request, calling API, etc)

may load associated data to the memory block, and then send a notification to the hypervisor

385 indicating that it wants to communicate the data already loaded to the memory block to a

respective virtual machine. For example, the VM-NS 514 may load associated data to the

bus memory block 182, and then send a notification to the hypervisor 385 that it wants to

communicate the data already loaded to the bus memory block 182 to VM-S 512. Then, the

hypervisor 385 may forward this notification to the intended virtual machine (such as VM-S

512 in the current example). If necessary, the hypervisor 385 may additionally schedule the

intended virtual machine (e.g., the VM-S 512) to process the request.

[0094] In addition, in some embodiments, the hypervisor 385 may re-map appropriate

memory space and enforce a restriction that after such a request only the intended VM has

access to the memory space. The notification to the hypervisor 385 may include a reference



to the calling virtual machine (e.g., VM-NS 514) and/or to the memory block used for

communication (e.g., bus memory block 182). The intended virtual machine (e.g., VM-S

512) may receive the notification from the hypervisor 385, read the corresponding memory

buffer (e.g., bus memory block 182), and processes the call or request.

[0095] In another exemplary embodiment, to implement communication via the interfaces

based on memory blocks, a virtual machine initiating communication may first load data

relevant to the request to the memory block used for communication and then change a

predefined area of memory within that memory block to indicate that a communication

request is made. For example, the VM-NS 514 may initiate communication by loading data

into the bus memory block 182 and make change to a counter value stored in a predefined

area of the bus memory block 182. A virtual machine waiting for a notification (e.g. the VM-

S 512) may periodically check for changes in that predefined area, and if changes are

detected, the virtual machine may assume that a communication request has come and start

processing the data related to the request. In some embodiments, to detect changes, the

virtual machine waiting for communication requests may store an old value of the counter for

comparison to a current value of the counter.

[0096] The exemplary processor 300 shown in FIG. 5 may have a hypervisor 385 and

separate virtual machines VM-S 512, VM-NS 514, VM-T 516 and VM-AT 517 running on it.

In some other embodiments the separation of components may be different. For example, the

hypervisor 385 and the VM-S 512 may be combined so that functionalities of both of them

may be performed by one hypervisor. In other words, a single hypervisor may implement

both functionality of the hypervisor 385 (required to run virtual machines) and functionality

of the supervisor 160. In these embodiments, the single hypervisor may use the secure RAM

525 for all operations, and the secure RAM 525 may not be mapped to any of the virtual

machines.



[0097] In some other embodiments, the VM-S 512 and VM-T 516 may be combined in a

single virtual machine so that the logic of the supervisor 160 and any tasks may be performed

within the same virtual machine. In such embodiments, when a task is to be loaded, VM-S

512 may request the hypervisor 385 for the memory blocks 522, 524, and 188. Alternatively,

the VM-S 512 may allocate some or all of such memory blocks from its own memory (e.g.,

some memory allocated for the VM itself), and each task may be loaded and executed as a

separate process run by a secure operating system running within the VM-S 512 (with the

secure operating system implementing the supervisor's logic).

[0098] FIG. 6 is a flow diagram showing an exemplary process 600 of initializing an

exemplary processor according to the present disclosure. The exemplary process 600 may

illustrate in detail how the VMs and the memory blocks of the exemplary processor 300 may

be initialized and controlled. At block 602, the exemplary processor 300 may be powered on

to initiate a system boot that may start the hypervisor 385. As described above, the

hypervisor 385 may be a virtual machine manager that creates and runs virtual machines. In

some embodiments, the hypervisor 385 may be loaded from the ROM 320. At block 604, the

hypervisor 385 may allocate a block of memory as the bus 151 between the supervisor 160

and non-secure system 152. For example, as shown in FIG. 5, the bus memory block 182

may be allocated to serve as a communication buffer between the virtual machines VM-S 512

and VM-NS 514.

[0099] At block 605, the hypervisor 385 may allocate blocks of memory for the virtual

machines. For example, the hypervisor 385 may allocate one block of memory for VM-S

512 and another block of memory for VM-NS 514. Then, at block 606, the hypervisor 385

may load the supervisor 160 into a virtual machine VM-S 512 and start executing the VM-S

512 ("start executing" virtual machine may be implemented as starting scheduling for VM-S

512). In some embodiments, a reference to the bus memory block 182 may be provided to



the supervisor 160. The supervisor 160 may be loaded to the secure RAM 325 from an image

of the supervisor 160. The image of the supervisor 160 may be stored in the ROM 320, a

hard disk drive or another non-volatile storage. The hypervisor 385 may optionally perform

an integrity check of the loaded supervisor (for example, comparing a hash of the loaded

image with a pre-defined hash stored in ROM 320) before executing it.

[00100] At block 608, an image of non- secure system may be loaded into another virtual

machine. For example, the hypervisor 385 may load the image of the non-secure system 152

into the VM-NS 514. In some embodiments, the non-secure system 152 may be loaded from

a pre-defined location on a hard disk drive. The non-secure system 152 may comprise an

ordinary operating system 111 (such as Linux, Windows, etc) or specialized software, and

may provide various services, such as network communications, operations with local

storage, and access to local peripheral devices, etc. In some embodiments, the OS 111 may

have a special driver for operations with the bus memory block 182.

[00101] At block 610, the non-secure system may start execution. For example, the

hypervisor 385 may start executing VM-NS 514. In some embodiments, the VM-NS 514

may send requests to the VM-S 512 through the interface based on the bus memory block 182

during execution.

[00102] At block 612, a reference to the bus memory block may be passed to the non

secure system. For example, the OS 111 running within VM-NS 514 may implement a driver

responsible for communications based on the bus memory block 182. This driver may obtain

from the hypervisor 385 a reference to the bus memory block 182, and may use it to allow the

OS 111 running inside the VM-NS 514 to send/receive commands and/or other information

over the bus memory block 182.

[00103] At block 614, an administrator's task may be loaded and run. For example, the

VM-S 512 may send a request to the hypervisor 385 to run a virtual machine VM-AT 517 for



the administrator's task 175. In some embodiments, the data (task code, task data,

permissions, etc.) of the administrator's task 175 may be loaded from a predefined location

within the secure ROM 320. In some other embodiments, the data of the administrator's task

175 may be loaded from a hard disk drive or another non-volatile storage, with the supervisor

160 optionally performing an integrity check of the data of the administrator's task 175 (for

example, comparing a hash of the loaded image with a pre-defined hash stored in ROM 320)

before executing it. Details of task loading will be discussed with respect to FIG. 7 below.

[00104] At block 616, the supervisor 160 running within the VM-S 512 may start waiting

for messages. For example, messages may be received through the interface based on the bus

memory block 182. Such messages may include, for example, requests to set up a

communication channel with a task running inside one of the virtual machines (e.g., one of

VM-T 516), or with the administrator's task running inside the virtual machine VM-AT 517.

[00105] At block 618, the NS system 152 that runs within the VM-NS 514 may start

waiting for messages. For example, as described above, the NS system 152 may run an

operating system 111 with one or more applications 112 to provide certain services to the

supervisor 160 and/or to tasks 170. The operating system 111 or one of the applications 112

may be configured to listen to messages from the supervisor 160. The messages may be

commands sent via the interface based on the bus memory block 182 or requests coming

externally. In some embodiments, some requests coming externally may be intended for the

VM-S 512 and thus may be forwarded (with or without intermediate processing) by the

application 112 running on NS system 152 that runs within the VM-NS 514 to the VM-S 512

(e.g., via the interface based on the bus memory block 182).

[00106] At block 619, the administrator's task 175 running within the VM-AT 517 may

attempt to read and restore previously stored system configuration as it has been described in

more details with respect to the block 275.



[00107] Then at block 620, a secure communication with a system administrator may be

established similar to that described with respect to block 280 of Figure 2B. At block 622,

the supervisor 160 may start waiting for commands for further actions similar to that

described with respect to block 285 of Figure 2B. Although in the process 600, various

components of the system 100 including the supervisor 160 may be implemented to execute

on virtual machines, the description of the blocks 280 and 285 is equally applicable to the

blocks 620 and 622.

[00108] FIG. 7 illustrates an exemplary process 700 of executing a task using the

exemplary processor 300 according to the present disclosure. The process 700 may start at

block 702, at which a request to load and execute a task may be received by the supervisor

160. In some embodiments, such a request may include one or more blocks of data sent over

the bus memory block 182 to the VM-S 512. Then at block 704, a request may be sent from

the virtual machine VM-S 512 to the hypervisor 385 for allocation of memory blocks that are

needed for executing a task. In some embodiments, the memory blocks needed may include

an instruction memory block 522, a data memory block 524, and a task interface memory

block 188. In some embodiments, these memory blocks may be allocated as a single

contiguous memory block. At block 706, the supervisor 160 running at the virtual machine

VM-S 512 may load the task and prepare to execute it. In one embodiment, as described

above with respect to FIG. 2A, in preparing to execute the task, the VM-S 512 may decrypt

the task (if applicable), verify the task signatures, clean the memory blocks 188, 522, and 524

(for example, by zeroing them), and load the task code to the instruction memory block 522

and task data to the data memory block 524.

[00109] At block 708, the VM-S 512 may send a request to the hypervisor 385 to create a

virtual machine VM-T 516 for the task. For example, the virtual machine VM-S 512 may

request the hypervisor 385 to create a virtual machine VM-T 516, to run the VM, and to



provide appropriate notifications about the operation of the VM-T 516 to the supervisor VM-

S 512. The virtual machine may be created, for example, with the image residing in the

memory blocks 522 and 524, and using the memory block 188 as a buffer for implementing

the task interface 172. In some embodiments, this request may include a virtual address

where the memory block 188 may be mapped within the newly created VM.

[00110] At block 712, the supervisor 160 may wait for task related events. For example,

the VM-S 512 may wait for requests coming through the bus memory block 182 and task

interface memory block 188 from VM-NS 514 and VM-T 516 respectively.

[00111] At block 714, the process 700 may create the virtual machine VM-T 516 and run

the VM-T 516. As described above, the VM-T 516 may be created using code and data from

the memory blocks 522 and 524. In some embodiments, the virtual machine VM-T 516 may

have permissions to access only the memory blocks 522, 524, and 188 to execute the task. In

one non-limiting embodiment, permissions granted to the VM-T 516 to access memory

blocks 188 and 524 may disallow code execution (that is, the code can be executed only if it

is located in the instruction memory block 522, which may be implemented, for example,

using the XD bit on INTEL® x86 CPUs, Enhanced Virus Protection on AMD® CPUs, or XN

bit on ARM® CPUs ) to ensure code and data separation. In addition, in some embodiments,

as a part of block 714, the hypervisor 385 may assign an identifier to the newly created

virtual machine VM-T 516 and return the identifier to the supervisor 160 running in the VM-

S 512. The supervisor 160 may pass the identifier of the VM-T 516 back to a system

administrator (e.g., via the administrator's task 175).

[00112] At block 718, the supervisor 160 on the VM-S 512 may process task related

events. For example, once the task is loaded into the virtual machine VM-T 516 and start

executing, the supervisor 160 may wait for task related events. The task related events may

include, for example, Application Programming Interface (API) calls from the task being



executed. Such API calls may result in a message being sent over task interface 172, which

may be implemented by the task interface memory block 188. While processing such

messages, the supervisor 160 running in the VM-S 512 may send requests to a VM-NS 514

(which may have been created, for example, at the system start as described with respect to

block 608 of Figure 6).

[00113] At this stage in the process 700, the task executing in the VM-T 516 may continue

to execute until being terminated. The task may be terminated for any number of different

reasons. For example, the task may complete its execution and the VM-T 516 may terminate

after the task completes the execution (regular termination), or there may be an error (such as

a CPU exception) during the execution of the task and the VM-T 516 may have an abnormal

termination, or the VM-T 516 may be forced to shut down by an external source. The

external source may be, for example, a request from the administrator's task 175 running

inside the VM-AT 517 sent to the supervisor 160. The administrator's task 175 may send

such a command based on communication with the system administrator. The forced shut

down may include a termination command that enables the task and the virtual machine VM-

T to shut down in a graceful manner, or may include a command to perform an unconditional

termination (e.g., by the hypervisor 385 destroying VM-T 516).

[00114] If the task needs to be terminated by a request coming from an external source, it

may be handled, for example, via (a) sending a request to terminate to the task, (b) waiting

for a pre-defined time (such as 5 seconds), (c) if the task is not terminated during the pre

defined time, requesting the hypervisor 385 to destroy the appropriate VM-T 516.

[00115] At block 720, the supervisor 160 on the VM-S 512 may be notified about the

termination of the virtual machine VM-T 516 that executes the task. In some embodiments,

the notification may contain the reason for the termination (for example, by providing an exit

code, error code, or exception code). Moreover, the hypervisor 385 may clean the memory



blocks 522 and 524. Alternatively, the hypervisor 385 may map such blocks to the VM-S

512 so that the VM-S 512 may perform such clean up after it receives the notification about

termination of the VM-T 516. The memory may be cleaned, for example, by zeroing it.

[00116] At block 722, the supervisor 160 may notify a system administrator through the

administrator's task 175 running in the virtual machine VM-AT 517 that the task has been

terminated. Such notification may contain, for example, a reason for termination (such as, on

demand, as a regular termination, or an error code).

[00117] In addition to executing tasks as described above, embodiments of the present

disclosure may also execute subtasks, for example, as described in the '687 Application. In

addition, indirect subtasks, such as an ICC indirect subtask described in the '618 Application,

may also be executed by embodiments of the present disclosure. In general, the subtasks may

have different permissions and in some embodiments may not be able to access the memory

of the calling task (except a memory block specially intended as shared). Also, the calling

task may be suspended when the called subtask is executed. In some embodiments, in which

a task may be executed in a separate virtual machine as described above, to enforce the

required memory separation, a subtask may be executed in its own virtual machine as if it

were a separate task. FIG. 8 is a flow diagram showing an exemplary process 800 of

executing a subtask using an exemplary processor according to the present disclosure. The

process 800 may start at block 802, at which the supervisor 160 running on the virtual

machine VM-S 512 may receive a request from a task running on the virtual machine VM-T

516 to load a subtask (for example, via the task interface 172 based on the task interface

memory block 188). The request may contain the subtask to be executed (or, alternatively, an

identifier of the subtask which is already known to the supervisor, for example, as a part of

the task loading process) and the reference to a memory block to be used for data shared



between the task and the subtask (such memory block may be implemented similar to the

memory block used for the task interface memory block 188).

[00118] The process 800 may proceed to block 804, at which the task (running on the VM-

T 516) may be suspended (for example, VM-T 516 may not receive further time slices from

the hypervisor until it is resumed in block 808). Then at block 806, the subtask may be

executed as a separate task. In some embodiments, the processor 300 may treat the subtask

as a regular separate task and may execute the exemplary process 700 in its entirety (or in

substantial part) at block 806. For example, another virtual machine may be initialized, the

subtask may be verified and loaded into the newly created virtual machine, executed, and

terminated as described above with respect to blocks 702-722. In one embodiment, the

memory block to be used for data sharing may also be mapped to this newly created virtual

machine. It should be noted that in some embodiments subtasks may have subtask

permissions (for example, as mentioned in the subtask certificate) different from the task

permissions, and in this case the subtask permissions may be enforced while the subtask is

running. In some cases, the subtask permissions may be narrower than task permissions, and

in some other cases, the subtask permissions may be broader than task permissions.

[00119] When the execution of the subtask is terminated, at block 808, the execution of the

suspended task in the VM-T 516 may be resumed.

[00120] The exemplary process 800 illustrates an embodiment in which the supervisor 160

and a task may be executed in separate virtual machines. In another embodiment (for

example, if the supervisor and task are running in the same virtual machine), to enforce the

required memory separation, a subtask may be executed as a separate process within the same

VM-T 516 as the calling task. In this embodiment, to execute a subtask, the process running

the calling task may be suspended, the subtask may be executed as a separate process, and

then the calling task may be resumed. In this embodiment, the memory separation may be



enforced by the secure operating system that may run within VM-T 516. In yet another

embodiment, if tasks are run within the same VM-S 512, each subtask may run as a separate

process within a secure operating system that implements the supervisor 160.

[00121] It should be noted that in some embodiments, a separate virtual machine VM-NS

514 with a non-secure operating system running in it may be created for a task (or subtask) so

that the supervisor 160 may communicate with this VM-NS 514 while processing requests

from the task (subtask). In other embodiments, a separate VM-NS 514 may be created for a

group of tasks (or subtasks). In general, in some embodiments, a correspondence between

VM-T 516 and VM-NS 514 may be many-to-many.

[00122] In some embodiments, task permissions may indicate that the task is allowed to

save data permanently in some data storage, for example, a hard disk drive or external

storage. To process task requests related to accessing the data storage, in some embodiments

the supervisor 160 may request the OS 111 running within VM-NS 514 to create a logical

entity that may be used for storing data related to the task, if such an entity has not yet been

created before. The logical entity may be, for example, a file. This logical entity may have a

unique identifier, which may be assigned, for example, by the OS 111 or by the supervisor

160. After that, task requests to read or write data may be directed through the supervisor

160 and OS 111 running on VM-NS 514 to this logical entity. In some embodiments, data

stored on the logical entity may be encrypted, for example, using one of the methods

described with respect to encrypting data in external storage, as described herein. In some

further embodiments, data stored on the logical entity may be further protected from replay

attacks, as described herein.

[00123] In some other embodiments, to process task requests related to accessing the data

storage, the supervisor 160 may request the hypervisor 385 to create a virtual device and map

this virtual device to the corresponding VM-T. The virtual device may be, for example, a



Small Computer System Interface (SCSI) virtual device with a separate SCSI ID, or a Serial

ATA (Advance Technology Attachment) (SATA) virtual device using virtual SATA channel.

After that, task requests to read or write data may be executed by the corresponding VM-T

directly on the virtual device. In some embodiments, for example, if the storage 119 is

implemented using a RAID (redundant array of independent disks) controller, creating a

virtual device may be implemented as instructing the RAID controller to create a RAID

logical volume (identified, for example, by a separate SCSI ID).

[00124] In the embodiments using an external storage, the supervisor 160 may first receive

information necessary for establishing communication with and accessing this storage. The

external storage may be an online storage, such as a storage provided in the cloud. The

necessary information may include, for example, an address (for example, an URL) of the

storage, and may be provided to the supervisor 160, for example, by the administrator's task

175 at the time of a request to load the task. In some embodiments, a task itself may contain

the necessary information.

[00125] To enhance security, all data to be stored in external storage may first be

encrypted by the supervisor 160 and stored in an encrypted format, and may be decrypted

when a task requests to read the data. In some embodiments, integrity of the data read from

any external storage may also be ensured by cryptographic means. For example,

authentication encryption methods may be used to ensure both confidentiality and integrity of

the data in external storage. In some embodiments, the supervisor 160 may use device-

specific encryption keys to encrypt or decrypt the data. These device- specific encryption

keys may be stored in the key storage 330 at the time when the processor 300 is

manufactured and may never be exposed outside the processor 300. In other embodiments,

an encryption key specific to the device and the task signer may be used, for instance, as

described in U.S. Provisional Patent Application 61/664,465, filed June 26, 2012, entitled



"Systems, Methods and Apparatuses for the Application-Specific Identification of Devices"

(the '465 Application), the content of which is incorporated herein by reference in its entirety.

In this case, any device-specific data for creating such a key may also be stored in the key

storage 330, for example, at the time when the processor 300 is manufactured. In other

embodiments, the supervisor 160 may generate (e.g., randomly) a symmetric key, and use

this symmetric key for data encryption and decryption. This generated symmetric key in

some embodiments may itself be encrypted using a key specific to the processor 300, and

may be stored, for example, in the key storage 167.

[00126] When data stored in the logical volume or in the external storage is encrypted

using device-specific keys or symmetric keys protected by the device- specific keys, the data

may not be successfully decrypted by a different task running on the same processor 300, or

by any task or application running on a different processor. Thus, in case the whole hard

drive is stolen, the data security is still protected.

[00127] In some embodiments, additional protection from "replay attacks" may be

implemented for external storage. For example, some kind of "last written revision" may be

stored in an authenticated part of the external storage, and the same "last written revision"

may be stored in a secure storage (such as ROM 320). The last written revision may be, for

example, an integer, which may be changed (such as incremented or decremented), every

time the secure storage is modified. Any "replay attack" by replacing the external storage

with an older version may be detected and prevented by comparing the "last written revision"

from the external storage with the "last written revision" from the secure storage. In some

embodiments, there can be two instances of "last written revision" stored in the local storage

while the writing is in progress, and a one-bit switch, to ensure integrity of the data. The one-

bit switch may be stored, for example, in the secure storage and may be used in a manner



similar to the use of the one-bit switch as described above with respect to updating root

certificates.

[00128] In addition, methods of encrypting external storage may address the problem of

entering passwords when a server is rebooted. For example, a Hypertext Transfer Protocol

Secure (HTTPS) web server may store a private key in a password-protected manner or

unprotected manner. Password-protected storage may require a system administrator to enter

the password manually on each system reboot, and is often inconvenient. Unprotected

storage may make the private key vulnerable to security breaches (e.g., copied from the hard

drive, or the hard drive being stolen). In some embodiments, the external storage may be

encrypted and the private key may be stored as unprotected in such an encrypted storage

without risk of security breaches (as long as the private key is stored within the processor

300, moving hard drive to another computer won't create a security breach).

[00129] In some embodiments, accessing a data storage may also be available to a subtask

using techniques similar to those described herein.

[00130] As described herein, in some embodiments, some services including the network

services may be provided to a task running in a VM-T 516 by a NS system 152 running in a

VM-NS 514. If an operating system running in one of the virtual machines VM-NS 514 has

abnormally terminated or has been terminated, some of the operations initiated by tasks may

not be completed. For example, the operating system 111 running in a virtual machine VM-

NS 514 may implement the TCP/IP stack and provide the network capabilities to a task in a

VM-T 516. If the operating system 111 implementing the TCP/IP stack crashes for any

reason (e.g., malfunction, or malware acting within the operating system 111), the network

connections (e.g., a TCP connection) for the task in the VM-T 516 may be lost. In this case,

the supervisor 610 may request the hypervisor 385 to restart an operating system within such

a virtual machine and to supply it with the address of a corresponding bus memory block 182.



When the operating system is restarted (or even before the restart), the supervisor 160 may

inform the task(s) currently running that the connection(s) have closed. The task(s) may then

initiate re-establishing the connection(s) if necessary. In some embodiments, when a closed

connection is not a secure connection (or the supervisor 160 itself implements connection

protection logic, such as SSL/TLS logic, and stores connection protection states, such as

SSL/TLS states), and the other side of the connection supports some kind of connection

recovery logic, then instead of informing the tasks about the connection being lost, the

supervisor 160 may be able to instruct the OS 111 to re-establish a network connection, to

invoke connection recovery logic on the other side of the connection, and then to restore the

connection without informing any tasks about the connection being broken. In a similar

manner, if some data has remained unwritten to the storage because the OS 111 has crashed,

in some cases such data may still be written after the OS 111 is restarted.

[00131] In some embodiments, a task being executed on one physical machine may be

migrated to another physical machine according to the present disclosure. FIG. 9A is a flow

diagram showing an exemplary process 900 of migrating execution of a task from a source

machine to a target machine according to the present disclosure.

[00132] At block 902, a command may be received to prepare a task currently running in a

virtual machine for migration. For example, the supervisor 160 running on a source machine

may receive a command from a system administrator via the administrator's task 175 running

in the virtual machine VM-AT 517. The command may contain a public key that may be

used for encryption of data related to the task to be migrated, and/or other keys used for

encryption of data related to the task. For example, this public key may correspond to a

private key of a target machine where the task is to be migrated to. In addition, the command

may specify where task data should be sent, for example, a network address of the target



machine, or the administrator's task 175 running in the VM-AT 517 (e.g., to be forwarded to

the system administrator).

[00133] At block 904, a suspension command may be sent to the task. For example, in

some embodiments, the supervisor 160 may send a command to the running task to prepare

for suspension. In these embodiments, the task may, for example, close open connections,

save some data locally, and/or perform other actions necessary for graceful suspension. For

example, in some embodiments, a task 170 may represent a finite state machine (FSM)

changing its state in response to messages received from the supervisor 160. It should be

noted that in some embodiments such a FSM may include advanced features such as

extended states, hierarchical state machines, orthogonal regions etc. One of the messages

may request the task 170 to perform serialization, that is, to create a piece of data sufficient to

restore the task state to a latest stable condition. In the message or accompany the message,

the supervisor 160 may, for example, supply an address of a memory segment to be used to

write the serialized data. After this message is sent to the task 170, the supervisor 160 may

stop forwarding any subsequent messages to the task 170, and if there is a subsequent

message intended for the task 170, the supervisor 160 may store such messages in a special

message queue (not shown).

[00134] At block 906, the supervisor 160 may wait for a notification from the task about

readiness for suspension. For example, if the task implements an FSM, such notification after

sending a request to the task for serialization may be an indication that the task has finished

serialization and is ready to accept other messages. At block 908, the supervisor 160 may

send a request to the hypervisor 385 to destroy the virtual machine VM-T 516 that is running

the task 170.

[00135] At block 910, the supervisor 160 may prepare any data necessary for moving the

task to another machine. For example, in some embodiments, the supervisor 160 may



concatenate one or more of the following: (a) task 170's executable code, (b) the serialized

data generated by the task 170 in response to a command sent at block 904, (c) messages

from a special message queue, (d) task permissions for the task 170, and (e) if the task 170

has stored data in an encrypted storage as described above, the encryption keys used for

encryption of the stored data.

[00136] At block 911, the supervisor may encrypt data prepared at block 910. For

example, a symmetric key may be randomly generated for encryption. In some

embodiments, authenticated encryption methods may be used for encryption.

[00137] At block 912, the supervisor 160 may encrypt the encryption key(s) used at block

911. For example, the supervisor 160 may encrypt the symmetric key generated at block 911,

as well as any other symmetric key(s) used for encryption of task data stored permanently (if

any), with the public key received at block 902.

[00138] At block 914, the supervisor 160 may send the encrypted task data and encrypted

key(s) used for task data encryption to a destination specified in the request received at block

902. In some embodiments, the supervisor 160 may also perform additional functions as if

the task has been terminated. For example, the supervisor 160 may perform some of the

functions which have been described in greater details with respect to Fig 2A and/or FIG. 7 .

[00139] FIG. 9B is a flow diagram showing an exemplary process 920 of receiving and

resuming execution of a task at a target machine according to the present disclosure.

[00140] At block 922, a command may be received by a supervisor 160 of the target

machine to accept a task for resuming execution. The command may be received, for

example, via the administrator's task 175 at the target machine. This command may contain

encrypted task data as well as encrypted encryption key(s) used for task data encryption.

[00141] At block 924, the supervisor 160 of the target machine may decrypt, using its

private key, encrypted key(s) used for task data encryption, and, at block 926, using these



decrypted key(s), the supervisor 160 of the target machine may decrypt the data necessary for

moving the task.

[00142] At block 928, the supervisor 160 of the target machine may save task permissions.

For example, as described above with respect to block 910, the data necessary for moving the

task may include task permissions. The supervisor 160 may retrieve the task permissions

from the decrypted data necessary for moving the task and save these permissions in its

memory. The supervisor 160 may enforce these permissions while the task is running, as

described above.

[00143] At block 930, the supervisor 160 may send a request to the hypervisor 385 to

create a virtual machine VM-T 516 for running the received task, and, at block 932, the

supervisor 160 may load the task code and the task serialized data to the memory of the

created virtual machine VM-T 516. At block 932, the supervisor 160 may send a request to

the hypervisor 385 to run the virtual machine VM-T 516, and, at block 934, the supervisor

160 may send a command to the task to restore its state from serialized data. For example, if

the task implements an FSM, the task may receive a message requesting the task 170 to

perform de-serialization.

[00144] If any messages were received with the data related to the task, at block 936, the

supervisor 160 may send those messages to the task. At block 938, the task may be executed,

for example, as described above with respect to FIG. 7 .

[00145] In some embodiments, the processor 300 may support two modes of system boot:

secure boot mode and insecure boot mode. In the secure boot mode, the system may behave

as described above, allowing to boot a hypervisor only from ROM 320. In the insecure boot

mode, the processor 300 may allow a non-secure hypervisor or a non-secure operating system

to run (i.e. the processor 300 may be allowed to boot from an arbitrary source), while

ensuring that there is no access from this non-secure hypervisor (or non-secure operating



system) to any (or some of) security features described above. For example, in the insecure

mode, there may be no access (e.g., read or write (modification)) to data stored in the ROM

320, private key storage 330, or certificate storage 340. Also, the secure timer 335 may be

implemented in a way that it cannot be reset or somehow modified when the system is in the

non-secure mode (but in some embodiments, it may be allowed to be read).

[00146] In some embodiments, a security-enhancing chip (not shown) external to the

processor 300 may be used to implement certain features of the processor 300 as it will be

discussed in greater details below. In these embodiments, the security-enhancing chip may be

connected to the processor 300. For example, both the security-enhancing chip and the

processor 300 may be assembled on the same main board and connected via a bus, such as,

for example, an I C bus or PCIe bus. Further, the security-enhancing chip may be configured

(i) to receive data related to the current hardware (for example, the type of processor, boot

mode, etc.) and/or software configuration (for example, a secure hash of the image of a

hypervisor, supervisor, etc.), (ii) to create a configuration digest, and (iii) to have one or more

shielded locations to store data that may be accessible only by a specific hardware and/or

software configuration. An example of a chip implementing similar functionality is a Trusted

Platform Module (TPM) as defined in "TCG Specification Architecture Overview

Specification Revision 1.4," published August 2007 by the Trusted Computing Group (TCG),

the content of which is incorporated by reference in its entirety and referred to hereinafter as

the "TCG Specification." In embodiments where TPM is used, the configuration digest

mentioned above may be implemented via TPM measurement events (each providing

information about properties and characteristics of a measured system component). The

TPM measurement events may be then combined (using, for example, a secure hash function)

in TPM Program Configuration Registers, as described in the TCG Specification. Also, in

embodiments using the TPM, the shielded locations may be implemented, for example, via



TPM "sealing" (such as "Sealed BLOB structures"), using TPM Program Configuration

Registers to protect access to the sealed data.

[00147] In one of such embodiments, when a system containing such a processor 300 and

security-enhancing chip is produced (or assembled from an already produced processor 300

and security-enhancing chip), the one or more shielded locations may be generated and stored

within such a system. For example, it may be stored as an TPM Protected External Storage,

such as a sealed BLOB structure, with only encryption keys residing within the TPM, and the

data itself residing, for example, in an external ROM (not shown) or on an external

HDD/SSD (not shown). Alternatively, the data itself may be stored within such a security-

enhancing chip. Such shielded location(s) may be used, for example, to store the certificate

storage 540 and/or the private key storage 530 for this system. In some embodiments, this

shielded location may be made accessible only if the configuration digest of the current

system (e.g., hardware, software, or both) is identical to a pre-specified configuration digest.

This may be used to ensure that the current hardware platform is identical to a pre-specified

platform, and in embodiments where a secure hash of hypervisor 385 is a part of

configuration digest this may ensure that a pre-specified hypervisor 385 (identified, for

example, by its secure hash) is currently running. For example, in embodiments where TPM

is used, for the program running on a processor 300 to access the TPM sealed BLOB

structures, the current state of the TPM Platform Configuration Registers may need to be

identical to the state of the Platform Configuration Registers which were used to seal the

TPM sealed BLOB structure(s). In embodiments where the TPM Platform Configuration

Registers contain a secure hash of a hypervisor, it provides assurance that only the pre-

specified hypervisor may access the data in the sealed BLOB structure.

[00148] It should be noted that in some embodiments a configuration digest may include

not only a secure hash of the hypervisor, but also, for example, a secure hash of the



supervisor. Further, elements of the configuration may include certain hardware elements.

This may be used, for example, to ensure that only a platform providing the necessary

(software and hardware) elements related to security is considered by the security-enhancing

chip as a secure platform, and, correspondingly, only such a platform is granted access to

respective shielded locations.

[00149] In some embodiments using a security-enhancing chip, the secure timer 335 may

be implemented as a part of security-enhancing chip. In other embodiments using a security-

enhancing chip, the secure timer 335 may be implemented in software, for example, using

one or more shielded locations to store current values securely.

[00150] In some embodiments (regardless of the security enhancing chip being used), the

usual RAM may be used to implement functionality of the secure RAM 325. This may be a

reasonable solution, for example, if the owner of a system that contains the processor 300

considers a physical attack to be unlikely.

[00151] In some embodiments, techniques described above may be combined to

implement a system based on existing computer systems that contain a TPM chip. It should

be noted that in such embodiments a processor 300 may not necessarily have components

such as the ROM 320, secure timer 335, certificate storage 340, and/or private key storage

330, and therefore, in some of such embodiments, a processor 300 may consist only of the

CPU 305.

[00152] While specific embodiments and applications of the present invention have been

illustrated and described, it is to be understood that the invention is not limited to the precise

configuration and components disclosed herein. The terms, descriptions and figures used

herein are set forth by way of illustration only and are not meant as limitations. Various

modifications, changes, and variations which will be apparent to those skilled in the art may

be made in the arrangement, operation, and details of the apparatuses, methods and systems



of the present invention disclosed herein without departing from the spirit and scope of the

invention. By way of non-limiting example, it will be understood that the block diagrams

included herein are intended to show a selected subset of the components of each apparatus

and system, and each pictured apparatus and system may include other components which are

not shown on the drawings. Additionally, those with ordinary skill in the art will recognize

that certain steps and functionalities described herein may be omitted or re-ordered without

detracting from the scope or performance of the embodiments described herein.

[00153] The various illustrative logical blocks, modules, circuits, and algorithm steps

described in connection with the embodiments disclosed herein may be implemented as

electronic hardware, computer software, or combinations of both. To illustrate this

interchangeability of hardware and software, various illustrative components, blocks,

modules, circuits, and steps have been described above generally in terms of their

functionality. Whether such functionality is implemented as hardware or software depends

upon the particular application and design constraints imposed on the overall system. The

described functionality can be implemented in varying ways for each particular application-

such as by using any combination of microprocessors, microcontrollers, field programmable

gate arrays (FPGAs), application specific integrated circuits (ASICs), and/or System on a

Chip (SoC)—but such implementation decisions should not be interpreted as causing a

departure from the scope of the present invention.

[00154] The steps of a method or algorithm described in connection with the embodiments

disclosed herein may be embodied directly in hardware, in a software module executed by a

processor, or in a combination of the two. A software module may reside in RAM memory,

flash memory, ROM memory, EPROM memory, EEPROM memory, registers, hard disk, a

removable disk, a CD-ROM, or any other form of storage medium known in the art.



The methods disclosed herein comprise one or more steps or actions for achieving the

described method. The method steps and/or actions may be interchanged with one another

without departing from the scope of the present invention. In other words, unless a specific

order of steps or actions is required for proper operation of the embodiment, the order and/or

use of specific steps and/or actions may be modified without departing from the scope of the

present invention.



WHAT IS CLAIMED IS:

1. A computer-implemented method for providing secure computing environment on a

computer processor, comprising:

initializing a hypervisor on the computer processor;

establishing a first virtual machine under control of the hypervisor; and

executing code for a secure zone on the first virtual machine, including:

verifying an administrative task, and

executing the administrative task, wherein the executing comprises:

establishing a connection with an administrator device;

ensuring that the administrator device is one of a set of intended

administrator devices;

receiving a command through the connection with the administrator

device, wherein the command relates to executing a task on a second virtual

machine; wherein executing the task on the second virtual machine comprises

establishing the second virtual machine under control of the hypervisor.

2 . The computer-implemented method of claim 1, wherein ensuring that the

administrator device is one of a set of intended administrator devices comprises verifying that

the administrator device contains a private key that corresponds to a public key of a set of

public keys.

3 . The computer-implemented method of claim 2, wherein the set of public keys are

stored within data of the first virtual machine.

4 . The computer-implemented method of claim 1, wherein ensuring that the

administrator device is one of a set of intended administrator devices comprises attesting

legitimacy of the administrator device by:

requesting an attestation certificate from the administrator device; and

verifying that the attestation certificate is issued by a trusted attestation service

provider.

5 . The computer-implemented method of claim 1, wherein executing the administrative

task further comprises ensuring that a client administrative task running on the administrator

device is one of a set of valid client administrative tasks.

6 . The computer-implemented method of claim 5, wherein ensuring the client

administrative task running on the administrator device is one of a set of valid client

administrative tasks comprises:



receiving a hash value of the client administrative task running on the administrator

device; and

checking the received hash value against a list of hash values of valid client

administrative tasks.

7 . The computer-implemented method of claim 1, wherein the computer processor is

coupled to a non-volatile storage exclusively accessible by the secure zone, and verifying the

administrative task comprises calculating a checksum of the administrative task and verifying

the calculated checksum using information from the non-volatile storage.

8. The computer-implemented method of claim 7, wherein the checksum is a secure

hash.

9 . The computer-implemented method of claim 1, wherein the computer processor is

coupled to a non-volatile storage exclusively accessible by the secure zone, and executing the

administrative task further comprises generating and permanently saving information about a

system configuration in the non-volatile storage and using this information on system start.

10. The computer-implemented method of claim 1, wherein executing the code for the

secure zone on the first virtual machine further comprises:

establishing a connection to a client device;

verifying that the client device is allowed to establish a connection to the task being

executed on the second virtual machine; and

passing the established connection to the client device to the task being executed on

the second virtual machine.

11. The computer-implemented method of claim 1, wherein verifying the administrative

task further comprises:

verifying that the administrative task is signed by a signature as an administrator task;

and

verifying the signature of the administrative task.

12. An apparatus for providing a secure computing environment, comprising:

a communication port; and

a computer processor coupled to the communication port and configured to:

initialize a hypervisor;

establish a first virtual machine under control of the hypervisor; and

execute code for a secure zone on the first virtual machine, including:



verify an administrative task, and

execute the administrative task, wherein to execute the administrative

task the computer processor is further configured to:

establish a connection with an administrator device;

ensure that the administrator device is one of a set of intended

administrator devices;

receive a command through the connection with the

administrator device, wherein the command relates to executing a task

on a second virtual machine; and

establish the second virtual machine under control of the

hypervisor.

13. The apparatus of claim 12, wherein to ensure that the administrator device is one of a

set of intended administrator devices, the computer processor is further configured to verify

that the administrator device contains a private key that corresponds to a public key of a set

of public keys.

14. The apparatus of claim 13, wherein the set of public keys are stored within data of the

first virtual machine.

15. The apparatus of claim 12, wherein to ensure that the administrator device is one of a

set of intended administrator devices, the computer processor is further configured to attest

legitimacy of the administrator device by:

requesting an attestation certificate from the administrator device; and

verifying that the attestation certificate is issued by a trusted attestation service

provider.

16. The apparatus of claim 12, wherein to execute the administrative task the computer

processor is further configured to ensure that a client administrative task running on the

administrator device is one of a set of valid client administrative tasks.

17. The apparatus of claim 16, wherein to ensure that the client administrative task

running on the administrator device is one of a set of valid client administrative tasks, the

computer processor is further configured to:



receive a hash value of the client administrative task running on the administrator

device; and

check the received hash value against a list of hash values of valid client

administrative tasks.

18. The apparatus of claim 12, wherein the apparatus further comprises a non-volatile

storage exclusively accessible by the secure zone, and to verify the administrative task the

computer processor is further configured to calculate a checksum of the administrative task

and to verify the calculated checksum using information from the non-volatile storage.

19. The apparatus of claim 18, wherein the checksum is a secure hash.

20. The apparatus of claim 12, wherein the apparatus further comprises a non-volatile

storage exclusively accessible by the secure zone, and to execute the administrative task the

computer processor is further configured to generate and permanently save information about

a system configuration in the non-volatile storage and use this information on system start.

21. The apparatus of claim 12, wherein to execute the code for the secure zone on the first

virtual machine, the computer processor is further configured to:

establish a connection to a client device;

verify that the client device is allowed to establish a connection to the task being

executed on the second virtual machine; and

pass the established connection to the client device to the task being executed on the

second virtual machine.

22. The apparatus of claim 12, wherein to verify the administrative task the computer

processor is further configured to:

verify that the administrative task is signed by a signature as an administrator task;

and

verify the signature of the administrative task.

23. A system for providing a secure computing environment, comprising:

an administrator device comprising a secure zone configured to execute a client

administrative task;

an apparatus, comprising:

a communication port; and

a computer processor coupled to the communication port and configured to:

initialize a hypervisor;



establish a first virtual machine under control of the hypervisor; and

execute code for a secure zone on the first virtual machine, including:

verify an administrative task, and

execute the administrative task, wherein to execute the

administrative task the computer processor is further configured to:

establish a connection with the administrator device;

ensure that the administrator device is one of a set of

intended administrator devices;

receive a command through the connection with the

administrator device, wherein the command relates to executing

a task on a second virtual machine; and

establish the second virtual machine under control of

the hypervisor;

wherein to execute the client administrative task, the secure zone of the administrator

device is further configured to:

establish the connection with the apparatus; and

send the command through the connection with the apparatus.

24. The system of claim 23, wherein to ensure that the administrator device is one of a set

of intended administrator devices, the computer processor is further configured to verify that

the administrator device contains a private key that corresponds to a public key of a set of

public keys.

25. The system of claim 24, wherein the set of public keys are stored within data of the

first virtual machine.

26. The system of claim 23, wherein to ensure that the administrator device is one of a set

of intended administrator devices, the administrator device is configured to communicate an

attestation certificate and the computer processor is further configured to attest legitimacy of

the administrator device by:

requesting the attestation certificate from the administrator device; and



verifying that the attestation certificate is issued by a trusted attestation service

provider.

27. The system of claim 23, wherein to execute the administrative task the computer

processor is further configured to ensure that the client administrative task being executed on

the administrator device is one of a set of valid client administrative tasks.

28. The system of claim 27, wherein to ensure that the client administrative task being

executed on the administrator device is a one of set of valid client administrative tasks, the

administrator device is configured to report a hash value of the administrative task being

executed on the administrator device and the computer processor is further configured to:

receive the hash value of the client administrative task being executed on the

administrator device; and

check the received hash value against a list of hash values of valid client

administrative tasks.

29. The system of claim 23, wherein the apparatus further comprises a non-volatile

storage exclusively accessible by the secure zone, and to verify the administrative task the

computer processor is further configured to calculate a checksum of the administrative task

and to verify the calculated checksum using information from the non-volatile storage.

30. The system of claim 29, wherein the checksum is a secure hash.

31. The system of claim 23, wherein the apparatus further comprises a non-volatile

storage exclusively accessible by the secure zone, and to execute the administrative task the

computer processor is further configured to generate and permanently save information about

an apparatus configuration in the non-volatile storage and use this information on apparatus

start.

32. The system of claim 23, wherein to execute the code for the secure zone on the first

virtual machine, the computer processor is further configured to:

establish a connection to a client device;

verify that the client device is allowed to establish a connection to the task being

executed on the second virtual machine; and

pass the established connection to the task being executed on the second virtual

machine.

33. The system of claim 23, wherein to verify the administrative task the computer

processor is further configured to:



verify that the administrative task is signed by a signature as an administrator task;

verify the signature of the administrative task.
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