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Data File Storage in Flash Memories" with Alan W .

Sinclair and Peter J . Smith as inventors;

Serial Number: 11/060,174; Filed on February 16, 2005;

Attorney Docket Number SDK0380.US1, entitled "Direct

Data File Programming and Deletion in Flash Memories",

with Alan W . Sinclair and Peter J . Smith as inventors;

Serial Number: 11/060,248; Filed on February 16, 2005;

Attorney Docket Number SDK0380.US2, entitled "Direct

Data File Storage Implementation Techniques in Flash

Memories", with Alan W . Sinclair and Peter J . Smith as

inventors;

Provisional patent application filed by Alan W .

Sinclair and Barry Wright concurrently herewith, and



entitled "Direct Data File Storage in Flash Memories"

(the foregoing hereinafter collectively referenced as

the "Direct Data File Storage Applications") .

BACKGROUND OF THE INVENTION

1. Field of the Invention

[0002] The present invention relates generally to the

operation of re-programmable non-volatile memory

systems such as semiconductor flash memory, and more

particularly, to the management of the interface

between a host device and the memory.

2 . Background

[0003] Conventional computer systems typically include

several functional components. These components may

include a central processing unit (CPU) , main memory,

input/output ("I/O") devices, and mass storage devices.

In conventional systems, the main memory is coupled to

the CPU via a system bus or a local memory bus . The

main memory is used to provide the CPU access to data

and/or program information that is stored in main

memory at execution time. Typically, the main memory

is composed of random access memory (RAM) circuits. A

computer system with the CPU and main memory is often

referred to as a host system.

[0004] A host system interfaces with mass storage

devices for example, non-volatile memory systems (may

also be referred to as "flash device", "flash" or



"flash card" interchangeably throughout this

specification) via an interface.

[0005] In an early generation of commercial flash memory

systems, a rectangular array of memory cells were

divided into a large number of groups of cells that

each stored the amount of data of a standard disk drive

sector, namely 512 bytes. An additional amount of

data, such as 16 bytes, are also usually included in

each group to store an error correction code (ECC) and

possibly other overhead data relating to the user data

and/or to the memory cell group in which it is stored.

The memory cells in each such group are the minimum

number of memory cells that are erasable together.

That is, the erase unit is effectively the number of

memory cells that store one data sector and any

overhead data that is included. Examples of this type

of memory system are described in United States patents

nos. 5,602,987 and 6,426,893. It is a characteristic

of flash memory that the memory cells need to be erased

prior to re-programming them with data.

[0006] Flash memory systems are most commonly provided

in the form of a memory card or flash drive that is

removably connected with a variety of hosts such as a

personal computer, a camera or the like, but may also

be embedded within such host systems.



[0007] Typically, a host system maintains a file

directory and allocates file data to logical clusters.

A host system that uses a logical interface for

accessing data may be referred to as a legacy host

system. The term host system in this context includes

legacy flash memory card readers and digital cameras

and the like.

[0008] In conventional systems, a host maintains a file

system and allocates file data to logical clusters,

where the cluster size is typically fixed. A flash

device is divided into plural logical sectors and the

host allocates space within the clusters comprising of

a plurality of logical sectors. A cluster is a sub¬

division of logical addresses and a cluster map is

designated as a file allocation table ("FAT") . The FAT

is normally stored on a storage device itself.

[0009] In conventional systems, when writing data to the

memory, the host typically assigns .unique logical

addresses to sectors, clusters or other units of data

within a continuous virtual address space of the memory

system. Like a disk operating system (DOS), the host

writes data to, and reads data from, addresses within

the logical address space of the memory system. A

controller within the memory system translates logical

addresses received from the host into physical

addresses within the memory array, where the data are



actually stored, and then keeps track of these address

translations. The data storage capacity of the memory

system is at least as large as the amount of data that

is addressable over the entire logical address space

defined for the memory system.

[0010] Other file storage systems (or formats) are being

developed so that a host does not have to perform the

file to logical address mapping. However, these new

file systems may still have to be used with legacy host

systems to read data.

[0011] Therefore, there is a need for a method and

system that allows a host system to efficiently access

files in a flash device that uses a non-traditional

file storage format.

SUMMARY OF THE INVENTION

[0012] In one aspect of the present invention, a system

for reading data from a non-volatile mass storage

device is provided. The system includes a file storage

segment that reads and writes data on a file-by-file

basis, allowing a host system to access data from the

non-volatile mass storage device using a file based

protocol; and a logical interface segment that allows

the host system to access data using logical

addressing, wherein the host system is unaware of a

storage format under which data is stored on a file-by-

file basis .



[0013] In another aspect, a method for reading data from

a non-volatile mass storage device that stores data on

a file-by-file basis is provided. The method includes,

performing logical configuration for the non-volatile

mass storage device, wherein file data is allocated

addresses in a virtual logical address space; and data

identified by virtual logical addresses is read by a

host system.

[0014] In yet another aspect of the present invention, a

method for reading data from a non-volatile mass

storage device is provided. The method includes,

performing logical configuration for the non-volatile

mass storage device that stores file data on a file-by-

file basis, wherein during the logical configuration a

logical index is created where the logical index

includes an entry for each file that is identified in a

file directory and each entry specifies an address for

a file within a virtual logical address space for the

non-volatile mass storage device and a corresponding

entry location in the file directory; and operating the

non-volatile mass storage device wherein data

identified by the virtual logical address is read by

the host system.

[0015] In yet another aspect of the present invention, a

system for reading data in a non-volatile mass storage

device is provided. The system includes, a direct data



file storage segment that operates in a direct data

file access mode allowing a host system to access data

from the non-volatile mass storage device on a file-by-

file basis; and a logical interface segment that allows

the host system to access data using logical

addressing, wherein the host system is unaware of a

storage format under which data is stored on a file-by-

file basis.

[0016] This brief summary has been provided so that the

nature of the invention may be understood quickly. A

more complete understanding of the invention can be

obtained by reference to the following detailed

description of the preferred embodiments thereof in

connection with the attached drawings.

BRIEF DESCRIPTION OF THE DRAWINGS

[0017] The foregoing features and other features of the

present invention will now be described with reference

to the drawings of a preferred embodiment. In the

drawings, the same components have the same reference

numerals. The illustrated embodiment is intended to

illustrate, but not to limit the invention. The

drawings include the following Figures:

[0018] Figure IA shows a block diagram of a host system

using a flash device;



[0019] Figure IB shows a block diagram of a flash device

controller, used according to one aspect of the present

invention;

[0020] Figure 1C shows an example of physical memory

organization for a flash memory system;

[0021] Figure ID shows an expanded view of a portion of

the physical memory of Figure ID;

[0022] Figure IE shows a further expanded view of a

portion of the physical memory of Figure 1C and ID;

[0023] Figure IF shows a conventional logical address

interface between a host and a re-programmable memory

system;

[0024] Figure IG shows a direct data file storage

interface between a host and a re-programmable memory

system, according to one aspect of the present

invention;

[0025] Figure IH shows in a different manner than Figure

IF .a conventional logical address interface between a

host and a re-programmable memory system;

[0026] Figure IL shows in a different manner than Figure

IG, a direct data file storage interface between a host

and a re-programmable memory system, according to one

aspect of the present invention;

[0027] Figure IM shows a functional hierarchy of an

example memory system;



[0028] Figure 2A shows a top-level logical block diagram

of a system used by a flash device, according to one

aspect of the present invention;

[0029] Figure 2B shows the interconnection between

plural components of the system in Figure 2A for a

logical configuration mode, according to one aspect of

the present invention;

[0030] Figure 2C shows the interconnection between

plural components of the system in Figure 2A for a

logical read-only mode, according to one aspect of the

present invention;

[0031] Figure 2D shows a block diagram of a logical

index table, used according to one aspect of the

present invention;

[0032] Figure 2E shows an indexing scheme of a direct

data file storage system, according to one aspect of

the present invention;

[0033] Figure 2F shows a block diagram of a FAT Index

table, used according to one aspect of the present

invention;

[0034] Figure 2G shows a block diagram of a logical

address map, according to one aspect of the present

invention; and

[0035] Figure 3 shows a flow diagram of process steps

for reading data from a flash device that stores data



on a file-by-file basis, according to one aspect of the

present invention.

DETAILED DESCRIPTION OF THE PREFERRED EMBODIMENTS

[0036] To facilitate an understanding of the preferred

embodiment, the general architecture and operation of a

host system/non-volatile mass storage system will be

described. The specific architecture and operation of

the preferred embodiment will then be described with

reference to the general architecture.

Host System/Memory System :

[0037] Figure IA shows a block diagram of a typical host

system 100 that includes a central processing unit

("CPU") (or microprocessor) 101 connected to a system

bus 101A. Random access main memory ("RAM") 103 is

also coupled to system bus 101A and provides CPU 101

with access to memory storage. When executing program

instructions, CPU 101 stores those process steps in RAM

103 and executes the stored process steps out of RAM

103.

[0038] Read only memory (ΛROM") 102 is provided to store

invariant instruction sequences such as start-up

instruction sequences or basic Input/output operating

system (BIOS) sequences.

[0039] Input/Output ("I/O") devices 102A, for example, a

keyboard, a pointing device ("mouse"), a monitor, a

modem and the like are also provided.



[0040] Mass storage device (Flash device) 105 also

provides non-volatile memory for CPU 101. Flash device

105 includes a controller module 106 (may also be

referred to as "memory system controller") and solid

state memory modules 107-108 (shown as Memory Module #1

and Memory Module #N) . Controller module 106

interfaces with host system 100 via a bus interface 104

or directly via system bus 101A or another peripheral

bus (not shown) .

[0041] There are currently many different flash memory

cards that are commercially available, examples being

the CompactFlash (CF) , the MultiMediaCard (MMC) , Secure

Digital (SD) , miniSD, Memory Stick, SmartMedia and

TransFlash cards. Although each of these cards has a

unique mechanical and/or electrical interface according

to its standardized specifications, the flash memory

included in each is very similar. These cards are all

available from SanDisk Corporation, assignee of the

present application. SanDisk also provides a line of

flash drives under its Cruzer trademark, which are hand

held memory systems in small packages that have a

Universal Serial Bus (USB) plug for connecting with a

host by plugging into the host's USB receptacle. Each

of these memory cards and flash drives includes

controllers that interface with the host and control

operation of the flash memory within them.



[0042] Host systems that use such memory cards and flash

drives are many and varied. They include personal

computers (PCs), laptop and other portable computers,

cellular telephones, personal digital assistants

(PDAs) , digital still cameras, digital movie cameras

and portable audio players. The host typically

includes a built-in receptacle for one or more types of

memory cards or flash drives but some require adapters

into which a memory card is plugged.

[0043] A NAND architecture of the memory cell arrays

107-108 is currently preferred, although other

architectures, such as NOR, can also be used instead.

Examples of NAND flash memories and their operation as

part of a memory system may be had by reference to

United States patents nos . 5,570,315, 5,774,397,

6,046,935, 6,373,746, 6,456,528, 6,522,580, 6,771,536

and 6,781,877 and United States patent application

publication no. 2003/0147278.

[0044] It is noteworthy that the adaptive aspects of the

present invention are not limited to a flash device

105, and can be used for any non-volatile mass storage

system.

[0045] Figure IB shows a block diagram of the internal

architecture of controller module 106. Controller

module 106 includes a microcontroller 109 that

interfaces with various other components via interface



logic 111. Memory 110 stores firmware and software

instructions that are used by microcontroller 109 to

control the operation of flash device 105. Memory 110

may be volatile re-programmable random access memory

("RAM"), a non-volatile memory that is not re¬

programmable ("ROM") , a one-time programmable memory or

a re-programmable flash electrically-erasable and

programmable read-only memory ("EEPROM") .

[0046] A host interface 113 interfaces with host system

100, while a flash interface 112 interfaces with memory

modules 107-108.

[0047] Figure 1C conceptually illustrates an

organization of the flash memory cell array (107-108)

that is used as an example in further descriptions

below. Four planes or sub-arrays 131 - 134 of memory

cells may be on a single integrated memory cell chip,

on two chips (two of the planes on each chip) or on

four separate chips. The specific arrangement is not

important to the discussion below. Of course, other

numbers of planes, such as 1 , 2 , 8 , 16 or more may

exist in a system. The planes are individually divided

into blocks of memory cells shown in Figure 1C by

rectangles, such as blocks 137, 138, 139 and 140,

located in respective planes 131 - 134. There can be

dozens or hundreds of blocks in each plane.



[0048] A block of memory cells is the unit of erase, the

smallest number of memory cells that are physically

erasable together. For increased parallelism, however,

the blocks are operated in larger metablock units. One

block from each plane is logically linked together to

form a metablock. The four blocks 137 - 140 are shown

to form one metablock 141. All of the cells within a

metablock are typically erased together. The blocks

used to form a metablock need not be restricted to the

same relative locations within their respective planes,

as is shown in a second metablock 143 made up of blocks

145 - 148.

[0049] Although it is usually preferable to extend the

metablocks across all of the planes, for high system

performance, the memory system can be operated with the

ability to dynamically form metablocks of any or all of

one, two or three blocks in different planes. This

allows the size of the metablock to be more closely

matched with the amount of data available for storage

in one programming operation.

[0050] The individual blocks are in turn divided for

operational purposes into pages of memory cells, as

illustrated in Figure ID. The memory cells of each of

the blocks 131 - 134, for example, are each divided

into eight pages PO - P7 . Alternatively, there may be

16, 32 or more pages of memory cells within each block.



The page is the unit of data programming and reading

within a block, containing the minimum amount of data

that are programmed at one time. In the NAND

architecture, a page is formed of memory cells along a

word line within a block. However, in order to

increase the memory system operational parallelism,

such pages within two or more blocks may be logically

linked into metapages. A metapage 151 is illustrated

in Figure ID, being formed of one physical page from

each of the four blocks 131 - 134. The metapage 151,

for example, includes the page P2 in of each of the

four blocks but the pages of a metapage need not

necessarily have the same relative position within each

of the blocks .

[0051] Although it is preferable to program and read the

maximum amount of data in parallel across all four

planes, for high system performance, the memory system

can also be operated to form metapages of any or all of

one, two or three pages in separate blocks in different

planes. This allows the programming and reading

operations to adaptively match the amount of data that

may be conveniently handled in parallel and reduces the

occasions when part of a metapage remains unprogrammed

with data.

[0052] A metapage formed of physical pages of multiple

planes, as illustrated in Figure ID, contains memory



cells along word line rows of those multiple planes.

Rather than programming all of the cells in one word

line row at the same time, they are more commonly

alternately programmed in two or more interleaved

groups, each group storing a page of data (in a single

block) or a metapage of data (across multiple blocks) .

By programming alternate memory cells at one time, a

unit of peripheral circuits including data registers

and a sense amplifier need not be provided for each bit

line but rather are time-shared between adjacent bit

lines. This economizes on the amount of substrate

space required for the peripheral circuits and allows

the memory cells to be packed with an increased density

along the rows. Otherwise, it is preferable to

simultaneously program every cell along a row in order

to maximize the parallelism available from a given

memory system.

[0053] Figure IE shows a logical data page of two

sectors 153 and 155 of data of a page or metapage.

Each sector usually contains a portion 157 of 512 bytes

of user or system data being stored and another number

of bytes 159 for overhead data related either to the

data in the portion 157 or to the physical page or

block in which it is stored. The number of bytes of

overhead data is typically 16 bytes, making the total

528 bytes for each of the sectors 153 and 155. The



overhead portion 159 may contain an ECC calculated from

the data portion 157 during programming, its logical

address, an experience count of the number of times the

block has been erased and re-programmed, one or more

control flags, operating voltage levels, and/or the

like, plus an ECC calculated from such overhead data

159. Alternatively, the overhead data 159, or a

portion of it, may be stored in different pages in

other blocks.

[0054] As the parallelism of memories increases, data

storage capacity of the metablock increases and the

size of the data page and metapage also increase as a

result. The data page may then contain more than two

sectors of data. With two sectors in a data page, and

two data pages per metapage, there are four sectors in

a metapage. Each metapage thus stores 2048 bytes of

data. This is a high degree of parallelism, and can be

increased even further as the number of memory cells in

the rows is increased. For this reason, the width of

flash memories is being extended in order to increase

the amount of data in a page and a metapage.

10055] The physically small re-programmable non-volatile

memory cards and flash drives identified above are

commercially available with data storage capacity of

512 megabytes (MB) , 1 gigabyte (GB) , 2 GB and 4GB, and

may go higher.



[0056] Figure IF illustrates the most common interface

between a host and such a mass memory system. The host

deals with data files generated or used by application

software or firmware programs executed by the host. A

word processing data file is an example, and a drawing

file of computer aided design (CAD) software is

another, found mainly in general computer hosts such as

PCs, laptop computers and the like. A document in the

pdf format is also such a file. A still digital video

camera generates a data file for each picture that is

stored on a memory card. A cellular telephone utilizes

data from files on an internal memory card, such as a

telephone directory. A PDA stores and uses several

different files, such as an address file, a calendar

file, and the like. In any such application, the

memory card may also contain software that operates the

host .

[0057] A common logical interface between the host and

the memory system is illustrated in Figure IF. A

continuous logical address space 161 is large enough to

provide addresses for all the data that may be stored

in the memory system. The host address space is

typically divided into increments of clusters of data.

Each cluster may be designed in a given host system to

contain a number of sectors of data, somewhere between



4 and 64 sectors being typical. A standard sector

contains 512 bytes of data.

[0058] Three Files 1 , 2 and 3 are shown in the example

of Figure 1C to have been created. An application

program running on the host system creates each file as

an ordered set of data and identifies it by a unique

name or other reference. Enough available logical

address space not already allocated to other files is

assigned by the host to File 1 . File 1 is shown to

have been assigned a contiguous range of available

logical addresses. Ranges of addresses are also

commonly allocated for specific purposes, such as a

particular range for the host operating software, which

are then avoided for storing data even if these

addresses have not been utilized at the time the host

is assigning logical addresses to the data.

[0059] When a File 2 is later created by the host, the

host similarly assigns two different ranges of

contiguous addresses within the logical address space

161, as shown in Figure IF. A file need not be

assigned contiguous logical addresses but rather can be

fragments of addresses in between address ranges

already allocated to other files. This example then

shows that yet another File 3 created by the host is

allocated other portions of the host address space not



previously allocated to the Files 1 and 2 and other

data.

[0060] The host keeps track of the memory logical

address space by maintaining a file allocation table

(FAT) , where the logical addresses the host assigns to

the various host files are maintained. The FAT table

is typically stored in the non-volatile memory, as well

as in a host memory, and is frequently updated by the

host as new files are stored, other files deleted,

files modified and the like. When a host file is

deleted, for example, the host then de-allocates the

logical addresses previously allocated to the deleted

file by updating the FAT table to show that they are

now available for use with other data files.

[0061] The host is not concerned about the physical

locations where the memory system controller chooses to

store the files. The typical host only knows its

logical address space and the logical addresses that it

has allocated to its various files. The memory system,

on the other hand, through a typical host/card

interface, only knows the portions of the logical

address space to which data have been written but does

not know the logical addresses allocated to specific

host files, or even the number of host files. The

memory system controller 106 converts the logical

addresses provided by the host for the storage or



retrieval of data into unique physical addresses within

the flash memory cell array where host data are stored.

A block 163 represents a working table of these

logical-to-physical address conversions, which is

maintained by the memory system controller 105.

[0062] The memory system controller 106 is programmed to

store data files within the blocks and metablocks of a

memory array 165 in a manner to maintain the

performance of the system at a high level. Four planes

or sub-arrays are used in this illustration. Data are

preferably programmed and read with the maximum degree

of parallelism that the system allows, across an entire

metablock formed of a block from each of the planes.

At least one metablock 167 is usually allocated as a

reserved block for storing operating firmware and data

used by the memory controller. Another metablock 169,

or multiple metablocks, may be allocated for storage of

host operating software, the host FAT table and the

like. Most of the physical storage space remains for

the storage of data files.

[0063] The memory system controller 106 does not know,

however, how the data received has been allocated by

the host among its various file objects. All the

memory controller 106 typically knows from interacting

with the host is that data written by the host to

specific logical addresses are stored in corresponding



physical addresses as maintained by the controller's

logical-to-physical address table 163.

[0064] In a typical memory system, a few extra blocks of

storage capacity are provided than are necessary to

store the amount of data within the address space 161.

One or more of these extra blocks may be provided as

redundant blocks for substitution for other blocks that

may become defective during the lifetime of the memory.

The logical grouping of blocks contained within

individual metablocks may usually be changed for

various reasons, including the substitution of a

redundant block for a defective block originally

assigned to the metablock. One or more additional

blocks, such as metablock 171, are typically maintained

in an erased block pool.

[0065] When the host writes data to the memory system,

the controller 106 converts the logical addresses

assigned by the host to physical addresses within a

metablock in the erased block pool. Other metablocks

not being used to store data within the logical address

space 161 are then erased and designated as erased pool

blocks for use during a subsequent data write

operation.

[0066] Data stored at specific host logical addresses

are frequently overwritten by new data as the original

stored data become obsolete. The memory system



controller 106, in response, writes the new data in an

erased block and then changes the logical-to-physical

address table for those logical addresses to identify

the new physical block to which the data at those

logical addresses are stored. The blocks containing

the original data at those logical addresses are then

erased and made available for the storage of new data.

Such erasure often must take place before a current

data write operation may be completed if there is not

enough storage capacity in the pre-erased blocks from

the erase block pool at the start of writing. This can

adversely impact the system data programming speed.

The memory controller 106 typically learns that data at

a given logical address has been rendered obsolete by

the host only when the host writes new data to their

same logical address . Many blocks of the memory can

therefore be storing such invalid data for a time.

[0067] The sizes of blocks and metablocks are increasing

in order to efficiently use the area of the integrated

circuit memory chip. This results in a large

proportion of individual data writes storing an amount

of data that is less than the storage capacity of a

metablock, and in many cases even less than that of a

block. Since the memory system controller 106 normally

directs new data to an erased pool metablock, this can

result in portions of metablocks going unfilled. If



the new data are updates of some data stored in another

metablock, remaining valid metapages of data from that

other metablock having logical addresses contiguous

with those of the new data metapages are also desirably

copied in logical address order into the new metablock.

The old metablock may retain other valid data

metapages. This results over time in data of certain

metapages of an individual metablock being rendered

obsolete and invalid, and replaced by new data with the

same logical address being written to a different

metablock.

[0068] In order to maintain enough physical memory space

to store data over the entire logical address space

161, such data are periodically compacted or

consolidated (garbage collection) . It is also

desirable to maintain sectors of data within the

metablocks in the same order as their logical addresses

as much as practical, since this makes reading data in

contiguous logical addresses more efficient. So data

compaction and garbage collection are typically

performed with this additional goal. Some aspects of

managing a memory when receiving partial block data

updates and the use of metablocks are described in

United States patent no. 6,763,424.

Direct Data File Storage:



[0069] Figure 2A shows a block diagram of system 200

used by flash device 105 for a direct data file storage

("DFS") methodology/system disclosed in co-pending

patent application serial number, 11/060,249; Filed on

February 16, 2005; Attorney Docket Number SDK0380.US0,

entitled "Direct Data File Storage in Flash Memories"

and in the Direct Data File Storage Applications

referenced above.

[0070] In a DFS device, data is accessed by host system

100 on a file-by-file basis (a file based protocol) as

described in the aforementioned patent application,

that is, data is identified by a file identifier and an

offset address within the file. No logical address

space is defined for the device. Host system 100 does

not allocate file data to logical clusters, and

directory/index table information for files is

generated by flash device 105.

[0071] The host addresses each file by a unique file ID

(or other unique reference) and offset addresses of

units of data (such as bytes) within the file. This

file address is given directly to the memory system

controller 106, which then keeps its own table of where

the data of each host file are physically stored.

[0072] This file-based interface is illustrated in

Figure IG, which should be compared with the logical

address interface of Figure IF. An identification of



each of the Files 1 , 2 and 3 and offsets of data within

the files of Figure IG are passed directly to the

memory controller. This logical address information is

then translated by a memory controller function 173

into physical addresses of metablocks and metapages of

the memory 165.

[0073] The file-based interface is also illustrated by

Figure IL, which should be compared with the logical

address interface of Figure IH. The logical address

space and host maintained FAT table of Figure IH are

not present in Figure IL. Rather, data files generated

by the host are identified to the memory system by file

number and offsets of data within the file. The memory

system then directly maps the files to the physical

blocks of the memory cell array. .

[0074] With reference to Figure IM, functional layers of

an example mass storage system being described herein

are illustrated. . The "Direct Data File Storage Back

End System" communicates through a "Direct Data File

Interface" and a "File-Based Front-End System" with a

host system over a file-based interface channel. Each

host file is uniquely identified, such as by a file

name. Data within a file are identified by an offset

address within a linear address space that is unique to

the file.



[0075] Although DFS devices will be used advantageously

by host systems, there are still and will be legacy

host systems that need to use a logical interface to

read data files. In one aspect of the present

invention, a DFS device can be accessed in a read-only

mode by legacy host systems. When flash device 105

detects that it has been inserted in a conventional

host system, it emulates directory and FAT data

structures according to the DOS standards, and

represents file data address as contiguous regions of a

virtual logical address space. The legacy host system

interfaces with DFS enabled flash device 105 as if was

a conventional flash device with a logical interface.

[0076] In another embodiment of the present invention, a

host system may wish to access the flash device 105

using both a file-based interface and a logical

interface. For example, legacy application software on

a host may use a logical interface for compatibility

with legacy memory devices operating only with the

logical interface, whilst other applications may use a

file based interface to a DFS device.

[0077] Referring back to Figure 2A, system 200 emulates

a logical sector interface by creating directory and

FAT information to represent files stored in flash

device 105 as unfragmented data in a virtual logical

address space. System 200 includes a DFS segment 200A



and a logical segment 200B. Logical segment 200B is

enabled when flash device 105 detects that it is being

used with a legacy host that uses a logical interface

for reading data.

[0078] Segments 200A and 200B are described below with

respect to the various modes of operation for flash

device 105.

[0079] Direct Data File Access Mode (or "DFS Mode") :

During the DFS mode, flash device 105 operates in a

direct data file access mode that is described in

detail in the aforementioned co-pending patent

application. During this mode, a host system sends a

file identifier and an offset address to direct data

file interface 201. No logical address space is

required during this mode. File directory 203 and a

file index table (may also be referred to as "FIT") 204

are generated by flash device 105.

[0080] File directory 203 records file attribute

information with a pointer to a first data group entry

in the file index table 204. File index table 204

contains an entry for each valid data group within a

file with contiguous file offset addresses. Entries for

a data group include a file offset address and a

physical address.

[0081] Figure 2E shows a block diagram of an indexing

scheme of a direct data file storage system used



according to one aspect of the present invention. Host

100 provides a path, filename and offset 203A to flash

device 105. The path points to file directory 203 that

stores the directory information, for example,

Directory A and B .

[0082] Every file in a directory points to an entry in

FIT 204 (for example, 203B points to 204D) . FIT 204

includes an entry for every data group and each entry

(for example, 204D) includes an offset value 204A,

block value 204B and byte value 204C. The offset value

204A shows offset address within the file corresponding

to the start of a data group (for example, 205A in

flash block 205B) . The block value 204B provides the

actual physical address of the data block and the byte

value 204C points to a byte where the data group

begins .

Logical Configuration Mode :

[0083] When flash device 105 detects that it is inserted

in a legacy host system (or communicates with a legacy

host system/ operationally coupled with a legacy host

system) that needs a logical interface to read data, a

logical configuration operation is performed, according

to one aspect of the present invention.

[0084] A logical configuration may also be performed at

other times, such as may be determined by controller



106 or in response to a command received at the host

interface 113.

[0085] As shown in Figure 2B, during logical

configuration operation the contents of file directory

203 are used to create a directory index 206, a FAT

index 207 and a logical index 208 to respond to logical

interface 210 that is coupled with host system 100.

File directory 203 is scanned by a logical data read

manager 209 and the information is used to create the

aforementioned index tables.

[0086] Directory Index 206: Directory index 206

includes a virtual logical address that is assigned for

each file directory 203 entry. file directory 203

entry defines a sub-directory or a file and contains a

pointer to the file directory 203 or FIT 204. It is

noteworthy that pointers in a DOS directory relate to

logical addresses in the address space of the device.

Directory index 206 contains virtual logical addresses

that are used to substitute for the pointers in file

directory 203, to create a directory conforming to DOS

standards

[0087] FAT Index 207: FAT index 207 contains information

that allows a FAT to be emulated for the virtual

address space for the flash device 105 (see Figure 2F) .

Files in flash device 105 are emulated as occupying

contiguous set of logical sequential clusters. A FAT



contains one entry for each emulated cluster in the

virtual logical address space for flash device 105.

The emulated clusters allocated to data for a file have

FAT entries that point to a following cluster, except

the last cluster that includes an <End of File> code.

[0088] It is noteworthy that the present invention is

not limited to explicitly storing such FAT entries as

they can be generated algorithmically when a FAT sector

is read by a host. A record that identifies FAT

entries with an <End of File> code is stored. For each

sector of FAT entries (207A) , FAT index 207 contains a

list of entries that contain an <End of File> code (see

Figure 2F) .

[0089] Logical Index 208: During logical read-only

mode, file data from flash device 105 is accessed by

using a logical address. Logical index 208 is used to

convert a logical address to a File Directory 203 entry-

address and a file address offset so that file data

205C (Figure 2D) may be read by a legacy host (or any

other host system) . Logical index 208 includes one

entry for each file that is identified in File

Directory 203. Each logical index 208 entry specifies

an address in the virtual logical address space and the

relevant entry location in the File Directory 203.

[0090] Figure 2D illustrates the logical index table

208, according to one aspect of the present invention.



An entry in the logical index 208 includes two fields,

X and Y . Field Y is the logical address assigned to

the beginning of the file with an entry at location X

in the file directory. The emulated logical address map

is shown as 208A, while 208B shows how file entry X

points to a FIT table 204 entry.

[0091] A host provides a target logical address Y ' (not

shown) , and the logical index 208 is searched to find

logical address Y for the beginning of the file within

which logical address Y ' is located. (Y' - Y ) defines

the offset address of the target logical address within

the file. Logical index 208 provides location X

corresponding to logical address Y . This allows file

data 205 to be provided to a legacy host using a

logical interface.

[0092] Figure 2G shows a virtual logical address space

211 for flash device 105, within- which data structures

are represented. According to the DOS standards, FAT 1 ,

FAT2 and Root directory structures are represented by a

set of logical addresses following the partition boot

record. In conventional systems, clustered data space

begins after the root directory.

[0093] Flash device 105 represents sub-directories as

being at successive cluster addresses at the beginning

of a data space. Files are represented as occupying

sequential clusters in data space without fragmentation



of address and without unallocated clusters between the

files (shown as contiguous files 211A) .

[0094] Logical Read Only Mode :

[0095] When flash device 105 is configured for logical

read-only operation, it may be read using logical

interface 210 as shown in Figure 2C. A host sector

address is recognized as relating to a directory

sector, FAT sector or data sector based on its range

within the virtual logical address space.

[0096] Entries relating to a directory sector are read

from file directory 203 and are modified by using a

corresponding entry from directory index 206, before

being returned to a host system.

[0097] Entries relating to a FAT sector are created as a

set of incrementing cluster addresses, and are updated

to <End of File> codes according to entries for the

sector in the FAT index 207. Thereafter, the entries

are returned to a host system. Figure 2F shows an

example of FAT index 207 in which each entry designates

the FAT sector number (2 07C) and FAT sector entry

number (207B) of FAT entries (207A) containing <End of

File> code.

[0098] A logical sector address from a host system is

converted to an entry address in the file directory 203

with a file offset address by searching entries in the



logical index 208. Sector data is read using direct

data file storage manager 202.

[0099] It is noteworthy that memory 110 may be used for

storage and access of directory index 206, FAT index

207 and logical index 208. DFS manager 202 may use a

pool of buffers in memory 110 and a pool of erased

blocks for file and control data storage. These

buffers (not shown) are not used during the logical

read-only operation and hence may be used to store the

foregoing indices. However, the indices may also be

stored in flash memory modules 107-108, with or without

copies in memory 110.

Process Flow :

[0100] Figure 3 shows a flow diagram for reading

information from flash device 105, according to one

aspect of the present invention. Turning in detail

Figure 3 , the process starts in step S300. In step

S302, controller 106 determines if logical

configuration is required. If no configuration is

required, the process moves to step S314, described

below in detail.

[0101] If logical configuration is required, then in

step S304, controller 106 reads the next file directory

entry and creates a corresponding entry for directory

index 206 in step S306A. Controller 106 then

determines in step S306, if the file directory entry is



for a file. If the file directory entry is not for a

file, then the process moves to step S312 (described

below) .

[0102] If the file directory entry in step S306 is for a

file, then in step S308, a FAT index entry 207B is

created, and in step S308A, a logical index entry (for

example, as shown in Figure 2D) is created.

[0103] In step S312, controller 106 determines if the

last entry in the file directory has been reached. If

the last entry in the file directory has not been

reached, then the process reverts back to step S304.

If the last entry in the file directory has been

reached, then in step S314, the controller 106

determines if a read command has been received at

logical interface 210.

[0104] If a read command has not been received, then the

process reverts back to step S302.

[0105] If the read command has been received, then in

step S316, the process determines if the logical

address is for a directory sector. If the logical

address is for a directory sector, then in step S318

directory index 206 is read and in step S320, the file

directory 203 is read. In step S322, a directory sector

is created and the information returned to host 100 in

step S324.



[0106] If in step S316, the logical address is not for a

directory sector, then in step S330, the process

determines if the logical address is for a FAT sector.

If it is for a FAT sector, then in step S332, the FAT

index 207 is read. A FAT sector is created in step

S334 and returned to host 100 in step S324.

[0107] If in step S330, the logical address is not for a

FAT sector but for file data, then in step S336, the

process determines if the logical address is for file

data. If not, then the process reverts back to step

S302.

[0108] If the logical address is for file data, then in

step S338, the logical index 208 is read. The file

directory entry is identified in step S340 and data is

read from the direct data file storage segment in step

S342. Thereafter, file data is returned to host in

step S324.

[0109] In step S326, the process determines if there are

any other logical addresses that are to be read as a

result of the read command received in step S314. If

not, then the process reverts back to step S302. If

there are other logical addresses, then the process

reverts back to step S316.

[0110] In one aspect of the present invention, a legacy

host system does not have to make any upgrades to read

data from direct data file storage device.



[0111] Although the present invention has been described

with reference to specific embodiments, these

embodiments are illustrative only and not limiting.

Many other applications and embodiments of the present

invention will be apparent in light of this disclosure

and the following claims .



CLAIMS

What is Claimed is:

1 . A method for reading data from a non-volatile mass

storage device,

comprising:

performing logical configuration for the non-volatile

mass storage device that stores file data on a file-by-

file basis, wherein during the logical configuration a

logical index is created where the logical index

includes an entry for each file that is identified in a

file directory and each entry specifies an address for

a file within a virtual logical address space for the

non-volatile mass storage device and a corresponding

entry location in the file directory; and

operating the non-volatile mass storage device wherein

data identified by the virtual logical address is read

by the host system.

2 . The method of Claim 1 , wherein during a logical

read-only mode, entries relating to a logical sector

address from the host system is converted to an entry

address in the file directory with a file offset

address obtained from the entries in the logical index.

3 . The method of Claim 2 , wherein sector data is read

via a direct data file storage manager.



4 . The method of Claim 1 , wherein during the logical

configuration, a file allocation table ("FAT") index is

created which includes a list for each FAT sector and

provides an entry number for each FAT sector number .

5 . The method of Claim 4 , wherein during the logical

read only mode, entries relating to a FAT sector are

updated based on entries in the FAT index, before being

sent to the host system.

6 . The method of Claim 1 , wherein the host system is

unaware of a storage format which allows data to be

stored on a file-by-file basis by the non-volatile mass

storage device.

7 . A system for reading data in a non-volatile mass

storage device, comprising:

a direct data file storage segment that operates in a

direct data file access mode allowing a host system to

access data from the non-volatile mass storage device

on a file-by-file basis; and

a logical interface segment that allows the host system

to access data using logical addressing, wherein the

host system is unaware of a storage format under which

data is stored on file-by-file basis.

8 . The system of Claim 7 , wherein the logical

interface includes a directory index, a file allocation

table ("FAT") index and a logical index created during

a logical configuration mode.



9 . The system of Claim 8 , wherein in the directory

index a virtual logical address is assigned to each

entry in a file directory.

10. The system of Claim 8 , wherein the logical index

includes an entry for each file that is identified in a

file directory and each entry specifies a virtual

logical address space and a corresponding entry

location in the file directory.

11. The system of Claim 8 , wherein the FAT index

includes a list for each FAT sector and provides an

entry number for each FAT sector number.

12. The system of Claim 8 , wherein during a logical

read-only mode, entries relating to a directory sector

are read from a file directory and modified by an entry

from the directory index.

13. The system of Claim 8 , wherein during a logical

read-only mode, entries relating to a logical sector

address from the host system is converted to an entry

address in a file directory with a file offset address

obtained from entries in the logical index.

14. The system of Claim 8 , wherein during a logical

read only mode, entries relating to a FAT sector are

updated based on entries in the FAT index, before being

sent to the host system.



15. A method for reading data from a non-volatile mass

storage device that stores data on a file-by-file

basis, comprising:

performing logical configuration for the non-volatile

mass storage device, wherein file data is allocated

addresses in a virtual logical address space; and data

identified by virtual logical addresses is read by a

host system.

16. The method of Claim 15, wherein during a logical

read-only mode, entries relating to a logical sector

address from the host system is converted to an entry

address in a file directory with a file offset address

obtained from entries in a logical index table.

17. The method of Claim 16, wherein sector data is read

via a direct data file storage manager.

18. The method of Claim 15, wherein during a logical

configuration, a file allocation table ("FAT") index is

created which includes a list for each FAT sector and

provides an entry number for each FAT sector number.

19. The method of Claim 18, wherein during a logical

read-only mode, entries relating to a FAT sector are

updated based on entries in the FAT index, before being

sent to the host system.

20. The method of Claim 15, wherein the host system is

unaware of a storage format under which data is stored



on a file-by-file basis by the non-volatile storage

device.

21. A system for reading data from a non-volatile mass

storage device, comprising:

a file storage segment that reads and writes data on a

file-by-file basis, allowing a host system to access

data from the non-volatile mass storage device using a

file based protocol; and

a logical interface segment that allows the host system

to access data using logical addressing, wherein the

host system is unaware of a storage format under which

data is stored on a file-by-file basis.

22. The system of Claim 21, wherein the logical

interface segment includes a directory index, a file

allocation table ("FAT") index and a logical index

created during a logical configuration mode.

23. The system of Claim 22, wherein in the directory

index, a virtual logical address is assigned to each

entry in a file directory.

24. The system of Claim 22, wherein the logical index

includes an entry for each file that is identified in a

file directory and each entry specifies a virtual

logical address space and a corresponding entry

location in the file directory.



25. The system of Claim 22, wherein the FAT index

includes a list for each FAT sector and provides an

entry number for each FAT sector number.

26. The system of Claim 22, wherein entries relating

to a directory sector are read from a file directory

and modified by an entry from the directory index.

27. The system of Claim 22, wherein entries relating

to a logical sector address from the host system is

converted to an entry address in a file directory with

a file offset address obtained from entries in the

logical index.

28. The system of Claim 22, wherein entries relating

to a FAT sector are updated based on entries in the FAT

index, before being sent to the host system.
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