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(57) ABSTRACT 

Memory cell presetting for improved performance including 
a system that includes a memory, a cache, and a memory 
controller. The memory includes memory lines made up of 
memory cells. The cache includes cache lines that correspond 
to a subset of the memory lines. The memory controller is in 
communication with the memory and the cache. The memory 
controller is configured to perform a method that includes 
scheduling a request to set memory cells of a memory line to 
a common specified State in response to a cache line attaining 
a dirty state. 
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MEMORY CELL PRESETTING FOR 
IMPROVED MEMORY PERFORMANCE 

BACKGROUND 

0001. The present invention relates generally to computer 
memory, and more specifically to memory cell presetting for 
improved memory performance. 
0002. It is a common characteristic of storage class memo 
ries to have asymmetric read and write latencies. Typically, 
write latencies are slower than read latencies. Phase-change 
memory (PCM) is an example of a non-volatile memory that 
has asymmetric read-write latency, where the write latency is 
much higher (about 8x) compared to the read latency. 
0003 PCM is a non-volatile memory that exploits the 
property of chalcogenide glass (GST) to switch the material 
between two states, amorphous and polycrystalline. The 
amorphous phase has high resistance and the polycrystalline 
phase has low resistance. The difference in resistivity 
between the two states is three to five orders of magnitude and 
data is stored in the form of resistance. The state of a PCM 
device is changed by applying heat through the use of elec 
trical pulses. Different heat-time profiles are used to switch 
from one phase to another. 
0004. A PCM memory cell can typically be programmed 
into two states, typically referred to as RESET and SET 
states. The RESET state is characterized by a high cell resis 
tance value, whereas the SET state is characterized by low 
cell resistance value. 
0005. To RESET the device, a high power pulse of short 
duration is required. This electrical pulse first raises the tem 
perature of the PCM material above its melting point, typi 
cally in excess of 600°C., and is then quickly terminated. The 
Small region of melted material Subsequently cools extremely 
quickly as a result of thermal conduction into the Surround 
ings. This extremely rapid cooling process locks the PCM 
material into an amorphous state. The Small dimensions of 
typical PCM devices results in a thermal time constant on the 
order of a few nanoseconds, and thus RESET pulses are short. 
RESET latency is typically similar to the read latency asso 
ciated with a PCM cell. 
0006 To SET a cell, the amorphous material must be 
encouraged to crystallize into a polycrystalline State having a 
lower electrical resistance. This can be accomplished by heat 
ing the material above its crystallization temperature but 
below its melting point for a sufficient length of time. The 
SET time is limited by the maximum crystallization rate of 
the material. Reliably crystallizing typical PCM cells made of 
GST requires heating pulses that are hundreds of nanosec 
onds in duration. Therefore, the SET latency is much higher 
(about 8x) compared to the RESET latency. This implies that 
PCM is not only read-write asymmetric, but also has non 
uniformity in the write times. In other words it has data 
dependent write latency. 
0007 Given that a memory line contains hundreds of bits, 

it is highly likely, when writing, that both RESET and SET 
transitions will occur, hence the write latency of PCMarray is 
determined by the slower of the two operations. 
0008 Similar considerations apply to the write energy, 
which is also asymmetric between RESET and SET states. 
The same considerations can be easily extended to multi-bit 
devices. 

SUMMARY 

0009. An embodiment is a method that includes using a 
computer system to identify a region in a memory. The region 
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includes a plurality of memory cells characterized by a write 
performance characteristic that has a first expected value 
when a write operation changes a current state of the memory 
cells to a desired State of the memory cells and a second 
expected value when the write operation changes a specified 
state of the memory cells to the desired state of the memory 
cells. The second expected value is closer than the first 
expected value to a desired value of the write performance 
characteristic. The plurality of memory cells in the region are 
set to the specified state, and the data is written into the 
plurality of memory cells responsive to the setting. 
0010. Another embodiment is a method that includes 
using a computer system to identify a region in a memory. The 
region includes a plurality of memory cells characterized by 
a write performance characteristic that is reflective of a cur 
rent state and a desired state of the memory cells. The plural 
ity of memory cells in the region are set to a specified State. A 
write request that includes write data and that specifies a write 
address in the memory that does not correspond to the region 
is received. It is determined whether the write request should 
be redirected to the region in the memory. The determining is 
responsive to a state of the computing system and to whether 
an expected value of the write performance characteristic for 
writing to the region in the memory is closer to a desired value 
of the write performance characteristic than an expected 
value of the write performance characteristic for writing to 
the specified write address. The write data is written into the 
memory at the specified write address the memory in 
response to determining that the write request should not be 
redirected to the region in the memory. The write data is 
written into the region in the memory in response to deter 
mining that the write request should be redirected to the 
region in the memory. 
0011. Another embodiment is a system that includes a 
memory, a cache, and a memory controller. The memory 
includes memory lines made up of memory cells. The cache 
includes cache lines that correspond to a Subset of the 
memory lines. The memory controller is in communication 
with the memory and the cache. The memory controller is 
configured to perform a method that includes Scheduling a 
request to set memory cells of a memory line to a common 
specified State in response to a cache line attaining a dirty 
State. 

0012. A further embodiment is a method that includes 
scheduling a request to set memory cells of a memory line to 
a common specified State in response to a cache line attaining 
a dirty state. The scheduling is performed by a memory con 
troller in a memory system that includes the memory control 
ler. The memory includes memory lines including the 
memory line. The cache includes cache lines including the 
cache line. A read request is received at the memory control 
ler. It is determined whether the read request can be serviced 
faster by temporarily canceling the request. The request is 
canceled if it is determined that the read request can be ser 
Viced faster by temporarily canceling the request. The request 
is reinitiated in response to the canceling and to a completion 
of the read operation performed in response to the read 
request. 
0013 Additional features and advantages are realized 
through the techniques of the present embodiment. Other 
embodiments and aspects are described herein and are con 
sidered a part of the claimed invention. For a better under 
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standing of the invention with the advantages and features, 
refer to the description and to the drawings. 

BRIEF DESCRIPTION OF THE SEVERAL 
VIEWS OF THE DRAWINGS 

0014. The subject matter that is regarded as the invention 
is particularly pointed out and distinctly claimed in the claims 
at the conclusion of the specification. The foregoing and other 
features, and advantages of the invention are apparent from 
the following detailed description taken in conjunction with 
the accompanying drawings in which: 
0015 FIG. 1 illustrates a block diagram of a system for 
storing and retrieving data in a memory in accordance with an 
embodiment; 
0016 FIG. 2 illustrates a process flow for determining 
when to trigger a preset in accordance with an embodiment; 
0017 FIG. 3 illustrates a block diagram of a system for 

utilizing preset in combination with a cache in accordance 
with an embodiment; 
0018 FIG. 4 illustrates a window of time for performing a 
preset in accordance with an embodiment; 
0019 FIG. 5 illustrates a process flow for determining 
when to initiate a preset operation for a cache line in accor 
dance with an embodiment; 
0020 FIG. 6 illustrates a process flow for determining 
whether to utilize a normal write or a fast write to memory 
when writing contents of cache line to memory; and 
0021 FIG. 7 illustrates a process flow for utilizing preset 
in combination with a checkpoint operation in accordance 
with an embodiment. 

DETAILED DESCRIPTION 

0022. An embodiment of the invention provides improved 
write performance in a memory system where the underlying 
memory technology has write performance (e.g., in terms of 
latency, power, and/or bandwidth) that depends on the previ 
ous contents of the memory cell. Embodiments apply to 
memory systems where writing a specific content, such as a 
RESET state, requires longer latency and/or a larger total 
amount of power (e.g., energy per unit write) than writing a 
different content, such as a SET state. Embodiments also 
apply to memory systems where writing some bit patterns 
requires more time and/or total amount of power than writing 
other bit patterns. In memory systems having either or both of 
these characteristics, the write bandwidth may be improved 
by using embodiments described herein. An example of a 
memory that has data-dependent write performance is phase 
change memory (PCM), where the total amount of power 
used or the latency for a write operation may vary up to an 
order of magnitude depending on the contents written into the 
memory, or depending on both the previous contents of the 
memory and the new data pattern to be stored. Moreover, the 
intrinsic slowness of some write operations in PCM, com 
pared to read operations results in write performance being 
one of the main bottlenecks in the performance of computer 
memory systems that use PCM. 
0023. An embodimentalleviates the problem of the bottle 
necks caused by a slower write by exploiting a fundamental 
property of PCM devices that writes are slow only in one 
direction (SET operation) and are almost as fast as reads in the 
other direction (RESET operation). Embodiments build on 
top of such a technology by performing fast writes whenever 
only RESET operations are required to change the contents of 
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the memory into specified contents. A preset mechanism (or 
preset operation) that proactively SETS all of the bits in a 
given memory line(s) well in advance of an anticipated write 
to that memory line is utilized. This allows the write operation 
to the given memory line(s), when new contents should be 
stored into the memory line, to incur much lower latency 
and/or employ Smaller amounts of energy. In one embodi 
ment, a preset request is initiated for a memory line as soon as 
that line becomes dirty in the cache, thereby allowing a rela 
tively large window of time for the preset operation to com 
plete before the updated cacheline is written back to memory. 
0024 Contemporary approaches to minimizing the 
impact of asymmetric performance include methods such as: 
reducing the number of bit-flips while writing in order to 
reduce the average write power, improving system perfor 
mance by pausing or canceling high-latency writes, in case a 
read operation is to be done; modifying database algorithms 
in order to reduce PCM writes; and reducing PCM write 
power by using narrow buffer widths. Approaches such as 
these are directed to improving system performance by 
reducing the number of write operations (e.g. by coalescing), 
by reducing the number of write bits (e.g. by partial writes), 
and/or by preempting write operations to minimize their 
impact on the system (e.g. through write pausing/cancella 
tion). These solutions do not improve the performance of the 
write operation itself. 
0025. Some technologies, such as not-and (NAND) and 
not-or (NOR) flash memories require a block erase before 
programming. A shortcoming of this approach is that since a 
block erase is always required before any cell re-write, the 
memory does not allow write-in-place, which in turn may 
lead to problems of write amplification, and the necessity to 
store very large translation tables in the system. 
0026. Embodiments described herein are directed to 
improving peak write performance by intelligently setting the 
contents of memory lines prior to writes. By leveraging the 
bursty nature of writes (i.e., the natural tendency observed in 
many workloads for writes to cluster into short write bursts 
followed by periods of relative write inactivity), such an 
improvement in peak write bandwidth can lead to a signifi 
cant improvement in System performance. Further, embodi 
ments described herein are complementary to contemporary 
approaches to alleviating bottlenecks caused by slowness or 
high energy of write operations (such as those described 
above) and embodiments may be used in conjunction with 
these approaches. 
0027. The data dependent nature of write latency for a 
single cell in a PCM is exploited by exemplary embodiments. 
At a time preceding the actual time at which new contents are 
written into a memory line, the memory line is set to a preset 
value that allows the PCM to achieve optimal performance for 
a selected performance criterion in the Subsequent write. In 
exemplary embodiments, the state in which the memory cells 
are programmed, in other words, the State into which the 
memory cells are preset, is the SET state. As used herein, 
preset and preset operation will also be referred to as setting 
the memory cells to a common specified State, or setting the 
memory cells to a specified state. For example, if the criterion 
is to minimize the latency of the Subsequent write, and write 
latency is dependent on the current contents of the memory, 
then by presetting the memory to the State that requires the 
longest latency to be written, such as, in certain single level 
cell (SLC) PCM technologies, the SET state, minimal write 
latency can be achieved. In this case, writing includes apply 
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ing the RESET pulse to the cells that need to be programmed 
into a RESET state, leaving untouched the cells that should 
store the SET state. The write latency would normally be the 
maximum between the write latencies of the two states, and in 
this way it becomes the latency of the shortest pulse, i.e., the 
RESET latency. Depending on the different between the 
latencies this can lead to a significant improvement (e.g., 4x. 
8x). 
0028. In the above example, the write performance char 
acteristic is latency. The desired value of the latency is Zero or 
close to zero, the first expected value of the latency is the 
expected latency for writes prior to presetting the memory 
line, and the second expected value of the latency is the 
expected latency for writes after presetting the memory line. 
In addition, the current state of the memory cells is the state 
(or data values stored) prior to the presetting; the specified 
state is the state (or data values stored) after the presetting, 
and the desired state is the state (or data values stored) after 
the writing is performed. In am embodiment, the actual value 
of the write performance characteristic for a selected memory 
cell is not dependent on a current state of other memory cells. 
0029. Another example is that of applying preset to mini 
mize the total energy per unit write required by Subsequent 
writes. In a power limited context, this can effectively lead to 
improved peak write bandwidth. A preset criterion for this 
can be to preset to the state that requires the highest energy to 
write. The subsequent write then will not write that state 
(which is already stored in all memory cells in the preset line) 
and the write operation will only write states that require low 
write energy. Upon a bursty write, the effective write power 
on cells that have been preset is reduced, thus allowing more 
concurrent writes on a peak power constrained system, ulti 
mately leading to a higher instantaneous peak write band 
width. 

0030. In the above example, the write performance char 
acteristic is energy. The desired value of the energy is Zero or 
close to Zero, the first expected value of the energy is the 
expected energy for writes prior to presetting the memory 
line, and the second expected value of the energy is the 
expected energy for writes after presetting the memory line. 
In addition, the current state of the memory cells is the state 
(or data values stored) prior to the presetting; the specified 
state is the state (or data values stored) after the presetting, 
and the desired state is the state (or data values stored) after 
the writing is performed. 
0031. The observation that presetting can lead to signifi 
cant benefit is the first cornerstone of embodiments described 
herein. The second aspect of embodiments described herein is 
the policy adopted to select the lines that are to be preset and 
the actual timing of the preset. This is an important aspect 
since preset by construction is a long latency operation that 
can get in the way of reads and actual write operations on the 
memory. Embodiments described herein include a number of 
polices that may be implemented for different use cases. 
0032. One use case has to do with memory locations cor 
responding to cachelines that have been installed or writtento 
in the cache. A cache line typically contains both 0s and 1s, so 
the time taken to write back a line into PCM memory is 
dictated by the slowest write operation that needs to be carried 
out, e.g., the SET operation. As a consequence, the overall 
write latency of a PCM array is deemed to be high, which 
means that the write bandwidth (per independent set of write 
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circuitry) is low. PCM chips are often power-limited, so write 
bandwidth cannot necessarily be increased by adding more 
write operations in parallel. 
0033 Write bandwidth requirements are typically bursty, 
so application performance Suffers when system write band 
width is not enough to Support the write stream. To this end, 
embodiments described herein include techniques that help in 
mitigating the problem of limited write bandwidth whenever 
a memory that can be overwritten presents a strong data 
dependency of the memory cell write latency. 
0034. At the memory controller level, an additional opera 
tion meant to improve the performance of a Subsequent write, 
or to “prepare a write', is introduced and referred to herein as 
a “preset operation. In an embodiment, the preset operation 
initializes the contents of memory line to SET, i.e., it places 
the memory in a state that allows faster Subsequent program 
ming before the write operation occurs. Therefore, when the 
actual write operation occurs, it ends up having a lower 
latency, thus effectively making write latency much closer to 
read latency. 
0035. Furthermore, since the energy required for a RESET 
operation is lower than the energy required for a SET opera 
tion, the instantaneous or peak write bandwidth can be 
increased because more (lower-energy, i.e. RESET) opera 
tions can be done in parallel on a power-limited chip. 
0036. In additional embodiments the preset operation pro 
grams the memory cell into a state that minimizes the latency 
of the subsequent write. Those skilled in the art will recognize 
that this applies to SLC devices (e.g., single bit per cell) as 
well as to MLC devices (e.g., multiple bits per cell). Other 
exemplary embodiments select the preset operation so as to 
minimize the expected write energy of Subsequent writes. 
This concept can be applied to the maximization of any per 
formance parameter associated with Subsequent writes. 
0037 Embodiments described herein are concerned with 
methods for orchestrating the preset operation in advance, in 
a manner that does not contend with demand requests. The 
actual value at which the memory is preset can be chosen 
according to different rules. For example the following rules 
correspond to different optimality criteria: select as a preset 
level the level that requires the largest write latency, this 
reduces the write latency of a large line to that of the second 
slowest level; select as a preset level the level that requires the 
largest write energy, this reduces the maximum write energy 
the second highest value; select as a preset level the level that 
provides minimum average energy of a Subsequent write; 
assuming that the latency required to program a given level is 
a function of the value currently stored in the memory cell; 
and select as a preset level the level that minimizes the latency 
of the slowest possible write, when starting from a cell storing 
the preset level. 
0038. Use cases supported by exemplary embodiments 
include, but are not limited to: normal applications (writes are 
typically bursty), with presetting driven by the setting of the 
dirty state bit in a particular line in a cache; checkpointing in 
Supercomputers (extremely bursty and predictable work 
load); context Switches in highly virtualized environments; 
persistent memory systems where write latency is critical; 
and emergency checkpoint/backup on power down (time con 
strained due to battery). As used herein, the term “persistent 
memory” refers to a memory that reliably stores contents and 
that preserves Such capability even upon loss of system 
power. Such capability can be associated with a memory 
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Subsystem or with a memory technology, in which case it is 
often referred to as nonvolatile memory. 
0039 FIG. 1 illustrates a block diagram of a computing 
system 100 for storing and retrieving data in a memory in 
accordance with an embodiment. The system 100 depicted in 
FIG. 1 includes a computer processor 102, a memory 106 
(e.g., a PCM) having memory cells, and a memory controller 
104 for receiving data from the computer processor 102 to be 
stored in the memory 106. In an embodiment, the memory 
cells are arranged into cache lines, and cache lines are 
arranged into pages. Memory content is moved to and from 
memory with a granularity of a cache line (i.e., transfers are 
multiple of cache lines) between the memory 106 and the 
computer processor 102, which may include one or more 
levels of cache. In exemplary embodiments the presetting 
happens at a cache line granularity. In other words, the preset 
operates on an entire cache line. 
0040. In one embodiment the memory controller 104 is 
communicatively coupled to the computer processor 102 and 
receives write requests from the computer processor 102. The 
write requests contain data to be written to the memory 106 
and a logical address for identifying the location in the 
memory 106 to which the data will be written. The memory 
controller 104 stores data at a physical address within the 
memory 106. In an embodiment, the memory controller 104 
maps the logic address to a physical address in the memory 
106 when storing or retrieving data. The physical address for 
a given logical address can change each time data in the 
memory 106 is modified. 
0041. The system 100 is one example of a configuration 
that may be utilized to perform the processing described 
herein. Although the system 100 has been depicted with only 
a single memory 106, memory controller 104, and computer 
processor 102, it will be understood that other embodiments 
would also operate in other systems with two or more of the 
memory 106, memory controller 104, or computer processor 
102. In an embodiment, the memory 106, memory controller 
104, and computer processor 102 are not located within the 
same computer. For example, the memory 106 and memory 
controller 104 may be located in one physical location (e.g., 
on a memory module) while the computer processor 102 is 
located in another physical location (e.g., the computer pro 
cessor 102 accesses the memory controller 104 via a net 
work). In addition, portions of the processing described 
herein may span one or more of the memory 106, memory 
controller 104, and computer processor 102. 
0042 FIG. 2 illustrates a process flow for determining 
when to trigger a preset in accordance with an embodiment. 
The process flow depicted in FIG. 2 is performed by a com 
puter system, such as system 100 depicted in FIG. 1. In an 
embodiment, the process flow depicted in FIG. 2 is performed 
by a memory controller, such as memory controller 104. At 
block 202, the process collects information on the status, or 
state, of the computer system. In exemplary embodiments, 
collecting the status includes but is not limited to: evaluating 
if there is available bandwidth for performing preset opera 
tions, evaluating if performing a preset would lead to a data 
loss, collecting the current write activity, collecting the cur 
rent read activity, and identifying the memory lines that have 
already been preset. 
0043. At block 204, the process estimates if the applica 
tion of preset could be beneficial. In exemplary embodiments, 
estimating if the application of preset could be beneficial 
includes but is not limited to: evaluating the likelihood that a 
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write will occur on a line that can be successfully preset, 
Verifying that performing a preset will not hinder the normal 
execution of the running application, and evaluating the like 
lihood that performing a preset will improve the performance 
of the running application. The previous evaluations can be 
carried out by means of several tools. Such as, but not limited 
to mathematical modeling, system simulation, and/or circuits 
or computer programs approximating Such modeling and 
simulations. One such example is a look up a queue. Such as 
a write queue or a read queue and deciding whether a preset is 
expected to be beneficial, by comparing the occupancy of said 
queues with a threshold. For example, if the queue occupancy 
is zero, preset can be considered to be beneficial. 
0044) If preset would not be beneficial, then processing 
continues at block 202 to continue to collect system informa 
tion. If it is determined, at block 204, that preset would be 
beneficial, then processing continues at block 206 to triggera 
preset operation. In exemplary embodiments, the triggering is 
preceded by an operation that identifies the memory region to 
be preset, the identifying done by a computing system. In 
exemplary embodiments the identifying is carried out by a 
circuit. Such as a memory controller that may be in commu 
nication with a cache controller. In exemplary embodiments 
the identifying is carried out by Software, such as, but not 
limited to application Software, a hypervisor, and or an oper 
ating system. After the preset operation has been initiated, the 
system returns to the information collection phase at block 
202. 

0045 One example assumes a generic workload and per 
forms preset on lines marked as dirty (i.e., lines written to in 
cache that are in a dirty state) in the last level of cache. As used 
herein, a line becoming dirty or acquiring the dirty state 
means that a cache line installed into the cache, i.e. stored in 
the cache line, is written to, possibly with new content for the 
first time. This usually implies that the cache holds the most 
current version of the memory line, and that the correspond 
ing contents in main memory may be outdated. In a cache 
line, a dirty bit signals whether the line has become dirty or 
not. 

0046. In an embodiment, the preset operations have lower 
priority than reads and writes and, possibly are either 
“paused or “canceled when they are being executed, and a 
read or a write request arrives at the same memory bank that 
is performing the preset operation. 
0047 FIG. 3 illustrates a block diagram of a system for 
utilizing preset in combination with a cache in accordance 
with an embodiment. FIG. 3 includes a PCM memory bank 
302 (storing a plurality of memory lines), a PCM controller 
304, a cache 306 (containing a subset of the memory lines), a 
tag store entry 308, and a processor chip 310. As shown in 
FIG. 3, the PCM controller 304 includes a preset queue 
(PSQ), meant to allow scheduling of requests to set memory 
lines to a pre-specified common state, in addition to a read 
queue (RDQ) and a write queue (WRQ). In an embodiment, 
the PSQ is much simpler than the WRQ, in that each PSQ 
entry stores only address information (e.g., three bytes) 
whereas a typical WRQ entry stores data as well as addresses 
(128+3=131 bytes). Therefore, even a PSQ of 128 entries 
incurs a storage cost of less than four hundred bytes (10x 
lower than a 32 entry WRQ). In an embodiment, the PSQ is 
not looked upon for each read access, where the WRQ is 
always looked upon for each read access. Therefore, the PSQ 
can be designed as a circular buffer (or a set associative 
structure). 
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0048. The tag store entry 308 of the cache 306 is extended 
to have two more status bits: preset initiated (PI) and preset 
done (PD). When a write is performed to the cache 306, the 
dirty bit (D) in the tag store entry 308 is set. A preset operation 
request is sent to the PCM memory bank 302 only if the PI bit 
is zero and the PSQ associated with the PCM memory bank 
302 has empty space. If the PI bit is set to one, subsequent 
writes to the cache line will not initiate a preset operation 
request. When the preset request completes service, the cache 
306 is notified to set the PD bit in the tag store entry 308. In 
additional embodiments, the PI is omitted and the setting of 
the D bit indicates that a line address has been inserted in the 
PSQ.. Those skilled in the art will recognize that the addition 
of PI and PD to the cache are a means of keeping track of the 
preset operations and that Such mechanism can be imple 
mented by other means and circuits, such as, for example, 
tables. In additional embodiments, upon setting of D the 
preset is sent to the PSQ, upon requesting a preset to the 
memory device the PI is set and upon completing said preset 
the PD is set. 

0049 FIG. 4 illustrates a window of time for performing a 
preset operation in accordance with an embodiment. In an 
embodiment, a preset operation is not initiated speculatively 
as performing a preset operation for clean cache lines can 
result in potential data loss. Therefore, a preset operation is 
performed by an embodiment only when it is known that the 
current contents of the line stored in memory will no longer be 
needed. When a write is performed to a given cache line, the 
corresponding contents of the line in memory becomes stale 
and can be discarded. In an embodiment, a presetto a memory 
line can be initiated as soon as a write to the cache line is 
performed. In fact, the cache line may be written to multiple 
times before eviction, but an embodiment initiates only one 
preset operation for that line, as preset is not dependent on 
contents of the line. 

0050 Referring to FIG.4, at time t0, which corresponds to 
an initial install from memory 404 in FIG. 3, a cache line is 
installed in the cache 306. Sometime later, at time t1, which 
corresponds to a first write 406, the line gets written (e.g., by 
a writeback from a lower level cache) for the first time in the 
cache 306. After that the cache line can be written several 
times, including a last write 408 at time tk, before being 
evicted from the cache at time tin, which corresponds to a 
writeback to memory 410. In an embodiment, the preset 
request is sent to memory any time after t1 and the present 
operation must complete before time tin. This time period is 
labeled in FIG. 4 as the preset window 402. The preset win 
dow 402 can be defined in terms of the number of clock cycles 
between the first write to the cacheline and the time when the 
cache line is evicted from the cache 306. In an embodiment, 
the preset is performed prior to the write request writing the 
evicted cache line back to the memory actually reaching the 
WRQ. In most cases, the preset window 402 is large enough 
that the preset operation is completed well in advance of the 
anticipated write back of the cache line to memory. 
0051. In an embodiment, in case a preset request is sched 
uled in the PSQ but has not initiated and a write request to the 
same line arrives at the WRQ, the request is canceled from the 
PSQ. In an embodiment, in case the preset operation is initi 
ated but not completed before the cache line actually reaches 
the WRQ, the preset is canceled. In another embodiment, in 
case the preset operation is initiated but not completed before 
the cache line actually reaches the WRQ, the preset is com 
pleted before letting the WRQ submit the corresponding write 
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request. In a further embodiment, in case the preset operation 
is initiated but not completed before the cache line actually 
reaches the WRQ, the preset is canceled if the expected time 
to completion has not reached a given threshold, such as, for 
example, if the expected time for completion is more than 
20% of the total expected preset time the preset is cancelled. 
In an embodiment, in case a preset request has initiated and a 
read request arrives, the preset is canceled; in generala preset 
is canceled if it is determined that a read request can be 
serviced faster. In an embodiment, following the fulfillment 
or completion of the read request the preset is reinitiated. In 
exemplary embodiments, a preset request into the PSQ is not 
scheduled (it is discarded) if the PSQ is full. In exemplary 
embodiments, the scheduling of a preset request into the PSQ 
I postponed if the PSQ is full. 
0.052 An embodiment represents a trade-off between 
average available write bandwidth and instantaneous peak 
write bandwidth. In fact, having memory locations that will 
be written in a preset state will allow maximization of the 
instantaneous bandwidth since the writes terminate in less 
time. On the other hand, if for every write both a preset 
operation and a write operation are performed, the actual 
write operations per single write become two, thus effectively 
decreasing the maximum Sustained bandwidth. 
0053. In an embodiment, optimal results are obtained 
when a workload exhibits a bursty write pattern. In this case, 
the preset operation is used to modulate the peak write band 
width and the average write bandwidth. As used herein, the 
term "peak write bandwidth” refers to the maximum number 
of write operations performed in a short pre specified time, 
such as, for example 100 us. As used herein, the term “average 
write bandwidth” refers to the number of write operations 
performed in a long pre-specified (and programmable) time, 
Such as, for example 10 seconds. In general, activating preset 
lowers the average available bandwidth over time because of 
the addition of the preset traffic. In addition, if the preset 
operations exceed the fast write operations (such as RESET 
operations), the number of preset lines increases and there 
fore the number of available fast writes increases, thus 
increasing the available peak bandwidth or the time at which 
writes can be performed at high speed. In a similar way, 
performing fast writes decreases the number of available 
preset lines therefore reducing the potential peak write band 
width. This happens, for example, whenever there is a bursty 
write event which depletes preset lines. 
0054 FIG. 5 illustrates a process flow for determining 
when to initiate a preset for a cache line in accordance with an 
embodiment. The process flow depicted in FIG. 5 is per 
formed by a computer system, such as system 100 depicted in 
FIG.1. In an embodiment, the process flow depicted in FIG. 
5 is performed by a memory controller, such as PCM control 
ler 304. In an embodiment, the preset operationistriggered on 
a first write to a clean cacheline in a cache, such as cache 306. 
At block 502, a write request directed to a line located in 
cache is received, for example from an underlying cache level 
or from a processor core. At block 504, it is determined if the 
cacheline is dirty (has it already been writtento). If the cache 
line is dirty, then block 510 is performed and the preset 
processing is stopped. If the cache line has not attained a dirty 
state, then at block 506 it is determined whether a preset has 
previously been sent or queued. If a preset has already been 
sent or queued, then processing continues at block 512, where 
the preset processing is halted. If a preset has not already been 
sent or queued, the processing continues at block 508, where 
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a preset operation is initiated, or scheduled for processing (by 
being placed in the PSQ). In one embodiment, if the PSQ is 
full, then the preset operation is canceled. In another embodi 
ment, if the PSQ is full, then the preset operation is post 
poned. At block 514, preset processing stops. 
0055 FIG. 6 illustrates a process flow for determining 
whether to utilize a normal write or a fast write to memory 
when writing contents of a cache line to memory. In an 
embodiment the processing is performed by a memory con 
troller, such as PCM controller 304. At block 602, a cacheline 
that has been written to (i.e., a dirty cacheline) is evicted from 
the cache. At block 604, it is determined if a preset operation 
was initiated for the cacheline being evicted (e.g., is the PIbit 
set). If a preset was not initiated, then block 614 is performed 
to remove the preset operation request from the queue (e.g., 
the PSQ) and processing continues at block 616 with a normal 
write to the memory being initiated. As used herein, the term 
“normal write” refers to a write that utilizes both SET and 
RESET operations, or, more in general utilizes a variety of 
programming operation, including highest energy program 
ming operations or highest latency programming operations. 
Ifa preset operation was initiated, as determined at block 604, 
then block 606 is performed to determine if the preset was 
completed (e.g., is the PD bit set). If the preset was performed 
on the cache line, then processing continues at block 608 
where a fast write to memory is performed. As used herein, 
the term “fast write” refers to a write where it is assumed that 
all of the memory cells are at a specified value, such as SET, 
and that only RESET transitions will occur. In exemplary 
embodiments this corresponds to a specific programming 
operation. In exemplary embodiment, the operation 
requested by the memory controller coincides with that of a 
normal write and the memory devices recognize that only fast 
programming operations are required, given the content or 
the state of the memory line, and performs such fast program 
ming operation, such as a RESET operation. 
0056. If the preset was not performed on the cache line, as 
determined at block 606, then processing continues at block 
610. This means that the entry is still in the PSQ. In an 
embodiment it is important that the unfulfilled or uninitiated 
preset requests are prevented from being performed other 
wise it can result in data loss (if the preset operation is per 
formed after the demand write back to the memory). There 
fore, in such a scenario the PSQ entry associated with the 
cache line is invalidated at block 610. At block 612, a normal 
write process is used to write the cacheline to the memory. In 
an embodiment, when the memory controller schedules the 
write operation, from the WRQ to the memory, the PD bit 
determines whether it should be treated as a normal write or a 
fast write. 

0057. In an embodiment, the preset operation in itself does 
not require special Support from the memory device level 
(e.g., the PCM memory). The preset operation is similar to a 
normal write where all data bits are Zero (or one, depending 
on what data value the SET state is mapped to). However, 
embodiments do rely on the interface to the memory device 
Supporting write commands having two types of write laten 
cies: a normal write and a fast write. 
0058 Since in exemplary embodiments preset is only a 

hint, in other words an additional optional operation that is 
inserted in the normal stream of operations, it serviced off the 
critical path, during idle cycles at the memory bank. In an 
embodiment, an already started preset operation is not can 
celed if a write request arrives at the memory bank, and the 
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preset operation is allowed to complete before servicing the 
write request. In another embodiment, an already started pre 
set operation is canceled if a write request arrives at the 
memory bank. In an embodiment, an already started preset 
operation is canceled if a read request is received at the 
memory controller and it is determined that the read request 
can be serviced faster by temporarily canceling a request to 
set the cells of a memory line to a specified State. In an 
embodiment, the preset request is reinitiated to set the cells of 
the memory line to a common specified State when the read is 
completed. 
0059 An embodiment includes an adaptive preset that 
enables/disables preset depending on properties of the work 
load and a typical load on the WRQ. 
0060 Another embodiment includes using the preset 
operation for system checkpointing. System checkpointing is 
used to perform a safe copy of the system status (e.g., a copy 
of the system state data) to enable restarting the system from 
a known state. Checkpointing is typically implemented by 
copying memory pages. However, page writes will be slow in 
PCM so write latency becomes critical. An embodiment 
includes presetting a region of memory prior to storing check 
point data in the preset region. In an embodiment, the region 
to be preset is identified by the memory controller. In an 
embodiment the region to be preset is identified by an oper 
ating system, a hypervisor and/or a software application 
executing on the computing system 100 (e.g., on the com 
puter processor 102). 
0061 Periodic checkpointing to persistent storage is a 
common fault tolerance mechanism employed in high-per 
formance computing using massively parallel processing 
(MPP) systems. Such systems may employ tens of thousands 
of nodes; thus, even if the node mean time between failures 
(MTBF) is on the order of years, the system MTBF may be on 
the order of only a few hours. The use of checkpointing to 
periodically save application state allows application rollback 
and recovery whenever the system is interrupted due to a 
system failure. 
0062. There are several classes of checkpointing tech 
niques. Checkpoints can be coordinated, where all processes 
synchronously save their state to persistent storage, or unco 
ordinated, where processes checkpoint independently and 
communication between processes is logged to allow roll 
back/recovery. Uncoordinated checkpointing yields poten 
tially Superior performance since all processes do not need to 
be rolled back in case of a failure, but it does so at the cost of 
increased checkpointing and recovery complexity. Check 
pointing can be full-memory, wherein the entire process 
memory state is saved, or incremental-memory, wherein 
memory modifications are tracked and only the modified State 
is saved. Finally, checkpointing may be system-directed or it 
may be application-directed, and may be performed at regular 
intervals or, in the application-directed case, may be closely 
guided by program directives. An example embodiment 
described herein is directed to a system employing coordi 
nated, full-memory checkpointing performed periodically at 
regular intervals. In the example embodiment, the check 
pointing technique is blocking (i.e., application-related com 
putation is periodically paused on the entire system to allow 
the checkpoint to be written to persistent storage. Other 
embodiments, using other checkpointing techniques may 
also be implemented. 
0063 Checkpoint latency and checkpoint interval are fun 
damental parameters that affect the performance of periodic 



US 2012/0311262 A1 

checkpointing. Checkpoint latency is defined as the time 
required to write the checkpoint to persistent storage. Check 
point interval is defined as the time spent by the system on 
performing application-related computation (i.e. non-check 
pointing computation) between two Successive checkpoints. 
For a fixed checkpoint latency, the checkpoint interval yields 
a trade off between wasted computation and checkpointing 
overhead. Specifically, if the checkpoint interval is very large 
there is a high likelihood of system interruptions between any 
two successive checkpoints, resulting in large rollbacks and 
large amounts of wasted computation. On the other hand, if 
the checkpoint interval is very Small, the frequent blocking 
checkpointing operations constitute a large overhead to the 
system performance. The determination of an optimal check 
pointing interval (OCI) that maximizes the useful work per 
formed by the system is an important issue in checkpointing 
systems. The checkpoint latency has a critical impact on 
system performance. For a fixed checkpoint interval, reduc 
ing the checkpoint latency directly improves useful system 
utilization by reducing the checkpointing overhead. Alterna 
tively, reducing the checkpoint latency allows a reduction in 
the checkpoint interval, which reduces wasted computation. 
In general, reducing the checkpoint latency reduces the OCI. 
and improves useful system utilization by reducing both 
wasted computation and checkpointing overhead. With MPP 
system sizes expected to grow rapidly, system MTBF will 
continue to decrease, and reducing checkpoint latency can be 
expected to become even more important for system perfor 
aCC. 

0.064 Checkpointing latency in a system using blocking, 
coordinated, full-memory checkpointing is constrained pri 
marily by the bandwidth of the I/O subsystem. This is due to 
the large quantity of data which constitutes the checkpoint 
and that is required to be written to the I/O subsystem during 
checkpointing. Given the limited write bandwidth possessed 
by traditional hard-disk drive based storage systems, storage 
class memory (SCM) based systems present a natural alter 
native. The importance of checkpoint latency, and its strong 
dependency on the write-performance of the checkpointing 
Subsystem, makes preset an attractive candidate for use in a 
checkpointing system. While providing higher write-perfor 
mance superior to hard-disk drives, PCM write bandwidth is 
constrained by the latency of the SET operation, and is sig 
nificantly smaller than, for example, PCM read bandwidth. 
Applying the preset operation prior to checkpointing reduces 
the checkpoint latency, and thereby improves system perfor 
mance. The use of preset is ideally Suited for a typical check 
pointing system, wherein the write bandwidth usage to the 
checkpointing Subsystem is relatively low during the inter 
vals between checkpoints. 
0065 FIG. 7 illustrates a process flow for utilizing preset 
in combination with a checkpoint operation in accordance 
with an embodiment. In an embodiment, the processing is 
performed by a computer system, Such as system 100. In an 
embodiment, the processing depicted in FIG. 7 is performed 
by a memory controller, such as memory controller 104. At 
block 702, memory locations on a PCM are identified (e.g., by 
an operating system, a hypervisor, and/or a software applica 
tion) and designated as locations for storing checkpoint data. 
At block 704, a preset operation is performed on a first portion 
of the designated memory locations. Checkpoint data is 
stored using a fast write into the first portion of the designated 
memory at block 706. At block 708, a preset operation is 
performed on a second portion of the designated memory 
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locations, followed by Storing checkpoint data into the second 
portion using a fast write at block 710. Processing then con 
tinues at block 704 where a preset operation is performed on 
the first portion of the designated memory locations. Embodi 
ments may implement any number of portions of memory 
locations to be reset and are not limited to two portions of 
memory locations as shown in FIG. 7. In addition, the pro 
cessing of blocks 706 and 708, as well as 710 and 704 may 
overlap in time. 
0066. When blocks 704 and 708 in FIG. 7 are being per 
formed, the system is concurrently doing useful computa 
tions. In other words, the region of memory that will be 
storing the next checkpoint is being preset during the normal 
operation of the system. This way when the epoch finishes, 
the checkpoint writes will happen at a faster rate. 
0067. Another embodiment is an out-of-place preset. 
When a large number of cache lines are evicted from the 
cache, and no presets have been performed, then the memory 
system can handle such bursty write traffic by out-of-place 
preset. In an embodiment, a small percentage of memory is 
always kept in the preset state. So, when a large number of 
lines are to be written, they are simply redirected and written 
to a quick write area (QWA), also termed a persistent write 
buffer (PWB), that is kept in the preset state. In exemplary 
embodiments, a memory controller collects the state of the 
computing system, the state including: a loss of power, a need 
for low write latency, a need for high write bandwidth. In 
exemplary embodiments, a memory controller determines if 
the redirection should happen based on the previous collected 
state. For example iflow latency write is needed, a redirection 
to the QWA happens. In an embodiment, the processor 
includes a separate line redirection table (LRT) that indicates 
if the line being accessed in memory is actually in the QWA 
and at what location in the QWA. As the memory burst is 
occurring/ends and there are spare cycles in the banks, the 
lines kept in QWA are moved to their original location and the 
corresponding LRT entry is invalidated. The operation order 
is chosen so that the data is always present in the memory in 
a recognizable location and therefore can be considered as 
persistent. This can be achieved for example by invalidating 
the contents of the LRT after writing to the original location, 
and having the invalidation to be performed in two steps 
(which can coincide) of first setting a bit that invalidates the 
line and afterwards erasing the corresponding contents of the 
LRT. A subsequent read will be fulfilled through LRT lookup 
only if the corresponding line is valid, and in all other cases it 
will be fulfilled by reading the actual original memory loca 
tion (as specified by the address to be read). 
0068. If the desired PWB is large, then an LRT with fast 
lookup capabilities may become infeasible. In exemplary 
embodiments, an architecture where each line in the PCM 
memory is augmented with a single bit that informs the 
memory controller whether the corresponding data has been 
redirected to the PWB is implemented. The bit is normally 
kept in SET mode, so that it can programmed to its opposite 
logical value (through a RESET) very quickly. In order to 
encode the location within the PWB (i.e., a memory region 
that has been identified and preset) to which the line was 
redirected, having only to RESET bits is desirable, in order to 
make the writing very fast, and generally a write performance 
characteristic of low latency or low energy. 
0069. The following describes an embodiment. Suppose 
that the line size in the PCM is N bits and it is desired to 
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encode a Mbit location within the PWB memory region in the 
N bits, where M divides N. The N bits b0 . . . bN-1 are 
partitioned into 
0070 M groups G0, ..., GM-1 of N/M bits each. Each 
group will identifies one bit of the location a 0... alv1-1. If a 
given desired location bit ai is “1, then all the bits in the 
group Gi are RESET; if it is “0” then the data of Gi is left 
untouched. If in each of the M groups there is at least one cell 
that is in the SET state then the location can be recovered for 
any locations within the PWB where a write may be desired. 
After the write action just described, the memory controller 
reads the line stored to determine whether this is the case. If it 
is found that the location is unrecoverable, then the either the 
location has to be rewritten by SETing at least one cell on each 
group that needs it, or a normal (not out place) write happens 
to the PCM memory. Under the assumption that the data 
stored in PCM is comprised of bits chosen independently and 
uniformly at random, it can be easily seen that for the case 
N=1024 and M-32, the probability is less than 10-8 percent. 
0071. In another embodiment, preset is used with persis 
tent memory systems. The use of storage class memory 
(SCM) as a persistent memory in a system is made desirable 
by the much lower latency of SCM as compared with tradi 
tional persistent storage. Therefore for Successful implemen 
tation of persistent memory systems, write latency of memory 
is critical. In this embodiment, out-of-place preset is used to 
reduce write latency and to improve performance of persis 
tent memory systems. In this embodiment, the QWA alloca 
tion is limited to all the persistent memory writes. In addition, 
the LRT is non-volatile, so in an embodiment a larger write is 
performed (possibly after applying a data compression tech 
nique to the data to be written). Alternatively, two lines are 
preset, one to store the data and one to store the address the 
data was ment to be written into. Those skilled in the art will 
recognize that standard tools such as but not limited to lookup 
tables or associative memories can be used to implement the 
circuits that will control and fulfill the operations for out-of 
place writes. 
0072. In a further embodiment, enough memory to store 
the state of a processor and caches is always kept in the preset 
state. Upon detection of a system failure. Such as power 
failure, the task of recording the failing state is expedited by 
writing to the memory in the preset state. This allows the 
system to reduce the checkpoint time in the situation where 
time is limited by the state of the battery. In an embodiment, 
once a successful restart happens, the checkpointed region is 
again preset. 
0073. In a further embodiment, when the write bandwidth 
of the chip is power-limited, the write bandwidth is increased 
for any of the out-of-place write schemes by applying adap 
tive endurance coding (AEC) techniques to reduce the num 
ber of bits that must be RESET, at the trade-off of memory 
capacity. For example, if the out-of-place write region lines 
are 2x larger than the original lines, the average number of 
bits needed to be RESET to write compressed data can be 
decreased by 4x. Since the RESET write power is approxi 
mately proportional to the number of RESET bits per line 
times the number of lines written per second, the write band 
width of a power-limited chip can be increased by an addi 
tional factor of 4x (assuming enough parallel write channels 
are provided on-chip). Even larger increases are possible if a 
larger expansion of the out-of-place memory lines (e.g., 
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3x-4x) is allowed, which might be particularly attractive 
when the required out-of-place write region is a small fraction 
of total memory size. 
0074. In another embodiment, depending on the behavior 
of the PCM material and the shape of the SET and RESET 
pulses, it could be the case that the total energy of a SET pulse 
is lower than the total energy of a RESET pulse. In such a 
case, the peak write bandwidth of a power-limited chip is 
increased by preRESETing lines and then selectively SETing 
cells during high-bandwidth write operations, rather than the 
previously described (reverse) situation where lines were pre 
SET and then later selectively RESET. 
(0075 Technical effects and benefits include the ability to 
improve write performance in a memory system by presetting 
selected memory lines to selected values. 
0076. The terminology used herein is for the purpose of 
describing particular embodiments only and is not intended to 
be limiting of the invention. As used herein, the singular 
forms “a”, “an and “the are intended to include the plural 
forms as well, unless the context clearly indicates otherwise. 
It will be further understood that the terms “comprises' and/ 
or “comprising, when used in this specification, specify the 
presence of stated features, integers, steps, operations, ele 
ments, and/or components, but do not preclude the presence 
or addition of one or more other features, integers, steps, 
operations, element components, and/or groups thereof. 
0077. The corresponding structures, materials, acts, and 
equivalents of all means or step plus function elements in the 
claims below are intended to include any structure, material, 
or act for performing the function in combination with other 
claimed elements as specifically claimed. The description of 
the present invention has been presented for purposes of 
illustration and description, but is not intended to be exhaus 
tive or limited to the invention in the form disclosed. Many 
modifications and variations will be apparent to those of 
ordinary skill in the art without departing from the scope and 
spirit of the invention. The embodiment was chosen and 
described in order to best explain the principles of the inven 
tion and the practical application, and to enable others of 
ordinary skill in the art to understand the invention for various 
embodiments with various modifications as are suited to the 
particular use contemplated 
0078. As will be appreciated by one skilled in the art, 
aspects of the present invention may be embodied as a system, 
method or computer program product. Accordingly, aspects 
of the present invention may take the form of an entirely 
hardware embodiment, an entirely software embodiment (in 
cluding firmware, resident software, micro-code, etc.) or an 
embodiment combining software and hardware aspects that 
may all generally be referred to herein as a “circuit,” “mod 
ule' or “system.” Furthermore, aspects of the present inven 
tion may take the form of a computer program product 
embodied in one or more computer readable medium(s) hav 
ing computer readable program code embodied thereon. 
0079 Any combination of one or more computer readable 
medium(s) may be utilized. The computer readable medium 
may be a computer readable signal medium or a computer 
readable storage medium. A computer readable storage 
medium may be, for example, but not limited to, an elec 
tronic, magnetic, optical, electromagnetic, infrared, or semi 
conductor System, apparatus, or device, or any suitable com 
bination of the foregoing. More specific examples (a non 
exhaustive list) of the computer readable storage medium 
would include the following: an electrical connection having 
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one or more wires, a portable computer diskette, a hard disk, 
a random access memory (RAM), a read-only memory 
(ROM), an erasable programmable read-only memory 
(EPROM or Flash memory), an optical fiber, a portable com 
pact disc read-only memory (CD-ROM), an optical storage 
device, a magnetic storage device, or any suitable combina 
tion of the foregoing. In the context of this document, a 
computer readable storage medium may be any tangible 
medium that can contain, or store a program for use by or in 
connection with an instruction execution system, apparatus, 
or device. 
0080 A computer readable signal medium may include a 
propagated data signal with computer readable program code 
embodied therein, for example, in baseband or as part of a 
carrier wave. Such a propagated signal may take any of a 
variety of forms, including, but not limited to, electro-mag 
netic, optical, or any Suitable combination thereof. A com 
puter readable signal medium may be any computer readable 
medium that is not a computer readable storage medium and 
that can communicate, propagate, or transport a program for 
use by or in connection with an instruction execution system, 
apparatus, or device. 
0081 Program code embodied on a computer readable 
medium may be transmitted using any appropriate medium, 
including but not limited to wireless, wire line, optical fiber 
cable, RF, etc., or any Suitable combination of the foregoing. 
0082 Computer program code for carrying out operations 
for aspects of the present invention may be written in any 
combination of one or more programming languages, includ 
ing an object oriented programming language such as Java, 
Smalltalk, C++ or the like and conventional procedural pro 
gramming languages, such as the “C” programming language 
or similar programming languages. The program code may 
execute entirely on the user's computer, partly on the user's 
computer, as a stand-alone software package, partly on the 
user's computer and partly on a remote computer or entirely 
on the remote computer or server. In the latter scenario, the 
remote computer may be connected to the user's computer 
through any type of network, including a local area network 
(LAN) or a wide area network (WAN), or the connection may 
be made to an external computer (for example, through the 
Internet using an Internet Service Provider). 
0083 Aspects of the present invention are described 
below with reference to flowchart illustrations and/or block 
diagrams of methods, apparatus (systems) and computer pro 
gram products according to embodiments of the invention. It 
will be understood that each block of the flowchart illustra 
tions and/or block diagrams, and combinations of blocks in 
the flowchart illustrations and/or block diagrams, can be 
implemented by computer program instructions. These com 
puter program instructions may be provided to a processor of 
a general purpose computer, special purpose computer, or 
other programmable data processing apparatus to produce a 
machine, such that the instructions, which execute via the 
processor of the computer or other programmable data pro 
cessing apparatus, create means for implementing the func 
tions/acts specified in the flowchart and/or block diagram 
block or blocks. 
0084. These computer program instructions may also be 
stored in a computer readable medium that can direct a com 
puter, other programmable data processing apparatus, or 
other devices to function in a particular manner, Such that the 
instructions stored in the computer readable medium produce 
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an article of manufacture including instructions which imple 
ment the function/act specified in the flowchart and/or block 
diagram block or blocks. 
I0085. The computer program instructions may also be 
loaded onto a computer, other programmable data processing 
apparatus, or other devices to cause a series of operational 
steps to be performed on the computer, other programmable 
apparatus or other devices to produce a computer imple 
mented process such that the instructions which execute on 
the computer or other programmable apparatus provide pro 
cesses for implementing the functions/acts specified in the 
flowchart and/or block diagram block or blocks. 
I0086. The flow diagrams depicted herein are just one 
example. There may be many variations to this diagram or the 
steps (or operations) described therein without departing 
from the spirit of the invention. For instance, the steps may be 
performed in a differing order or steps may be added, deleted 
or modified. All of these variations are considered a part of the 
claimed invention. 
I0087 While the preferred embodiment to the invention 
had been described, it will be understood that those skilled in 
the art, both now and in the future, may make various 
improvements and enhancements which fall within the scope 
of the claims which follow. These claims should be construed 
to maintain the proper protection for the invention first 
described. 

1-18. (canceled) 
19. A system comprising: 
a memory comprising memory lines, each memory line 

comprising a plurality of memory cells; 
a cache comprising cache lines corresponding to a Subset 

of the memory lines; and 
a memory controller in communication with the memory 

and the cache, the memory controller configured to per 
form a method that comprises Scheduling a request to set 
memory cells of a memory line to a common specified 
state in response to a cache line attaining a dirty state. 

20. The system of claim 19, wherein the method further 
comprises: 

receiving a read request at the memory controller, 
determining whether the read request can be serviced faster 
by temporarily canceling a request to set the cells of a 
memory line to a specified State; 

canceling the request to set the cells of the memory line to 
a common specified State responsive to determining that 
the read request can be serviced faster by temporarily 
canceling a request to set the cells of the memory line to 
a common specified State; and 

reinitiating the request to set the cells of the memory line to 
a common specified State responsive to the canceling 
and to a completion of the read request. 

21. The system of claim 19, wherein the scheduling a 
request comprises placing the request on a queue, wherein the 
request is not scheduled when the queue is full. 

22. The system of claim 19, wherein the scheduling a 
request comprises placing the request on a queue, wherein the 
request is postponed when the queue is full. 

23. The system of claim 20, whereindetermining is respon 
sive to a state of the request to set the cells of the memory line 
to the specified state. 

24-25. (canceled) 


