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(57) ABSTRACT 

A multithreaded rendering software pipeline architecture uti 
lizes a rolling context data structure to store multiple contexts 
that are associated with different image elements that are 
being processed in the Software pipeline. Each context stores 
state data for a particular image element, and the association 
of each image element with a context is maintained as the 
image element is passed from stage to stage of the Software 
pipeline, thus ensuring that the state used by the different 
stages of the Software pipeline when processing the image 
element remains coherent irrespective of state changes made 
for other image elements being processed by the Software 
pipeline. Multiple image elements may therefore be pro 
cessed concurrently by the software pipeline, and often with 
out regard for synchronization or serialization of State 
changes that affect only certain image elements. 
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ROLLING CONTEXT DATASTRUCTURE 
FOR MANTAINING STATE DATA INA 

MULTITHREADED IMAGE PROCESSING 
PIPELINE 

FIELD OF THE INVENTION 

0001. The invention is generally related to data process 
ing, and in particular to graphical imaging processing and 
rendering. 

BACKGROUND OF THE INVENTION 

0002 The process of rendering two-dimensional images 
from three-dimensional Scenes is commonly referred to as 
image processing. As the modern computer industry evolves 
image processing evolves as well. One particular goal in the 
evolution of image processing is to make two-dimensional 
simulations or renditions of three-dimensional Scenes as real 
istic as possible. One limitation of rendering realistic images 
is that modern monitors display images through the use of 
pixels. 
0003) A pixel is the smallest area of space which can be 
illuminated on a monitor. Most modern computer monitors 
will use a combination of hundreds of thousands or millions 
of pixels to compose the entire display or rendered scene. The 
individual pixels are arranged in a grid pattern and collec 
tively cover the entire viewing area of the monitor. Each 
individual pixel may be illuminated to render a final picture 
for viewing. 
0004 One technique for rendering a real world three-di 
mensional Scene onto a two-dimensional monitor using pix 
els is called rasterization. Rasterization is the process of tak 
ing a two-dimensional image represented in vector format 
(mathematical representations of geometric objects within a 
scene) and converting the image into individual pixels for 
display on the monitor. Rasterization is effective at rendering 
graphics quickly and using relatively low amounts of compu 
tational power; however, rasterization suffers from several 
drawbacks. For example, rasterization often suffers from a 
lack of realism because it is not based on the physical prop 
erties of light, rather rasterization is based on the shape of 
three-dimensional geometric objects in a scene projected 
onto a two dimensional plane. Furthermore, the computa 
tional power required to render a scene with rasterization 
scales directly with an increase in the complexity of the scene 
to be rendered. As image processing becomes more realistic, 
rendered scenes also become more complex. Therefore, ras 
terization Suffers as image processing evolves, because ras 
terization scales directly with complexity. 
0005. Several alternative techniques rendering a real 
world three-dimensional Scene onto a two-dimensional moni 
tor using pixels have been developed based upon more real 
istic physical modeling. One Such physical rendering tech 
nique is called ray tracing. The ray tracing technique traces 
the propagation of imaginary rays, rays which behave similar 
to rays of light, into a three-dimensional scene which is to be 
rendered onto a computer screen. The rays originate from the 
eye(s) of a viewer sitting behind the computer screen and 
traverse through pixels, which make up the computer screen, 
towards the three-dimensional scene. Each traced ray pro 
ceeds into the scene and may intersect with objects within the 
scene. If a ray intersects an object within the scene, properties 
of the object and several other contributing factors are used to 
calculate the amount of color and light, or lack thereof, the ray 
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is exposed to. These calculations are then used to determine 
the final color of the pixel through which the traced ray 
passed. 
0006. The process of tracing rays is carried out many times 
for a single scene. For example, a single ray may be traced for 
each pixel in the display. Once a sufficient number of rays 
have been traced to determine the color of all of the pixels 
which make up the two-dimensional display of the computer 
screen, the two dimensional synthesis of the three-dimen 
sional scene can be displayed on the computer Screen to the 
viewer. 
0007 Ray tracing typically renders real world three-di 
mensional Scenes with more realism than rasterization. This 
is partially due to the fact that ray tracing simulates how light 
travels and behaves in a real world environment, rather than 
simply projecting a three-dimensional shape onto a two 
dimensional plane as is done with rasterization. Therefore, 
graphics rendered using ray tracing more accurately depict on 
a monitor what our eyes are accustomed to seeing in the real 
world. 
0008 Furthermore, ray tracing also handles increases in 
scene complexity better than rasterization as Scenes become 
more complex. Ray tracing scales logarithmically with scene 
complexity. This is due to the fact that the same number of 
rays may be cast into a scene, even if the scene becomes more 
complex. Therefore, ray tracing does not suffer in terms of 
computational power requirements as Scenes become more 
complex as rasterization does. 
0009. One major drawback of ray tracing, however, is the 
large number of calculations, and thus processing power, 
required to render scenes. This leads to problems when fast 
rendering is needed. For example, when an image processing 
system is to rendergraphics for animation purposes such as in 
a game console. Due to the increased computational require 
ments for ray tracing it is difficult to render animation quickly 
enough to seem realistic (realistic animation is approximately 
twenty to twenty-four frames per second). 
0010 With continued improvements in semiconductor 
technology in terms of clock speed and increased use of 
parallelism; however, rasterization becomes viable for more 
complex images, and real time rendering of Scenes using 
physical rendering techniques such as ray tracing becomes a 
more practical alternative to rasterization. At the chip level. 
multiple processor cores are often disposed on the same chip, 
functioning in much the same manner as separate processor 
chips, or to Some extent, as completely separate computers. In 
addition, even within cores, parallelism is employed through 
the use of multiple execution units that are specialized to 
handle certain types of operations. Hardware-based pipelin 
ing is also employed in many instances so that certain opera 
tions that may take multiple clock cycles to perform are 
broken up into stages, enabling other operations to be started 
prior to completion of earlier operations. Multithreading is 
also employed to enable multiple instruction streams to be 
processed in parallel, enabling more overall work to per 
formed in any given clock cycle. 
0011 Irrespective of whether raster-based or physical ren 
dering is performed to render image data for a scene, the 
increased use of parallelism presents some challenges with 
respect to maintaining a coherent state in a parallelized, mul 
tithreaded architecture. As an example, conventional graphics 
software Application Programming Interfaces (API's), which 
are the libraries of routines that are called by application 
programs to control the rendering process (e.g., OpenGLTM 
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and DirectXTM), are not specifically designed to manage state 
data in a multithreaded environment. Single threaded graph 
ics code (from the perspective of an application program) 
assumes a single coherent state for each operation, and as 
Such, conventional graphics Software API's typically expect 
function call execution to remain in order, which in turn 
requires intermixed state variables function calls and drawing 
function calls to remain in order. 
0012. As an example, a single threaded application pro 
gram might make the following function calls when drawing 
a primitive: 

g|Begin (GL TRIANGLES); 
glColor(0.255.0,255); f, set color to green 
g|Vertex3f 100.0f, 100.0f, O.Of); 
glColor(0,0.255.255); f, set color to blue 
g|Vertex3f 150.0f, 100.0f, O.Of); 
glColor(255,0,0,255); f, set color to red 
Vertex3f(125.0f, 50.0f, O.Of); 

glEnd(); 

0013. In this code, each vertex of a triangle, which is 
defined by the glVertex3f() function call, is set to a different 
color by virtue of the preceding glColor() function call. The 
first vertex is thus set to green, the second vertex is set to blue, 
and the third vertex is set to red. 
0014. In a single-threaded hardware environment, pro 
cessing of the aforementioned code is presents no coherency 
problems, as the first vertex will be defined after the color is 
set to green, and the second vertex will be defined after the 
color has been changed to blue, as a result of the preceding 
glColor() function call. The change in State, from a vertex 
color of green to a vertex color of blue, is ensured as a result 
of the serial processing of the function calls in the code. 
0.015. In a multithreaded hardware environment, however, 

it may be desirable to enable different function calls to be 
handled in parallel hardware threads to increase overall 
throughput, desirably without requiring any specific thread 
management from an application program. Based on thread 
workload, however, the order in which certain function calls 
are completed in different threads may not be guaranteed, 
resulting in potential coherency issues. 
0016. As a consequence, in the aforementioned code, the 
use of parallelization may provide the opportunity to define 
each vertex for the primitive in separate threads, thus short 
ening the time required to define the primitive. The vertex 
color, however, represents a shared State or context, since 
setting the color with a glColor() function call sets the color 
used for all subsequent function calls until the color is 
changed by another glColor() function call. Steps therefore 
must be taken to ensure, for example, that the vertex color 
applied to each vertex is correct according to the function 
calls issued by the application program. Otherwise, as an 
example, the second glColor() function call that changes the 
Vertex color from green to blue could potentially change the 
vertex color before the first vertex is defined by the first 
glVertex() function call, resulting in the first vertex being set 
to the wrong color. 
0017 While synchronization may be used to serialize 
operations to maintain coherent state, doing so limits the 
potential performance gains that could otherwise be obtained 
as a result of parallelization, particularly if a certain thread is 
required to wait for other threads to reach certain points 
before that thread is able to proceed. A need therefore exists in 
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the art for an improved manner of maintaining coherent state 
data in a multithreaded graphics processing architecture. 

SUMMARY OF THE INVENTION 

0018. The invention addresses these and other problems 
associated with the prior art by providing a multithreaded 
rendering software pipeline architecture that utilizes a rolling 
context data structure to store multiple contexts that are asso 
ciated with different image elements that are being processed 
in the software pipeline. Each context stores state data for a 
particular image element, and the association of each image 
element with a context is maintained as the image element is 
passed from stage to stage of the software pipeline, thus 
ensuring that the state used by the different stages of the 
Software pipeline when processing the image element 
remains coherent irrespective of state changes made for other 
image elements being processed by the Software pipeline. 
Multiple image elements may therefore be processed concur 
rently by the software pipeline, and often without regard for 
synchronization or serialization of State changes that affect 
only certain image elements. 
0019 Consistent with one aspect of the invention, a circuit 
arrangement and method utilize hardware logic configured to 
host a multithreaded rendering Software pipeline using a plu 
rality of parallel threads of execution, where the multi 
threaded rendering software pipeline includes a plurality of 
stages configured to process a plurality of image elements to 
render an image in a buffer. A rolling context data structure 
accessible by the plurality of stages in the multithreaded 
rendering software pipeline is used, where the rolling context 
data structure is configured to store a plurality of contexts, 
and where each context is configured to store state data for at 
least one image element as the at least one image element is 
processed by the plurality of stages of the multithreaded 
rendering software pipeline. Each image element is associ 
ated with a context in the rolling context data structure Such 
that state data in a first context that is associated with a first 
image element is unaltered responsive to a change made to 
state data in a second context that is associated with a second 
image element during processing of the second image ele 
ment by the multithreaded rendering software pipeline. 
0020 Consistent with another aspect of the invention, an 
image is rendered in a buffer using a plurality of stages from 
a multithreaded rendering Software pipeline executing on 
hardware logic that includes a plurality of parallel threads of 
execution. A first command associated with a first image 
element from among the plurality of image elements is 
received, where the first image element is associated with a 
first context from among a plurality of contexts in a rolling 
context data structure accessible by the plurality of stages in 
the multithreaded rendering software pipeline, and where the 
first context stores State data for the first image element. A 
determination is made if the first command uses the first 
context, and if so, the first context is marked as being in use. 
A second command associated with a second image element 
from among the plurality of image elements that is initially 
associated with the first context is received, and a determina 
tion is made if the second command attempts to modify state 
data in the first context and if the first context is marked as 
being in use. If so, state data is copied from the first context to 
a second context, the second image element is associated with 
the second context, and the state data in the second context is 
modified. 
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0021. These and other advantages and features, which 
characterize the invention, are set forth in the claims annexed 
hereto and forming a further parthereof. However, for a better 
understanding of the invention, and of the advantages and 
objectives attained through its use, reference should be made 
to the Drawings, and to the accompanying descriptive matter, 
in which there is described exemplary embodiments of the 
invention. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0022 FIG. 1 is a block diagram of exemplary automated 
computing machinery including an exemplary computer use 
ful in data processing consistent with embodiments of the 
present invention. 
0023 FIG. 2 is a block diagram of an exemplary NOC 
implemented in the computer of FIG. 1. 
0024 FIG. 3 is a block diagram illustrating in greater 
detail an exemplary implementation of a node from the NOC 
of FIG. 2. 
0025 FIG. 4 is a block diagram illustrating an exemplary 
implementation of an IP block from the NOC of FIG. 2. 
0026 FIG. 5 is a block diagram of a thread pipelined 
software engine suitable for implementation in the NOC of 
FIG 2. 
0027 FIG. 6 is a block diagram of an exemplary software 
pipeline suitable for implementation in the thread pipelined 
software engine of FIG. 5. 
0028 FIG. 7 is a block diagram of a processing unit 
including an exemplary multithreaded rendering pipeline 
incorporating a rolling context data structure consistent with 
the invention, and suitable for implementation in the thread 
pipelined software engine of FIG. 5. 
0029 FIG. 8 is a diagram of an exemplary implementation 
of the render context table referenced in FIG. 7. 
0030 FIG.9 is a flowchart illustrating the program flow of 
a command processing routine executed by the processing 
unit of FIG. 7. 

DETAILED DESCRIPTION 

0031. Embodiments consistent with the invention utilize a 
multithreaded rendering software pipeline architecture with a 
rolling context data structure that is used to store multiple 
contexts that are associated with different image elements 
that are being processed in the Software pipeline. Each con 
text stores state data for a particular image element, and the 
association of each image element with a context is main 
tained as the image element is passed from stage to stage of 
the Software pipeline, thus ensuring that the State used by the 
different stages of the Software pipeline when processing the 
image element remains coherent irrespective of state changes 
made for other image elements being processed by the Soft 
ware pipeline. As such, state data in one context that is asso 
ciated with one image element is typically unaltered respon 
sive to a change made to state data in another context that is 
associated with another image element during processing of 
the other image element by the multithreaded rendering soft 
ware pipeline. 
0032. A context is typically associated with one or more 
image elements, e.g., primitives, Vertices, objects, etc., to be 
placed in a rendered image, and is used to maintain a coherent 
stage for those image elements as operations are performed 
on those image elements during different stages of a Software 
pipeline. A context is typically not streamed between stages 
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of a pipeline, but is instead retained in a shared memory that 
is accessible by the stages of the pipeline. Image elements that 
are processed separately through the Software pipeline may 
share the same context so long as the image elements all share 
the same state; however, desirably whenever the state needs to 
change for a particular image element as it is processed in the 
Software pipeline, and that change in State does not apply to 
other image elements being processed by the pipeline, the 
state may be copied into a new context that is Subsequently 
used for that image element, with the original context retained 
for use with the other image elements. As a result, separate 
states are effectively maintained for different image elements 
as the image elements are processed in the pipeline, which 
reduces synchronization and/or context contention concerns 
in the pipeline, and enables image elements to be processed in 
a more parallel and independent fashion. When combined 
with a highly parallel multithreaded software rendering pipe 
line, a higher throughput of image elements typically may be 
obtained. 
0033. The state data that may be maintained in a context 
may include any attributes or data that is indicative of a state 
or context that is desirably retained for an image element or 
group of image elements as the element or group is passed 
through the stages of a software rendering pipeline. For 
example, the state data stored in each context may include 
attributes such as pointers to color buffers, pointers to sphere 
maps, pointers to texture maps, rotation attributes, lighting 
attributes, blending attributes, screen offsets, and combina 
tions thereof. This list is not exhaustive, and as Such, the 
invention should not be limited to the particular attributes 
described herein. 
0034. Other variations and modifications will be apparent 
to one of ordinary skill in the art. Therefore, the invention is 
not limited to the specific implementations discussed herein. 

Hardware and Software Environment 

0035. Now turning to the drawings, wherein like numbers 
denote like parts throughout the several views, FIG. 1 illus 
trates exemplary automated computing machinery including 
an exemplary computer 10 useful in data processing consis 
tent with embodiments of the present invention. Computer 10 
of FIG. 1 includes at least one computer processor 12 or 
CPU as well as random access memory 14 (RAM), which 

is connected through a high speed memory bus 16 and bus 
adapter 18 to processor 12 and to other components of the 
computer 10. 
0036 Stored in RAM 14 is an application program 20, a 
module of user-level computer program instructions for car 
rying out particular data processing tasks Such as, for 
example, word processing, spreadsheets, database opera 
tions, video gaming, stock market simulations, atomic quan 
tum process simulations, or other user-level applications. 
Also stored in RAM 14 is an operating system 22. Operating 
systems useful in connection with embodiments of the inven 
tion include UNIXTM, LinuxTM, Microsoft Windows XPTM, 
AIXTM, IBM's i5/OSTM, and others as will occur to those of 
skill in the art. Operating system 22 and application 20 in the 
example of FIG. 1 are shown in RAM 14, but many compo 
nents of Such software typically are stored in non-volatile 
memory also, e.g., on a disk drive 24. 
0037. As will become more apparent below, embodiments 
consistent with the invention may be implemented within 
Network On Chip (NOC) integrated circuit devices, or chips, 
and as such, computer 10 is illustrated including two exem 
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plary NOCs: a video adapter 26 and a coprocessor 28. NOC 
video adapter 26, which may alternatively be referred to as a 
graphics adapter, is an example of an I/O adapter specially 
designed for graphic output to a display device 30 such as a 
display screen or computer monitor. NOC video adapter 26 is 
connected to processor 12 through a high speed video bus 32. 
bus adapter 18, and the front side bus 34, which is also a high 
speed bus. NOC Coprocessor 28 is connected to processor 12 
through bus adapter 18, and front side buses 34 and 36, which 
is also a high speed bus. The NOC coprocessor of FIG.1 may 
be optimized, for example, to accelerate particular data pro 
cessing tasks at the behest of the main processor 12. 
0038. The exemplary NOC video adapter 26 and NOC 
coprocessor 28 of FIG. 1 each include a NOC, including 
integrated processor (IP) blocks, routers, memory commu 
nications controllers, and network interface controllers, the 
details of which will be discussed in greater detail below in 
connection with FIGS. 2-3. The NOC video adapter and NOC 
coprocessor are each optimized for programs that use parallel 
processing and also require fast random access to shared 
memory. It will be appreciated by one of ordinary skill in the 
art having the benefit of the instant disclosure, however, that 
the invention may be implemented in devices and device 
architectures other than NOC devices and device architec 
tures. The invention is therefore not limited to implementa 
tion within an NOC device. 

0039 Computer 10 of FIG. 1 includes disk drive adapter 
38 coupled through an expansion bus 40 and bus adapter 18 to 
processor 12 and other components of the computer 10. Disk 
drive adapter 38 connects non-volatile data storage to the 
computer 10 in the form of disk drive 24, and may be imple 
mented, for example, using Integrated Drive Electronics 
(IDE) adapters, Small Computer System Interface (SCSI) 
adapters, and others as will occur to those of skill in the art. 
Non-volatile computer memory also may be implemented for 
as an optical disk drive, electrically erasable programmable 
read-only memory (so-called EEPROM or “Flash 
memory), RAM drives, and so on, as will occur to those of 
skill in the art. 
0040 Computer 10 also includes one or more input/output 
(I/O) adapters 42, which implement user-oriented input/ 
output through, for example, Software drivers and computer 
hardware for controlling output to display devices such as 
computer display screens, as well as user input from user 
input devices 44 such as keyboards and mice. In addition, 
computer 10 includes a communications adapter 46 for data 
communications with other computers 48 and for data com 
munications with a data communications network 50. Such 
data communications may be carried out serially through 
RS-232 connections, through external buses Such as a Uni 
versal Serial Bus (USB), through data communications data 
communications networks such as IP data communications 
networks, and in other ways as will occur to those of skill in 
the art. Communications adapters implement the hardware 
level of data communications through which one computer 
sends data communications to another computer, directly or 
through a data communications network. Examples of com 
munications adapters suitable for use in computer 10 include 
modems for wired dial-up communications, Ethernet (IEEE 
802.3) adapters for wired data communications network com 
munications, and 802.11 adapters for wireless data commu 
nications network communications. 

0041. For further explanation, FIG. 2 sets forth a func 
tional block diagram of an example NOC 102 according to 
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embodiments of the present invention. The NOC in FIG. 2 is 
implemented on a chip 100, that is, on an integrated circuit. 
NOC 102 includes integrated processor (IP) blocks 104, 
routers 110, memory communications controllers 106, and 
network interface controllers 108 grouped into intercon 
nected nodes. Each IP block 104 is adapted to a router 110 
through a memory communications controller 106 and a net 
work interface controller 108. Each memory communica 
tions controller controls communications between an IP 
block and memory, and each network interface controller 108 
controls inter-IP block communications through routers 110. 
0042. In NOC 102, each IP block represents a reusable 
unit of synchronous or asynchronous logic design used as a 
building block for data processing within the NOC. The term 
IP block is sometimes expanded as intellectual property 
block, effectively designating an IP block as a design that is 
owned by a party, that is the intellectual property of a party, to 
be licensed to other users or designers of semiconductor 
circuits. In the scope of the present invention, however, there 
is no requirement that IP blocks be subject to any particular 
ownership, so the term is always expanded in this specifica 
tion as integrated processor block.’ IP blocks, as specified 
here, are reusable units of logic, cell, or chip layout design 
that may or may not be the subject of intellectual property. IP 
blocks are logic cores that can be formed as ASIC chip 
designs or FPGA logic designs. 
0043. One way to describe IP blocks by analogy is that IP 
blocks are for NOC design what a library is for computer 
programming or a discrete integrated circuit component is for 
printed circuit board design. In NOCs consistent with 
embodiments of the present invention, IP blocks may be 
implemented as generic gate netlists, as complete special 
purpose or general purpose microprocessors, or in other ways 
as may occur to those of skill in the art. A netlist is a Boolean 
algebra representation (gates, standard cells) of an IP block's 
logical-function, analogous to an assembly-code listing for a 
high-level program application. NOCs also may be imple 
mented, for example, in synthesizable form, described in a 
hardware description language Such as Verilog or VHDL. In 
addition to netlist and synthesizable implementation, NOCs 
also may be delivered in lower-level, physical descriptions. 
Analog IP block elements such as SERDES, PLL, DAC, 
ADC, and so on, may be distributed in a transistor-layout 
format such as GDSII. Digital elements of IP blocks are 
sometimes offered in layout format as well. It will also be 
appreciated that IP blocks, as well as other logic circuitry 
implemented consistent with the invention may be distributed 
in the form of computer data files, e.g., logic definition pro 
gram code, that define at various levels of detail the function 
ality and/or layout of the circuit arrangements implementing 
such logic. Thus, while the invention has and hereinafter will 
be described in the context of circuit arrangements imple 
mented in fully functioning integrated circuit devices and 
data processing systems utilizing Such devices, those of ordi 
nary skill in the art having the benefit of the instant disclosure 
will appreciate that circuit arrangements consistent with the 
invention are capable of being distributed as program prod 
ucts in a variety of forms, and that the invention applies 
equally regardless of the particular type of computer readable 
or signal bearing media being used to actually carry out the 
distribution. Examples of computer readable or signal bear 
ing media include, but are not limited to, physical, recordable 
type media Such as Volatile and non-volatile memory devices, 
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floppy disks, hard disk drives, CD-ROMs, and DVDs (among 
others), and transmission type media such as digital and ana 
log communication links. 
0044). Each IP block 104 in the example of FIG. 2 is 
adapted to a router 110 through a memory communications 
controller 106. Each memory communication controller is an 
aggregation of synchronous and asynchronous logic circuitry 
adapted to provide data communications between an IP block 
and memory. Examples of Such communications between IP 
blocks and memory include memory load instructions and 
memory store instructions. The memory communications 
controllers 106 are described in more detail below with ref 
erence to FIG.3. Each IP block 104 is also adapted to a router 
110 through a network interface controller 108, which con 
trols communications through routers 110 between IP blocks 
104. Examples of communications between IP blocks include 
messages carrying data and instructions for processing the 
data among IP blocks in parallel applications and in pipelined 
applications. The network interface controllers 108 are also 
described in more detail below with reference to FIG. 3. 

0045 Routers 110, and the corresponding links 118 ther 
ebetween, implement the network operations of the NOC. 
The links 118 may be packet structures implemented on 
physical, parallel wire buses connecting all the routers. That 
is, each link may be implemented on a wire bus wide enough 
to accommodate simultaneously an entire data Switching 
packet, including all header information and payload data. If 
a packet structure includes 64 bytes, for example, including 
an eight byte header and 56 bytes of payload data, then the 
wire bus subtending each link is 64 bytes wide, 512 wires. In 
addition, each link may be bidirectional, so that if the link 
packet structure includes 64 bytes, the wire bus actually con 
tains 1024 wires between each router and each of its neigh 
bors in the network. In such an implementation, a message 
could include more than one packet, but each packet would fit 
precisely onto the width of the wire bus. In the alternative, a 
link may be implemented on a wire bus that is only wide 
enough to accommodate a portion of a packet, Such that a 
packet would be broken up into multiple beats, e.g., so that if 
a link is implemented as 16 bytes in width, or 128 wires, a 64 
byte packet could be broken into four beats. It will be appre 
ciated that different implementations may used different bus 
widths based on practical physical limits as well as desired 
performance characteristics. If the connection between the 
router and each section of wire bus is referred to as a port, then 
each router includes five ports, one for each of four directions 
of data transmission on the network and a fifth port for adapt 
ing the router to a particular IP block through a memory 
communications controller and a network interface control 
ler. 

0046 Each memory communications controller 106 con 
trols communications between an IP block and memory. 
Memory can include off-chip main RAM 112, memory 114 
connected directly to an IP block through a memory commu 
nications controller 106, on-chip memory enabled as an IP 
block 116, and on-chip caches. In NOC 102, either of the 
on-chip memories 114, 116, for example, may be imple 
mented as on-chip cache memory. All these forms of memory 
can be disposed in the same address space, physical addresses 
or virtual addresses, true even for the memory attached 
directly to an IP block. Memory addressed messages there 
fore can be entirely bidirectional with respect to IP blocks, 
because such memory can be addressed directly from any IP 
block anywhere on the network. Memory 116 on an IP block 
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can be addressed from that IP block or from any other IP block 
in the NOC. Memory 114 attached directly to a memory 
communication controller can be addressed by the IP block 
that is adapted to the network by that memory communication 
controller—and can also be addressed from any other IP 
block anywhere in the NOC. 
0047 NOC 102 includes two memory management units 
(MMUs) 120, 122, illustrating two alternative memory 
architectures for NOCs consistent with embodiments of the 
present invention. MMU 120 is implemented within an IP 
block, allowing a processor within the IP block to operate in 
virtual memory while allowing the entire remaining architec 
ture of the NOC to operate in a physical memory address 
space. MMU 122 is implemented off-chip, connected to the 
NOC through a data communications port 124. The port 124 
includes the pins and other interconnections required to con 
duct signals between the NOC and the MMU, as well as 
Sufficient intelligence to convert message packets from the 
NOC packet format to the bus format required by the external 
MMU 122. The external location of the MMU means that all 
processors in all IP blocks of the NOC can operate in virtual 
memory address space, with all conversions to physical 
addresses of the off-chip memory handled by the off-chip 
MMU 122. 

0048. In addition to the two memory architectures illus 
trated by use of the MMUs 120, 122, data communications 
port 126 illustrates a third memory architecture useful in 
NOCs capable of being utilized in embodiments of the 
present invention. Port 126 provides a direct connection 
between an IP block 104 of the NOC 102 and off-chip 
memory 112. With no MMU in the processing path, this 
architecture provides utilization of a physical address space 
by all the IP blocks of the NOC. In sharing the address space 
bi-directionally, all the IP blocks of the NOC can access 
memory in the address space by memory-addressed mes 
sages, including loads and stores, directed through the IP 
block connected directly to the port 126. The port 126 
includes the pins and other interconnections required to con 
duct signals between the NOC and the off-chip memory 112, 
as well as Sufficient intelligence to convert message packets 
from the NOC packet format to the bus format required by the 
off-chip memory 112. 
0049. In the example of FIG. 2, one of the IP blocks is 
designated a host interface processor 128. A host interface 
processor 128 provides an interface between the NOC and a 
host computer 10 in which the NOC may be installed and also 
provides data processing services to the other IP blocks on the 
NOC, including, for example, receiving and dispatching 
among the IP blocks of the NOC data processing requests 
from the host computer. A NOC may, for example, implement 
a video graphics adapter 26 or a coprocessor 28 on a larger 
computer 10 as described above with reference to FIG.1. In 
the example of FIG. 2, the host interface processor 128 is 
connected to the larger host computer through a data commu 
nications port 130. The port 130 includes the pins and other 
interconnections required to conduct signals between the 
NOC and the host computer, as well as sufficient intelligence 
to convert message packets from the NOC to the bus format 
required by the host computer 10. In the example of the NOC 
coprocessor in the computer of FIG. 1, such a port would 
provide data communications format translation between the 
link structure of the NOC coprocessor 28 and the protocol 
required for the front side bus 36 between the NOC copro 
cessor 28 and the bus adapter 18. 
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0050 FIG. 3 next illustrates a functional block diagram 
illustrating in greater detail the components implemented 
within an IP block 104, memory communications controller 
106, network interface controller 108 and router 110 in NOC 
102, collectively illustrated at 132. IP block 104 includes a 
computer processor 134 and I/O functionality 136. In this 
example, computer memory is represented by a segment of 
random access memory (RAM) 138 in IP block 104. The 
memory, as described above with reference to FIG. 2, can 
occupy segments of a physical address space whose contents 
on each IP block are addressable and accessible from any IP 
block in the NOC. The processors 134, I/O capabilities 136, 
and memory 138 in each IP block effectively implement the 
IP blocks as generally programmable microcomputers. As 
explained above, however, in the scope of the present inven 
tion, IP blocks generally represent reusable units of synchro 
nous or asynchronous logic used as building blocks for data 
processing within a NOC. Implementing IP blocks as gener 
ally programmable microcomputers, therefore, although a 
common embodiment useful for purposes of explanation, is 
not a limitation of the present invention. 
0051. In NOC 102 of FIG. 3, each memory communica 
tions controller 106 includes a plurality of memory commu 
nications execution engines 140. Each memory communica 
tions execution engine 140 is enabled to execute memory 
communications instructions from an IP block 104, including 
bidirectional memory communications instruction flow 141, 
142, 144 between the network and the IP block 104. The 
memory communications instructions executed by the 
memory communications controller may originate, not only 
from the IP block adapted to a router through a particular 
memory communications controller, but also from any IP 
block 104 anywhere in NOC 102. That is, any IP block in the 
NOC can generate a memory communications instruction 
and transmit that memory communications instruction 
through the routers of the NOC to another memory commu 
nications controller associated with another IP block for 
execution of that memory communications instruction. Such 
memory communications instructions can include, for 
example, translation lookaside buffer control instructions, 
cache control instructions, barrier instructions, and memory 
load and store instructions. 

0052 Each memory communications execution engine 
140 is enabled to execute a complete memory communica 
tions instruction separately and in parallel with other memory 
communications execution engines. The memory communi 
cations execution engines implement a scalable memory 
transaction processor optimized for concurrent throughput of 
memory communications instructions. Memory communica 
tions controller 106 Supports multiple memory communica 
tions execution engines 140 all of which run concurrently for 
simultaneous execution of multiple memory communications 
instructions. A new memory communications instruction is 
allocated by the memory communications controller 106 to a 
memory communications engine 140 and memory commu 
nications execution engines 140 can accept multiple response 
events simultaneously. In this example, all of the memory 
communications execution engines 140 are identical. Scaling 
the number of memory communications instructions that can 
be handled simultaneously by a memory communications 
controller 106, therefore, is implemented by scaling the num 
ber of memory communications execution engines 140. 
0053. In NOC 102 of FIG. 3, each network interface con 

troller 108 is enabled to convert communications instructions 
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from command format to network packet format for trans 
mission among the IP blocks 104 through routers 110. The 
communications instructions may beformulated in command 
format by the IP block 104 or by memory communications 
controller 106 and provided to the network interface control 
ler 108 in command format. The command format may be a 
native format that conforms to architectural register files of IP 
block 104 and memory communications controller 106. The 
network packet format is typically the format required for 
transmission through routers 110 of the network. Each such 
message is composed of one or more network packets. 
Examples of Such communications instructions that are con 
verted from command format to packet format in the network 
interface controller include memory load instructions and 
memory store instructions between IP blocks and memory. 
Such communications instructions may also include commu 
nications instructions that send messages among IP blocks 
carrying data and instructions for processing the data among 
IP blocks in parallel applications and in pipelined applica 
tions. 

0054. In NOC 102 of FIG. 3, each IP block is enabled to 
send memory-address-based communications to and from 
memory through the IP block's memory communications 
controller and then also through its network interface control 
ler to the network. A memory-address-based communica 
tions is a memory access instruction, such as a load instruc 
tion or a store instruction, that is executed by a memory 
communication execution engine of a memory communica 
tions controller of an IP block. Such memory-address-based 
communications typically originate in an IP block, formu 
lated in command format, and handed off to a memory com 
munications controller for execution. 

0055. Many memory-address-based communications are 
executed with message traffic, because any memory to be 
accessed may be located anywhere in the physical memory 
address space, on-chip or off-chip, directly attached to any 
memory communications controller in the NOC, or ulti 
mately accessed through any IP block of the NOC regard 
less of which IP block originated any particular memory 
address-based communication. Thus, in NOC 102, all 
memory-address-based communications that are executed 
with message traffic are passed from the memory communi 
cations controller to an associated network interface control 
ler for conversion from command format to packet format and 
transmission through the network in a message. In converting 
to packet format, the network interface controller also iden 
tifies a network address for the packet independence upon the 
memory address or addresses to be accessed by a memory 
address-based communication. Memory address based mes 
sages are addressed with memory addresses. Each memory 
address is mapped by the network interface controllers to a 
network address, typically the network location of a memory 
communications controller responsible for some range of 
physical memory addresses. The network location of a 
memory communication controller 106 is naturally also the 
network location of that memory communication controller's 
associated router 110, network interface controller 108, and 
IP block 104. The instruction conversion logic 150 within 
each network interface controller is capable of converting 
memory addresses to network addresses for purposes of 
transmitting memory-address-based communications 
through routers of a NOC. 
0056. Upon receiving message traffic from routers 110 of 
the network, each network interface controller 108 inspects 
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each packet for memory instructions. Each packet containing 
a memory instruction is handed to the memory communica 
tions controller 106 associated with the receiving network 
interface controller, which executes the memory instruction 
before sending the remaining payload of the packet to the IP 
block for further processing. In this way, memory contents are 
always prepared to Support data processing by an IP block 
before the IP block begins execution of instructions from a 
message that depend upon particular memory content. 
0057. In NOC 102 of FIG.3, each IP block 104 is enabled 
to bypass its memory communications controller 106 and 
send inter-IP block, network-addressed communications 146 
directly to the network through the IP block's network inter 
face controller 108. Network-addressed communications are 
messages directed by a network address to another IP block. 
Such messages transmit working data in pipelined applica 
tions, multiple data for single program processing among IP 
blocks in a SIMD application, and so on, as will occur to those 
of skill in the art. Such messages are distinct from memory 
address-based communications in that they are network 
addressed from the start, by the originating IP block which 
knows the network address to which the message is to be 
directed through routers of the NOC. Such network-ad 
dressed communications are passed by the IP block through 
I/O functions 136 directly to the IP block's network interface 
controller in command format, then converted to packet for 
mat by the network interface controller and transmitted 
through routers of the NOC to another IP block. Such net 
work-addressed communications 146 are bi-directional, 
potentially proceeding to and from each IP block of the NOC, 
depending on their use in any particular application. Each 
network interface controller, however, is enabled to both send 
and receive Such communications to and from an associated 
router, and each network interface controller is enabled to 
both send and receive such communications directly to and 
from an associated IP block, bypassing an associated memory 
communications controller 106. 

0058. Each network interface controller 108 in the 
example of FIG. 3 is also enabled to implement virtual chan 
nels on the network, characterizing network packets by type. 
Each network interface controller 108 includes virtual chan 
nel implementation logic 148 that classifies each communi 
cation instruction by type and records the type of instruction 
in a field of the network packet format before handing off the 
instruction in packet form to a router 110 for transmission on 
the NOC. Examples of communication instruction types 
include inter-IP block network-address-based messages, 
request messages, responses to request messages, invalidate 
messages directed to caches; memory load and store mes 
sages; and responses to memory load messages, etc. 
0059 Each router 110 in the example of FIG. 3 includes 
routing logic 152, virtual channel control logic 154, and vir 
tual channel buffers 156. The routing logic typically is imple 
mented as a network of synchronous and asynchronous logic 
that implements a data communications protocol stack for 
data communication in the network formed by the routers 
110, links 118, and bus wires among the routers. Routing 
logic 152 includes the functionality that readers of skill in the 
art might associate in off-chip networks with routing tables, 
routing tables in at least Some embodiments being considered 
too slow and cumbersome for use in a NOC. Routing logic 
implemented as a network of synchronous and asynchronous 
logic can be configured to make routing decisions as fast as a 
single clock cycle. The routing logic in this example routes 
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packets by selecting a port for forwarding each packet 
received in a router. Each packet contains a network address 
to which the packet is to be routed. 
0060. In describing memory-address-based communica 
tions above, each memory address was described as mapped 
by network interface controllers to a network address, a net 
work location of a memory communications controller. The 
network location of a memory communication controller 106 
is naturally also the network location of that memory com 
munication controller's associated router 110, network inter 
face controller 108, and IP block 104. In inter-IP block, or 
network-address-based communications, therefore, it is also 
typical for application-level data processing to view network 
addresses as the location of an IP block within the network 
formed by the routers, links, and bus wires of the NOC. FIG. 
2 illustrates that one organization of such a network is a mesh 
of rows and columns in which each network address can be 
implemented, for example, as either a unique identifier for 
each set of associated router, IP block, memory communica 
tions controller, and network interface controller of the mesh 
or x, y coordinates of each Such set in the mesh. 
0061. In NOC 102 of FIG.3, each router 110 implements 
two or more virtual communications channels, where each 
virtual communications channel is characterized by a com 
munication type. Communication instruction types, and 
therefore virtual channel types, include those mentioned 
above: inter-IP block network-address-based messages, 
request messages, responses to request messages, invalidate 
messages directed to caches; memory load and store mes 
sages; and responses to memory load messages, and so on. In 
support of virtual channels, each router 110 in the example of 
FIG. 3 also includes virtual channel control logic 154 and 
virtual channel buffers 156. The virtual channel control logic 
154 examines each received packet for its assigned commu 
nications type and places each packet in an outgoing virtual 
channel buffer for that communications type for transmission 
through a port to a neighboring router on the NOC. 
0062 Each virtual channel buffer 156 has finite storage 
space. When many packets are received in a short period of 
time, a virtual channel buffer can fill up—so that no more 
packets can be put in the buffer. In other protocols, packets 
arriving on a virtual channel whose buffer is full would be 
dropped. Each virtual channel buffer 156 in this example, 
however, is enabled with control signals of the bus wires to 
advise Surrounding routers through the virtual channel con 
trol logic to Suspend transmission in a virtual channel, that is, 
Suspend transmission of packets of a particular communica 
tions type. When one virtual channel is so suspended, all other 
virtual channels are unaffected—and can continue to operate 
at full capacity. The control signals are wired all the way back 
through each router to each router's associated network inter 
face controller 108. Each network interface controller is con 
figured to, upon receipt of such a signal, refuse to accept, from 
its associated memory communications controller 106 or 
from its associated IP block 104, communications instruc 
tions for the Suspended virtual channel. In this way, Suspen 
sion of a virtual channel affects all the hardware that imple 
ments the virtual channel, all the way back up to the 
originating IP blocks. 
0063. One effect of suspending packet transmissions in a 
virtual channel is that no packets are ever dropped. When a 
router encounters a situation in which a packet might be 
dropped in Some unreliable protocol Such as, for example, the 
Internet Protocol, the routers in the example of FIG.3 may 



US 2009/0231.349 A1 

suspend by their virtual channel buffers 156 and their virtual 
channel control logic 154 all transmissions of packets in a 
virtual channel until buffer space is again available, eliminat 
ing any need to drop packets. The NOC of FIG. 3, therefore, 
may implement highly reliable network communications pro 
tocols with an extremely thin layer of hardware. 
0064. The example NOC of FIG.3 may also be configured 
to maintain cache coherency between both on-chip and off 
chip memory caches. Each NOC can Support multiple caches 
each of which operates against the same underlying memory 
address space. For example, caches may be controlled by IP 
blocks, by memory communications controllers, or by cache 
controllers external to the NOC. Either of the on-chip memo 
ries 114, 116 in the example of FIG. 2 may also be imple 
mented as an on-chip cache, and, within the scope of the 
present invention, cache memory can be implemented off 
chip also. 
0065. Each router 110 illustrated in FIG. 3 includes five 
ports, four ports 158A-D connected through bus wires 118 to 
other routers and a fifth port 160 connecting each router to its 
associated IP block 104 through a network interface control 
ler 108 and a memory communications controller 106. As can 
be seen from the illustrations in FIGS. 2 and 3, the routers 110 
and the links 118 of the NOC 102 form a mesh network with 
Vertical and horizontal links connecting vertical and horizon 
tal ports in each router. In the illustration of FIG. 3, for 
example, ports 158A, 158C and 160 are termed vertical ports, 
and ports 158B and 158D are termed horizontal ports. 
0.066 FIG. 4 next illustrates in another manner one exem 
plary implementation of an IP block 104 consistent with the 
invention, implemented as a processing element partitioned 
into an instruction unit (IU) 162, execution unit (XU) 164 and 
auxiliary execution unit (AXU) 166. In the illustrated imple 
mentation, IU 162 includes a plurality of instruction buffers 
168 that receive instructions from an L1 instruction cache 
(iCACHE) 170. Each instruction buffer 168 is dedicated to 
one of a plurality, e.g., four, symmetric multithreaded (SMT) 
hardware threads. An effective-to-real translation unit 
(iERAT) 172 is coupled to iCACHE 170, and is used to 
translate instruction fetch requests from a plurality of thread 
fetch sequencers 174 into real addresses for retrieval of 
instructions from lower order memory. Each thread fetch 
sequencer 174 is dedicated to a particular hardware thread, 
and is used to ensure that instructions to be executed by the 
associated thread is fetched into the iCACHE for dispatch to 
the appropriate execution unit. As also shown in FIG. 4. 
instructions fetched into instruction buffer 168 may also be 
monitored by branch prediction logic 176, which provides 
hints to each thread fetch sequencer 174 to minimize instruc 
tion cache misses resulting from branches in executing 
threads. 
0067 IU162 also includes a dependency/issue logic block 
178 dedicated to each hardware thread, and configured to 
resolve dependencies and control the issue of instructions 
from instruction buffer 168 to XU 164. In addition, in the 
illustrated embodiment, separate dependency/issue logic 180 
is provided in AXU 166, thus enabling separate instructions 
to be concurrently issued by different threads to XU 164 and 
AXU 166. In an alternative embodiment, logic 180 may be 
disposed in IU162, or may be omitted in its entirety, such that 
logic 178 issues instructions to AXU 166. 
0068 XU164 is implemented as a fixed point execution 

unit, including a set of general purpose registers (GPR's) 182 
coupled to fixed point logic 184, branch logic 186 and load/ 
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store logic 188. Load/store logic 188 is coupled to an L1 data 
cache (dCACHE) 190, with effective to real translation pro 
vided by dERAT logic 192. XU 164 may be configured to 
implement practically any instruction set, e.g., all or a portion 
of a 32 b or 64b PowerPC instruction set. 
0069 AXU 166 operates as an auxiliary execution unit 
including dedicated dependency/issue logic 180 along with 
one or more execution blocks 194. AXU166 may include any 
number of execution blocks, and may implement practically 
any type of execution unit, e.g., a floating point unit, or one or 
more specialized execution units such as encryption/decryp 
tion units, coprocessors, vector processing units, graphics 
processing units, XML processing units, etc. In the illustrated 
embodiment, AXU 166 includes a high speed auxiliary inter 
face to XU 164, e.g., to support direct moves between AXU 
architected state and XU architected state. 
0070 Communication with IP block 104 may be managed 
in the manner discussed above in connection with FIG. 2, via 
network interface controller 108 coupled to NOC 102. 
Address-based communication, e.g., to access L2 cache 
memory, may be provided, along with message-based com 
munication. For example, each IP block 104 may include a 
dedicated in box and/or outbox in order to handle inter-node 
communications between IP blocks. 
0071 Embodiments of the present invention may be 
implemented within the hardware and software environment 
described above in connection with FIGS. 1-4. However, it 
will be appreciated by one of ordinary skill in the art having 
the benefit of the instant disclosure that the invention may be 
implemented in a multitude of different environments, and 
that other modifications may be made to the aforementioned 
hardware and software embodiment without departing from 
the spirit and scope of the invention. As such, the invention is 
not limited to the particular hardware and software environ 
ment disclosed herein. 

Software Pipelining 
(0072 Turning now to FIG. 5, NOC 102 may be used in 
Some embodiments to implement a Software-based pipeline. 
In particular, FIG. 5 illustrates an exemplary processing unit 
200 incorporating a thread pipelined software engine 202 that 
may be used to implement and execute one or more Software 
pipelines 204 on top of an NOC architecture. Each pipeline 
204 is typically allocated one or more data structures 206 in a 
shared memory 208 to enable different stages of a pipeline to 
exchange data. Furthermore, an interrupt mechanism 210 is 
provided to enable stages of a pipeline to notify one another of 
pending work to be performed. 
(0073. One or more host interface processors (HIP's) 212 
are also provided in engine 202 to handle the issue of work to 
software pipelines 204. One or more push buffers 214 are 
provided to interface each HIP 212 with a software applica 
tion 216 and driver 218, which are resident outside of the 
engine. In order to initiate work in a pipeline, a Software 
application 216 issues requests through an appropriate driver 
218 in the form of API calls, which then generates appropriate 
requests for the HIP and stores the requests in a push buffer 
214. The HIP212 for the relevant pipeline pulls work requests 
off of push buffer 214 and initiates processing of the request 
by the associated pipeline. 
0074. In the illustrated embodiment, and as implemented 
on a NOC 102, a software pipeline 204 implements a function 
that is segmented into a set of modules or stages of computer 
program instructions that cooperate with one another to carry 
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out a series of data processing tasks in sequence. Each stage 
in a pipeline is composed of a flexibly configurable module of 
computer program instructions identified by a stage ID with 
each stage executing on a thread of execution on an IP block 
104 of a NOC 102. The stages are flexibly configurable in that 
each stage may support multiple instances of the stage, so that 
a pipeline may be scaled by instantiating additional instances 
of a stage as needed depending on workload. Because each 
stage is implemented by computer program instructions 
executing on an IP block 104 of a NOC 102, each stage is 
capable of accessing addressed memory through a memory 
communications controller 106. At least one stage, moreover, 
is capable of sending network-address based communica 
tions among other stages, where the network-address based 
communications maintain packet order. 
0075. The network-address based communications, for 
example, may be implemented using "inboxes” in each stage 
that receive data and/or commands from preceding stages in 
the pipeline. The network-address based communications 
maintain packet order, and are communications of a same 
type which are able to flow through the same virtual channel 
as described above. Each packet in Such communications is 
routed by a router 110 in the manner described above, enter 
ing and leaving a virtual channel buffer in sequence, in FIFO 
order, thereby maintaining strict packet order and preserving 
message integrity. 
0076 Each stage implements a producer/consumer rela 
tionship with a next stage. The first stage receives work 
instructions and work piece data through a HIP 212, carries 
out its designated data processing tasks on the work piece, 
produces output data, and sends the produced output data to 
the next stage in the pipeline, which consumes the produced 
output data from the first stage by carrying out its designated 
data processing tasks on the produced output data from the 
first stage, thereby producing output data that is Subsequently 
sent on to a next stage in the pipeline. This sequence of 
operations continues to the last stage of the pipeline, which 
then stores its produced output data in an output data structure 
for eventual return through the HIP 212 to the originating 
application 216. 
0077. The arrangement of stages in a pipeline may vary in 
different embodiments, as well as for performing different 
functions in different applications. FIG. 6, for example, illus 
trates an exemplary Software pipeline 220 including a plural 
ity of stage instances 222, also separately designated as 
instances A-I, each of which representing a thread of execu 
tion implemented on an IP block in NOC 102. The stage 
instances 222 are arranged in pipeline 220 into five stages, a 
first stage with instance A, a second stage with instances B 
and C, a third stage with instances D, E and F, a fourth stage 
with instances G and H, and a fifth stage with instance I. As 
can be seen from FIG. 6, instances may have a one-to-one, a 
one-to-many and/or a many-to-one relationship with other 
instances in the pipeline. Instances may operate collectively 
with one another in a particular stage to perform parallel tasks 
and share the workload, thus improving the overall through 
put of the stage in performing the task. Instances in a stage 
may also perform different tasks from one another to enable 
the parallel performance of different tasks. Instances can 
Supply data to more than one instance, while other instances 
may collect data and process data from multiple instances. 
0078. In the illustrated embodiment, each instance of each 
stage of a pipeline is typically implemented as an application 
level module of computer program instructions executed on a 
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separate IP block on a NOC, and each stage is assigned to a 
thread of execution on an IP block of a NOC. Each stage is 
assigned a stageID, and each instance of a stage is assigned an 
identifier. HIP 212 (FIG. 5) typically sets up the pipeline by 
configuring each stage with a desired number of instances, 
with the network location of each instance of each stage 
provided to other instances of other stages to enable each 
instance to send its resultant workload to the proper instance 
in the next stage. earlier and/or later stage 3 to which an 
instance of stage 2 is authorized to send its resultant work 
load. Multiple instances may be assigned to a particular stage 
to provide additional processing resources relative to other 
stages, e.g., so work flows through the pipeline as efficiently 
as possible, and no single stage presents a bottleneck to per 
formance. It will also be appreciated that workload monitor 
ing may be performed during runtime, and that instances may 
be dynamically added or removed from a stage as needed for 
balancing the load among the stages of the pipeline. 
0079. Each stage is configured with a stage ID for each 
instance of a next stage, which may also include the number 
of instances in the next stage as well as the network location 
of each instance of that. Configuring a stage with IDs for 
instances of a next stage provides the stage with the informa 
tion needed to carry out load balancing across stages. Such 
load balancing can be carried out, for example, by monitoring 
the performance of the stages and instantiating a number of 
instances of each stage independence upon the performance 
of one or more of the stages. Monitoring the performance of 
the stages can be carried out by configuring each stage to 
report performance statistics to a separate monitoring appli 
cation that in turnis installed and running on another thread of 
execution on an IP block or HIP. Performance statistics can 
include, for example, time required to complete a data pro 
cessing task, a number of data processing tasks completed 
within a particular time period, and so on, as will occur to 
those of skill in the art. Instantiating a number of instances of 
each stage in dependence upon the performance of one or 
more of the stages can be carried out by instantiating, by an 
HIP, a new instance of a stage when monitored performance 
indicates a need for a new instance. 

Multithreaded Rendering Pipeline Architecture with 
Rolling Context Data Structure 

0080. Now turning to FIG. 7, this figure illustrates an 
implementation of processing unit 200 configured to imple 
ment a multithreaded rendering pipeline architecture consis 
tent with the invention. In particular, FIG. 7 illustrates a 
multithreaded rendering pipeline 230 incorporating a grouper 
stage with one or more grouper units 232, a geometry engine 
stage with one or more geometry engines 234, a post geom 
etry engine (Post GE) stage including one or more post GE 
units 236, a rasterizer stage including one or more rasterizers 
238 and pixel shading stage including one or more pixel 
shaders 240. 

I0081. Each processing element or unit 232, 234, 236,238, 
240 is desirably implemented within an IP block in a node in 
NOC 102, with each such unit assigned at least one dedicated 
hardware thread. Each unit is typically disposed on a separate 
node, although in other embodiments multiple units may be 
disposed in a single node. Moreover, each unit may be allo 
cated multiple threads of execution in some embodiments. 
Time-slice based software multithreading may also be imple 
mented in some embodiments, although it is desirable in the 
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illustrated embodiment that multiple units not be wholly 
implemented on the same hardware-based thread. 
0082 Each grouper unit 232 is used to group data for 
streaming down the pipeline, e.g., by pulling related vertices 
from an object array. Each geometry engine 234 is typically 
used to perform object transformations and generate the geo 
metric primitives, while each post GE unit 236 is configured 
to perform post processing of the geometric primitives Such 
as perspective divides, culling, sorting, breaking up geom 
etry, etc. 
0083. Each rasterizer 238 is configured to operate as a 
pixel fragment generator to generate a stream of pixel frag 
ment data sets that characterize one pixel, a fraction of one 
pixel or more than one pixel from a primitive input to the 
rasterizer. Among other operations, each rasterizer typically 
performs a scan line conversion of coordinates in a primitive 
to (u, v) texture coordinates in a texture to be applied to the 
primitive. Each pixel shader 240, in turn, takes the pixel 
fragment data sets and applies or updates the colors of one or 
more pixels in a frame buffer 242, typically using texture 
filtering and other shading techniques. It will be appreciated 
that the specific operations performed by units 232,234, 236, 
238 and 240 in terms of implementing a raster-based render 
ing pipeline that renders image data for a scene may incorpo 
rate any number of known rendering techniques, enhance 
ments and algorithms, and that the implementation of Such 
techniques in the appropriate units would be well within the 
abilities of one of ordinary skill in the art having the benefit of 
the instant disclosure. It will also be appreciated that other 
rendering algorithms, e.g., using physical rendering tech 
niques such as ray tracing or photon mapping, may also be 
implemented in a multithreaded pipeline consistent with the 
invention, and that Such techniques may rely on different 
and/or additional pipeline stages not illustrated in FIG. 7. 
Therefore, the invention is not limited to the particular raster 
based rendering pipeline architecture represented in FIG. 7. 
0084 Commands and data may be passed from stage to 
stage in pipeline 230, while Some data, including shared 
context or state data, is not passed directly from stage to stage, 
but is instead maintained in shared memory 208 and accessed 
by each stage as needed. Among this shared data may be 
included a rolling context data structure, implemented in FIG. 
7 as a render context table 244. 

0085. As shown in FIG. 8, one implementation of render 
context table 244 incorporates a plurality of entries 246, each 
including a key or index field 248, one or more attribute fields 
250 and an inUse field 252. Key or index field 248 provides a 
unique identifier for its respective entry 246, and in the illus 
trated embodiment, field 248 stores an integer index, such that 
a render context cursor 254 may point to a particular entry 246 
via an integer value. In some embodiments, field 248 may be 
omitted, e.g., where each entry 246 is of fixed size, such that 
the index for each entry is implied based upon its position in 
memory. It will also be appreciated that other identifiers may 
be used to identify an entry in table 244, and the invention is 
not limited to the use of an integer index to identify an entry 
in a table. 

0.086 Each field 250 stores attribute data associated with a 
particular context or state represented by the respective entry 
246. A fixed or variable number offields 250 may be provided 
in each entry, and each field may store attribute data directory 
and/or pointers to other data structures containing relevant 
attribute data. For the purpose of graphical image processing, 
the types of state data that may be retained in a render context 
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table entry may include, but are not limited to pointers to color 
buffers, pointers to sphere maps, pointers to texture maps, 
rotation attributes, lighting attributes, blending attributes, 
screen offsets, etc. 
I0087. The inUse field 252 for each entry 246 is used to 
represent whether or not a particular entry is currently in use, 
or is free for modification and/or use in storing a different 
render context. Various manners of representing the status of 
an entry may be used consistent with the invention, including 
a single bit or flag, or another numerical value. In addition, a 
separate data structure could be used to store the status of each 
entry in table 244. 
I0088 An in-use entry 246 in table 244 is typically pointed 
to by one or more render context cursors 254. A render con 
text cursor 254 is typically associated with a particular image 
element, or set or group of image elements, for which it is 
desirable to maintain a particular state. Where each entry is 
identified by an integer, for example, a render context cursor 
254 may store an integer value from a circular index that is 
incremented for each new render context, and that rolls over 
to point to the first entry whenever the last entry in the table is 
reached. As will be discussed in greater detail below, when 
ever a new state is required, and a new entry 246 is placed in 
use, a render context cursor 254 is set to point to the new entry, 
and is passed along with any streaming data for the particular 
image element or group of image elements such that the state 
can be accessed as the streaming data is passed among the 
stages of the Software pipeline. Thus, for each unique image 
element or group of image elements that share a common 
state, a separate render context cursor 254 is maintained in 
order to provide a mechanism for accessing the state. It will be 
appreciated that a render context cursor may be represented in 
a number of manners, and may be streamed along with 
streaming data or stored in shared memory in different 
embodiments of the invention. 
I0089. It will be appreciated that render context table 244 is 
but one of an innumerable number of different data structures 
that may be used to concurrently store multiple 'snapshots' 
of state data used in a multithreaded software pipeline. The 
invention is therefore not limited to the particular implemen 
tation illustrated in FIG. 8. 
0090 FIG. 9 next illustrates a portion of a command pro 
cessing routine 270 executed by processing unit 200, which 
illustrates the management of render contexts in multi 
threaded rendering software pipeline 230 of FIG. 7. Com 
mands are typically received by HIP 212 (FIG.7) from device 
driver 218 in response to functional calls generated by appli 
cation 216, and certain Such commands will typically require 
either the use or modification of a render context. These 
commands are processed in routine 270 to ensure that a con 
sistent render context, or state, is maintained for one or more 
image elements as such elements are processed through pipe 
line 230. 

0091. In the illustrated embodiment, the illustrated steps 
in FIG. 9 are performed by HIP 212; however, in other 
embodiments, some or all of the steps may be performed by 
other logic, e.g., in a particular stage in multithreaded render 
ing software pipeline 230. 
0092. In software pipeline 230, image data is streamed 
from stage to stage in the form of one or more image elements. 
An image element may be as fundamental as a vertex, or may 
be collection of Vertices representing a primitive or object. 
Multiple image elements may also be grouped together and 
processed collectively by the pipeline. Image elements are 
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initially assigned to a current render context by HIP212 prior 
to such image elements being processed in the Software pipe 
line. Commands are generated by device driver 218 that are 
relevant to particular image elements or groups of image 
elements, and which result in HIP212 initiating performance 
of Such commands by various stages in the pipeline. 
0093. Thus, in routine 270, a command is received by HIP 
212 from device driver 218 in block 272. A determination is 
made in block 274 as to whether the command will modify the 
current render context. A command that will modify a render 
context is typically a command that changes some state data 
associated with an image element or group of image elements 
for which a common state will be established as such ele 
ments are processed through pipeline 230. For example, com 
mands Such as glRotate, glTranslate, and glColor3f, among 
others, may modify render contexts when executed. 
0094. If the command will modify the current render con 

text, control passes to block 276 to determine whether the 
current render context is currently in use, e.g., by checking the 
inUse field 252 for the render context table entry 246 pointed 
to by the render context cursor 254 associated with the image 
element(s) associated with the command (FIG. 8). In the 
event that the current render context is determined to not be in 
use, control passes to block 278 to modify the render context 
based upon the command. If the current render context is not 
in use, the modification of the render context may also incor 
porate resetting the data and/or initializing the data in the 
associated render context table entry 246. Routine 270 then 
completes processing of the command, as shown at block 
292. 

0095 Setting a render context “in use is performed in 
response to a command that attempts to use a render context, 
e.g., glVertex. Thus, returning to block 274, if the command 
will not modify the current render context, control passes to 
block 280 to determine whether the command will use the 
render context. If so, control passes to block 282 to mark the 
render context “in use” by setting the inUse field 252 in the 
table entry 246 pointed to by the render context cursor asso 
ciated with the particular image element(s), then processing 
of the command continues at block 292. 

0096 Returning to block 276, if a command will modify 
the current render context, and that render context is currently 
in use, block 276 passes control to block 284 to replicate the 
current render context, e.g., by copying the data in the current 
render context table entry 246 to the next unused render 
context table entry 246 in table 244. Block 286 then updates 
the render context cursor for the image element(s) associated 
with the current command to point to the new render context, 
and control passes to block 278 to modify the new render 
context as appropriate for the command. As a result, the 
original render context, in use by another group of image 
elements being processed in the pipeline, retains its original 
state, and a new, modified State is created for the current group 
of image elements. It will be appreciated that in some 
embodiments, the use of a new render context for a group of 
image elements may not require the current render context to 
be copied into the new render context. It will also be appre 
ciated that, whenever a last render context entry 246 in table 
244 is reached when searching for an unused render context, 
the search will roll over to the first entry in the table. In 
addition, in some embodiments, an attempt to modify a ren 
der context may be processed by modifying the existing ren 
der context after replicating that render context to create a 
new render context. 
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0097. To further illustrate the use and creation of render 
contexts, the exemplary OpenG1 code discussed above is 
reproduced below: 

g|Begin (GL TRIANGLES); 
glColor(0.255.0,255); f, set color to green 
g|Vertex3f(100.0f, 100.0f, O.Of); 
glColor(0,0.255.255); f, set color to blue 
g|Vertex3f(150.0f, 100.0f, O.Of); 
glColor(255,0,0,255); f, set color to red 
Vertex3f(125.0f, 50.0f, O.Of); 

glEnd(); 

0.098 Assume that upon initiating the execution of this 
code, no render context is currently in use. Upon receiving a 
command associated with the glColor(0.255.0.255) call, the 
command may be determined to modify the current render 
context, by virtue of setting the current color to green. Con 
sequently, routine 270 may proceed through the path of 
blocks 272, 274, 276 and 278 to modify the current render 
context to set the current color to green. Then, upon receiving 
a command to define a vertex based on the glVertex3f(100.0f. 
100.0f, 0.0f) call, routine 270 may proceed through the path 
of blocks 272, 274, 280 and 282 to set the current render 
context “in use’, as the glVertex3f() call creates an image 
element that now uses the current render context. 
0099 Next, upon receiving a command associated with 
the glColor(0,0.255.255) call, the command may be deter 
mined to modify the current render context, by virtue of 
setting the current color to blue. However, since the current 
render context is now marked as being in use, routine 270 may 
proceed through the path of blocks 272, 274, 276, 284, 286 
and 278 to create a new render context, copy the state data 
from the existing render context to the new render context, 
update the render context cursor to point to the new render 
context, and modify the new render context to set the current 
color to blue. Then, upon receiving a command to define a 
vertex based on the glVertex3f(150.0f, 100.0f, 0.0f) call, rou 
tine 270 may again proceed through the path of blocks 272, 
274,280 and 282 to set the new render context “inuse', as the 
glVertex3f() call creates a second image element that now 
uses the new render context where the color is set to blue. 
Similarly, for the glColor(255,0,0,255) and Vertex3f(125.0f, 
50.0f, 0.0f) calls, a new render context is created with a state 
in which the current color is set to red, and third image 
element uses that render context, resulting in each of the three 
Vertices being processed through the pipeline with separate 
and independent states. 
0100. It will be appreciated that, from the standpoint of a 
multithreaded rendering Software pipeline, the operation of 
routine 270 in processing commands from device driver 218 
will ensure that image elements may be routed to different 
stages and instances of stages in the pipeline without a con 
cern that the processing of other image elements will change 
the context or state used for such image elements. Different 
image elements can therefore be processed in parallel and in 
many instances without concern for completion order, 
thereby maximizing throughput through the pipeline, and 
minimizing serialization and contention conflicts. Routine 
270, and the hardware upon which the routine is imple 
mented, therefore functions as control logic that associates 
each image element with a render context in the render con 
text table Such that state data in a first context that is associ 
ated with a first image element is unaltered responsive to a 



US 2009/0231.349 A1 

change made to state data in a second context that is associ 
ated with a second image element during processing of the 
second image element by the multithreaded rendering soft 
ware pipeline. 
0101 Returning to block 280 of FIG.9, ifa command does 
not use or modify a render context, control passes to block 
288 to determine whether a render context should be freed or 
released. If so, control passes to block 290 to mark the rel 
evant rendercontext table entry unused, whereby control then 
proceeds to block 292. If no render context should be freed, 
block 288 bypasses block 290, and passes control directly to 
block 292. 
0102. In order to free or release render contexts, a number 
oftechniques may be used. For example, a specific command 
may be generated to release a render context when it is known 
that render context will no longer be used. Such a command 
may be explicitly generated as a result of a function call by an 
application, or in the alternative, the fact that a render context 
will no longer be used may be detected and used to automati 
cally free the render context. For example, HIP 212 may 
detect that a later command will modify the current render 
context, and tag a current command to indicate that the com 
mand will be the last command to use the current render 
context. For example, blocks 288 and 290 of FIG.9 may be 
implemented within a particular stage in pipeline 230, e.g., in 
each rasterizer unit 238. Such that, upon detecting a command 
that is flagged by the HIP to be the last command that will use 
the current render context, the rasterizer unit 238 will auto 
matically free the render context in the manner described 
above. In the alternative, rasterizer unit 238 may detect a later 
command that changes the render context. As another alter 
native, the HIP may send a “flush” packet down the pipeline 
to free a particular render context. It will also be appreciated 
that other stages may have responsibility for freeing unused 
render contexts, although in many instances it is desirable to 
free render contexts in the last stage in which the state data 
represented by a render context could be used. 
0103) As another alternative, one or more counters may be 
used to track the usage of each render context. For example, a 
HIP may increment a “used count whenever a render context 
is used by a command, while each rasterizer unit may incre 
menta'free” count whenevera command that uses the render 
context has completed. Each rasterizer unit may then com 
pare the used and free counts and automatically free a render 
context whenever the two counts are equal. In other embodi 
ments, a single counter, incremented when a command uses 
the render context, and decremented when a command that 
uses the render context completes, may be used in lieu of 
separate counts. Other mechanisms for detecting and freeing 
unused render contexts will be apparent to one of ordinary 
skill in the art having the benefit of the instant disclosure. 
0104. In addition, various other modifications may be 
made without departing from the spirit and scope of the 
invention. Therefore, the invention lies in the claims herein 
after appended. 

What is claimed is: 
1. A circuit arrangement, comprising: 
hardware logic configured to host a multithreaded render 

ing software pipeline using a plurality of parallel threads 
of execution, the multithreaded rendering software pipe 
line including a plurality of stages configured to process 
a plurality of image elements to render an image in a 
buffer; 
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a rolling context data structure accessible by the plurality 
of stages in the multithreaded rendering Software pipe 
line, the rolling context data structure configured to store 
a plurality of contexts, each context configured to store 
state data for at least one image element as the at least 
one image element is processed by the plurality of stages 
of the multithreaded rendering software pipeline; and 

control logic configured to associate each image element 
with a context in the rolling context data structure Such 
that state data in a first context that is associated with a 
first image element is unaltered responsive to a change 
made to state data in a second context that is associated 
with a second image element during processing of the 
second image element by the multithreaded rendering 
Software pipeline. 

2. The circuit arrangement of claim 1, wherein the second 
image element is received by the multithreaded rendering 
Software pipeline after the first image element, and wherein 
the control logic is configured to: 

in response to the second image element being received by 
the multithreaded rendering software pipeline, initially 
associate the second image element with the first con 
text; and 

in response to an attempt to modify the state data for the 
second image element while the first context is in use for 
the first image element, copy the state data from the first 
context to the second context, associate the second 
image element with the second context, and modify the 
state data stored in the second context. 

3. The circuit arrangement of claim 2, wherein the control 
logic is further configured to, in response to the state data in 
the first context being used by the multithreaded rendering 
Software pipeline for the first image element, marking the first 
context as being in use, and wherein the control logic is 
configured to copy the state data from the first context to the 
second context and associate the second image element with 
the second context in response to determining that the first 
context is marked as being in use. 

4. The circuit arrangement of claim 3, wherein the control 
logic is further configured to mark the first context unused in 
response to determining that the first context is no longer in 
SC. 

5. The circuit arrangement of claim 2, wherein the control 
logic is further configured to: 

in response to a third image element being received by the 
multithreaded rendering software pipeline after the sec 
ond image element, initially associate the third image 
element with the second context; and 

in response to an attempt to modify the state data for the 
third image element while the second context is not in 
use, modify the state data stored in the second context. 

6. The circuit arrangement of claim 2, wherein the rolling 
context data structure comprises a rolling context table 
including a plurality of table entries, wherein each context is 
associated with a table entry in the rolling context data struc 
ture, and wherein each table entry includes an in use indicator 
that indicates whether a context associated with such table 
entry is currently in use. 

7. The circuit arrangement of claim 6, wherein each table 
entry is associated with an entry identifier, wherein the con 
trol logic is configured to associate each image element with 
a context by associating each image element with the entry 
identifier for a table entry in the rolling context table, wherein 
the entry identifier for each image element is forwarded 
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between the plurality of stages in the multithreaded rendering 
Software pipeline along with streamed data associated with 
Such image element. 

8. The circuit arrangement of claim 7, wherein the table 
includes N table entries, wherein each entry identifier com 
prises an index value from a circular index. 

9. The circuit arrangement of claim 1, wherein the control 
logic is configured to free the first context when the first 
context is no longer used by the multithreaded rendering 
Software pipeline. 

10. The circuit arrangement of claim 9, wherein the control 
logic is configured to free the first context in response to 
detecting an indicator set for a last command that will use the 
first context. 

11. The circuit arrangement of claim 9, wherein the control 
logic is configured to free the first context in response to 
detecting a next command that will use the second context. 

12. The circuit arrangement of claim 9, wherein the control 
logic is configured to free the first context in response to 
detecting a flush command processed by the multithreaded 
rendering Software pipeline. 

13. The circuit arrangement of claim 9, wherein the control 
logic is configured to increment a used count in response to 
receiving each command processed by the multithreaded ren 
dering software pipeline that uses the first context, increment 
a free count in response to completion of processing of each 
command that uses the first context, and free the first context 
in response to the used count equaling the free count. 

14. The circuit arrangement of claim 1, wherein the state 
data stored in each context includes a plurality of State 
attributes selected from the group consisting of a pointer to a 
color buffer, a pointer to a sphere map, a pointer to a texture 
map, a rotation attribute, a lighting attribute, a blending 
attribute, a screen offset, and combinations thereof. 

15. The circuit arrangement of claim 1, wherein the first 
context is associated with a group of image elements. 

16. The circuit arrangement of claim 1, wherein each image 
element is selected from the group consisting of a vertex, an 
object and combinations thereof. 

17. An integrated circuit device including the circuit 
arrangement of claim 1. 

18. A program product comprising a computer readable 
medium and logic definition program code resident on the 
computer readable medium and defining the circuit arrange 
ment of claim 1. 

19. A method of rendering image data, the method com 
prising: 

rendering an image in a buffer by processing a plurality of 
image elements with a plurality of stages from a multi 
threaded rendering software pipeline executing on hard 
ware logic that includes a plurality of parallel threads of 
execution; 

storing a plurality of contexts in a rolling context data 
structure accessible by the plurality of stages in the 
multithreaded rendering software pipeline, each context 
configured to store state data for at least one image 
element as the at least one image element is processed by 
the plurality of stages of the multithreaded rendering 
Software pipeline; and 

associating each image element with a context in the roll 
ing context data structure Such that state data in a first 
context that is associated with a first image element is 
unaltered responsive to a change made to state data in a 
second context that is associated with a second image 
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element during processing of the second image element 
by the multithreaded rendering software pipeline. 

20. The method of claim 19, wherein the second image 
element is received by the multithreaded rendering software 
pipeline after the first image element, the method further 
comprising: 

in response to the second image element being received by 
the multithreaded rendering software pipeline, initially 
associating the second image element with the first con 
text; and 

in response to an attempt to modify the state data for the 
second image element while the first context is in use for 
the first image element, copying the state data from the 
first context to the second context, associating the Sec 
ond image element with the second context, and modi 
fying the state data stored in the second context. 

21. The method of claim 20, further comprising in response 
to the state data in the first context being used by the multi 
threaded rendering software pipeline for the first image ele 
ment, marking the first context as being in use, wherein copy 
ing the state data from the first context to the second context 
and associating the second image element with the second 
context are performed in response to determining that the first 
context is marked as being in use. 

22. The method of claim 21, further comprising marking 
the first context unused in response to determining that the 
first context is no longer in use. 

23. The method of claim 20, further comprising: 
in response to a third image element being received by the 

multithreaded rendering software pipeline after the sec 
ond image element, initially associating the third image 
element with the second context; and 

in response to an attempt to modify the state data for the 
third image element while the second context is not in 
use, modifying the state data stored in the second con 
text. 

24. The method of claim 20, wherein the rolling context 
data structure comprises a rolling context table including a 
plurality of table entries, wherein each context is associated 
with a table entry in the rolling context data structure, wherein 
each table entry includes an in use indicator that indicates 
whethera context associated with such table entry is currently 
in use, wherein each table entry is associated with an entry 
identifier, wherein associating each image element with a 
context includes associating each image element with the 
entry identifier for a table entry in the rolling context table, 
wherein the entry identifier for each image element is for 
warded between the plurality of stages in the multithreaded 
rendering software pipeline along with streamed data associ 
ated with Such image element. 

25. A method of rendering image data, the method com 
prising: 

rendering an image in a buffer using a plurality of stages 
from a multithreaded rendering software pipeline 
executing on hardware logic that includes a plurality of 
parallel threads of execution; 

receiving a first command associated with a first image 
element from among the plurality of image elements, 
wherein the first image element is associated with a first 
context from among a plurality of contexts in a rolling 
context data structure accessible by the plurality of 
stages in the multithreaded rendering Software pipeline, 
wherein the first context stores state data for the first 
image element; 

determining if the first command uses the first context, and 
if so, marking the first context as being in use; 
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receiving a second command associated with a second marked as being in use, and if so, copying state data from 
image element from among the plurality of image ele- the first context to a second context, associating the 
ments that is initially associated with the first context; second image element with the second context, and 
and modifying the state data in the second context. 

determining if the second command attempts to modify 
state data in the first context and if the first context is ck 


