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Main algorithm: 
- Read the transcriptfile 
- For each line of the transcript 

o Convert the line into the "full line" search term 

ex: "This is the line." becomes "This is the line" 

o Use the Search engine to search for all occurrences of the "full line" 
search term in the audio file 

o Convert the line into the "full line with pauses" search term 
ex: "This is the line." becomes "This (PAU) is (PAU) the (PAU) 
line" 

O Use the search engine to search for all occurrences of the "full line with 
pauses" search term in the audio file 

o Convert the line into the "two word" search term 

ex: "This is the line." becomes "This is" 

o Use the Search engine to search for all occurrences of the "two word" 
Search term in the audio file 

- For each gap width ("very high", "high" and "medium") 
o For each search term ("full line", "full line with pauses", and "two word") 

For each contiguous group of unaligned lines 
o Use Gap Alignment to align these unaligned lines within 

the time window given by the bracketing aligned lines 
• Fix the tentative result selections returned by Gap 

Alignment as definite result selections. 
o Those unaligned lines for which Gap Alignment 

returned result selections become aligned lines 
O Accumulate the confidence score from each definitely 

selected result into a running total 

FIG. 2A 
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- For each minimum score ("high", "medium" and "low") 
o For each search term ("full line", "full line with pauses", and "two word") 

For each Contiguous group of unaligned lines 
o Use Optimized Alignment to align these unaligned lines 

within the time window given by the bracketing aligned 
lines 

o Fix the tentative result selection returned by Optimized 
Alignment as definite result selections 

o Those unaligned lines for which Optimized 
Alignment returned result selections become 
aligned lines 

o Accumulate the confidence score from each definitely 
selected result into a running total 

- For each Contiguous group of unaligned lines 
o Use Blind Alignment to align these unaligned lines within the time 

window given by the bracketing aligned lines 
. Note: Blind Alignment does not select search results, so there 

are no tentative selections to be made definite. Instead, Blind 
Alignment "aligns" unaligned lines by simply assigning them 
time offsets. The accumulated total Confidence Score is 

unaffected during Blind Alignment. All remaining unaligned 
lines become aligned lines in this step. 

- For each line of the transcript with no spoken text 
o Assign this line the time offset of the next line with spoken text. 

- Compute the overall alignment confidence score by dividing the accumulated 
total of the selected confidence scores by the total number of spoken lines in 
the transcript 

- Done - return the Overall alignment confidence score 

FIG. 2B 
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Gap Alignment 
Given: start time, end time, start line, end line, gap width, Search term 

ignore all lines in the transcript that are before the given start line or after the 
given endline or which contain no spoken text 
ignore all search results for search terms other than the given search term 
and all search results that occur before the given start time or after the given 
end time w 

ignore all remaining lines for which the highest remaining result score is 
below the "gap alignment minimum score threshold" 
ignore all remaining lines for which the difference between the highest 
remaining result score and the next highest remaining result score (this 
difference is the "gap") is less than the given minimum gap width 
if there are no lines that haven't been ignored above, return a score of 0 and 
no tentative Selections 
Tentatively select the line with the largest gap and Compute the "gap 
alignment score" for it: 

o start with the score for the highest remaining result for this line 
o add the resulting score from recursively calling Gap Alignment on all 

lines from the given start line to this line, and from the given start time 
to the time offset of the highest remaining result for this line 

o add the resulting score from recursively calling Gap Alignment on all 
lines from the this line to the given end line, and from the time offset of 
the highest remaining result for this line to the given end time 

Separately from the above, tentatively select the line with the Second-largest 
gap and Compute the "gap alignment score" for it 
Return the highest score computed above, along with the tentative selection 
that produced it and all of the tentative selections returned by its associated 

FIG. 3 
recursive Calls. 
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Optimized Alignment 
Given: start time, end time, start line, end line, minimum score, search term 

ignore all lines in the transcript that are before the given start line or after the 
given endline or which contain no spoken text 
ignore all search results for search terms other than the given search term 
and all search results that occur before the given start time or after the given 
end time 

if the number of lines between the start line and the end line are greater than 
the maximum number of lines for optimization: 

o if there are no lines with remaining search results above the given 
minimum SCOre, return a score of O and no tentative selections 

o Otherwise, find the line with the largest "gap" (difference between the 
highest-scoring and second-highest-scoring search results) 

Tentatively select this line and compute the score to return, 
starting with the score of the highest result for this line 
Add the score returned from recursively calling Optimized 
Alignment on all lines from the given start line to this line, and 
from the given start time to the time offset of the highest 
remaining result for this line 
Add the score returned from recursively calling Optimized 
Alignment on all lines from this line to the given end line, and 
from the time offset of the highest remaining result for this line to 
the given end time 
Return the computed score, along with this tentative selection 
and all of the tentative selections from each of the recursive 

Calls 

FIG. 4A 
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Otherwise, if there is only one line to be aligned, tentatively select the highest 
scoring remaining search result and return its Score 
Otherwise, tentatively select in turn each result for the given start line that has 
not been ignored and compute a "optimization score" for it: 

o Start with the score of the tentatively selected search result 
o Add the result of recursively calling Optimized Alignment on all 

subsequent lines through the given endline and from the tentatively 
selected search result time offset through the given end time. 

Return the highest "optimization score" found above, along with the tentative 
selection that produced it and all of the tentative selections returned by its 
associated recursive Call 

F.G. 4B 
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Blind Alignment 
Given: start time, end time, start line, end line 
- Compute the total number of alphanumeric letters on all of the lines to be 

assigned plus the number of letters on the last aligned line before the given 
start line 

- Divide the duration of the given time window by the total number of letters to 
get the average time per letter 

- Set the time index for each line based on the total number of letters before it 
times the average time per letter 

FIG. 5 
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TRANSCRIPTALGNMENT 

CROSS-REFERENCE TO RELATED 
APPLICATION 

0001. This application is a continuation application of 
U.S. application Ser. No. 1 1/758,242, filed Jun. 5, 2007, 
which is a continuation application of U.S. Pat. No. 7.231, 
351, issued Jun. 12, 2007, which claims the benefit of U.S. 
Provisional Application Ser. No. 60/379,291, filed May 10, 
2002. This application is related to U.S. application Ser. No. 
09/799.385, filed on Mar. 5, 2001. The prior applications are 
incorporated herein by their reference. 

BACKGROUND 

0002 The invention relates to alignment of audio record 
ings with transcripts of the recordings. 
0003. Many current speech recognition systems include 
tools to form “forced alignment of transcripts to audio 
recordings, typically for the purposes of training (estimating 
parameters for) a speech recognizer. One Such tool was a part 
of the HTK (Hidden Markov Model Toolkit), called the 
Aligner, which was distributed by Entropic Research Labo 
ratories. The Carnegie-Mellon Sphinx-II speech recognition 
system is also capable of running in forced alignment mode, 
as is the freely available Mississippi State speech recognizer. 
0004. The systems identified above force-fit the audio data 
to the transcript. Typically, some amount of manual align 
ment of the audio to the transcript is required before the 
automatic alignment process begins. The forced-alignment 
procedure assumes that the transcript is a perfect and com 
plete transcript of all of the words spoken in the audio record 
ing, and that there are no significant segments of the audio that 
contain noise instead of speech. 

SUMMARY 

0005. In a general aspect, the invention features a method 
of alignment of transcripts in which there may be moderate 
transcript inaccuracies, untranscribed speech, and significant 
non-speech noise. No manual alignment is required as part of 
the method. 
0006. In one aspect, in general, the invention features a 
method for aligning an audio recording and a transcript com 
prising. A number of search terms are formed from the tran 
Script. Each search term is associated with a location within 
the transcript. Possible locations of the search terms are deter 
mined in the audio recording. The audio recording and the 
transcript are then aligned using the possible locations of the 
search terms. 
0007. In another aspect, in general, the invention features 
a method for searching an audio recording. A search expres 
sion is accepted, and then a search is performed for spoken 
occurrences of the search expression in the audio recording. 
This search includes (a) searching for text occurrences of the 
search expression in a text transcript of the audio recording, 
and (b) searching for spoken occurrences of the search 
expression in the audio recording. Representations of the 
results of the searching for the spoken occurrences of the 
search expression are presented enabling access to portions of 
the audio recording corresponding to each of the results of the 
Searching. 
0008 Aspects of the invention can include one or more of 
the following features: 
0009 Forming the search terms includes forming one or 
more search terms for each of a number of segments of the 
transcript. 
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0010 Forming the search terms for each of the segments 
includes forming one or more search terms for each of a 
number of text lines of the transcript. 
0011 Determining possible locations of the search terms 
includes applying a word spotting approach to determine one 
or more possible locations for each of the search terms. 
0012 Determining the possible locations of the search 
terms includes associating each of the possible locations with 
a score characterizing a quality of match of the search term 
and the corresponding possible location. 
0013 The time-aligned transcript is provided as an output 
of the method. 
0014. A user interface is provided for browsing or search 
ing the audio recording or the time-aligned transcript. 
0015 The audio recording and time-aligned transcript are 
packaged together in digital form, for example, on a CD, 
DVD, or in a single binary file. 
0016. The package also includes software for browsing or 
searching the audio recording or time-aligned transcript. 
0017 Aspects of the invention can include one or more of 
the following advantages: 
0018. The approach is robust to transcription gaps and 
errors, and to periods of non-speech signals in the audio 
recording. 

DESCRIPTION OF DRAWINGS 

0019 FIG. 1 is a diagram of a transcript alignment system. 
0020 FIGS. 2A-B are pseudocode for the main algorithm. 
0021 FIG.3 is pseudocode for a gap alignment procedure. 
0022 FIGS. 4A-B are pseudocode for an optimized align 
ment procedure. 
0023 FIG. 5 is pseudocode for a blind alignment proce 
dure. 
0024 FIG. 6 is a diagram that illustrates a user interface 
for the transcript alignment system. 

DESCRIPTION 

1 Overview 
0025 Referring to FIG. 1, a transcript alignment system 
100 is used to process an audio recording 120 of the speech of 
one or more speakers 112 that have been recorded through a 
microphone 110 or some other recording system. A transcript 
130 of the audio recording is also processed by the system. As 
illustrated in FIG. 1, a transcriptionist 132 has listened to 
some or all of audio recording 120 and entered a text tran 
scription on a keyboard. Alternatively, transcriptionist 132 
has listened to speakers 112 live and entered the text tran 
scription at the time speakers 112 spoke. Transcript 130 is not 
necessarily complete. That is, there may be portions of the 
speech that are not transcribed. The transcript may also have 
Substantial portions that include only background noise when 
the speakers were not speaking. Transcript 130 is not neces 
sarily accurate. For example, words may be mis-represented 
in the transcript. Furthermore, the transcript may have text 
that does not reflect specific words spoken, such as annota 
tions or headings. 
0026 Generally, alignment of audio recording 120 and 
transcript 130 is performed in a number of phases. First, the 
text of transcript 130 is processed to form a number of queries 
140, each query being formed from a segment of the tran 
Script, such as from a single line of the transcript. The location 
in transcript 130 of the Source segment for each query is 
stored with the queries. A wordspotting-based query search 
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150 is used to identify putative query location 160 in the audio 
recording. For each query, a number of time locations inaudio 
recording 120 are identified as possible locations where that 
query term was spoken. Each of the putative query locations 
is associated with a score that characterizes the quality of the 
match between the query and the audio recording at that 
location. An alignment procedure 170 is used to match the 
queries with particular of the putative locations. This match 
ing procedure is used to form a time-aligned transcript 180. 
Time-aligned transcript includes an annotation of the start 
time for each line of the original transcript that is located in 
the audio recording. A user 192 then browses the combined 
audio recording 120 and time-aligned transcript 180 using a 
user interface 190. One feature of this interface is that the user 
can use a wordspotting-based search engine 195 to locate 
search terms. The search engine uses both the text of time 
aligned transcript 180 and audio recording 120. For example, 
if the search term was spoken but not transcribed, or tran 
scribed incorrectly, the search of the audio recording may still 
locate the desired portion of the recording. User interface 190 
provides a time-synchronized display so that the audio 
recording for a portion of the text transcription can be played 
to the user. 
0027 Transcript alignment system 100 makes use of 
wordspotting technology in the wordspotting query search 
procedure150 and in search engine 195. One implementation 
of a suitable wordspotting based search engine is described in 
co-pending U.S. patent application Ser. No. 09/799.385, filed 
on Mar. 5, 2001. The wordspotting based search approach of 
this system has the capability to: 

0028 accepts a search term as input and provides a 
collection of results back with a confidence score and 
time offset for each 

0029 allows the caller to specify the number of search 
results to be returned, which may be unrelated to the 
number of actual occurrences of the search term in the 
audio. 

0030 Transcript alignment system 100 attempts to align 
lines of transcript 150 with a time index into audio recording 
120. The overall alignment procedure carried out by tran 
Script alignment system 100 consists of three main, largely 
independent phases, executed one after the other: gap align 
ment, optimized alignment, and blind alignment. The first 
two phases each align as many of the lines of the transcript to 
a time index into the media, and the last then uses best-guess, 
blind estimation to align any lines that could not otherwise be 
aligned. 

2 Phase 0: Searching 
0031. The first two phases of alignment (“gap alignment' 
and "optimized alignment') depend on the results from 
searches executed for every line in the transcript. Therefore 
the first phase, which is carried out in wordspotting query 
search 150 (see FIG. 1), includes executing all of the searches 
and gathering the results. 
0032. Three search terms (queries) are constructed from 
each line of the transcript: 

0033. Full Line: The entire line as written in the tran 
Script (less punctuation) (e.g., “This is the spoken line'). 

0034) FullLine With Pauses: The entire line with pauses 
inserted between each word (e.g., “This PAU is PAU 
the PAU spoken PAU text”). 

0035. Two Words: The first two words in the line, with 
no pause inserted between them (e.g., “This is'). 
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0036. Often, non-professional speakers will pause 
between words, interject “um's, or “ah's, or otherwise say 
something other than all of the words in a line of the transcript 
in a single Smooth, continuous stream of speech. When Spo 
ken smoothly, the first search term will match well; if disflu 
encies are interjected, the second search term will match 
better. In the case of mumbling or very large pauses between 
words, the third search term will match best. As we continue 
to develop this algorithm, we may find other search terms that 
would work well in certain cases. For example, it would be 
reasonable to insert pauses in place of punctuation characters 
only rather than between each word. 
0037 Acronyms and numbers are handled specially: 
because it is impossible to tell whether the text "SCSI is 
pronounced “SCSI or “scuzzy”, orif"123” is “one hundred 
twenty three' or “one two three'. So rather than include 
acronyms and numbers in the search, these are replaced with 
the ampersand operator, except at the beginning and end of 
the line, where they are simply dropped. The ampersand 
operator tells the search engine to search for the text before 
the operator to appear in close proximity (in time) with the 
text after the operator. Multiple acronyms or numbers may be 
dropped and replaced with a single ampersand operator. The 
ampersand operator is not counted as a word in the two-word 
search term, and no pauses are added before or after the 
ampersand operator in the search term with pauses added. 
0038 Next, all of the search terms are run through the 
word spotting based search engine, and all of the results 
collected. The number of search results requested for each 
search is a function of the length of the media—we request 6 
search results per minute of media in the current implemen 
tation. That number is doubled for every ampersand operator 
in the search term, as those operators tend to dramatically 
reduce the number of search results returned. 
0039 Each search result consists of a confidencescore and 
a time offset, and indicates the confidence (score) with which 
the search engine believes that the search term occurs at that 
time offset in the media. Because there are three search terms 
for each line in the transcript, there are three distinct sets of 
search results for each line. 

3 Phase 1: Gap Alignment 
0040. The gap alignment process goes through all of the 
lines, looking for a search result for a line that looks like it is 
most probably correct. That search result is then (tentatively) 
selected as correct and a time index for that line is set at the 
time offset of the chosen search result. The file is then divided 
into two segments, and the process is repeated on each seg 
ment separately. This approach handles incomplete or mod 
erately inaccurate transcriptions. 
0041. The search result that is “most probably correct is a 
heuristic determination. The specific heuristic used here is: 

0.042 the search result must be the highest-ranked result 
for that search term for that line 

0043 that the search result must have a score above a 
certain score threshold 

0044 the gap between the score of highest-ranked 
result and the score of next-highest ranked result must be 
greater than a certain gap threshold 

0045 if there is more than one line that has a search 
result that meets the above criteria, the line with the 
greatest gap is selected as "most probably correct’. 

0046 Finding the result with the greatest gap between the 
highest and next-highest scoring results is actually more 
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important than finding the result with the highest absolute 
confidence score, because it is important that the result be 
unique. If there are several high-scoring results for a line, it is 
impossible to tell which one actually corresponds to that 
specific line in the transcript. However, if there is one reason 
ably high-scoring result and all of the rest of the results score 
much lower, there can be some confidence that the one high 
scoring result corresponds to that particular line in the tran 
Script. 
0047. This process of selecting the most probable search 
result is carried out recursively, dividing the media into 
Smaller and Smaller segments. At each level, only those 
search hits that occur within the current segment of the media 
file are considered when selecting the highest-scoring and 
next-highest-scoring results—all results outside that segment 
are ignored. So there could be many search results that score 
higher than the highest search result for this segment of the 
media, and many more that score higher than the next-highest 
scoring result that is within that segment. However, all of 
those extraneous results will be ignored when computing the 
gap between the highest two search results that are within the 
current segment of the media file. 
0048 Selecting a search result that meets the heuristic of 
“most probably correct that is not actually correct can have 
catastrophic effects on the accuracy of the resulting align 
ment, particularly early in the overall alignment process. So at 
every level of this recursive gap alignment process, the next 
most-probably correct line (the line that also meets the crite 
ria in terms of score and gap thresholds, but has the next 
largest gap between the highest and second-highest result 
score) is also evaluated in the same way as the most probably 
correct line: that result is tentatively selected for that line, the 
segment of media is divided and the process is called recur 
sively over the two sub-segments. If the next-most-probably 
correct result produces a better alignment than the most prob 
ably correct one, than it is used instead, and all result 
selections from the most-probably-correct result are thrown 
Out 

0049. The basis for determining which of these two most 
probably correct search results produces the best alignment is 
the score returned from the subordinate recursive calls to the 
gap alignment procedure. Each level of this recursive process 
returns a score that is the sum of the score of the result selected 
at that level and the scores returned by its two subordinate 
recursive calls. Since these scores indicate the confidence that 
the search engine has for the search result, and since that the 
aggregate score returned is made up entirely of these confi 
dence scores, the aggregate score returned from any given 
level of the recursive process is also a measure of the total 
confidence for the results selected by that level and all of its 
subordinate levels. 

0050 Also returned from each level of this recursive pro 
cess is a set of tentative result selections. At each level, either 
the line with the “most probably correct” result or the line 
with the “next most probably correct result will be tenta 
tively selected, and that line will be tentatively marked as 
aligned. This tentative selection will then be returned along 
with all of the tentative selections from the subordinate recur 
sive calls made for that result. 
0051. When the topmost level of this recursive process 
completes, the tentative selections that it returns are fixed as 
definite selections. Again, these selections consist of one of 
the returned audio search results for one of the search terms 
for a specific line. When these results are made definite, that 
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line goes from being “unaligned to being “aligned to the 
media at the time offset given by the selected search result. 
0.052 The first time this whole process is carried out, it is 
done using a very high gap threshold and only the search 
results from the “full line' search term. When it completes 
and the returned tentative result selections are made definite, 
the entire process is carried out again using the same high gap 
threshold and only the results from the “full line with pauses” 
search term. However, some (hopefully many) of the lines of 
the transcript have now already been aligned to specific time 
offsets in the media—and those alignments are considered 
fixed and unchangeable. So for the second (and all Subse 
quent) times this process is carried out, each group of 
unaligned lines is considered independently, and only in rela 
tion to the segment of the media that falls between the time 
offsets of the enclosing aligned lines. 
0053 When the second pass is completed for all of the 
groups of unaligned lines and the tentative result selections 
are fixed as definite, a third pass is executed using the same 
high gap threshold and only the search results from the “two 
word search term. 
0054 We know from experience with the audio search 
engine that some media produces excellent, high-scoring 
search results, while other media produces somewhat lower 
scores. For a human user, this is not a problem, as the results 
with the highest confidence will show up at the top of the list, 
regardless of the absolute score. In fact, the 'gap' concept 
comes from experience with the audio search engine in which 
it became clear that the only way to tell which search results 
were correct and which were incorrect without listening to 
each one was to look for large gaps between a small number 
of high-scoring results and all of the lower-scoring incorrect 
results. However, since a significant gap in a high-scoring file 
will be larger than that in a low-scoring file, there is no single 
gap size to detect in the result list to determine correct results 
from incorrect ones. 
0055 When that completes, the gap threshold is lowered, 
and all three passes (one for each search term) are executed 
again. Finally, the gap threshold is lowered one more time, 
and all three passes are done again. All told, this results in nine 
passes: 

0056 full line search term, very high gap threshold 
0057 full line with pauses search term, very high gap 
threshold 

0.058 two word search term, very high gap threshold 
0059 full line search term, high gap threshold 
0060 full line with pauses search term, high gap thresh 
old 

0061 two word search term, high gap threshold 
0062 full line search term, medium gap threshold 
0.063 full line with pauses search term, medium gap 
threshold 

0.064 two word search term, medium gap threshold 

4 Phase 2: Optimization Alignment 
0065 Optimization alignment uses a brute force 
approach: it tries all possible combinations of search results 
for each line above a minimum score to find the sequence of 
results with the highest total score. 
0066. This is again a recursive process. At every level of 
the optimization process, all of the search results above a 
minimum score threshold for the first line in the group of 
unaligned lines are tentatively selected in turn, and for each 
one the process recursively calls itself on all of the remaining 
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lines. The aggregate score for each tentatively-selected search 
result is the sum of the score for that result and the result 
returned from the recursive call of the optimization process 
over the remaining lines. The process returns the highest 
aggregate score and the sequence oftentative result selections 
for that line and all subsequent lines that produced the highest 
aggregate score. If there is no result for the first unaligned line 
that is above the minimum score threshold, then the result is 
simply the result returned from the recursive call to the pro 
cess on all of the Subsequent unaligned lines. 
0067. In order to keep this process from taking too long to 
run, there is a maximum threshold on the number of lines that 
can be optimize aligned at once. That is, if there are more 
contiguous unaligned lines in a group than is allowed by the 
threshold for optimized alignment, then the group is divided 
first by making a tentative selection of a search result above 
the minimum score threshold for one line and then using that 
to divide the original group of unaligned lines into two 
Smaller groups. The optimized alignment process is then 
called on each of the two smaller groups. Because the first 
step in the process is to check the number of lines to be 
optimized, the Smaller groups may themselves be similarly 
split before the optimization process described above actually 
begins. When dividing a group of unaligned lines, the line 
used to make the division is the line with the greatest gap 
between the highest-scoring search result and the next highest 
scoring search result, where the highest scoring search result 
is above the minimum score threshold. 
0068. Like the gap alignment, when the topmost level of 
this recursive process completes, the tentatively-selected 
lines are fixed as definite selections and the lines go from 
being marked “unaligned to being marked “aligned. Also 
like the gap alignment process, this process is performed over 
each group of unaligned lines separately. 
0069. The first time this whole optimized alignment pro 
cess runs, the minimum score threshold is set high and the 
only search results that are considered are those for the “full 
line search term. After the process completes and any tenta 
tive selections returned are fixed as definite selections, the 
process is repeated for the “full line with pauses' search term, 
with the same high score threshold. The process is then 
executed again with the same score threshold and the search 
results from the “two word search term. The score threshold 
is then lowered and all of these three steps are repeated. 
Finally, the score threshold is lowered again and all of these 
steps are repeated on last time. This give nine total executions 
of the optimized alignment process, much like the gap align 
ment process. 

5 Phase 3: Blind Alignment 
0070 The final phase of alignment is not based on search 
results at all—instead a simple, blind mathematical approach 
is used. The simple formula is based on the (invalid, but 
workable) assumption that every alphanumeric letter takes 
the same amount of time to speak. So first, the time window in 
which these lines must have been said is given by the time 
offset of the last aligned line immediately before this group of 
unaligned lines and that of the first aligned line after the 
unaligned group. The total number of letters spoken in that 
time window is the total number of letters in the unaligned 
lines plus the number of letters on the last aligned line imme 
diately before the first unaligned line. The letters from the last 
aligned line are included because the time offset for that line 
reflects the time the speaker began speaking the text on that 
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line—so the time required to finish speaking the text on that 
line must be taken into account. The time window is then 
divided by the total number of letters to produce an average 
time per letter. This statistic is then used to “align each line 
by multiplying the number of letters on all of the unaligned 
lines before it plus the number of letters on the last unaligned 
line by the average time per letter. 
0071. When this step is complete, all lines in the transcript 
that have spoken text will have been aligned to the media. 

6 Scoring 

0072. It is valuable to have some simple metric by which to 
judge how well the transcript was aligned to the media. This 
can provide feedback to the recording technician regarding 
the quality of the recording or can be taken to reflect the 
quality of the transcript. Also, this score can be used to esti 
mate the number of alignment errors that are likely to have 
been made during the alignment process. 
0073. Through the gap alignment and optimized align 
ment phases, specific search results were first tentatively 
selected and then fixed or definitely selected for many of the 
lines in the transcript—at which point the time offset of the 
definitely selected search result was taken to be the time offset 
at which that line occurred in the media, and the line was 
marked as “aligned’. The overall alignment score metric is 
the average score for the definitely selected search results for 
each spoken line of the transcript. If there is no spoken text on 
the line to align, it is ignored in the score calculation. Those 
lines that could not be aligned by selecting a search result, and 
which were therefore “aligned through the blind alignment 
process, are included in the average but contribute a score of 
ZO. 

7 Pseudocode 

0074 FIGS. 2-5 include pseudocode for procedures intro 
duced above. 

8 User Interface 

(0075 FIG. 6 illustrates user interface 190 for displaying 
an aligned transcript to the user and allowing them to use it to 
provide enhanced access to the media. 
(0076. The interface includes the Media Player and Tran 
script windows. So long as the Track button in the Transcript 
window is selected, these windows will be tied together: the 
Transcript will always have the line currently being played in 
media player centered and highlighted in its window. If the 
user uses the slider in the Media Player window to adjust the 
current playback position of the media, the Transcript win 
dow will immediately jump to the appropriate line in the 
transcript for the new media position. Conversely, if the user 
clicks on a line in the Transcript window other than the one 
currently highlighted, that line will become highlighted and 
the Media Player window will adjust the current playback 
position of the media to correspond to the time offset of the 
newly-selected line. The highlighted line in the Transcript 
window will change from one line to the next as the Media 
Player window plays the media. When the Trackbutton on the 
Transcript window is not selected, the Transcript window 
continues to highlight the line that corresponds to the current 
position in the media Player window, but does not keep that 
line centered. This allows the user to quickly skim through the 
transcript without thrashing the Media Player window. 
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0.077 Next, the search window allows the user to simulta 
neously search the audio portion of the media and the tran 
Script simultaneously. When the user enters a search term and 
presses the go button, an audio search engine is used to search 
the media file for the search term, and a text search engine is 
used to search the transcript. The results from both search 
engines are then compiled into a single list, using the time 
offsets given in the aligned transcript to eliminate dupli 
cates—instances where both search engines found the same 
occurrence of the search term. The results from the text search 
engine are presented to the user first in the result list with the 
maximum confidence score, followed by the results from the 
audio search engine in confidence-score order. When the user 
clicks on a result in the result list, the Media Player window 
will queue the media to that location, and the Transcript will 
scroll to bring the corresponding line of the transcript to the 
center of the window and highlight it. 
0078 Lastly, the Bookmarks window will allow a user to 
mark a specific location in the media and, by extension, the 
transcript and provide a comment on the reason that the 
bookmark was placed. Clicking on a bookmark behave 
exactly the same way as clicking on a search result. 

9 Packaging 

007.9 The result of time aligning and audio recording to 
the transcript is optionally packaged together in digital form, 
for example, on a Compact Disk (CD), Digital Versatile Disk 
(DVD), in a single computer archive, or some other form of 
digital container. For instance, in the case of a CD, the audio 
recording, the time-aligned transcript, and Software to imple 
ment the user interface and the search engine are all stored on 
the CD. A user can then use the CD to browse and search the 
audio recording. 

10 Applications 

0080. The approach described above is applicable to a 
variety of situations including the following: 

I0081 alignment of court transcripts to audio recordings 
of those transcripts 

I0082 alignment of journalistic or insurance interviews 
with recordings of those interviews 

I0083) alignment of television closed captioning to a 
television program 

I0084) alignment of monitored data to transcripts, for 
example, to align transcripts of air-traffic communica 
tion to recordings in a crash investigation 

I0085 alignment of movie or theatrical scripts to audio 
recordings of actors performing the Scripts (note that in 
this case, the “transcript comes before the production of 
the original audio, as opposed to the audio be produced 
and then the transcript being made during or after the 
production of the audio). 

11 Alternatives 

I0086. In alternative versions of the system, other audio 
search techniques can be used. These can be based on word 
and phrase spotting techniques, or other speech recognition 
approaches. 
0087. In alternative versions of the system, rather than 
working at a granularity of lines of the text transcript, the 
system could work with Smaller or larger segments such as 
Words, phrases, sentences, paragraphs pages. 
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I0088. Other speech processing techniques can be used to 
locate events indicated in transcript 130. For example, 
speaker changes may be indicated in transcript 130 and these 
changes are then located in audio recording 120 and used in 
the alignment of the transcript and the audio recording. 
I0089. The approach can use other or multiple search 
engines to detect events in the recording. For example, both a 
word spotter and a speaker change detector can be used indi 
vidually or in combination in the same system. 
0090 The approach is not limited to detecting events in an 
audio recording. In the case of aligning a transcript or script 
with a audio-video recording, video events may be indicated 
in the transcript and located in the video portion of the record 
ing. For example, a script may indicate where scene changes 
occur and a detector of video scene changes detects the time 
locations of the scene changes in the video. 
0091. The approach described above is not limited to 
audio recordings. For example, multimedia recordings that 
include an audio track can be processed in the same manner, 
and the multimedia recording presented to the user. For 
example, the transcript may include closed captioning for 
television programming and the audio recording may be part 
of a recorded television program. The user interface would 
then present the television program with the closed caption 
ing. 
0092. Transcript 130 is not necessarily produced by a 
human transcriptionist. For example, a speech recognition 
system may be used to create an transcript, which will in 
general have errors. The system can also receive a combina 
tion of a recording and transcript, for example, in the form of 
a television program this includes closed captioning text. 
0093. The transcript is not necessarily formed of full 
words. For example, certain words may be typed phoneti 
cally, or typed “as they sound.” The transcript can include a 
Stenographic transcription. The alignment procedure can 
optionally work directly on the Stenographic transcript and 
does not necessarily involve first converting the Stenographic 
transcription to a text transcript. 
0094. Alternative alignment procedures can be used 
instead of or in addition to the recursive approach described 
above. For example, a dynamic programming approach could 
be used to select from the possible locations of the search 
terms. Also, an in which search terms and a filler model are 
combined in a grammar can be used to identify possible 
locations of the search terms using either a word spotting or a 
forced recognition approach. 
0.095 The system can be implemented in software that is 
executed on a computer system. Different of the phases may 
be performed on different computers or at different times. The 
Software can be stored on a computer-readable medium, Such 
as a CD, or transmitted over a computer network, Such as over 
a local area network. 
0096. It is to be understood that the foregoing description 

is intended to illustrate and not to limit the scope of the 
invention. 

What is claimed is: 
1. One or more processor readable storage devices having 

code embodied on said storage devices, said code for pro 
gramming one or more processors to perform a method com 
prising: 

accepting a transcript of a multimedia recording: 
partially aligning a time interval of the multimedia record 

ing with the transcript, including one of (i) omitting 
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portions of the transcript from a result of the partial 
alignment, and (ii) aligning an incomplete transcript of 
the multimedia recording: 

displaying in a user interface a textual representation of at 
least a portion of the transcript; 

receiving input from a user selecting a segment of the 
textual representation; 

using the result of the partial alignment of the transcript of 
the multimedia recording with the multimedia recording 
to select a portion of the multimedia recording that is 
associated with the selected segment of the textual rep 
resentation; and 

enabling further processing of the selected portion of the 
multimedia recording. 

2. The storage devices of claim 1, wherein the transcript of 
the multimedia recording comprises a script that is produced 
from the multimedia recording. 
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3. The storage devices of claim 1 having code embodied 
thereon for programming the one or more processors to per 
form the method of enabling further processing of the 
selected portion of the multimedia recording comprising: 

enabling the user to access the selected portion of the 
multimedia recording through the user interface. 

4. The storage devices of claim 1, wherein the selected 
portion of the multimedia recording contains the portion of 
the multimedia recording that corresponds with the selected 
segment of the textual representation. 

5. The storage devices of claim 1, wherein the portion of the 
multimedia recording that corresponds with the selected seg 
ment of the textual representation contains the selected por 
tion of the multimedia recording. 

c c c c c 


