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SYSTEMS AND TECHNIQUES FOR
AGGREGATION, DISPLAY, AND SHARING OF DATA

CROSS-REFERENCE TO RELATED APPLICATION

[0001] This application claims priority to U.S. Provisional Patent Application No.

62/214,077, titled "Elastic Timeline-Based Aggregation, Display and Sharing of Data" and

filed on September 3, 2015 under Attorney Docket No. STH-001PR, which is hereby

incorporated by reference herein in its entirety.

FIELD

[0002] The present disclosure relates generally to the display of information on computing

devices. Some embodiments relate specifically to systems and techniques for efficiently

aggregating, displaying, and/or sharing data.

BACKGROUND

[0003] The most widely employed paradigms for the display of information on computer

and mobile screens fall generally into three categories: command line interfaces, where

users interact with the computer through successive lines of scrolling text; desktop

interfaces, where users navigate content presented in windows that can be moved, stacked,

resized, and collapsed; and the smartphone interface, where users navigate in and out of

apps represented by a grid of icons on a touch-sensitive screen. Such systems, while

employing three different principal methods of input (keyboard, mouse, and touch), share

in common the limitation that they facilitate interaction with one application vertical at a

time, while generally limiting the ability to view information comparatively, across many

applications, and within a broader context.

[0004] The ability to display data in time series has been a feature of computer interfaces

from their beginning. In file management applications, simple time-ordered lists or

arrangements of icons by modification date can convey the concept of sequence.

Likewise, in social media applications, time-ordered arrangements of content (e.g.,

messages posted to a user's social media "feed") by posting date can convey the concept

of sequence.

[0005] Computers generally fetch data from a storage device shortly before processing the

data on a processing device. If the data are located in a fast storage device near the

processing device (e.g., in the processing device's registers or in a data cache co-located



with the processing device), the time required to fetch the data from the storage device to

the processing device is generally quite brief, and therefore may not be perceptible to the

computer's user. On the other hand, if the data are located in a storage device that is

relatively slow (e.g., a local hard disk) or is not local to the computer (e.g., a remote

storage device accessible via a communication network), the time required to fetch the

data from the storage device to the processing device can be lengthy, and therefore can be

perceptible to the computer's use. To reduce the user-perceptible latency associated with

fetching data, some computers or applications "pre-fetch" data that the processing device

is expected to request before the processing device actually requests the data, and store the

fetched data in a fast, local storage device (e.g., a "cache").

SUMMARY

[0006] Although computers sometimes display information in time-ordered lists, such lists

convey less information and context than graphical timelines. The use of graphical

timelines can add, to the power of indicating sequence in time, the ability to convey

simultaneity, continuity, and interval, as well as the value of negative space. Thus,

graphical timelines open up possibilities of a richer mode of digital information and

identity curation. Graphical timelines also can enhance episodic memory and information

retrieval by locating information within a structured and highly intuitive framework.

[0007] Although the use of graphical timelines to organize and display data can enhance

the quality of the user's experience and improve the user's productivity, the inventors have

recognized and appreciated that the user-perceptible latency associated with fetching data

for display on the timelines can create a significant barrier to adoption of graphical

timelines. Thus, there is a need for systems and techniques for quickly fetching data for

display on graphical timelines, such that the user-perceptible latency associated with

fetching such data is reduced.

[0008] According to an aspect of the present disclosure, a computer-implemented method

is provided, including: selecting a data package wherein the data package identifies a

plurality of data objects, wherein each data object includes a tag representing a time;

identifying a first time period which begins at a first time and ends at a later second time;

displaying a first portion of a view of the data package, including displaying first portions

of two or more timelines, wherein each timeline is associated with a respective class of

data, and wherein the displayed first portion of each timeline represents the first time

period, and displaying first graphic items arranged on the first portions of the timelines,



wherein each first graphic item displayed on a respective timeline represents one or more

of the data objects in the class associated with the respective timeline and tagged with

respective times within the first time period; receiving user input indicative of scrolling the

timelines to a second time period which begins at a third time after the first time and ends

at a fourth time after the second time; in response to the user input, displaying a second

portion of the view of the data package, including displaying second portions of the

timelines representing the second time period, displaying second graphic items arranged

on the second portions of the timelines, wherein each second graphic item on a respective

timeline represents one or more of the data objects in the class associated with the

respective timeline and tagged with respective times within the second time period, and

pre-fetching scroll data representing one or more of the data objects tagged with respective

times after the fourth time.

[0009] In some embodiments, the method further includes determining a fifth time after

the fourth time based on a difference between the fourth time and the second time,

wherein the data objects represented by the pre-fetched scroll data are tagged with

respective times after the fourth time and before the fifth time. In some embodiments, the

method further includes determining a fifth time after the fourth time based on a rate of

movement of a user interface component from a position representing the first time period

to a position representing the second time period, wherein the user input is received via the

user interface component, and wherein the data objects represented by the pre-fetched

scroll data are tagged with respective times after the fourth time and before the fifth time.

In some embodiments, the method further includes continuing to pre-fetch the scroll data

until an amount of the pre-fetched scroll data matches or exceeds a threshold amount.

[0010] In some embodiments, the user input is first user input, and the method further

includes: receiving second user input indicative of scrolling the timelines to a third time

period which begins at a fifth time after the third time and ends at a sixth time after the

fourth time; in response to the second user input, displaying a third portion of the view,

including displaying third portions of the timelines representing the third time period, and

displaying third graphic items arranged on the third portions of the timelines, wherein each

third graphic item on a respective timeline represents one or more of the data objects in the

class associated with the respective timeline and tagged with respective times within the

third time period, and wherein at least a subset of the third graphic items represent the data

objects represented by the scroll data.



[0011] In some embodiments, the method is performed by a client device, and the pre

fetching includes the client device receiving the scroll data from a server. In some

embodiments, the pre-fetched scroll data include the subset of third graphic items. In

some embodiments, the pre-fetched scroll data include the tags of the data objects

represented by the scroll data. In some embodiments, each data object further includes

payload data representing an information payload, wherein the pre-fetched scroll data

further include at least (1) a portion of the payload data of the data objects represented by

the scroll data, (2) data derived from the payload data of the data objects represented by

the scroll data., or (3) a combination thereof. In some embodiments, the method further

includes generating, based on the pre-fetched scroll data, the subset of third graphic items.

[0012] In some embodiments, the method further includes, in response to receiving the

user input, purging data representing one or more of the data objects tagged with

respective times before the third time.

[0013] In some embodiments, the method further includes pre-fetching zoom-in data

associated with the data objects represented by the second graphic items, wherein the

zoom-in data represent attributes of the associated data objects, and wherein the attributes

represented by the zoom-in data are not represented by the second graphic items. In some

embodiments, the user input is first user input, and the method further includes: receiving

second user input indicative of zooming the timelines to a third time period starting at a

fifth time after the third time and ending at a sixth time before the fourth time; in response

to the second user input, displaying a third portion of the view, including displaying third

portions of the timelines representing the third time period, and displaying third graphic

items arranged on the timelines, wherein each third graphic item displayed on a respective

timeline represents one or more of the data objects in the class associated with the

respective timeline and tagged with respective times within the third time period.

[0014] In some embodiments, the zoom-in data are first zoom-in data, and the method

further includes, in response to the second user input, pre-fetching second zoom-in data

associated with the data objects represented by the third graphic items, wherein the second

zoom-in data represent attributes of the associated data objects, and wherein the attributes

represented by the second zoom-in data are not represented by the third graphic items. In

some embodiments, the timelines include a first timeline, wherein the second graphic

items include a cluster-type graphic item on the second portion of the first timeline, and

wherein the cluster-type graphic item represents two or more data objects.



[0015] In some embodiments, the third graphic items include two or more graphic items

on the third portion of the first timeline, and each of the two or more graphic items

represents a different subset of the two or more data objects previously associated with the

cluster-type graphic item. In some embodiments, displaying the third portion of the view

further includes making a determination to assign the subsets of data objects previously

associated with the cluster-type graphic item to the two or more respective graphic items,

wherein the determination is based, at least in part, on (1) the times with which the two or

more respective data objects are tagged, (2) a duration of the third time period, (3) a total

number of data objects to be represented on the third portion of the first timeline, (4) sizes

of the subsets of data objects, (5) a length of the third portion of the first timeline when

displayed on a display device, or (6) any combination thereof.

[0016] In some embodiments, the cluster-type graphic item is a first cluster-type graphic

item, and at least one of the two or more graphic items on the third portion of the first

timeline is a second cluster-type graphic item representing at least two of the data objects

previously associated with the first cluster-type graphic item. In some embodiments, at

least one of the two or more graphic items on the third portion of the first timeline is an

object-type graphic item representing a single data object previously associated with the

cluster-type graphic item, wherein a portion of the zoom-in data represents one or more

attributes of the single data object, and wherein displaying the third portion of the view

further includes generating at least a portion of the object-type graphic item based on the

portion of the zoom-in data representing the one or more attributes of the single data

object.

[0017] In some embodiments, the timelines include a first timeline, wherein the second

graphic items include an object-type graphic item on the second portion of the first

timeline, and wherein the object-type graphic item represents a single data object in the

class associated with the first timeline. In some embodiments, the object-type graphic

item is a first object-type graphic item, wherein the third graphic items include a second

object-type graphic item representing the single data object and arranged on the third

portion of the first timeline, wherein a portion of the zoom-in data represents one or more

attributes of the single data object not represented by the first object-type graphic item,

and wherein displaying the third portion of the view further includes generating at least a

portion of the second object-type graphic item based on the portion of the zoom-in data

representing the one or more attributes of the single data object. In some embodiments,

the second object-type graphic item is larger than the first object-type graphic item. In



some embodiments, the second object-type graphic item includes the first object-type

graphic item. In some embodiments, the method further includes, in response to receiving

the second user input, purging data representing one or more of the data objects tagged

with respective times outside the third time period.

[0018] In some embodiments, the method further includes pre-fetching zoom-out data

representing one or more of the data objects tagged with respective times before the third

time and one or more of the data objects tagged with respective times after the fourth time.

In some embodiments, the user input is first user input, and the method further includes:

receiving second user input indicative of zooming the timelines to a third time period

starting at a fifth time before the third time and ending at a sixth time after the fourth time;

in response to the second user input, displaying a third portion of the view, including

displaying third portions of the timelines representing the third time period, and displaying

third graphic items arranged on the timelines, wherein each third graphic item displayed

on a respective timeline represents one or more of the data objects in the class associated

with the respective timeline and tagged with respective times within the third time period,

wherein a first subset of the third graphic items represent the data objects tagged with

respective times before the third time and represented by the zoom-out data, and wherein a

second subset of the third graphic items represent the data objects tagged with respective

times after the fourth time and represented by the zoom-out data.

[0019] In some embodiments, the zoom-out data are first zoom-out data, and the method

further includes, in response to the second user input, pre-fetching second zoom-out data

representing one or more of the data objects tagged with respective times before the fifth

time and one or more of the data objects tagged with respective times after the sixth time.

In some embodiments, the timelines include a first timeline, wherein the second graphic

items include at least two graphic items on the second portion of the first timeline, wherein

each of the two graphic items represents one or more respective data objects, wherein the

third graphic items include a cluster-type graphic item on the third portion of the first

timeline, and wherein the cluster-type graphic item represents a set of data objects

including the data objects represented by each of the two graphic items. In some

embodiments, the cluster-type graphic item is a first cluster-type graphic item, and at least

one of the two graphic items on the second portion of the first timeline is a second cluster-

type graphic item representing at least two data objects. In some embodiments, at least

one of the two graphic items on the second portion of the first timeline is an object-type

graphic item representing a single data object.



[0020] In some embodiments, the second graphic items include an object-type graphic

item on the second portion of the first timeline, and the object-type graphic item represents

a single data object in the class associated with the first timeline. In some embodiments,

the object-type graphic item is a first object-type graphic item, wherein the third graphic

items include a second object-type graphic item representing the single data object and

arranged on the third portion of the first timeline, and wherein a portion of the first object-

type graphic item represents one or more attributes of the single data object not

represented by the second object-type graphic item. In some embodiments, the first

object-type graphic item includes the second object-type graphic item. In some

embodiments, the second object-type graphic item is smaller than the first object-type

graphic item.

[0021] In some embodiments, the method further includes, in response to receiving the

second user input, purging first portions of data representing one or more of the data

objects tagged with respective times within the third time period, and purging first and

second portions of data representing one or more of the data objects tagged with respective

times outside the third time period.

[0022] In some embodiments, the view of the data package corresponds to a mapping

between the plurality of data objects and the timelines, and the mapping specifies the

respective class of data associated with each timeline. In some embodiments, the mapping

specifies that each timeline is associated with a respective class of data including data

transmitted through a corresponding communication channel, and each data object in the

plurality of data objects represents data transmitted through a corresponding

communication channel. In some embodiments, the timelines include first, second, and

third timelines, wherein the mapping specifies that the first timeline is associated with a

first class of data including data transmitted through a particular social networking

platform, the second timeline is associated with a second class of data including data

transmitted through a particular social media platform, and the third timeline is associated

with a third class of data including data transmitted through a messaging platform.

[0023] In some embodiments, the second graphic items include a particular graphic item

on the second portion of the first timeline, wherein the particular graphic item represents

data extracted from a particular application, and wherein the method further includes

identifying user input indicating selection of a particular portion of the particular graphic

item, and in response thereto, navigating to the data within the particular application. In

some embodiments, the mapping specifies that each timeline is associated with a



respective class of data including data transmitted by a corresponding user, wherein each

data object in the plurality of data objects represents data transmitted by a corresponding

user. In some embodiments, the second graphic items include a particular graphic item on

the second portion of the first timeline, wherein the particular graphic item represents data

extracted from a particular message transmitted by a particular user via a particular

application, and wherein the method further includes identifying user input indicating

selection of a particular portion of the particular graphic item, and in response thereto,

navigating to the particular message within the particular application.

[0024] In some embodiments, the data package is a first data package, wherein the second

graphic items include a particular graphic item on the second portion of the timeline,

wherein the particular graphic item includes one or more links to one or more second data

packages, and wherein the method further includes identifying user input indicating user

selection of a particular link to a particular second data package, and in response thereto,

displaying a portion of a view of the particular second data package. In some

embodiments, the portion of the view of the particular second data package includes

respective portions of two or more timelines representing the second time period.

[0025] In some embodiments, the tag of each data object includes date data representing a

date and time-of-day data representing a time of day, and wherein the time represented by

the tag of each data object includes the date and the time of day. In some embodiments,

each data object further includes payload data representing an information payload,

wherein the method further includes determining whether a particular data object is in a

particular class of data based on the payload data of the particular data object.

[0026] In some embodiments, the method further includes identifying one or more search

criteria, wherein each of the data objects represented by the second graphic items satisfies

the one or more search criteria, and wherein pre-fetching the scroll data includes sending,

to a server, a pre-fetch request including the one or more search criteria, and receiving,

from the server, the scroll data, wherein the scroll data represent data objects satisfying the

one or more search criteria and tagged with respective times after the fourth time.

[0027] In some embodiments, the method further includes ranking the timelines, wherein

the timelines include a first timeline with a first rank and a second timeline with a second,

lower rank, and wherein pre-fetching the scroll data includes pre-fetching a first amount of

scroll data representing data objects corresponding to the first timeline and a second,

smaller amount of scroll data representing data objects corresponding to the second

timeline.



[0028] In some embodiments, the method further includes generating a first pre-fetch

request for first data associated with a data package; generating a second pre-fetch request

for second data associated with a data package; determining that the first data and the

second data are the same data; coalescing the first and second pre-fetch requests into a

single pre-fetch request; and sending the coalesced pre-fetch request to a server.

[0029] According to another aspect of the present disclosure, a system is provided,

including one or more data processing apparatus programmed to perform operations

including: selecting a data package wherein the data package identifies a plurality of data

objects, wherein each data object includes a tag representing a time; identifying a first time

period which begins at a first time and ends at a later second time; displaying a first

portion of a view of the data package, including displaying first portions of two or more

timelines, wherein each timeline is associated with a respective class of data, and wherein

the displayed first portion of each timeline represents the first time period, and displaying

first graphic items arranged on the first portions of the timelines, wherein each first

graphic item displayed on a respective timeline represents one or more of the data objects

in the class associated with the respective timeline and tagged with respective times within

the first time period; receiving user input indicative of scrolling the timelines to a second

time period which begins at a third time after the first time and ends at a fourth time after

the second time; in response to the user input, displaying a second portion of the view of

the data package, including displaying second portions of the timelines representing the

second time period, displaying second graphic items arranged on the second portions of

the timelines, wherein each second graphic item on a respective timeline represents one or

more of the data objects in the class associated with the respective timeline and tagged

with respective times within the second time period, and pre-fetching scroll data

representing one or more of the data objects tagged with respective times after the fourth

time.

[0030] According to another aspect of the present disclosure, a computer storage medium

is provided, having instructions stored thereon that, when executed by a data processing

apparatus, cause the data processing apparatus to perform operations including: selecting a

data package wherein the data package identifies a plurality of data objects, wherein each

data object includes a tag representing a time; identifying a first time period which begins

at a first time and ends at a later second time; displaying a first portion of a view of the

data package, including displaying first portions of two or more timelines, wherein each

timeline is associated with a respective class of data, and wherein the displayed first



portion of each timeline represents the first time period, and displaying first graphic items

arranged on the first portions of the timelines, wherein each first graphic item displayed on

a respective timeline represents one or more of the data objects in the class associated with

the respective timeline and tagged with respective times within the first time period;

receiving user input indicative of scrolling the timelines to a second time period which

begins at a third time after the first time and ends at a fourth time after the second time; in

response to the user input, displaying a second portion of the view of the data package,

including displaying second portions of the timelines representing the second time period,

displaying second graphic items arranged on the second portions of the timelines, wherein

each second graphic item on a respective timeline represents one or more of the data

objects in the class associated with the respective timeline and tagged with respective

times within the second time period, and pre-fetching scroll data representing one or more

of the data objects tagged with respective times after the fourth time.

[0031] Particular implementations of the subject matter described in this specification can

realize one or more of the following advantages. Pre-fetching data representing data

objects that are likely to be displayed on graphical timelines can reduce the user-

perceptible latency associated with organizing and displaying data on graphical timelines.

Furthermore, fetching or pre-fetching only the portions (e.g., "layers") of data objects that

are likely to be displayed can greatly enhance efficiency by reducing the volume of data

unnecessarily transmitted from the server where the data objects are stored to the client

device where the timelines are displayed.

[0032] Conventional computer-based techniques for displaying information generally

facilitate interaction with one application vertical at a time, and generally limit the user's

ability to view information comparatively, across many applications, and within a broader

context. Consequently, computer users working on a particular task often spend

considerable amounts of time toggling back and forth between different applications to

locate data relevant to the task. For example, a software developer who is working on a

software development project as part of a team of developers may view a message from

another team member in one application (e.g., a messaging application), then search for

communications related to that message in another application (e.g., an email client), then

search for files implicated by those communications in yet another application (e.g., a file

manager), and then send the files to the other team using one of the communication

applications. This process of toggling back and forth between different applications to



locate data relevant to a single task generally impairs the productivity of computer users,

and also makes inefficient use of computing resources.

[0033] Furthermore, the various applications accessed by the user generally organize their

data in different ways, making it even more difficult for the user to find data relevant to a

particular task when those data are spread across multiple applications. Returning to the

example of the software developer, the messaging application may organize messages

between the user and different correspondents into different threads or bins, and may

organize the messages within a thread in chronological order. In the email client, the

user's received emails may be organized into a hierarchy of folders based on the subject

matter of the emails, and the user's sent emails may be organized chronologically in a

separate folder. In the file manager, the user's files may be organized into a second

hierarchy of folders, which often does not match the hierarchy of folders within the email

client.

[0034] Thus, there is a need for more efficient systems and techniques for accessing,

organizing, displaying, and sharing data relevant to a particular task or topic among a

group of users. The inventors have recognized and appreciated that the productivity of

computer users and the efficiency of computer systems can be enhanced by organizing

data relevant to a task or topic into data packages, including data of different types (e.g.,

text, images, videos, documents, spreadsheets, etc.) and data native to different

applications (e.g., text messages, emails, instant messages, source code files, etc.), and

displaying the contents of the data packages on graphical timelines. Each timeline can

represent a different class of data (e.g., communications with a particular user, data

provided over a particular communication channel, etc.), and the data on each timeline can

be organized chronologically. In addition, the data packages can be associated with user

access rules and content curation rules that govern which users can access the data

package and which data are part of the data package.

[0035] According to another aspect of the present disclosure, a method is provided,

including: identifying one or more data packages for which a first user is a member, and

displaying, for each of the identified data packages, an icon corresponding to the data

package, wherein each data package is associated with one or more content rules that

define content of the data package; receiving selection by the first user of one of the icons

wherein the selected icon corresponds to a first data package; identifying a plurality of

first data objects associated with the first data package based, at least in part, on the one or

more content rules associated with the first data package, wherein each identified first data



object is associated with a respective source channel of a plurality of different channels,

and is associated with a respective time the first data object was made available on the

associated channel, wherein at least two of the channels correspond to different third-party

communication applications; and displaying first graphic items arranged on timelines,

wherein each timeline is associated with a respective channel, wherein each first graphic

item displayed on a respective timeline represents one or more of the first data objects

made available on the channel corresponding to the timeline, and wherein each first

graphic item is displayed on the respective timeline at a position on the timeline

corresponding to the one or more times associated with the first data objects represented

by the first graphic item.

[0036] In some embodiments, each data package is associated with one or more access

rules, and identifying one or more data packages for which the first user is a member

includes determining that the respective access rules associated with each of the one or

more data packages allow the first user to access the data package. In some embodiments,

the access rules associated with the first data package specify at least one secret criterion

for accessing the first data package, and identifying one or more data packages for which

the first user is a member includes identifying the first user as a member for the first data

package based, at least in part, on activity of the first user satisfying the at least one secret

criterion. In some embodiments, the method further includes determining, based on the

access rules of the first package, what type of access to the first data package is granted to

the first user, wherein the type of access includes one or more of: read access, write

access, and administrative access. In some embodiments, the access rules for the first data

package require the first user to be located in a specified geographic area, the current time

to be in a specified time period, or both. In some embodiments, the method further

includes determining that the access rules associated with the first data package allow the

first user to grant other users access to the first data package by sharing the first data

package with the other users.

[0037] In some embodiments, identifying a plurality of first data objects associated with

the first data package based on the content rules associated with the first data package

includes retrieving one or more candidate first data objects from a social network account

of a member of the first data package, wherein each of the candidate first data objects

includes a respective message. In some embodiments, the content rules associated with

the first data package include one or more criteria for inclusion of content in the first data

package, and identifying a plurality of first data objects associated with the first data



package based on the content rules associated with the first data package further includes

discarding any candidate first data objects that do not satisfy the one or more criteria for

inclusion. In some embodiments, the one or more criteria for inclusion of a candidate first

data object include presence of one or more keywords in a subject line of a message

associated with a first data object or presence of the one or more keywords in a hash tag in

the message.

[0038] In some embodiments, identifying a plurality of first data objects associated with

the first data package based on the content rules associated with the first data package

includes retrieving one or more messages sent by one or more members of the first data

package to one or more other members of the first data package. In some embodiments, a

first data object includes a social network post, a micro blog message, an electronic mail

message, a text message, an image, an electronic file, and/or a message.

[0039] In some embodiments, the method further includes receiving input from the first

user placing a new data object on one of the timelines; and providing the new data object

to one or more other members of the first data package. In some embodiments, the new

data object includes a social network post, an electronic mail message, a text message, a

micro blog message, an image, an electronic file, and/or a message.

[0040] In some embodiments, the identified data packages include a second data package,

and the method further includes: determining that the first data package is related to the

second data package; identifying a plurality of second data objects associated with the

second data package based, at least in part, on one or more content rules associated with

the second data package, wherein each identified second data object is associated with a

respective source channel of the plurality of different channels, and is associated with a

respective time the second data object was made available on the associated channel; and

displaying second graphic items arranged on the timelines, wherein each first graphic item

displayed on a respective timeline represents one or more of the second data objects made

available on the channel corresponding to the timeline, and wherein each second graphic

item is displayed on the respective timeline at a position on the timeline corresponding to

the one or more times associated with the second data objects represented by the second

graphic item. In some embodiments, determining that the first data package is related to

the second data package includes determining that the first data package and the second

data package have one or more keywords or hashtags in common.

[0041] In some embodiments, the method further includes determining that the first user is

connected to a second user on one or more social networks or that the first user and the



second user share one or more interests; and based on the determination: generating the

first data package, wherein the first user and the second user are members of the first data

package, and associating a content rule with the first package, wherein the content rule

indicates that content generated by the first user or the second user is eligible for inclusion

in the data package.

[0042] In some embodiments, the first data package has first content at a first time, and

the method further includes performing a hashing operation on the first content of the first

data package at the first time, wherein performing the hashing operation produces a hash

value; and persistently storing the first content of the first data package and the

corresponding hash value. In some embodiments, the hash value is a first hash value, and

the method further includes verifying integrity of the first content by performing the

hashing operation on the first content again, wherein performing the hashing operation

again produces a second hash value, and by comparing the first hash value to the second

hash value.

[0043] In some embodiments, the first data package is associated with one or more

destruction rules specifying at least one criterion for destroying the first data package, and

the method further includes determining whether the at least one criterion is satisfied; and

if the at least one criterion is determined to be satisfied, destroying the data package. In

some embodiments, wherein the at least one criterion for destroying the first data package

is satisfied if a current date and time are later than a date and time specified in the

criterion.

[0044] According to another aspect of the present disclosure, a system is provided,

including one or more data processing apparatus programmed to perform operations

including: identifying one or more data packages for which a first user is a member, and

displaying, for each of the identified data packages, an icon corresponding to the data

package, wherein each data package is associated with one or more content rules that

define content of the data package; receiving selection by the first user of one of the icons

wherein the selected icon corresponds to a first data package; identifying a plurality of

first data objects associated with the first data package based, at least in part, on the one or

more content rules associated with the first data package, wherein each identified first data

object is associated with a respective source channel of a plurality of different channels,

and is associated with a respective time the first data object was made available on the

associated channel, wherein at least two of the channels correspond to different third-party

communication applications; and displaying first graphic items arranged on timelines,



wherein each timeline is associated with a respective channel, wherein each first graphic

item displayed on a respective timeline represents one or more of the first data objects

made available on the channel corresponding to the timeline, and wherein each first

graphic item is displayed on the respective timeline at a position on the timeline

corresponding to the one or more times associated with the first data objects represented

by the first graphic item.

[0045] According to another aspect of the present disclosure, a computer storage medium

is provided, having instructions stored thereon that, when executed by a data processing

apparatus, cause the data processing apparatus to perform operations including: identifying

one or more data packages for which a first user is a member, and displaying, for each of

the identified data packages, an icon corresponding to the data package, wherein each data

package is associated with one or more content rules that define content of the data

package; receiving selection by the first user of one of the icons wherein the selected icon

corresponds to a first data package; identifying a plurality of first data objects associated

with the first data package based, at least in part, on the one or more content rules

associated with the first data package, wherein each identified first data object is

associated with a respective source channel of a plurality of different channels, and is

associated with a respective time the first data object was made available on the associated

channel, wherein at least two of the channels correspond to different third-party

communication applications; and displaying first graphic items arranged on timelines,

wherein each timeline is associated with a respective channel, wherein each first graphic

item displayed on a respective timeline represents one or more of the first data objects

made available on the channel corresponding to the timeline, and wherein each first

graphic item is displayed on the respective timeline at a position on the timeline

corresponding to the one or more times associated with the first data objects represented

by the first graphic item.

[0046] In some embodiments, the techniques described herein may be used beneficially to

implement a cross-platform search with spatially-organized results, a publishing tool, a

social media tool, a messaging tool, a software development / management tool, a news

archive or aggregator, a data management tool, etc.

[0047] Other aspects and advantages of the invention will become apparent from the

following drawings, detailed description, and claims, all of which illustrate the principles

of the invention, by way of example only.



[0048] The foregoing Summary, including the description of motivations for some

embodiments and/or advantages of some embodiments, is intended to assist the reader in

understanding the present disclosure, and does not in any way limit the scope of any of the

claims.

BRIEF DESCRIPTION OF THE DRAWINGS

[0049] Certain advantages of some embodiments may be understood by referring to the

following description taken in conjunction with the accompanying drawings. In the

drawings, like reference characters generally refer to the same parts throughout the

different views. Also, the drawings are not necessarily to scale, emphasis instead

generally being placed upon illustrating principles of some embodiments of the invention.

[0050] FIG. 1 shows an example system architecture configuration including multiple

virtual machine instances.

[0051] FIG. 2 shows an example screen shot of timelines in "channel view" for high data

densities, with origamis fully folded into icons.

[0052] FIG. 3 shows an example screen shot of timelines in "channel view" at lower data

density, showing partially unfolded origamis.

[0053] FIG. 4 shows an example screen shot of timelines in "people view".

[0054] FIG. 5 shows an example screen shot of timelines with a "media filter" engaged.

[0055] FIG. 6 shows an example "Urbe ID" card.

[0056] FIG. 7 shows an example screen shot of a view of a "sphere" on timelines.

[0057] FIG. 8 shows an example screen shot of multiple spheres presented on a lower

timeline at higher elevation.

[0058] FIG. 9 is an example screen shot showing a "foam panel" for navigation.

[0059] FIG. 10 is an example screen shot showing "drag and drop" functionality.

[0060] FIG. 11 shows an example of an origami in several different states of unfolding.

[0061] FIG. 12 is an example screen shot showing an "annotation line".

[0062] FIG. 13 is an example screen shot showing a possible representation of quantitative

data.

[0063] FIG. 14 shows an example screen shot of a "super-feed" on a mobile phone.

[0064] FIG. 15 shows an alternative representation of data on timelines, where data

elements comprise multiple connected steps in time sequence.

[0065] FIG. 16 is a block diagram of a user interface, according to some embodiments.



[0066] FIG. 17 is a block diagram of an architecture of a pre-fetching module, according

to some embodiments.

[0067] FIG. 18 is a flowchart of a method for displaying views of data packages,

according to some embodiments.

[0068] FIGS. 19A, 19B, 19C, and 19D each show a block diagram of a form of graphic

item, according to some embodiments.

[0069] FIGS. 20A, 20B, 20C, and 20D are examples of screen shots showing states of a

user interface during a transformation between views of a data package, according to some

embodiments.

[0070] FIG. 2 1 depicts a flow chart of an example method for processing a sphere.

DETAILED DESCRIPTION

[0071] FIG. 16 shows a user interface 1600, according to some embodiments. The user

interface 1600 may include one or more timelines 1610 and one or more control

components ("widgets") 1602-1608 for controlling what information is displayed on the

timelines 1610. In some embodiments, a user may use the widgets 1602-1608 to identify a

data package, a view of the data package, and a time period. In response, the user

interface 1600 may display portions of the timelines corresponding to the specified time

period, with graphic items (1622, 1624) representing data objects identified by the data

package displayed on the timelines. The graphic items may be assigned to different

timelines according to the view specified by the user, and may be arranged

chronologically on the timelines 1610 to which they are assigned.

[0072] In some embodiments, the user interface 1600 includes a data package widget 1602

for specifying one or more data packages to display on the timelines, a view widget 1604

for specifying a view of the displayed data package(s), a filter widget 1606 for specifying

filtration criteria (alternately referred to herein as "search criteria"), and/or one or more

navigation widgets 1608 for specifying one or more time periods to be shown on the

timelines. The widgets 1602-1608 may be implemented using any suitable user interface

components, including, without limitation, text input boxes, drop-down menus, drop-down

lists, list boxes, sliders, scroll bars, zoom controls, checkboxes, multi-selection lists, radio

buttons, checkboxes, etc. For example, the navigation widget(s) 1608 may include a zoom

control (e.g., for zooming out to show a longer time period on the timelines or zooming in

to show a shorter time period on the timelines), a scroll bar (e.g., for scrolling to show an

earlier or later time period on the timelines), arrow buttons (e.g., for scrolling). In some



embodiments, the time period displayed on the timelines may be adjusted using gestures

(e.g., swiping left to scroll to a later time period, swiping right to scroll to an earlier time

period, pinching in to zoom out to a longer time period, pinching out to zoom in to a

shorter time period, etc.).

[0073] The user interface 1600 may display graphic items representing data objects from

one or more "data packages" (alternately referred to herein as "spheres") on the timelines

16 10 . In some embodiments, a data package identifies one or more data objects, which

may be contained within the data package or stored remotely and referenced by the data

package using, for example, pointers or links. These and other aspects of data packages

are described in further detail below.

[0074] In some embodiments, a data object includes or is associated with a tag, which

indicates a time corresponding to the data obj ect. The time corresponding to the data

object may include a time-of-day, a date, a day of the week, a month, a year, a decade, a

century, a time period relative to a reference time, any other suitable representation of

time, or any combination thereof. In some embodiments, the time corresponding to the

data object represents the time the data object was created, the time the contents of the

data object were created, the time the contents of the data object were provided on a data

channel, a time specified by a user, or any other suitable time.

[0075] In some embodiments, a data object includes or is associated with a data payload,

which represents payload information. The data payload may include any suitable data,

including, without limitation, one or more text messages, emails, images, videos,

documents, files, etc. Also, the data payload may be extracted or obtained from any

suitable application, including, without limitation, a social networking application, a social

media application, a communication application (e.g., an email client, a text messaging

application, an instant messaging application), etc.

[0076] In some embodiments, portions of the payload data of a data object may be

assigned to two or more data layers. In some embodiments, the data object includes layer

data indicating which portions of the data object's payload data are assigned to which

layers. The data layers may be organized hierarchically, such that some data layers (e.g.,

lower-level layers) include other data layers (e.g., higher-level layers), or portions thereof.

For example, a first layer Li may include portions of the payload data suitable for

representing the data object at a high level of abstraction (a low degree of detail), a second

layer L2 may include portions of the payload data suitable for representing the data object

at lower level of abstraction (a greater degree of detail), and so on. Some layers may



include data that can be derived from the payload data but are not actually stored in the

payload data. As described in further detail below, the layering of the payload data may

facilitate efficient implementations of the user interface 1600.

[0077] Returning to FIG. 16, the user interface 1600 may include one or more timelines

16 10 . Collectively, the timelines 1610 and graphic items ( 1622, 1624) arranged thereon

represent a specified view of one or more specified data package(s), or a portion thereof.

In some embodiments, the displayed portion of each timeline corresponds to a specified

time period. In some embodiments, each timeline is associated with a corresponding class

of data object, and the specified view corresponds to a mapping between the data objects

of the specified data package(s) and the timelines, wherein the mapping specifies the class

of data object associated with each timeline.

[0078] Any suitable view of the data package(s) may be displayed. Some examples of

suitable views may include a "channel view" (in which each timeline corresponds to an

application or channel through which data are transmitted), a "user view" (in which each

timeline corresponds to a user or group of users); a "source code repository view" (in

which each timeline corresponds, for example, to a source code repository or a branch or

trunk within a repository); a "topical view" (in which each timeline corresponds to a

topic); a "geographical view" (in which each timeline corresponds, for example, to a

geographical, geopolitical, or spatial region); etc.

[0079] Each graphic item ( 1622, 1624) displayed on a particular timeline may represent

one or more data objects in the specified data package(s) that are in the data class

associated with the timeline and tagged with time(s) within the time period represented by

the timeline. In some embodiments, different types of graphic items may be displayed, for

example, object-type graphic items 1622 and/or cluster-type graphic items 1624.

[0080] In some embodiments, an object-type graphic item 1622 (alternately referred to

herein as an "origami") represents a single data object. The form (e.g., size, shape, etc.) of

an object-type graphic item 1622 may be adjustable, and the user interface 1600 may

automatically adjust the form of an object-type graphic item 1622 to display more or less

information about the corresponding data object. In some embodiments, the forms of an

object-type graphic item may correspond to the layers of payload data in the

corresponding data object, such that a first form Fi of the object-type graphic item

represents data from (or based on) a first layer Li of the payload data, a second form F2 of

the object-type graphic item represents data from (or based on) a second layer L2 of the

payload data, and so on. Some examples of obj ect-type graphic items 1622 are shown in



FIGS. 2-15 and 19-20D, and described below. See, for example, FIG. 11, which shows

examples of different forms of object-type graphic items.

[0081] The transition from a smaller form Fi of an obj ect-type graphic item (representing,

for example, a higher layer of payload data) to a larger form F2 of the object-type graphic

item (representing, for example, a lower level of payload data) may be referred to herein

as "unfolding an origami" or "unfolding." In some embodiments, an "unfolded" form

FK+i of an object-type graphic item may comprise the graphic content from the adjacent

"folded" form FK of the object-type graphic item, in combination with additional graphic

content representing lower-level details extracted from or based on a lower level of

payload data.

[0082] Likewise, the transition from a larger form F2 of an object-type graphic item

(representing, for example, a lower layer of payload data) to a smaller form F2 of the

object-type graphic item (representing, for example, a higher level of payload data) may

be referred to herein as "folding an origami" or "folding." In some embodiments, a

"folded" form FK of an object-type graphic item may comprise a subset of the graphic

content from the adjacent "unfolded" form FK+i of the object-type graphic item, thereby

omitting lower-level details of the data object.

[0083] In some embodiments, when the user interface 1600 displays a channel view of a

data package, the object-type graphic item representing a particular data object may

include an image of the user who provided the data object's payload. See, for example,

graphic item 2022 in FIG. 20A. In some embodiments, when the user interface 1600

displays a user view of a data package, the object-type graphic item representing a

particular data obj ect may include an image corresponding to the channel/application

through which the data object's payload was provided. See, for example, graphic item

2052 in FIG. 20C.

[0084] In some embodiments, a cluster-type graphic item 1624 (alternately referred to

herein as a "cluster") represents two or more data objects. The user interface 1600 may,

for example, display a cluster-type graphic item on a portion of a timeline when the

density of data objects tagged with times the time period corresponding to that portion of

the timeline is relatively high. In this way, the cluster-type graphic item can convey that

there are a relatively large number of data objects represented in a relatively short time

period, and the user can the zoom in on that time period, if desired, to obtain more detailed

information about the corresponding data objects.



[0085] The form (e.g., size, shape, etc.) of a cluster-type graphic item 1624 may be

adjustable, and the user interface 1600 may automatically adjust the form of an cluster-

type graphic item 1624 (e.g., to display more or less information about the corresponding

data obj ects). In some embodiments, at least some forms of a cluster-type graphic item

may correspond to layers of payload data in the corresponding data objects, such that a

first form Fi of the cluster-type graphic item represents data from (or based on) a first

layer Li of the objects' payload data, a second form F2 of the cluster-type graphic item

represents data from (or based on) a second layer L2 of the objects' payload data, and so

on. Some examples of object-type graphic items 1622 are shown in FIGS. 2, 7-9, 13 and

14, and described below.

[0086] Returning again to FIG. 16, the user interface 1600 may be capable of performing

various operations, including, for example, scrolling the timelines (to earlier or later time

periods), zooming the timelines (to longer or shorter time periods), sorting the timelines,

filtering the data displayed on the timelines, responding to selection of a graphic item or

portion thereof, transforming the display from one view of the data package(s) to another

view, etc. These operations are described in further detail below.

[0087] In response to receiving user input indicative of scrolling the timelines (e.g.,

swiping, moving a scroll bar, selecting an arrow button, etc.), the user interface 1600 may

scroll the timelines to show an earlier or later time period. When the timelines are

scrolled from a first time period to a second time period, graphic items representing data

objects tagged with times in the second time period are displayed on the timelines, and

graphic items representing data objects tagged with times not in the second time period are

removed from the display.

[0088] In response to receiving user input indicative of zooming the timelines (e.g.,

pinching, selecting a zoom control, entering a zoom factor, etc.), the user interface 1600

may zoom the timelines to show a time period of the indicated duration. As the user

interface 1600 "zooms in" on time periods of shorter and shorter duration, the graphic

items representing data objects may transform (e.g., "unfold") into forms showing

increasing levels of detail about the corresponding data objects (e.g., forms corresponding

to or based on lower layers of the data objects' payload data).

[0089] In addition or in the alternative, as the user interface 1600 zooms in, a cluster-type

graphic item 1624 may fragment into two or more graphic items, each of which may itself

be a cluster-type graphic item 1624 or an object-type graphic item 1622. As described

above, a cluster-type graphic item may be displayed on a portion of a timeline when the



density of data objects tagged with times the time period corresponding to that portion of

the timeline is relatively high. As the user interface zooms in on such a time period, the

portion of the timeline corresponding to that time period becomes larger, and the density

of the data objects corresponding to that portion of the timeline decreases (in much the

same way that the density of a gas decreases when the volume of the gas's container

increases). As the density of the data objects decreases, there is additional space available

on the timeline to display more information about the data objects. The user interface

1600 may take advantage of this additional space by fragmenting the cluster-type graphic

item into two or more graphic items. The determination to fragment a cluster-type graphic

item into two or more graphic items may be based on (1) the time tags of the data objects

represented by the cluster or represented by any adjacent graphic items on the timeline, (2)

the duration of the time period represented by the displayed portion of the timeline, (3) the

total number of data objects to be represented on the displayed portion of the timeline, (4)

the number of data objects in the cluster, (5) the length of the displayed portion of the

timeline as displayed on a display device, and/or (6) any other suitable criteria.

[0090] Likewise, as the user interface 1600 "zooms out" to time periods of longer and

longer duration, the graphic items representing data objects may transform (e.g., "fold")

into forms showing decreasing levels of detail about the corresponding data objects (e.g.,

forms corresponding to or based on higher layers of the data objects' payload data).

[0091] In addition or in the alternative, as the user interface 1600 zooms out, object-type

graphic items may merge to form a cluster-type graphic-item, and object-type or cluster-

type graphic items may merge with existing cluster-type graphic-items. As the user

interface zooms out, the portion of the timeline corresponding to a particular time period

becomes smaller, and the density of the data objects corresponding to that portion of the

timeline increases (in much the same way that the density of a gas increases when the

volume of the gas's container decreases). As the density of the data objects increases,

there is less space available on the timeline to display information about each of the data

objects. The user interface 1600 may address this situation by creating or expanding

cluster-type graphic items. The determination to assign a candidate data object to a

cluster-type graphic item may be based on (1) the time tags of the candidate data object

and any data objects already in the cluster, (2) the duration of the time period represented

by the displayed portion of the timeline, (3) the total number of data objects to be

represented on the displayed portion of the timeline, (4) the number of data objects already

in the cluster, (5) the length of the displayed portion of the timeline as displayed on a



display device, and/or (6) any other suitable criteria. In some embodiments, the user

interface 1600 permits graphic items to overlap to a specified extent (e.g., 40% of the

width of the graphic item having the smaller width) before merging the graphic items into

a cluster-type graphic item.

[0092] In some embodiments, the user interface 1600 display the timelines 16 10 in an

order determined by suitable ordering or ranking criteria. For example, the user interface

1600 may order the timelines from top-to-bottom in descending order of "activity" or

"importance". The "activity" rankings of the timelines may, for example, be determined

using heuristics based on the rate at which the user (or a group of users, for example, the

group of users who have permission to access the data package) interacts with graphic

items on each timeline, the rate at which the user (or a group of users) adds new data

objects to each timeline, how recently new data objects were added to each timeline, etc.

The "importance" rankings of the timelines may, for example, be determined using

heuristics based on the rate at which particular users (e.g., supervisors or managers in an

organizational setting, specified users, etc.) interact with or add new data objects to each

timeline, attributes of the data objects added to each timeline (e.g., attributes indicating

urgency or importance), etc. In some embodiments, the user interface 1600 may reorder

the timelines dynamically, as the relevant rankings of the timelines change. In some

embodiments, the user may specify the order in which the timelines are displayed and/or

pin one or more timelines in specified locations within the user interface.

[0093] In some embodiments, the user interface 1600 may filter a view of a data package

such that the displayed graphic items represent only data obj ects that satisfy specified

filtering criteria (or search criteria). For example, in response to the user specifying filter

criteria (e.g., keywords, users, data types, etc.) using filter widget 1606, the user interface

1600 may exclude data objects in the data package that do not satisfy the specified criteria

from the view, such that these data objects are not represented by graphic items on the

timelines.

[0094] In response to the user selecting a cluster-type graphic item 1624 (e.g., clicking on

the graphic item, hovering the mouse pointer over the graphic item, touching the graphic

item, etc.), the user interface 1600 may take any suitable action. In some embodiments,

selecting a cluster-type graphic item 1624 (or a particular portion of the graphic item, for

example, a particular icon) causes the user interface 1600 to display a "super-feed" (e.g., a

list of object-type graphic items corresponding to the data objects represented by the

cluster). In some embodiments, selecting a cluster-type graphic item 1624 (or a particular



portion of the graphic item, for example, another icon) causes the user interface 1600 to

zoom in on the time period occupied by the data objects in the cluster (e.g., by zooming in

on substantially the smallest time period that includes the tagged times of all the data

objects in the cluster). In some embodiments, selecting a particular portion of a cluster-

type graphic item 1624 causes the user interface 1600 to display, on the timelines 16 10, a

view of a data package related to the data objects represented by the graphic item 1624.

This operation may be referred to herein as a "wormhole" operation, and the graphic item

that is used to initiated the wormhole operation may be referred to herein as a "wormhole

cluster".

[0095] In response to the user selecting an object-type graphic item 1622, the user

interface 1600 may take any suitable action. In some embodiments, selecting an obj ect-

type graphic item (or a particular portion of the graphic item, for example, a particular

icon) causes the item to unfold from its current form FK (e.g., into the adjacent form FK+i,

into the fully unfolded form, or into any other suitable form). In some embodiments,

selecting an object-type graphic item (or a particular portion of the graphic item, for

example, a different icon) causes the device displaying the user interface 1600 to load (or

navigate to) the data object corresponding to the graphic item in the application from

which the data obj ect was obtained. In this manner, the user interface 1600 can perform

functions generally associated with a file manager or file browser. In some embodiments,

selecting a particular portion of an object-type graphic item 1622 causes the user interface

1600 to display a view of a data package related to the data object represented by the

graphic item 1622 on the timelines 1610. This operation may be referred to herein as a

"wormhole" operation, and the graphic item that is used to initiated the wormhole

operation may be referred to herein as a "wormhole origami".

[0096] FIGS. 19A-D show block diagrams of a graphic item 1900, according to some

embodiments, which illustrate some of the operations that the user interface 1600 may

perform when a user selects the graphic item 1900. The graphic item 1900 may be an

object-type graphic item or a cluster-type graphic item. In the example of FIG. 19A, the

graphic item 1900a includes an affordance 1902 (e.g., an icon, button, link, etc.)

representing other data packages ("spheres"). When the user selects the affordance 1902,

the graphic item may unfold as shown in FIG. 19B. The unfolded graphic item 1900b

may include a panel 1912 (e.g., a foam panel, as described below), with one or more

affordances 1914 corresponding to other data packages. The data package affordances

may be displayed in a list, displayed graphically as in FIG. 19B, or represented in any



other suitable manner. When the user selects an affordance 1914 corresponding to a data

package, as shown in FIG. 19C, the user interface may being loading a view of that data

package onto the timelines 161 0 . In some embodiments, when the user interface begins

loading the selected data package, an image representing the data package (e.g., an image

of a sphere) may expand to fill a portion of the user interface, as represented by the arrows

in FIG. 19D, thereby conveying to the user that a view of the selected data package will be

displayed.

[0097] In some embodiments, the data packages represented by the data package

affordances 1914 in the panel 1912 may be related to the data package(s) currently

displayed, or related to the data object(s) represented by the graphic item 1900. The data

packages corresponding to the affordances may be ranked of scored according to suitable

criteria (e.g., degree of relevance to the data object(s) represented by the graphic item

1900), and the data package affordances 1914 may be arranged in a manner that conveys

the rankings or the scores of the corresponding data packages. For example, the

affordances 1914 corresponding to data packages with higher ranks or scores may be

larger than the affordances 1914 corresponding to data packages with lower ranks or

scores, and/or may be displayed in more prominent positions (e.g., earlier in a list) than the

affordances 1914 corresponding to data packages with lower ranks or scores.

[0098] Any suitable techniques or criteria may be used to determine which data packages

are "related" to the data object(s) represented by a particular graphic item, and/or to

assigns relevance rankings or scores to the related data packages. For example, the system

may operate a "data package crawler" that crawls and indexes the data packages, and may

identify related data packages by using a "data package search engine" to search the index

for keywords extracted from the data payload(s) of the data object(s) represented by the

graphic item 1900. As another example, the system may operate a "data package ranking

module" that ranks or scores the data packages identified by the "data package search

engine" based on analysis of user clicks in the panels 1912, dwell time, etc. Other

examples of criteria suitable for determining whether and to what extent a data package

DP is related to the data object(s) represented by a graphic item 1900 may include (1) the

extent to which the owner(s) or originator(s) of the data object(s) represented by the

graphic item 1900 have provided data objects that appear in the data package DP, (2) the

extent to which keywords or other textual content extracted from the payload(s) of the data

object(s) represented by the graphic item 1900 appear in the data objects of the data

package DP, (3) the extent to which geotags extracted from the payload(s) of the data



object(s) represented by the graphic item 1900 represent locations proximate to locations

represented by geotags in the data objects of the data package DP.

[0099] As just one example of a wormhole operation, a user ("User 1") may be using the

user interface 1600 to display a view of a data package ("DP X") related to the

development of the back-end of a software tool. The user interface 1600 may display a

graphic item representing an email sent by another user ("User 2") to User 1. The email

mentions a software component being developed by a third user ("User 3"), which

provides an interface to a feature implemented in the software's back-end. The interface

component is part of the front-end of the software, and communications relating to the

interface component are generally not included in DP X . However, after reading the

email, User 1 decides to access another data package ("DP Y") related to the development

of the interface component. To find DP Y, User 1 clicks on the affordance 1902 in the

graphic item 1900 representing the email, and the graphic item unfolds to show data

package affordances 1914 representing other data packages, including a DP Y. User 1 can

then select the affordance representing DP Y to load a view of DP Y on the timelines.

[00100] As described above, a user may use view widget 1604 to control which

view of a data package is displayed by the user interface 1600. If the user interface 1600

is already displaying one view of a data package, and the user provides input instructing

the user interface to display a different view of the data package, the user interface 1600

may display an animation illustrating a transformation between the two views.

[00101] FIGS. 20A-20D show screen shots of a user interface before, during, and after a

transformation between different views of a data package, according to some

embodiments. In the screen shot of FIG. 20A, a channel view of a data package is

displayed, with four timelines 2010a-201 0d corresponding to four applications or data

channels (e.g., Facebook, Messenger, Instagram, and Twitter, respectively), and with four

images 2012a-2012d representing the data channels (or applications) corresponding to the

respective timelines 201 0a-2010d. Object-type graphic items 2022-2030 representing data

objects corresponding to five different users are displayed on the timelines, including

graphic items 2022a-d representing data objects corresponding to (e.g., originated or

provided by) a first user, graphic items 2024a-e representing data objects corresponding to

a second user, graphic items 2026a-b representing data objects corresponding to a third

user, graphic items 2028a-b representing data objects corresponding to a fourth user, and

graphic items 2030a-b representing data objects corresponding to a fifth user. Also, in the



example of FIG. 20A, each graphic item representing a data item corresponding to a

particular user includes graphic content (e.g., an image) representing that user.

[00102] In the screen shot of FIG. 20D, a user view of the same time period and data

package is displayed, with five timelines 201 0a-201 0e corresponding to the five users. In

particular, the five timelines 2010a, 2010b, 2010c, 201 Od, and 201 Oe correspond,

respectively, to the first user, the fifth user, the fourth user, the second user, and the third

user, and the graphic content (e.g., image) representing each user is displayed adjacent to

the timeline corresponding to that user. Object-type graphic items 2022-2030 are

displayed on the timelines, including graphic items 2022a-d representing data objects

corresponding to the first user and displayed on timeline 2010a, graphic items 2030a-b

representing data obj ects corresponding to the fifth user and displayed on timeline 2010b,

graphic items 2028a-b representing data objects corresponding to the fourth user and

displayed on timeline 201 0c, graphic items 2024a-e representing data obj ects

corresponding to the second user and displayed on timeline 201 0d, and graphic items

2026a-b representing data objects corresponding to the third user and displayed on

timeline 201 Oe. Also, in the example of FIG. 20D, each graphic item representing a data

item corresponding to a particular data channel or application includes graphic content

(e.g., an image) representing that data channel or application.

[00103] Thus, in the views of FIGS. 20A and 20D, one attribute of the data object(s)

represented by a graphic item is visualized spatially by positioning the graphic item on a

timeline corresponding to that attribute, and another attribute of the data object(s)

represented by the graphic item is visualized graphically by displaying, on the graphic

item, graphic content corresponding to the other attribute. In particular, in the example of

FIG. 20A, representing a channel view, the spatially visualized data attribute is the data's

channel, and the graphically visualized attribute is the data's originating or contributing

user. In the example of FIG. 20B, representing a user view, the spatially visualized data

attribute is the data's originating or contributing user, and the graphically visualized

attribute is the data's channel.

[00104] More generally, in a first view of a data package, a "primary attribute" of the data

object(s) represented by a graphic item may be visualized spatially by positioning the

graphic item on a timeline corresponding to that primary attribute, and a "secondary

attribute" of the data obj ect(s) represented by a graphic item may be visualized graphically

by displaying (on the graphic item) graphic content representing the secondary attribute.

In a second view of the data package, the "primary attribute" of the data object(s)



represented by a graphic item may be visualized graphically by displaying (on the graphic

item) graphic content representing the primary attribute, and the "secondary attribute" of

the data object(s) represented by the graphic item may be visualized spatially by

positioning the graphic item on a timeline corresponding to that secondary attribute.

[00105] In such cases, a transformation from the first view to the second view of the data

package may be effected by (1) adjusting the number of timelines to match the number of

unique values of the secondary attribute observed in the data package's data objects, (2)

moving the graphic items to the timelines corresponding to the secondary attributes of the

graphic items' data objects (without changing the graphic items' chronological positions),

(3) changing the graphic content on the graphic items to represent the primary attributes of

the graphic items' data objects, and (4) changing the graphic content corresponding to

each timeline to represent the secondary attribute corresponding to that timeline.

Likewise, a transformation from the second view to the first view of the data package may

be effected by (1) adjusting the number of timelines to match the number of unique values

of the primary attribute observed in the data package's data objects, (2) moving the

graphic items to the timelines corresponding to the primary attributes of the graphic items'

data objects (without changing the graphic items' chronological positions), (3) changing

the graphic content on the graphic items to represent the secondary attributes of the

graphic items' data objects, and (4) changing the graphic content corresponding to each

timeline to represent the primary attribute corresponding to that timeline.

[00106] The screen shots of FIGS. 20B and 20C represent intermediate stages of the user

interface during the above-described transformation from the channel view of the data

package to the user view of the data package, according to some embodiments. In the

example of FIG. 20B, each vertical dashed line 2042 represents the path of movement of a

corresponding graphic item, and the arrows at the ends of the vertical dashed lines

represent the direction of the graphic item's movement. Each dashed perimeter 2044

represents the starting location of a corresponding graphic item, which is connected to the

dashed perimeter 2044 by a corresponding vertical dashed line. The horizontal dashed

line 201 Oe represents a new timeline. (In some embodiments, the user interface actually

displays the dashed lines shown in FIG. 20B during the animated transformation. In some

embodiments, the dashed lines are not displayed.)

[00107] In the example of FIG. 20C, each vertical dashed line 2042 represents the path of

movement of a corresponding graphic item, and the arrows at the ends of the vertical

dashed lines represent the direction of the graphic item's movement. Each dashed



perimeter 2046 represents the starting location of a corresponding graphic item, which is

connected to the dashed perimeter 2044 by a corresponding vertical dashed line. (In some

embodiments, the user interface actually displays the dashed lines shown in FIG. 20C

during the animated transformation. In some embodiments, the dashed lines are not

displayed.)

[00108] In the animation illustrated in FIGS. 20B and 20C, the graphic content on the

graphic items may be changed to represent the primary attributes of the graphic items'

data objects at any time during the animation, and the graphic content corresponding to

each timeline may be changed to represent the secondary attribute corresponding to that

timeline at any time during the animation. The movement of the graphic items and the

change in the graphic content of the graphic items may occur gradually, to convey to the

user that each graphic item continues to represent the same data object(s) before and after

the transformation is completed.

[00109] In the example of FIGS. 20A-20D, each of the illustrated graphic items is an

object-type graphic item. In some embodiments, a transformation from a first view of a

data package to a second view of a data package may be initiated while one or more

cluster-type graphic items are displayed. In such cases, completing the transformation

may involve breaking up the cluster into constituent object-type graphic items and moving

the object-type graphic items from a source cluster on one timeline to positions on two or

more destination timelines, depending on the attributes of the data objects represented by

the cluster-type graphic item. Likewise, a transformation from a first view of a data

package to a second view of a data package may result in the formation of clusters,

depending on how the graphic items are arranged when the transformation is complete.

[00110] FIG. 17 shows a block diagram of one possible architecture of pre-fetching

module 1700 of a user interface 1600, according to some embodiments. In some

embodiments, the pre-fetching module 1700 fetches data corresponding to data packages

and/or data objects before the user interface 1600 requests such data, based on predictions

that the user interface 1600 will request the pre-fetched data soon (e.g., within a specified

time period, or within a specified number of data requests.) In some embodiments, data

packages and/or data objects identified by the data packages may be stored remote from a

client device that displays the user interface 1600. For example, the data packages and/or

data obj ects may be stored on one or more servers communicatively coupled to the client

device by one or more communication networks (e.g., the Internet). In some

embodiments, pre-fetching the data corresponding to such data packages and/or data



objects greatly reduces the user perceptible latency associated with displaying views of

data packages on timelines.

[00111] In the example of FIG. 17, the pre-fetching module includes a data cache 17 10, a

cache controller 1720, a pre-fetching engine 1730, and a data aggregator 1740. Each of

these components is described in further detail below.

[00112] In some embodiments, the data cache 17 10 caches data representing data objects.

The data cache 17 10 can hold data representing data objects recently displayed by the user

interface. Alternatively or in addition, the data cache 17 10 can hold pre-fetched data

representing data objects predicted to be displayed soon, even if these data objects were

not recently displayed.

[00113] In some embodiments, the cache controller 1720 implements a "purging policy"

(or "replacement policy") for the data cache 1710. The purging policy determines which

cached data are purged to create cache space for newly fetched data. As with any cache,

an effective purging policy can improve the performance of the cache (and the related

performance of the system) by retaining data that are likely to be requested soon and

purging data that are less likely to be requested soon. Any suitable purging policy may be

used, including, without limitation, a least-recently used (LRU) purging policy, a first-in-

first-out (FIFO) purging policy etc.

[00114] In some embodiments, the purging policy identifies the data to be purged based, at

least in part, on the user's navigation of the timelines. For example, when the user

interacts with the user interface by scrolling the timelines from left-to-right (e.g., from an

earlier time period to a later time period), data representing data obj ects tagged with times

that are earlier than the earliest displayed time may be purged. Optionally, data

representing data objects tagged with times that are earlier than the earliest displayed time

but fall within a backward-in-time buffer period relative to the earliest displayed time may

be retained. When the user interacts with the user interface by scrolling the timelines from

right-to-left (e.g., from a later time period to an earlier time period), data representing data

objects tagged with times that are later than the latest displayed time may be purged.

Optionally, data representing data objects tagged with times that are later than the latest

displayed time but fall within a forward-in-time buffer period relative to the latest

displayed time may be retained.

[00115] As another example, when the user has been viewing the same time period for

longer than a specified amount of time, data representing data objects tagged with times

that are earlier than the backward-in-time buffer time period or later than the forward-in-



time buffer time period may be purged. When the user interacts with the user interface by

zooming in, data representing data objects tagged with times that are earlier than the

backward-in-time buffer time period or later than the forward-in-time buffer time period

may be purged. When the user interacts with the user interface by zooming out, data

representing lower layers of the displayed objects' payload data may be purged.

[00116] In some embodiments, the pre-fetching engine 1730 predicts which data

packages, time periods, data objects, and/or data object layers are most likely to be

displayed soon, and pre-fetches the corresponding data. The pre-fetching engine 1730

may use heuristic rules that embody predictions as to which data packages, time periods,

data objects, and/or data object layers are most likely to be displayed soon. For example:

[00117] (1) When the user interacts with the user interface by selecting graphic items on

timelines, tracing a path from left-to-right (e.g., from graphic items representing data

objects tagged with earlier times to graphic items representing data obj ects tagged with

later times), the pre-fetching engine may pre-fetch data representing data objects tagged

with times after the end of the displayed time period.

[00118] (2) When the user interacts with the user interface by selecting graphic items on

timelines, tracing a path from right-to-left (e.g., from graphic items representing data

objects tagged with later times to graphic items representing data objects tagged with

earlier times), the pre-fetching engine may pre-fetch data representing data objects tagged

with times before the start of the displayed time period.

[00119] (3) When the user interacts with the user interface by scrolling the timelines from

left-to-right, the pre-fetching engine may pre-fetch data representing data objects tagged

with times after the end of the displayed time period.

[00120] (4) When the user interacts with the user interface by scrolling the timelines from

right-to-left, the pre-fetching engine may pre-fetch data representing data objects tagged

with times before the end of the displayed time period.

[00121] (5) When the user has been viewing the same time period for longer than a

specified amount of time, the pre-fetching engine may pre-fetch data representing data

objects tagged with times outside and adjacent to the displayed time period.

[00122] (6) When the user interacts with user interface by shifting the focus to a particular

graphic item (e.g., hovering the mouse pointer over the graphic item), and the graphic item

represents data from payload layer LK of the payload data of the corresponding data

object(s), the pre-fetching engine may pre-fetch data representing payload layer LK+i for

the graphic item and/or adjacent graphic items.



[00123] (7) When the user interacts with the user interface by zooming out (e.g., adjusting

the timelines to display a time period of greater duration than the previously-displayed

time period), the pre-fetching engine may pre-fetch data representing data objects tagged

with times outside and adjacent to the displayed time period. If the currently-displayed

graphic items represent data from payload layer LK of the data objects' payload data, the

pre-fetching engine may pre-fetch data representing payload layer LK or LK-i for the

adjacent objects.

[00124] (8) When the user interacts with the user interface by zooming in (e.g., adjusting

the timelines to display a time period of greater duration than the previously-displayed

time period), and the currently-displayed graphic items represent data from payload layer

LK of the data objects' payload data, the pre-fetching engine may pre-fetch data

representing payload layer LK+I (or, optionally, a lower layer) for the currently displayed

graphic items.

[00125] (9) When the user interacts with the user interface by unfolding the portion of an

origami that includes links to related data packages, the pre-fetching engine may pre-fetch

data representing data objects from the most relevant data package(s). The pre-fetch

engine can limit the pre-fetching to data representing particular layers of the payload data

(e.g., layers representing the data objects at a high level of abstraction) and/or to data

representing data objects tagged with particular times (e.g., times within the same time

period currently displayed on the timelines).

[00126] The pre-fetching engine may use one or more parameters or criteria to control the

amount of data pre-fetched, the type of data pre-fetched, etc. For example, regarding the

amount of data pre-fetched:

[00127] (1) The pre-fetching engine can request data representing all data objects tagged

with times within a specified time period.

[00128] (2) The pre-fetching engine may determine the length of the time period for which

data is pre-fetched based on the rate at which the user is tracing a path across the

timelines, scrolling the timelines, or zooming the timelines, such that the data representing

a given data object is predicted to be stored in the pre-fetch cache before the user

navigates to the portion of the timeline which includes that data object.

[00129] (3) The pre-fetching engine can pre-fetch more data for higher-ranked timelines

and less data for lower-ranked timelines. For example, the pre-fetch engine can request

lower layers of payload data for the higher-ranked timelines and higher layers of payload

data for the lower-ranked timelines. As another example, the pre-fetch engine can request



data representing data objects tagged with times within longer time periods for higher-

ranked timelines, and data representing data objects tagged with times within shorter time

periods for lower-ranked timelines

[00130] (4) The pre-fetching engine can use filtration criteria to limit the amount of data

pre-fetched. For example, the pre-fetching engine's request can specify any filtration

criteria provided by the user, and the server can respond by sending only data

corresponding to data objects that satisfy the specified criteria. Alternatively, the server

can send data corresponding to data objects without regards to any filtration criteria, and

the pre-fetching engine can apply the filtration criteria to filter out data that don't match

the criteria rather than caching such data.

[00131] Regarding the type of data pre-fetched:

[00132] (1) In some embodiments, the server sends the data objects, portions thereof, or

data derived from the data objects to the pre-fetching engine, and the user interface uses

the pre-fetched data (as appropriate) to generate graphic items dynamically. In such

embodiments, the pre-fetched data representing a data object may include the data object's

time tag and all the data object's payload data or a portion thereof (e.g., a layer of the

payload data).

[00133] (2) In some embodiments, the server constructs the graphic items and sends them

to pre-fetching engine, which stores the pre-fetched graphic items in the data cache. This

technique can reduce the amount of data transmitted across the network, because only

graphic items that are likely to be displayed are pre-fetched. To facilitate construction of

the graphic items, the pre-fetching engine may notify the server of the client's user

interface parameters (e.g., the width of the user interface, the duration of the time period

represented by the displayed portions of the timelines, etc.), so the server can determine

when to construct cluster-type graphic items representing two or more data objects, which

data objects to associate with a particular cluster-type graphic item, when to construct

object-type graphic items representing a single data object, what form of object-type

graphic item to construct for a particular data object, etc.

[00134] (3) In some embodiments, when initiating a pre-fetching operation, the pre

fetching engine's request can indicate whether the server should (1) construct the clusters /

origamis (and if so, what level of clustering or folding to implement) or (2) send portions

of the data objects and/or data derived from the data objects (and if so, which portions of

the data object and/or which derived data). In some embodiments, the pre-fetching engine

make these determinations based on the observed pattern of user scrolling and zooming



operations. For example, if the user is zooming in and out and scrolling back and forth

within a particular time period, the pre-fetching engine may request the full data for the

time period and cache it locally, to avoid continual retransmission of the same data. As

another example, if the user is scrolling quickly in one direction, the pre-fetching engine

request the corresponding graphic items, to avoid unnecessary transmission of more data.

As another example, if the user is scrolling at a particular zoom level, the pre-fetching

engine may request graphic items or data object payload data consistent with that zoom

level, to avoid unnecessary transmission of more data.

[00135] In some embodiments, the data aggregator 1740 performs read coalescing on data

pre-fetching requests and/or data fetching requests to reduce duplicate transmission of the

same data by the server. For example:

[00136] (1) If multiple devices on the same local network are generating requests to fetch

the same data (e.g., overlapping data in the same data package, the same data referenced in

multiple data packages, etc.), such requests may be coalesced.

[00137] (2) If a single user device is running multiple instances of the user interface which

are generating requests to fetch the same data (e.g., overlapping data in the same data

package, the same data referenced in multiple data packages, etc.), such requests may be

coalesced.

[00138] (3) If a single instance of the user interface is generating multiple requests to fetch

the same data (e.g., overlapping data in the same data package), such requests may be

coalesced. This scenario may arise if the user is rapidly zooming in and out or scrolling

left and right, such that the pre-fetching engine generates multiple requests for the same

data or overlapping data in rapid succession.

[00139] FIG. 18 shows a flowchart of a method 1800 for displaying views of data

packages, according to some embodiments. The method 1800 may be performed, for

example, by the device (e.g., client device) that displays the user interface 1600. In some

embodiments, portions of the displayed data are pre-fetched prior to being requested by

the user interface.

[00140] In step 1810, the user interface displays at least a portion of a view of one or more

data packages on the timelines.

[00141] In step 1820, the device determines whether user input to the user interface 1600

has been provided. Some examples of user input may include input indicative of scrolling

the timelines, zooming in on the timelines, zooming out on the timelines, selecting a



cluster-type graphic item, selecting an object-type graphic item, selecting an affordance

representing a data package, etc.

[00142] If user input is detected, then the user interface is updated based on the user input

at step 1830. Updating the user interface may include displaying the portions of the

timelines representing the time period indicated by the user's input, and displaying the

graphic items representing data objects tagged with times in the newly-displayed portions

of the specified time period. If data representing such graphic items are available locally

(e.g., in the data cache 17 10), this data may be used to update the user interface quickly,

thereby reducing or eliminating any user-perceptible delay. If data representing such data

objects are available locally (e.g., in the data cache 17 10), this data may be used to

generate such graphic items and update the user interface quickly, thereby reducing or

eliminating any user-perceptible delay. If neither the data representing such graphic items

nor the data representing such data objects are available locally, such data may be fetched,

and graphic items representing such data objects may be generated. In addition,

determinations regarding creation, merging, fragmenting, and destruction of cluster-type

graphic items may be made, and determinations regarding folding and unfolding of

graphic items may be made.

[00143] In step 1840, the pre-fetching engine 1730 predicts which time periods, graphic

items, data objects, payload layers, and/or data packages are likely to be displayed soon.

Such predictions may be based, for example, on user input and/or on the current status of

the user interface (e.g., which data package(s) are currently being displayed, which view

of the data package(s) is currently being displayed, which time periods are currently being

displayed, which data objects are currently being displayed, which layers of the data

objects are currently being displayed, etc.). Some examples of techniques for making such

predictions are described above.

[00144] In step 1850, the pre-fetching engine 1730 determines whether the data that are

predicted to be displayed soon are already available locally (e.g., stored in the data cache

17 10). If not, at step 1860, the pre-fetching engine 1730 generates a pre-fetching request

to request the data that are predicted to be displayed soon and are not available locally.

Also at step 1860, if appropriate, the data aggregator 1740 performs read coalescing on

pending pre-fetching requests (and, optionally, on fetching requests).

[00145] In step 1870, the pre-fetching request is sent and the requested data are received.

(The receipt of the requested data may be asynchronous with respect to the steps

illustrated in FIG. 18.) When the requested data are received, the pre-fetched data are



stored in the data cache 1710. If there is not already sufficient space in the data cache for

the pre-fetched data, other data are purged from the data cache according to the purging

policy to make space for the pre-fetched data.

Spheres

[00146] A sphere is a data structure or package that identifies data objects (e.g., using

memory pointers or other identifiers), contains data objects, or both, and is associated with

content rules and access rules. Spheres can be assigned names. As described above, a data

object is tagged with an associated time and can represent different types of content, such

as a social network post, an electronic mail message, a text message, a micro blog

message, an image, an electronic file, and other types of messages. The data obj ects can

be obtained from a variety of different sources such as, for example, social networks,

messaging systems such as electronic mail and instant messaging, and so on. The data

sources and the data objects obtained from the data sources are specified by one or more

content rules associated with a data package. One or more access rules associated with a

data package specify which users are members of the sphere and what privileges they have

to view and modify data objects of the sphere. Spheres and their associated content rules

and access rules can be stored in database 124 of the system 100. Sphere data objects

generated within the system can be stored in database 124 and sphere data objects

obtained from external sources can be stored in external database 126.

[00147] FIG. 7 shows an example screen shot of a view of a "sphere". An icon 816

representing the sphere appears in the screen shot. Selection of the icon 816 causes the

data objects of the sphere to be presented on the timelines 810 . The timelines 810 are

updated dynamically as data objects become available to the sphere. Different sphere

members can see their timelines being updated at generally the same time. Each data

object is presented on the timeline corresponding to its data source and at a position

corresponding to the time associated with the data object. The view from within a sphere

differs in certain respects from the general timeline view already described above. Most

importantly, only those data objects that are defined as existing within the sphere can be

visible on the timeline. The time interval of the sphere is visible inside the timeline

directly below the menu bar 812. If the sphere has a preset duration, the expiration time

may be indicated in the future part of the timeline. Expired spheres can remain in the

timelines of those who joined them, although their content can no longer be added or



changed. Otherwise, the time boundaries of the sphere are defined as the time that the first

and last items of content were added to it.

[00148] Spheres and their contents can be shared with one or more other users of the

system 100. Each user with whom the sphere is shared will see the sphere on their own

timeline, can have access to and be able to modify and possibly add to its contents, and

can pass direct messages to other members of the sphere using the proprietary messaging

of the system 100. In the simplest content sharing model, all sphere members have the

power to see all content added to the sphere from all sphere members. Socialized sharing

of content on a timeline enables certain activities to be casually performed that otherwise

would be inordinately time-consuming: for example, sharing photo and video clips taken

at a single event and recorded by many people, and quickly reconstructing in proper time

sequence a montage of the event.

[00149] Optionally, a row of icons within the menu bar 820 indicates in rank order the few

most important contributors to the sphere (either by items of content contributed, or file

sizes, or popularity, or other criteria). Selecting one of the icons will highlight on the

timeline the content belonging to the person associated with the icon. The Urbe I.D.s of

other members of the sphere can be accessed through a pulldown menu or other list. Other

screen properties, such as background colors or wallpapers, may also be set automatically

or chosen by the user to distinguish the interior of a given sphere from other spheres or

from the general timeline.

[00150] FIG. 8 shows an example screen shot of multiple spheres presented on a lower

timeline at higher elevation. Navigation between spheres can take place through several

possible methods. A drop down menu, for example, accessible from a button on the top

menu bar or through activating the search window, can enable the user to select between

existing spheres by name. Alternately, spheres can be viewed in a timeline panel below the

main timeline 940 (FIG. 9), whose time extent encompasses all the user's existing spheres.

Each sphere can be represented by a labelled bar of length matching the starting and

ending point of the sphere. In yet another alternative, spheres can be represented within a

menu bar or drop-in panel as circles of varying sizes (determined by activity in the

sphere), colors (set by the user to correspond to different major groupings of spheres), and

vertical positions (corresponding to the recency of the last added content) 1010. Different

various sphere navigation methods may be implemented on different types of screens and

input devices. Selecting a sphere through any of these methods can trigger an animation

that changes the visible time range of the main timeline to match that of the sphere.



[00151] A sphere can persist indefinitely or can expire after a preset time period or upon a

condition being satisfied. A condition for expiration of a sphere can specify a Boolean

expression that, when it evaluates to true, can cause the sphere to expire. The Boolean

expression can specify attributes of the sphere and its members. For example, when the

sphere's membership falls below a certain count, or when a particular member leaves the

sphere, the sphere can terminate. As another example, if there has been no new data

objects added to the sphere after a predetermined time period the sphere can expire. Other

conditions are possible.

[00152] Content can be added to spheres both automatically using content rules and by

user-initiated action. User-initiated additions to a sphere may include dragging a file or file

icon from the desktop or timeline into an area of the timeline associated with the sphere as

is shown in FIG. 10. A confirmation window may optionally be added, so that users are

reminded that the content may be visible to others. Users may be given the option of

excluding from a given sphere a given data channel, so that, for example, personal

communications are not inadvertently shared with a broader than intended group.

[00153] Generally, a sphere content rule specifies a data source and optionally specifies

one or more criteria that are used to filter content obtained from the data source. By way

of illustration, a content rule can specify a data source of a social network and one or more

criteria for obtaining content from that social network. The data source of a content rule

can also specify a user account from which obtain content from the data source. For

instance, the data source can specify the Facebook social network and the user account of

Bob. The criteria can specify what type of data objects to obtain such as messages, email

messages, posts, a micro blog messages, electronic mail messages, a text messages,

images, electronic files, or combinations of these. The criteria can further filter the

obtained data objects according to topic, subject, or keywords in a hash tag. Data objects

that do not satisfy the criteria can be discarded. To obtain content using a content rule, the

core API server 110 uses workers 130 to retrieve data objects from data sources specified

by content rules and then discards any of the obtained data objects that do not meet the

criteria specified by content rules.

[00154] Generally, a sphere access rule specifies which users are members of a sphere.

An access rule can specify membership by identifying users explicitly and/or by

specifying users using criteria such as user group membership, characteristics of content

generated by the user (e.g., topics or subject matter of social network posts), demographic

characteristics, place of employment, department, common interests, etc. For example, a



business wishing to advertise goods or services may define access rules for its sphere; say,

that users have positively mentioned the business at some point within a specific time

frame in a social network post. Having met the criteria specified by the access rules, users

become eligible to join the sphere, within which the sphere owner has provided product

information, time-sensitive special offers, or other promotional material on the file sharing

channel, and within which users and business representatives can enter into dialogue via

the internal messaging service. This offers to businesses a model of customer relationship

in which businesses are able to connect with particular market segments, while users are

incentivized to promote or engage with products in order to meet the eligibility

requirements to enter the sphere to access the special offers or other information that they

contain.

[00155] In addition to identifying members of a sphere, access rules can also specify

privileges that dictate access to data objects of the sphere. In some implementations, a

privilege can specify whether a user has read access, write access, and/or administrative

privileges. The read access privilege allows a user to view data objects but not add or

remove data objects to a sphere. The write access privilege allows users to both view and

write data objects to a sphere. The administrative privilege allows users to view and

modify the content and access rules of a given sphere. In some implementations, an

access privilege can be active for a given time period (such as working hours), or the

access privileges can be active when a given member is in a specific geographic location,

or both.

[00156] While data spheres can be created manually, in some implementations spheres can

be created automatically. If two or more users are members of a common social network

and share one or more interests (based on the topics or subjects of the users' social

network posts), a new sphere can be created with the users as members. The new sphere's

content rules can specify that content generated by any of the members is to be included as

data objects of the sphere. A content rule for the new sphere can specify criteria to filter

out data objects not related to topics or subjects the members have in common.

[00157] Spheres can be used to verify the integrity and authorship of the content they

contain, either in the case of sole authorship or where multiple people are involved in the

creation of content. In some implementations, this can be done by serializing the data

objects of the sphere and then hashing the serialized version. The hash can be stored with

an online time-stamping service or as an address on the Bitcoin blockchain or other trusted

ledger. In any case, a file snapshot of the sphere's contents can also be saved to prove that



the data produces the correct hash. The system can optionally provide a service to create

the file snapshot, and the system's proprietary data channel provides a convenient location

to save the snapshot. Alternately, the hash and its related data snapshot can be written to

the blockchain and archived separately, respectively, for a fee.

[00158] Users can invite other users to join the sphere. Different sphere membership

management models can be implemented by the method. In the simplest sphere

management model, the creator of the sphere retains full control of sphere membership

and has the sole power to invite or exclude others users from the sphere, as well as sole

power to disband the sphere. Invitations can take place by dedicated message or,

potentially by utilizing near field communication capabilities of smart devices, to enable

personal invitations to a sphere to be accepted by, for example, bumping phones. Invited

members can leave a sphere at any time. The "creator invites" model may be particularly

useful in social or business applications where a relatively small number of individuals

need to share messages, emails, files, and/or other content over a relatively defined period

of time.

[00159] In a second sphere management model, invited participants in a sphere also have

the power to invite others to join. Since this "anyone invites" model introduces a potential

viral growth scenario, with no upper limit to the number of members, each sphere member

also has the ability to selectively block or mute content from other sphere members.

Selective blocking can either be performed on a case-by-case basis or through an up-

voting mechanism applied to content posted by other sphere members, in which an up-

vote threshold can be established above which content posted by other sphere members

will be made visible to the user.

[00160] In a third sphere management model, a sphere creator is able to issue general

invitations, for example by including a specific hyperlink in a social media post, which

anyone with access to the hyperlink can follow to join the sphere. Such general invitations

may be appropriate, for example, for non-exclusive chat rooms as are available on other

services. In such spheres a mechanism for selective blocking or muting of users will be

useful. In such spheres an optional approval mechanism for new members may be

implemented in which existing sphere members cast votes on whether to include potential

new members.

[00161] In some implementations, two or more spheres can be automatically combined

into a single sphere based on a commonality between the data objects of the spheres, the

membership of the spheres, or both. Data objects of the spheres can have keywords,



hashtags, topics or other information in common. For example, if the over-riding topic in

data obj ects for two spheres concerns a particular sports team, the data objects of the

spheres can be combined into a new sphere. Likewise, if members of two spheres share

common interests as evidenced by content the members generate, the spheres can be

combined. Other ways of combining spheres are possible.

[00162] FIG. 2 1 depicts a flow chart of an example method for processing a sphere. The

computer-implemented steps indicated below can be performed by the core API server

110, for example. The method begins with identifying one or more data packages for

which a first user is a member, and displaying, for each of the identified data packages, an

icon corresponding to the data package, wherein each data package is associated with one

or more content rules that define content of the data package (step 2 110). Next, selection

of one of the icons by the first users is received (step 2120). A plurality of first data

objects associated with the first data package is then identified based, at least in part, on

the one or more content rules associated with the first data package, wherein each

identified first data object is associated with a respective source channel of a plurality of

different channels, and is associated with a respective time the first data object was made

available on the associated channel, wherein at least two of the channels correspond to

different third-party communication applications (step 2130). First graphic items are then

displayed on timelines wherein each timeline is associated with a respective channel (step

2140). Each first graphic item displayed on a respective timeline represents one or more

of the first data obj ects made available on the channel corresponding to the timeline and

each first graphic item is displayed on the respective timeline at a position on the timeline

corresponding to the one or more times associated with the first data objects represented

by the first graphic item.

An Example Implementation

[00163] FIG. 1 shows an example system architecture including multiple virtual machine

instances. Specific languages and technologies used in one possible implementation are

listed below the component labels and are not intended to be taken in a limiting sense.

The system 100 provides communication management, data retrieval and storage, and data

rendering functionality. The system 100 comprises software components and databases

that can be deployed at one or more data centers in one or more geographic locations, for

example. The system 100 software components comprise a core application program

interface (API) server 110, a worker queue 130, worker nodes 150, and client interfaces



140. The software components can comprise subcomponents that can execute on the same

or on different individual data processing apparatuses. The system databases 120

comprise a person identification (Urbe ID) database 122, an "user generated database" 124

comprising user-generated data internal to the system, an "extemal services database" 126

comprising synchronized data extracted from third party services in accordance with their

terms of service, and a user usage database 128. The databases can reside in one or more

physical storage systems. The software components and data will be further described

below.

[00164] The core API server 110 is a software component that updates the user ID

database 122 based on information provided by clients 140, directs the worker queue 130

in receiving and sending data from and to external sources 160, serves data residing in

internal and extemal user databases 124, 126 to and from clients residing on various

devices 140, mediates messaging between two or more clients 140, collects usage data

sent by clients 140 and stores it in the usage database 128, and performs algorithmic

computations on user data to determine the outcomes of conditional commands and to

assess eligibility for sphere membership. The core API manages the synchronization of

data between the client and the external services database 126, so that new data written to

this database is sent to the client 140 with a minimum of time delay.

[00165] The worker queue 130 is a software component that manages the updating and the

synchronization of the extemal services database 126 by directing one or more worker

nodes 150 to request data from third party APIs 160. The worker queue may be active

whether or not a client 140 is running on a host device. To maximize response time of the

client 140, the worker queue 130 and the worker nodes 150 that it directs act as

background processes. For example, when a user first signs up to the system and connects

an email account from an extemal provider, the worker queue 130 assigns a worker node

150 to asynchronously retrieve past emails from the extemal provider either in a single file

or in staged downloads, depending on the third party API's particular limitations. In

another example, the worker queue may be directed by the core API 110 to assign a

worker node 150 to connect to a third party API to update data with the external service

160 that was revised by the user via the client interface 140.

[00166] The worker node 150 is a software component that functions independently of the

client 140 to manage both read and write operations from and to external data providers

160. Worker nodes may also handle other data computations as assigned by the core API

server 110 . Worker nodes may be active independently of whether a client 140 is running



on a host device. For example, upon logging into the service after a period of time, the

worker queue 130 may initiate as many worker nodes 150 as the number of data channels

that the user is subscribed to. Each worker node will independently connect to the API of

the data channel's corresponding service to check for new data and, when new data is

found to be updated or deleted, to write it to the external services database 126.

[00167] A client 140 may be configured as a web application, a desktop application, or a

mobile application. The client identifies itself to the core API server 110, requests user

data corresponding to the unique Urbe ID, stores it in local memory and/or on a local

device, and renders it visually on the client device. Since in general all user data cannot be

represented in the memory of a given local device at the same time, the client can

determine, based on the view of the data selected by the user, what data to request in detail

from the server and what data can be requested in part. For example, for a user selecting

to view data from the last week on the timeline, data elements outside this time range may

be represented in memory by date, sender and recipient only, enabling an icon-based

representation on the timeline with minimal delay, should the user switch to another time

frame, as further data on the new range is loaded in the background. Multimedia content,

in particular, may be represented in compressed form in memory; for example, digital

images may be stored as thumbnails and downloaded in their entirely only if specifically

requested by the user.

[00168] The details of the user interface rendered by the client 140 will be automatically

selected by the system as a function of screen size and host device. For example, in larger

screens the default interface may be the "timeline view" while the default mobile interface

may be the "super-feed" or sphere navigation screen. These views are described in detail

below.

[00169] While some user data will be delivered to the client 140 by the core API 110 as a

result of user actions such as selecting a time frame for viewing, other data may be

delivered from the sever to the client independently of user action. For example, if data

newly written to the external services database 126 is within the current time range of the

timeline, the data may be displayed on the timeline or chat window in real time. This

permits real-time applications such as messaging. If the new data is out of viewing range

of the timeline, some other suitable indicator may appear on the timeline or in the menu

bar indicating the number and type of new unread items that are available for viewing.

[00170] In some implementations, data is supplied or newly generated by the user to the

system, such as adding a file to the timeline, making an annotation, or sending a message,



in which case the flow of information is the reverse of the above, and the client 140 sends

the data to the core API server 110 which stores it in the user generated database 124. If

the data is shared with other users of the system through a "sphere" then the data may be

represented only once in the user generated database 124 to reduce duplication.

[00171] FIG. 2 shows an example screen shot of the timeline in "channel view" for high

data densities (origamis are fully folded into icons). The display of information takes

place on a series of parallel timelines preferably spanning the entire width of the screen

210. This view is called "channel view", meaning that each timeline displays content

specific to one of potentially many different sources of data, called "data channels", which

may be either internal or external to the system. Examples of internal data channels are

proprietary messaging, file storage, or annotation services maintained by the system and

stored in the user generated database 124. Examples of external data channels are email

accounts, cloud file storage, calendar events, instant messaging services, RSS feeds, social

networking, weather forecasts, notes and annotations, digital currency transactions,

personal quant and other connected data-driven devices, whose source is external to the

system, whose data may be accessed by a third-party API maintained by the external

service provider, and whose data is stored in the external services database 126.

[00172] (Prior to using the system, a sign-up process can be traversed entailing the

collection of personal information such as name (used to identify Urbe users to each other;

Urbe identities are intended to be "real" and not anonymous) and email, the selection of a

unique username (the "Urbe ID", needed for the messaging feature), and authorization

granted by the user to allow the system to act on the user's behalf in downloading data

from various third party services 160 and saving it in the system's external services

database 126.)

Horizontal features of the timeline

[00173] Items of content from either third-party or native services, referred to below as

"data elements" are placed horizontally on the timeline at locations corresponding to the

time that the content appeared in its respective data channel (for example, the time of

receipt of an email) 312. Alternatively, placement on the timeline can be according to the

time of creation of the data element (for example, the time a photo was taken, as opposed

to the time it was added to the channel), the time of last update of a file (for example, a

spreadsheet that was updated sometime after its creation date), or even an arbitrary time

selected by the user (for example, scans of old family photographs from a time many years



prior to the creation or modification date of the digital copy). In the latter case, the time

coordinate of any item of content in the timeline can be reassigned by, for example,

dragging the file and dropping it onto a new location on the timeline, or by manually

updating its timestamp via a menu command or within an "origami" view (for which see

below).

[00174] Time intervals are marked in a timeline situated above the data channel lines and

below the menu bar 214. The time interval tick marks may alternatively extend down into

the timelines themselves, to enable greater precision in comparing the times of closely

spaced data elements. The time intervals expand and contract fluidly and elastically when

the user zooms in and out of the timeline (as described below in the section "Navigating

the timeline"), maintaining a sense of visual continuity and context. This sense of

continuity is further preserved by making the central point of expansion to be the cursor

location.

[00175] Upon first opening the program on a client computer the initial displayed time

range, by which is meant the interval of time spanning the entire screen display, may be

typically set by default to a span of a few hours or a few days and will also typically

include the present moment in time. The initial time range may be automatically adjusted

to include a certain number of data elements on the screen, or it may alternatively be fixed

by the user.

[00176] There is in principal no minimum or maximum time interval: while typical daily

use is envisioned on time intervals from minutes to days, use cases at shorter intervals (for

more purely quantitative data types such as, for example, personal heart rate) or longer

intervals (for longer term projects such as, for example, creating historical timelines of

events) are also envisioned.

[00177] The present moment in time is given a distinctive visual representation on the

timeline, including but not limited to a combination of features such as: marking with a

vertical line; adding a visual feature to the menu bar 316; changing the background color

of the timeline at this point 318; and changing the line style of the data channel lines 320.

The timeline scrolls to the left with the passage of time at a rate depending on the zoom

level, preserving the horizontal position of the present moment. This allows users to

continuously and passively monitor incoming messages and data which may be delivered

to the client 140 from the core API server 110 in the process of synchronizing data from

external services 160 with no need to for the user to directly interact with the system.



[00178] Data elements displayed to the right of the present moment ("Now") 322

represent future events, scheduled actions such as sending files or posting messages,

predictive data such as weather forecasts, calendar appointments, or other programmable

features including conditional actions (for example, to send an email to a certain person at

a certain time if certain preconditions are met, or scheduling a transfer of a digital asset or

other currency). These features can be accessed by dragging and dropping a data element

to a future point on the timeline, clicking on the empty timeline at a future point, or by

more traditional means such as menu commands. In the case of calendar events, the

calendar can be imported from a third party service as a dedicated data channel on the

user's timeline.

[00179] As an aid to the eye, the color of the timeline corresponding to each channel may

be selected to as to match the principal color of the corresponding service's logo. Icons

and/or timelines can fade out at either end of the timeline to better convey the impression

of continuation into the past and future 326.

[00180] While the above implementation describes the timeline as running horizontally

across the screen, the timeline concept can be equally implemented in a vertical mode,

where the timeline runs from top to bottom of the screen. While in general the preferred

orientation is for the timeline to run along the longest screen axis, the vertical orientation

has the advantage that overlapping content may be easier to display and that screen space

can be used more efficiently when the direction of text runs perpendicularly to the

direction of the timeline. In one implementation, the user interface may automatically

switch between timeline view and another view, such as the super-feed, as the screen of a

mobile device is tilted by the user.

[00181] One implementation where a vertical timeline orientation may be appropriate is a

client 140 running on a mobile phone with a vertical screen aspect ratio. For smaller

screens, however, the timeline view may not always be the ideal means of displaying

timeline information. The mobile environment can complement the desktop environment

and its associated timeline view in several ways. 1) It can serve as a more convenient

means of communicating with other Urbe users via the messaging channel. 2) It can

provide a convenient platform, potentially voice activated, for adding on-the-go

annotations or "bread-crumbing". Here, the mobile device becomes central as ajoumaling

device in adding entries such as photos and voice notes directly to users' timelines. 3) In

combination with spheres (see below), it can offer an integrated environment (called the

"super-feed") for viewing a subset of relevant content present on the user's timeline that



cross-cuts the usual user experience of interacting with multiple siloed apps, thus

obviating the need for switching between apps to view certain kinds of content. See FIG.

14 for an example of a "super-feed".

Vertical features of the timeline

[00182] In some implementations, data channels 2 10 are displayed by default from top to

bottom of the screen in rank order of their degree of activity, as computed by the client

140 within the timeframe of the current display. The activity rank of a data channel can be

calculated most simply by counting the number of data elements in the channel, although

more complex algorithms can be readily devised that weight individual data elements by

relevance, including such metrics as number of forwards, comments, likes, file size, and

the so forth.

[00183] As the time frame is adjusted by zooming or panning, and data elements enter into

and exit the field of view, channels may also change vertical position as their activity rank

is recalculated and their display order is re-sorted. This process may be smoothly

animated so that users can visually track the changes as they are implemented. As

different time frames are selected, the full content of data elements corresponding to the

new range may be queried in the background from the central API server, to preserve the

smoothness of the data rendering and the responsiveness of the client 140.

[00184] Users who wish to keep certain data channels at the top of the screen, regardless

of changing activity rank as a result of zooming or panning, can "pin" or "unpin" channels

as desired, to maintain visual continuity with a subset of channels. "Pinned" channels may

be represented by a graphical "pin" mark or other suitable device.

[00185] If the number of data channels exceeds the vertical display capacity of the screen,

the remaining channels can be viewed through a standard scroll bar or, for touch-sensitive

screens, through a "swipe" gesture control.

Proprietary channels: messaging file storage and annotations

[00186] Apart from the data channels that users can connect to third party services 160,

and whose data is stored in the external services database 126, the system offers to all

users three kinds of proprietary channels of its own for use by and between users: 1.

messaging, 2 . file storage, and 3 . annotations. Data from these channels are stored in the

user-generated database 124. The data may be displayed in a single, aggregated line in the



user's timeline, possibly pinned by default to the top, or it may be expandable into

separate lines.

[00187] 1. Messaging. The messaging channel allows users to send and receive text

messages, photos and other media, and potentially digital assets or currencies to and from

other users of the system. Its appearance on the timeline is the same as other channels,

with messages to and from other users appearing as icons, and with the same user actions

as similar data types. Possible recipients of "Urbe" messages are other users of the system

who have shared their Urbe ID. A new message can be initiated by clicking on the service

icon at the left side of the screen 8 10 or on any empty portion of the line, whereupon an

"Urbe" obj ect will open with relevant messaging options. If actioned within a sphere (see

below), the message is broadcast, by default, to all members of the sphere, although the

user can choose to limit its distribution. As with other user data, message history is stored

by the system in a dedicated database 124.

[00188] 2 . File storage. The file storage channel allows users to store files and to share

them with other users. Its display on the timeline is also no different than other channels:

files to and from other users appear as icons. New files are added to the channel by

dragging and dropping files from other locations [FIG. 10] . Files will appear by default in

the channel at a position corresponding to the time they were dropped. As with other user

data, files are stored in a dedicated database 124.

[00189] 3 . Annotations. The annotation channel [FIG. 12] allows users to comment on

any data elements in their timeline or to create new text annotations. This additional, user-

generated content is displayed in its own distinctive, and optionally collapsible, data

channel placed above the other channels and directly below the timeline 13 10. It may be

further distinguished by extra width, to accommodate the display of larger picture

elements, and different background color. Annotations are not presented as icons as in

other data channels but as partially unfolded origamis; by focusing or selecting the

annotation a further unfolding of actions (modify, delete, etc.) takes place. As an aid to

the eye, each annotation may optionally be connected by a dotted or other line to the data

element that it annotates, if any 1320. The annotation line remains unchanged when

switching between channel view and people view.

[00190] The purpose of the annotation line is to allow users to produce a curated subset of

data elements in order to surface higher-value content at larger time frames. It can be used

as a diary or journal of commentary linked to content below, as well as stand-alone entries.

When zooming to higher time elevations, higher value elements (whose value can be



assigned automatically or by user preference) preferentially remain displayed in the

annotation line, thus creating a sense of different story elements in a life narrative being

highlighted at different zoom levels.

Navigating the timeline

[00191] Intuitive navigation through time, including the principal actions of zooming to

higher and lower time elevations (a high elevation being defined as a long time interval

and a low elevation being defined as a short interval), panning to earlier and later time

periods, and jumping to particular points in time, is key to successful user experience and

to the usefulness and attractiveness of the interface. The means of user input depends on

the type of device on which the system is operating. For touch screens this may comprise

contextual "swipe" and "pinch" gestures to pan and zoom, and for static screens, mouse

click wheel rotation combined with keyboard input such as the "shift" or "control" key,

the arrow keys, or other designated keyboard shortcut. Jumping to a particular point in

time may be facilitated through a drop-down menu command, or in the case of jumping to

special times such as the present moment, via a dedicated button on the menu bar. The

responsiveness of the navigation and the smoothness of the timeline animation is

facilitated by ensuring that the client 140 runs the rendering engine and data

communication as separate, asynchronous processes.

Representation of content on timeline

[00192] Initially, the data elements displayed on the screen are received from the core API

sever 110, which in turn has received the data from the central database 120.

[00193] Content is added dynamically to the timeline as new items are delivered by the

worker nodes 130 to the external services database 126 and then back to the client 140,

whether web, desktop or mobile, through the core API server 110 . Worker nodes are

assigned to periodically check each channel service for new content (in a "pull"

configuration) or to receive new content at regular intervals (in a "push" configuration),

depending on the specific settings and limitations of the relevant third party API or other

method of data retrieval.

[00194] At higher screen data densities, data elements are visually represented on the

timeline in the form of icons 312. Icons are shorthand on-screen representations of data

elements of varying type. They make the most of limited screen space by maximizing the

number of data elements that can be displayed at the same time, and increase the



efficiency of browsing and interacting with content across, potentially, many different

third-party services in addition to content generated and maintained by Urbe. Icons also

increase the visibility and contextuality of chronological relationships between data

elements which may be difficult to see by other means.

[00195] Visually, icons may consist primarily of a thumbnail image of the sender 312 or

of an image contained in the data element 370, or if no image is available, a generic icon

may be assigned 280. For icons representing file types, such as documents and

spreadsheets, the logo for the associated service may be shown instead. If multiple images

are contained in the data element, they may be represented by a grid of smaller thumbnail

images 390, or, alternately, by either a row containing miniature thumbnails of the most

frequent contributors within the bundle, or by a horizontally stacked series of images tilted

into an imaginary third dimension. The icon shape may be circular, or a rounded square,

or other suitable shape. Their size may be standardized across all icons displayed on the

timeline, or alternatively they may be displayed as some function of the file size of the

underlying data that they represent.

[00196] Icons are placed on top of the timeline centered on their timestamp location, or,

preferably, just above the timeline 312. In the latter case, a dot associated with the icon

394 but possibly separated by one or more pixels, or a short line segment or other

indicator, marks more precisely the time and removes some ambiguity if the icons are

partially overlapping.

[00197] When data elements such as emails or messages have an "unread" status, it is

helpful to indicate this status to the user on the timeline display by highlighting unread

data elements. This can be done by, for example, adding a solid outline around the icon

and/or by filling the associated dot on the timeline 395. Where appropriate the change of

status from "unread" to "read" is relayed back to the core API server 110 and thence to the

provider of the third-party service 160, so that the "read" status of the data element can be

consistently updated across all devices and applications.

[00198] When two or more data elements in a given channel are close together in time,

such that their icons would be entirely or partially overlapping when displayed on the

screen at a given time elevation, as determined by an overlap threshold criterion, the group

of overlapping icons can be optionally replaced by a single generic icon displaying the

number of bundled icons that it represents 920. The associated dots on the timeline can be

replaced by a line segment spanning the time period occupied by the overlapping data

elements 930. The line segment itself can contain filled or open portions, conveying



information about the "read" status of the respective data elements it contains 932. These

icon representations of bundled data elements, which act to reduce screen clutter, can be

programmed to automatically unbundle and re-bundle as the user zooms in and out to

lower and higher time elevations and crosses the overlap threshold that triggers the

bundling event.

[00199] When the data elements delivered to certain channels contain purely quantitative

data, they may require different screen display strategies. Examples of such data include

personal health data such as weight, blood pressure, heart rate, and physical fitness

activity, as well as data produced by internet-connected devices. Such data may be

represented in icon format as described above, or it may be plotted in various ways, such

as by a line or bar graph, to show continuity between data elements 1410.

[00200] Still other data elements, specific to specialized domains, may represent a

sequence of actions over time, such as a procurement process [FIG. 15] . In such cases its

representation on the timeline may be extended to include the time span of the process,

and may include various intermediate stages 16 10 1510 . Both the stages and the line

segments connecting them may be formatted to visually convey information about the

stage; for example, a red or yellow line indicating a missed deadline 16 1015 10. The

stages themselves may contain information on a particular stage and function as an

"origami" 1620 1520 (see below).

Origamis

[00201] While icons provide a shorthand means of contextualizing in time a large number

of data elements of different origin and type, users also want to access and interact with

the underlying data that they represent, without the discontinuity of switching to another

application to experience the content of the underlying object. This is done by turning

icons into dynamic objects that can "unfold" to varying degrees, either automatically

based on the number density of icons within a given timeline view, or manually based on

user input. We call the data element in its various stages of "folding" and "unfolding" an

"origami".

[00202] The icon, described in the section above, is the fully "folded" version of an

origami. When the density of information on the screen is above a certain threshold, data

elements are displayed by default as icons. At lower densities, origamis may

automatically "unfold" to a degree, displaying minimal information such as sender, subject

line, and first line of text 4 10 . More efficient stacking of origamis may be attained by



tilting them into an imaginary third dimension; the angle of the tilt may be a function of

the density of origamis to be displayed. At still lower densities the origami may

automatically "unfold" further, displaying more content and features depending on the

limits of the device's screen size and resolution [See FIG. 11 for example of stages in

unfolding]. Origamis may also unfold all at once or in stages by user actions such as

hovering the mouse pointer over the icon or by a mouse click or touch.

[00203] Additional features of "unfolded" origamis may include a menu bar of actions

such as reply, forward, comment, like, modify, rename, delete, edit, and the like 121 0 .

Deleting, renaming or otherwise modifying an origami representing a data element

originating from a third party will trigger a request, through the core API server 110, to the

third party API 160 so that the same information can be updated across all devices and

displays.

[00204] More fully "unfolded" origamis may also include the contents of other origamis,

such as previous emails or messages in a chain of correspondence, displayed above or

below in a single vertically scrolling window similar to the "chat window" commonly

found in other messaging applications. The relationship to other data elements can be

further emphasized on-screen by brightening or otherwise highlighting the icons of the

related data elements if they already appear in the time interval represented on the

timeline. The impression of focus on a group of related elements can be optionally further

enhanced by dimming or reducing the contrast of unrelated icons and other graphical

elements on the timeline.

[00205] The location of an origami may be pegged strictly to the horizontal and vertical

position of its fully "folded" icon, or, alternatively, its screen location can be relaxed to

better utilize screen space while preserving its chronological order in relation to other data

elements.

Menu bar: time hops views and filters

[00206] A menu bar at the top of the screen above the timeline contains, apart from the

product logo, settings menu, or other administrative elements, commands allowing further

control of the display of data elements on the timelines. These commands can be broadly

classified into three categories: 1. Time hops, 2 . Views, and 3 . Filters. The categories are

not mutually exclusive: so, for example, one can activate a view and a filter

simultaneously. Changes of view are computed and rendered on the client side 140.



[00207] 1. Time hops. A time hop control may include, for example, a button that sets the

time frame to a "home view" which may include the present moment towards the right

hand side of the screen. A smooth animation panning and zooming the display from the

previous time frame to the new time frame is key to maintaining a sense of continuity and

location during the time hop. Time hops complement the "zooming" and "panning"

navigation controls described above.

[00208] 2 . Views. A change of view, by contrast, retains the current time frame but

redefines the timelines and thus the data elements that appear on them, without, however

adding or removing data elements to the view. As with navigation buttons, view controls

may also be represented by a button or toggle switch 912. The default view, already

described above, is called "channel view". In this view, each timeline represents content

of a particular type imported from a third party service or native to the system, while data

elements on each line may have originated from different people.

[00209] Users may find it more convenient, for certain use cases, to switch to a view

where each timeline represents a different person rather than a different service. In

"people view" [FIG. 4], data elements on each line are generated by the same Urbe user

I.D. but may have originated from different third party services. Each user will also have

his or her own dedicated "person line", containing his or her own content; this line may be

pinned by default to the top of the timeline. Content originating from the user and directed

to another person, such as an email, will appear in the user's own line by default; such

outgoing data elements may be marked visually to distinguish it from other items of

content.

[00210] "People view" is made possible by a previous computational step, specific to the

system, of linking across different services the identities of individuals with whom the

user interacts and associating each identity with a unique Urbe user I.D. chosen by the user

when first signing on to the system. This data is stored in the User I.D. database 122. For

example, there is no way for the system to know in advance that a certain email, text

message, and blog post originate from the same person and should be displayed together

on one line. The computational step of identity aggregation and linking can take place

either manually, possibly assisted by a partially automated process that groups together

similar user names, or, preferably, by the Urbe accounts of other users of the system, each

of whom has been assigned a unique "identity card" by the system, the details of which are

accessible only internally to the system for the purposes of unifying the identity of users

when cross-platform content specific to them is viewed by other users. It follows that



individual user accounts do not operate entirely parallel from each other, from the

standpoint of the core API server 110, and that the more people connected to a given user

are also users of the system, the better this particular feature will function.

[00211] Other views besides "channel view" and "people view" can be envisioned: for

example, viewing by file size, or geographical region, or other quantifiable characteristic

of the data possessed by each data element. Each view with its associated timelines can be

modeled as a complete, orthogonal coordinate system: it is complete in that every data

element is represented in the view; it is orthogonal in that no data element appears on

more than one timeline. Switching from one view to another can thus be modeled as a

transformation of coordinate axes. In the coordinate transformation no data element is

added to or removed from any view; the data elements simply shift from one line to

another as the lines themselves are redefined. Given limitations in screen space, however,

not all lines will be visible at the same time, and so data elements may shift on or off

screen and be visible only when scrolling through the other lines.

[00212] 3 . Filters. A filter, in contrast to both of the above, retains the definition of the

timelines while reducing screen clutter by hiding from view a subset of the data elements,

such that the remaining data elements retain a useful contextual link to each other. In its

most basic incarnation, a search is a kind of filter. For example, the user can type a name

or a word into the search box in the menu bar, and with each keystroke the data elements

that fail to match the search criteria are removed from the screen. Another simple filter

removes data elements based on some other criteria such as data type: for example, a

"filter by media" button 616 can remove all data elements that do not contain either a

photo, video or audio clip, and turn the remaining icons into thumbnails [See FIG. 5 for an

example result].

An Example Computing System

[00213] Embodiments of the subject matter described in this specification can be

implemented in a computing system that includes a back end component, e.g., as a data

server, or that includes a middleware component, e.g., an application server, or that

includes a front end component, e.g., a client computer having a graphical user interface or

a Web browser through which a user can interact with an implementation of the subject

matter described in this specification, or any combination of one or more such back end,

middleware, or front end components. The components of the system can be

interconnected by any form or medium of digital data communication, e.g., a



communication network. Examples of communication networks include a local area

network ("LAN") and a wide area network ("WAN"), an inter-network (e.g., the Internet),

and peer-to-peer networks (e.g., ad hoc peer-to-peer networks).

[00214] The computing system can include clients and servers. A client and server are

generally remote from each other and typically interact through a communication network.

The relationship of client and server arises by virtue of computer programs running on the

respective computers and having a client-server relationship to each other. In some

embodiments, a server transmits data (e.g., an HTML page) to a client device (e.g., for

purposes of displaying data to and receiving user input from a user interacting with the

client device). Data generated at the client device (e.g., a result of the user interaction) can

be received from the client device at the server.

[00215] A system of one or more computers can be configured to perform particular

operations or actions by virtue of having software, firmware, hardware, or a combination

of them installed on the system that in operation causes or cause the system to perform the

actions. One or more computer programs can be configured to perform particular

operations or actions by virtue of including instructions that, when executed by data

processing apparatus, cause the apparatus to perform the actions.

[00216] While this specification contains many specific implementation details, these

should not be construed as limitations on the scope of any inventions or of what may be

claimed, but rather as descriptions of features specific to particular embodiments of

particular inventions. Certain features that are described in this specification in the

context of separate embodiments can also be implemented in combination in a single

embodiment. Conversely, various features that are described in the context of a single

embodiment can also be implemented in multiple embodiments separately or in any

suitable subcombination. Moreover, although features may be described above as acting

in certain combinations and even initially claimed as such, one or more features from a

claimed combination can in some cases be excised from the combination, and the claimed

combination may be directed to a subcombination or variation of a subcombination.

[00217] Similarly, while operations are depicted in the drawings in a particular order, this

should not be understood as requiring that such operations be performed in the particular

order shown or in sequential order, or that all illustrated operations be performed, to

achieve desirable results. In certain circumstances, multitasking and parallel processing

may be advantageous. Moreover, the separation of various system components in the

embodiments described above should not be understood as requiring such separation in all



embodiments, and it should be understood that the described program components and

systems can generally be integrated together in a single software product or packaged into

multiple software products.

[00218] Thus, particular embodiments of the subject matter have been described. Other

embodiments are within the scope of the following claims. In some cases, the actions

recited in the claims can be performed in a different order and still achieve desirable

results. In addition, the processes depicted in the accompanying figures do not necessarily

require the particular order shown, or sequential order, to achieve desirable results. In

certain implementations, multitasking and parallel processing may be advantageous.

[00219] For brevity, the disclosure may use the phrase "display a data object" (or similar

phrases) to mean "display a graphic item representing the data object"

[00220] The block diagram of FIG. 16 shows a non-limiting example of a user interface

1600 for displaying data packages on timelines. Although the diagram of FIG. 16 shows

four widgets 1602-1608 and three timelines 16 10a-1 6 10c, a user interface 1600 may

include any suitable number of widgets (e.g., one, two, three, four, five or more, etc.)

and/or any suitable number of timelines (e.g., one, two, three, four or more, etc.). Also,

the number of timelines displayed may depend on the specified data package(s), the

specified view, or other parameters. For example, in some views (e.g., user view), one

timeline may be displayed for each user who has contributed content in the data package,

and in other views (e.g., channel view), one timeline may be displayed for each data

channel through which content in the data package was provided.

[00221] Some embodiments have been described in which the user interface arranges the

timelines such that the portions of the timelines that are displayed simultaneously all

represent the same time period. In some embodiments, navigation of the time periods

corresponding to the displayed portion of each timeline is decoupled, such that the

portions of the timelines that are displayed simultaneously can represent different time

periods.

[00222] In some embodiments, the JavaScript library React.js is used to render the user

interface quickly and smoothly

Terminology

[00223] The phraseology and terminology used herein is for the purpose of description

and should not be regarded as limiting.



[00224] The term "approximately", the phrase "approximately equal to", and other similar

phrases, as used in the specification and the claims (e.g., "X has a value of approximately

Y" or "X is approximately equal to Y"), should be understood to mean that one value (X)

is within a predetermined range of another value (Y). The predetermined range may be

plus or minus 20%, 10%, 5%, 3%, 1%, 0 .1%, or less than 0 .1%, unless otherwise

indicated.

[00225] The indefinite articles "a" and "an," as used in the specification and in the claims,

unless clearly indicated to the contrary, should be understood to mean "at least one." The

phrase "and/or," as used in the specification and in the claims, should be understood to

mean "either or both" of the elements so conjoined, i.e., elements that are conjunctively

present in some cases and disjunctively present in other cases. Multiple elements listed

with "and/or" should be construed in the same fashion, i.e., "one or more" of the elements

so conjoined. Other elements may optionally be present other than the elements

specifically identified by the "and/or" clause, whether related or unrelated to those

elements specifically identified. Thus, as a non-limiting example, a reference to "A and/or

B", when used in conjunction with open-ended language such as "comprising" can refer,

in one embodiment, to A only (optionally including elements other than B); in another

embodiment, to B only (optionally including elements other than A); in yet another

embodiment, to both A and B (optionally including other elements); etc.

[00226] As used in the specification and in the claims, "or" should be understood to have

the same meaning as "and/or" as defined above. For example, when separating items in a

list, "or" or "and/or" shall be interpreted as being inclusive, i.e., the inclusion of at least

one, but also including more than one, of a number or list of elements, and, optionally,

additional unlisted items. Only terms clearly indicated to the contrary, such as "only one

of or "exactly one of," or, when used in the claims, "consisting of," will refer to the

inclusion of exactly one element of a number or list of elements. In general, the term "or"

as used shall only be interpreted as indicating exclusive alternatives (i.e. "one or the other

but not both") when preceded by terms of exclusivity, such as "either," "one of," "only

one of," or "exactly one of." "Consisting essentially of," when used in the claims, shall

have its ordinary meaning as used in the field of patent law.

[00227] As used in the specification and in the claims, the phrase "at least one," in

reference to a list of one or more elements, should be understood to mean at least one

element selected from any one or more of the elements in the list of elements, but not

necessarily including at least one of each and every element specifically listed within the



list of elements and not excluding any combinations of elements in the list of elements.

This definition also allows that elements may optionally be present other than the elements

specifically identified within the list of elements to which the phrase "at least one" refers,

whether related or unrelated to those elements specifically identified. Thus, as a non-

limiting example, "at least one of A and B" (or, equivalently, "at least one of A or B," or,

equivalently "at least one of A and/or B") can refer, in one embodiment, to at least one,

optionally including more than one, A, with no B present (and optionally including

elements other than B); in another embodiment, to at least one, optionally including more

than one, B, with no A present (and optionally including elements other than A); in yet

another embodiment, to at least one, optionally including more than one, A, and at least

one, optionally including more than one, B (and optionally including other elements); etc.

[00228] The use of "including," "comprising," "having," "containing," "involving," and

variations thereof, is meant to encompass the items listed thereafter and additional items.

[00229] Use of ordinal terms such as "first," "second," "third," etc., in the claims to

modify a claim element does not by itself connote any priority, precedence, or order of one

claim element over another or the temporal order in which acts of a method are performed.

Ordinal terms are used merely as labels to distinguish one claim element having a certain

name from another element having a same name (but for use of the ordinal term), to

distinguish the claim elements.

Equivalents

[00230] Having thus described several aspects of at least one embodiment of this

invention, it is to be appreciated that various alterations, modifications, and improvements

will readily occur to those skilled in the art. Such alterations, modifications, and

improvements are intended to be part of this disclosure, and are intended to be within the

spirit and scope of the invention. Accordingly, the foregoing description and drawings are

by way of example only.

[00231] What is claimed is:



CLAIMS

1. A computer-implemented method comprising:

selecting a data package wherein the data package identifies a plurality of data

objects, wherein each data object includes a tag representing a time;

identifying a first time period which begins at a first time and ends at a later second

time;

displaying a first portion of a view of the data package, including

displaying first portions of two or more timelines, wherein each timeline is

associated with a respective class of data, and wherein the displayed first portion of

each timeline represents the first time period, and

displaying first graphic items arranged on the first portions of the timelines,

wherein each first graphic item displayed on a respective timeline represents one or

more of the data objects in the class associated with the respective timeline and

tagged with respective times within the first time period;

receiving user input indicative of scrolling the timelines to a second time period

which begins at a third time after the first time and ends at a fourth time after the second

time;

in response to the user input, displaying a second portion of the view of the data

package, including

displaying second portions of the timelines representing the second time

period,

displaying second graphic items arranged on the second portions of the

timelines, wherein each second graphic item on a respective timeline represents

one or more of the data objects in the class associated with the respective timeline

and tagged with respective times within the second time period, and

pre-fetching scroll data representing one or more of the data objects tagged

with respective times after the fourth time.

2 . The method of claim 1, further comprising determining a fifth time after the fourth

time based on a difference between the fourth time and the second time, wherein the data

objects represented by the pre-fetched scroll data are tagged with respective times after the

fourth time and before the fifth time.

3 . The method of claim 1, further comprising determining a fifth time after the fourth

time based on a rate of movement of a user interface component from a position



representing the first time period to a position representing the second time period,

wherein the user input is received via the user interface component, and wherein the data

objects represented by the pre-fetched scroll data are tagged with respective times after the

fourth time and before the fifth time.

4 . The method of claim 1, wherein the user input is first user input, and wherein the

method further comprises:

receiving second user input indicative of scrolling the timelines to a third time

period which begins at a fifth time after the third time and ends at a sixth time after the

fourth time;

in response to the second user input, displaying a third portion of the view,

including

displaying third portions of the timelines representing the third time period,

and

displaying third graphic items arranged on the third portions of the

timelines, wherein each third graphic item on a respective timeline represents one

or more of the data objects in the class associated with the respective timeline and

tagged with respective times within the third time period, and wherein at least a

subset of the third graphic items represent the data objects represented by the scroll

data.

5 . The method of claim 4, wherein the method is performed by a client device, and

wherein the pre-fetching comprises the client device receiving the scroll data from a

server.

6 . The method of claim 5, wherein the pre-fetched scroll data comprise the subset of

third graphic items.

7 . The method of claim 5, wherein the pre-fetched scroll data comprise the tags of the

data objects represented by the scroll data.

8 . The method of claim 7, wherein each data object further includes payload data

representing an information payload, wherein the pre-fetched scroll data further comprise

at least (1) a portion of the payload data of the data objects represented by the scroll data,



(2) data derived from the payload data of the data objects represented by the scroll data.,

or (3) a combination thereof.

9 . The method of claim 8, further comprising:

generating, based on the pre-fetched scroll data, the subset of third graphic items.

10 . The method of claim 1, further comprising:

in response to receiving the user input, purging data representing one or more of

the data obj ects tagged with respective times before the third time.

11. The method of claim 1, further comprising:

pre-fetching zoom-in data associated with the data objects represented by the

second graphic items, wherein the zoom-in data represent attributes of the associated data

objects, and wherein the attributes represented by the zoom-in data are not represented by

the second graphic items.

12. The method of claim 11, wherein the user input is first user input, and wherein the

method further comprises:

receiving second user input indicative of zooming the timelines to a third time

period starting at a fifth time after the third time and ending at a sixth time before the

fourth time;

in response to the second user input, displaying a third portion of the view,

including

displaying third portions of the timelines representing the third time period,

and

displaying third graphic items arranged on the timelines, wherein each third

graphic item displayed on a respective timeline represents one or more of the data

objects in the class associated with the respective timeline and tagged with

respective times within the third time period.

13. The method of claim 12, wherein the zoom-in data are first zoom-in data, and

wherein the method further comprises:

in response to the second user input, pre-fetching second zoom-in data associated

with the data objects represented by the third graphic items, wherein the second zoom-in



data represent attributes of the associated data objects, and wherein the attributes

represented by the second zoom-in data are not represented by the third graphic items.

14. The method of claim 12, wherein the timelines include a first timeline, wherein the

second graphic items include a cluster-type graphic item on the second portion of the first

timeline, and wherein the cluster-type graphic item represents two or more data objects.

15. The method of claim 14, wherein the third graphic items include two or more

graphic items on the third portion of the first timeline, and wherein each of the two or

more graphic items represents a different subset of the two or more data objects previously

associated with the cluster-type graphic item.

16. The method of claim 15, wherein displaying the third portion of the view further

comprises making a determination to assign the subsets of data objects previously

associated with the cluster-type graphic item to the two or more respective graphic items,

and wherein the determination is based, at least in part, on (1) the times with which the

two or more respective data objects are tagged, (2) a duration of the third time period, (3) a

total number of data objects to be represented on the third portion of the first timeline, (4)

sizes of the subsets of data objects, (5) a length of the third portion of the first timeline

when displayed on a display device, or (6) any combination thereof.

17. The method of claim 15, wherein the cluster-type graphic item is a first cluster-

type graphic item, and wherein at least one of the two or more graphic items on the third

portion of the first timeline is a second cluster-type graphic item representing at least two

of the data objects previously associated with the first cluster-type graphic item.

18 . The method of claim 15, wherein at least one of the two or more graphic items on

the third portion of the first timeline is an object-type graphic item representing a single

data object previously associated with the cluster-type graphic item, wherein a portion of

the zoom-in data represents one or more attributes of the single data object, and wherein

displaying the third portion of the view further comprises generating at least a portion of

the object-type graphic item based on the portion of the zoom-in data representing the one

or more attributes of the single data object.



19. The method of claim 14, wherein the timelines include a first timeline, wherein the

second graphic items include an object-type graphic item on the second portion of the first

timeline, and wherein the object-type graphic item represents a single data object in the

class associated with the first timeline.

20. The method of claim 19, wherein the object-type graphic item is a first object-type

graphic item, wherein the third graphic items include a second object-type graphic item

representing the single data object and arranged on the third portion of the first timeline,

wherein a portion of the zoom-in data represents one or more attributes of the single data

object not represented by the first obj ect-type graphic item, and wherein displaying the

third portion of the view further comprises generating at least a portion of the second

object-type graphic item based on the portion of the zoom-in data representing the one or

more attributes of the single data object.

2 1. The method of claim 20, wherein the second object-type graphic item comprises

the first object-type graphic item.

22. The method of claim 14, further comprising:

in response to receiving the second user input, purging data representing one or

more of the data objects tagged with respective times outside the third time period.

23. The method of claim 1, further comprising:

pre-fetching zoom-out data representing one or more of the data objects tagged

with respective times before the third time and one or more of the data objects tagged with

respective times after the fourth time.

24. The method of claim 23, wherein the user input is first user input, and wherein the

method further comprises:

receiving second user input indicative of zooming the timelines to a third time

period starting at a fifth time before the third time and ending at a sixth time after the

fourth time;

in response to the second user input, displaying a third portion of the view,

including



displaying third portions of the timelines representing the third time period,

and

displaying third graphic items arranged on the timelines, wherein each third

graphic item displayed on a respective timeline represents one or more of the data

objects in the class associated with the respective timeline and tagged with

respective times within the third time period,

wherein a first subset of the third graphic items represent the data objects

tagged with respective times before the third time and represented by the zoom-out

data, and

wherein a second subset of the third graphic items represent the data

objects tagged with respective times after the fourth time and represented by the

zoom-out data.

25. The method of claim 24, wherein the zoom-out data are first zoom-out data, and

wherein the method further comprises:

in response to the second user input, pre-fetching second zoom-out data

representing one or more of the data objects tagged with respective times before the fifth

time and one or more of the data objects tagged with respective times after the sixth time.

26. The method of claim 24, wherein the timelines include a first timeline, wherein the

second graphic items include at least two graphic items on the second portion of the first

timeline, wherein each of the two graphic items represents one or more respective data

objects, wherein the third graphic items include a cluster-type graphic item on the third

portion of the first timeline, and wherein the cluster-type graphic item represents a set of

data objects comprising the data objects represented by each of the two graphic items.

27. The method of claim 26, wherein the cluster-type graphic item is a first cluster-

type graphic item, and wherein at least one of the two graphic items on the second portion

of the first timeline is a second cluster-type graphic item representing at least two data

objects.

28. The method of claim 26, wherein at least one of the two graphic items on the

second portion of the first timeline is an object-type graphic item representing a single

data object.



29. The method of claim 24, wherein the second graphic items include an object-type

graphic item on the second portion of the first timeline, and wherein the object-type

graphic item represents a single data object in the class associated with the first timeline.

30. The method of claim 29, wherein the object-type graphic item is a first object-type

graphic item, wherein the third graphic items include a second object-type graphic item

representing the single data object and arranged on the third portion of the first timeline,

and wherein a portion of the first object-type graphic item represents one or more

attributes of the single data object not represented by the second object-type graphic item.

31. The method of claim 30, wherein the first object-type graphic item comprises the

second object-type graphic item.

32. The method of claim 24, further comprising:

in response to receiving the second user input, purging first portions of data

representing one or more of the data objects tagged with respective times within the third

time period, and purging first and second portions of data representing one or more of the

data objects tagged with respective times outside the third time period.

33. The method of claim 1, wherein the view of the data package corresponds to a

mapping between the plurality of data objects and the timelines, and wherein the mapping

specifies the respective class of data associated with each timeline.

34. The method of claim 33, wherein the second graphic items include a particular

graphic item on the second portion of the first timeline, wherein the particular graphic item

represents data extracted from a particular application, and wherein the method further

comprises:

identifying user input indicating selection of a particular portion of the particular

graphic item, and in response thereto, navigating to the data within the particular

application.

35. The method of claim 1, wherein the data package is a first data package, wherein

the second graphic items include a particular graphic item on the second portion of the



timeline, wherein the particular graphic item includes one or more links to one or more

second data packages, and wherein the method further comprises:

identifying user input indicating user selection of a particular link to a particular

second data package, and in response thereto, displaying a portion of a view of the

particular second data package.

36. The method of claim 35, wherein the portion of the view of the particular second

data package comprises respective portions of two or more timelines representing the

second time period.

37. The method of claim 1, wherein each data object further includes payload data

representing an information payload, and wherein the method further comprises

determining whether a particular data object is in a particular class of data based on the

payload data of the particular data object.

38. The method of claim 1, further comprising identifying one or more search criteria,

wherein each of the data objects represented by the second graphic items satisfies the one

or more search criteria, and wherein pre-fetching the scroll data comprises:

sending, to a server, a pre-fetch request comprising the one or more search criteria,

and

receiving, from the server, the scroll data, wherein the scroll data represent data

objects satisfying the one or more search criteria and tagged with respective times after the

fourth time.

39. The method of claim 1, further comprising ranking the timelines, wherein the

timelines include a first timeline with a first rank and a second timeline with a second,

lower rank, and wherein pre-fetching the scroll data comprises pre-fetching a first amount

of scroll data representing data objects corresponding to the first timeline and a second,

smaller amount of scroll data representing data obj ects corresponding to the second

timeline.

40. The method of claim 1, further comprising:

generating a first pre-fetch request for first data associated with a data package;

generating a second pre-fetch request for second data associated with a data

package;



determining that the first data and the second data are the same data;

coalescing the first and second pre-fetch requests into a single pre-fetch request;

and

sending the coalesced pre-fetch request to a server.

41. A sy stem including :

one or more data processing apparatus programmed to perform operations

including:

selecting a data package wherein the data package identifies a plurality of data

objects, wherein each data object includes a tag representing a time;

identifying a first time period which begins at a first time and ends at a later second

time;

displaying a first portion of a view of the data package, including

displaying first portions of two or more timelines, wherein each timeline is

associated with a respective class of data, and wherein the displayed first portion of

each timeline represents the first time period, and

displaying first graphic items arranged on the first portions of the timelines,

wherein each first graphic item displayed on a respective timeline represents one or

more of the data objects in the class associated with the respective timeline and

tagged with respective times within the first time period;

receiving user input indicative of scrolling the timelines to a second time period

which begins at a third time after the first time and ends at a fourth time after the second

time;

in response to the user input, displaying a second portion of the view of the data

package, including

displaying second portions of the timelines representing the second time

period,

displaying second graphic items arranged on the second portions of the

timelines, wherein each second graphic item on a respective timeline represents

one or more of the data objects in the class associated with the respective timeline

and tagged with respective times within the second time period, and

pre-fetching scroll data representing one or more of the data objects tagged

with respective times after the fourth time.



42. A computer storage medium having instructions stored thereon that, when

executed by a data processing apparatus, cause the data processing apparatus to perform

operations comprising:

selecting a data package wherein the data package identifies a plurality of data

objects, wherein each data object includes a tag representing a time;

identifying a first time period which begins at a first time and ends at a later second

time;

displaying a first portion of a view of the data package, including

displaying first portions of two or more timelines, wherein each timeline is

associated with a respective class of data, and wherein the displayed first portion of

each timeline represents the first time period, and

displaying first graphic items arranged on the first portions of the timelines,

wherein each first graphic item displayed on a respective timeline represents one or

more of the data objects in the class associated with the respective timeline and

tagged with respective times within the first time period;

receiving user input indicative of scrolling the timelines to a second time period

which begins at a third time after the first time and ends at a fourth time after the second

time;

in response to the user input, displaying a second portion of the view of the data

package, including

displaying second portions of the timelines representing the second time

period,

displaying second graphic items arranged on the second portions of the

timelines, wherein each second graphic item on a respective timeline represents

one or more of the data objects in the class associated with the respective timeline

and tagged with respective times within the second time period, and

pre-fetching scroll data representing one or more of the data objects tagged

with respective times after the fourth time.

43. A computer-implemented method comprising:

identifying one or more data packages for which a first user is a member, and

displaying, for each of the identified data packages, an icon corresponding to the data

package, wherein each data package is associated with one or more content rules that

define content of the data package;



receiving selection by the first user of one of the icons wherein the selected icon

corresponds to a first data package;

identifying a plurality of first data obj ects associated with the first data package

based, at least in part, on the one or more content rules associated with the first data

package, wherein each identified first data object is associated with a respective source

channel of a plurality of different channels, and is associated with a respective time the

first data obj ect was made available on the associated channel, wherein at least two of the

channels correspond to different third-party communication applications; and

displaying first graphic items arranged on timelines, wherein each timeline is

associated with a respective channel, wherein each first graphic item displayed on a

respective timeline represents one or more of the first data objects made available on the

channel corresponding to the timeline, and wherein each first graphic item is displayed on

the respective timeline at a position on the timeline corresponding to the one or more times

associated with the first data objects represented by the first graphic item.

44. The method of claim 43, wherein each data package is associated with one or more

access rules, and wherein identifying one or more data packages for which the first user is

a member comprises:

determining that the respective access rules associated with each of the one or

more data packages allow the first user to access the data package.

45. The method of claim 44, wherein the access rules associated with the first data

package specify at least one secret criterion for accessing the first data package, and

wherein identifying one or more data packages for which the first user is a member

comprises:

identifying the first user as a member for the first data package based, at least in

part, on activity of the first user satisfying the at least one secret criterion.

46. The method of claim 44, further comprising determining, based on the access rules

of the first package, what type of access to the first data package is granted to the first

user, wherein the type of access includes one or more of: read access, write access, and

administrative access.



47. The method of claim 44, wherein the access rules for the first data package require

the first user to be located in a specified geographic area, the current time to be in a

specified time period, or both.

48. The method of claim 44, further comprising:

determining that the access rules associated with the first data package allow the

first user to grant other users access to the first data package by sharing the first data

package with the other users.

49. The method of claim 43, wherein identifying a plurality of first data objects

associated with the first data package based on the content rules associated with the first

data package comprises:

retrieving one or more candidate first data objects from a social network account of

a member of the first data package, wherein each of the candidate first data objects

includes a respective message.

50. The method of claim 49, wherein the content rules associated with the first data

package include one or more criteria for inclusion of content in the first data package, and

wherein identifying a plurality of first data objects associated with the first data package

based on the content rules associated with the first data package further comprises:

discarding any candidate first data objects that do not satisfy the one or more

criteria for inclusion.

51. The method of claim 50, wherein the one or more criteria for inclusion of a

candidate first data object, wherein the candidate first data object includes a message,

include presence of one or more keywords in a subject line of the message or presence of

the one or more keywords in a hash tag in the message.

52. The method of claim 43, wherein identifying a plurality of first data objects

associated with the first data package based on the content rules associated with the first

data package comprises:

retrieving one or more messages sent by one or more members of the first data

package to one or more other members of the first data package.



53. The method of claim 43, wherein a first data object comprises one or more of: a

social network post, a micro blog message, an electronic mail message, a text message, an

image, an electronic file, and a message.

54. The method of claim 43, further comprising:

receiving input from the first user placing a new data object on one of the

timelines; and

providing the new data obj ect to one or more other members of the first data

package.

55. The method of claim 54, wherein the new data object comprises one or more of: a

social network post, an electronic mail message, a text message, a micro blog message, an

image, an electronic file, and a message.

56. The method of claim 43, wherein the identified data packages comprise a second

data package, the method comprising:

determining that the first data package is related to the second data package;

identifying a plurality of second data objects associated with the second data

package based, at least in part, on one or more content rules associated with the second

data package, wherein each identified second data obj ect is associated with a respective

source channel of the plurality of different channels, and is associated with a respective

time the second data object was made available on the associated channel; and

displaying second graphic items arranged on the timelines, wherein each first

graphic item displayed on a respective timeline represents one or more of the second data

objects made available on the channel corresponding to the timeline, , and wherein each

second graphic item is displayed on the respective timeline at a position on the timeline

corresponding to the one or more times associated with the second data objects

represented by the second graphic item.

57. The method of claim 56, wherein determining that the first data package is related

to the second data package comprises:

determining that the first data package and the second data package have one or

more keywords or hashtags in common.



58. The method of claim 43, further comprising:

determining that the first user is connected to a second user on one or more social

networks or that the first user and the second user share one or more interests; and

based on the determination: generating the first data package, wherein the first user

and the second user are members of the first data package, and associating a content rule

with the first package, wherein the content rule indicates that content generated by the first

user or the second user is eligible for inclusion in the data package.

59. The method of claim 43, wherein the first data package has first content at a first

time, and wherein the method further comprises:

performing a hashing operation on the first content of the first data package at the

first time, wherein performing the hashing operation produces a hash value; and

persistently storing the first content of the first data package and the corresponding

hash value.

60. The method of claim 59, wherein the hash value is a first hash value, and wherein

the method further comprises:

verifying integrity of the first content by performing the hashing operation on the

first content again, wherein performing the hashing operation again produces a second

hash value, and by comparing the first hash value to the second hash value.

6 1. The method of claim 43, wherein the first data package is associated with one or

more destruction rules specifying at least one criterion for destroying the first data

package, and wherein the method further comprises:

determining whether the at least one criterion is satisfied; and

if the at least one criterion is determined to be satisfied, destroying the data

package.

62. The method of claim 6 1, wherein the at least one criterion for destroying the first

data package is satisfied if a current date and time are later than a date and time specified

in the criterion.

A system including:



one or more data processing apparatus programmed to perform operations

including:

identifying one or more data packages for which a first user is a member, and

displaying, for each of the identified data packages, an icon corresponding to the data

package, wherein each data package is associated with one or more content rules that

define content of the data package;

receiving selection by the first user of one of the icons wherein the selected icon

corresponds to a first data package;

identifying a plurality of first data objects associated with the first data package

based, at least in part, on the one or more content rules associated with the first data

package, wherein each identified first data object is associated with a respective source

channel of a plurality of different channels, and is associated with a respective time the

first data object was made available on the associated channel, wherein at least two of the

channels correspond to different third-party communication applications; and

displaying first graphic items arranged on timelines, wherein each timeline is

associated with a respective channel, wherein each first graphic item displayed on a

respective timeline represents one or more of the first data objects made available on the

channel corresponding to the timeline, and wherein each first graphic item is displayed on

the respective timeline at a position on the timeline corresponding to the one or more times

associated with the first data objects represented by the first graphic item.

64. A computer storage medium having instructions stored thereon that, when

executed by a data processing apparatus, cause the data processing apparatus to perform

operations comprising:

identifying one or more data packages for which a first user is a member, and

displaying, for each of the identified data packages, an icon corresponding to the data

package, wherein each data package is associated with one or more content rules that

define content of the data package;

receiving selection by the first user of one of the icons wherein the selected icon

corresponds to a first data package;

identifying a plurality of first data objects associated with the first data package

based, at least in part, on the one or more content rules associated with the first data

package, wherein each identified first data object is associated with a respective source

channel of a plurality of different channels, and is associated with a respective time the



first data object was made available on the associated channel, wherein at least two of the

channels correspond to different third-party communication applications; and

displaying first graphic items arranged on timelines, wherein each timeline is

associated with a respective channel, wherein each first graphic item displayed on a

respective timeline represents one or more of the first data objects made available on the

channel corresponding to the timeline, and wherein each first graphic item is displayed on

the respective timeline at a position on the timeline corresponding to the one or more times

associated with the first data objects represented by the first graphic item.


















































	abstract
	description
	claims
	drawings

