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PROBE INSERTION VIA BACKGROUND VIRTUAL MACHINE

BACKGROUND

[0001] The complexity of distributed systems and their testing mechanisms

have been widely explored for many years. There are many challenges inherent

in distributed systems, such as latency of asynchronous communications, error

recovery, clock drift, and service partitioning, leading to numerous problems

including deadlocks, race conditions, and many other difficulties. Testing and

monitoring of such complex systems presents big challenges. Over the years,

many automatic test generation, deployment, and execution methods have been

investigated and implemented. However, great efforts are still demanded in the

area of monitoring and maintaining such systems.

[0002] It is very useful to be able to monitor the performance and behavior of

servers in a datacenter or production setting. Most contemporary operating

systems have event tracing or performance counter mechanisms for this purpose,

but turning them on will usually incur some performance overhead - consuming

CPU and disk/network IO to write their log files. If this has not been taken into

account when capacity planning, this can cause the production servers to be

overloaded resulting in failures and/or poor performance. Hence, tracing

mechanisms are rarely used in production.

[0003] Many datacenters now use virtual machines to allow multiple

production applications to run on a single server, each within a virtual environment

so that each application thinks it has exclusive use of the machine. Instead, the

application typically has exclusive use of the virtual machine. The virtual machine

provides the application with a guaranteed amount of hardware resources, such

as CPU speed, memory size, disk capacity, network bandwidth, and so forth.

Hypervisors are widely available for commodity hardware that can allow multiple

virtual machines to run side by side on the same computer (e.g., Xen, Hyper-V,

and VMware). The hypervisor multiplexes (and sometimes schedules) access to

the physical resources such as CPU, memory, disk, network. The hypervisor

provides schedulers for both CPU and IO resources that are capable of providing

a fixed partition of all resources between two or more VMs. This can be done in

many ways, e.g. using hard-real time scheduling algorithms.



[0004] Monitoring performance within a virtual machine suffers the same

challenges as monitoring within a physical machine. Turning on performance

counters, logging, and other monitoring tools will consume some amount of the

virtual machine's resources, and may potentially change the behavior of the

application. For applications with high guaranteed uptime, the operator of the

application cannot risk this kind of interference. In some cases, applications have

solved this by turning monitoring on all the time, developing and testing the

system under the assumption that the monitoring burden will constantly be there.

While this can add predictability, the impact may still cause the application to run

slower than expected and involves planning for and purchasing more hardware

resources than would otherwise be used. Many applications are left choosing

between constant monitoring with the accompanying slow application

performance or no monitoring with the accompanying difficulty of diagnosing

problems and monitoring behavior.

SUMMARY

[0005] A performance monitoring system is described herein that works with

a hypervisor to reserve resources outside of a virtual machine to monitor

performance of an application running within the virtual machine. The application

receives the guaranteed amount of resources specified by the virtual machine's

specifications, and the monitoring consumes resources not associated with the

virtual machine, but potentially running on the same physical machine. The

application running in the virtual machine is already isolated by the hypervisor

from the physical machine, and thus additional burdens on the physical machine

that allow the hypervisor to continue meeting guarantees to the virtual machine

will not impact application performance. The performance monitoring system

provides instrumentation of deployed applications that information technology (IT)

personnel can dynamically turn on and off without affecting the performance of the

deployed application. Furthermore, the system can provide additional probes or

instrumentation points without having any measurable effect on application

performance. Thus, the performance monitoring system provides a robust

framework for monitoring production applications without affecting the

performance of those applications during execution.



[0006] This Summary is provided to introduce a selection of concepts in a

simplified form that are further described below in the Detailed Description. This

Summary is not intended to identify key features or essential features of the

claimed subject matter, nor is it intended to be used to limit the scope of the

claimed subject matter.

BRIEF DESCRIPTION OF THE DRAWINGS

[0007] Figure 1 is a block diagram that illustrates components of the

performance monitoring system, in one embodiment.

[0008] Figure 2 is a flow diagram that illustrates processing of the

performance monitoring system to setup tracing to an instrumentation virtual

machine in a production virtual machine, in one embodiment.

[0009] Figure 3 is a flow diagram that illustrates processing of the

performance monitoring system to receive trace output from a production virtual

machine in an instrumentation virtual machine, in one embodiment.

DETAILED DESCRIPTION

[0010] A performance monitoring system is described herein that works with

a hypervisor to reserve resources outside of a virtual machine to monitor

performance of an application running within the virtual machine. The application

receives the guaranteed amount of resources specified by the virtual machine's

specifications, and the monitoring consumes resources not associated with the

virtual machine, but potentially running on the same physical machine. The

application running in the virtual machine is already isolated by the hypervisor

from the physical machine, and thus additional burdens on the physical machine

that allow the hypervisor to continue meeting guarantees to the virtual machine

will not impact application performance. The performance monitoring system

provides instrumentation of deployed applications that information technology (IT)

personnel can dynamically turn on and off without affecting the performance of the

deployed application. Furthermore, the system can provide additional probes or

instrumentation points without having any measurable effect on application

performance.

[001 1] The performance monitoring system operates by reserving in advance

some small fraction of the processing power, storage, and I/O capacity of each

production server using virtualization technology. The production application runs

in a virtual machine (VM) with a fixed amount of resources, and the



instrumentation/logging/monitoring subsystem runs in a hidden/invisible VM or at

the hypervisor level using the reserved capacity. The instrumentation VM can

dynamically add/enable monitoring points in the production VM that allow the

instrumentation VM to log information about the production VM without affecting

the production VM's performance. In some embodiments, the hypervisor

constrains the specifications of the instrumentation VM so that the hypervisor can

guarantee a limited effect of the instrumentation VM on the physical machine.

The instrumentation VM may run at a lower priority (e.g., background) than

production VMs, to allow production VMs sufficient use of the physical machine.

The deployed application may have no awareness of the existence of the

instrumentation going on. The instrumentation VM can dynamically select a set of

instrumentation by measuring the resources available to the instrumentation VM.

[0012] Alternatively or additionally, the hypervisor can run the instrumentation

VM on a dedicated CPU (or hyper-thread) with a reserved region of physical

memory and disk (perhaps even a dedicated additional storage device).

Alternatively or additionally, the hypervisor can use hardware performance

counters to vary the resources provided to the production system to maintain a

consistent level of performance. In some embodiments, the performance

monitoring system modifies an existing event tracing subsystem in the production

VM (e.g., ETW in Windows) to log to a memory region (or other mechanism)

shared between the two VMs. This allows the production VM to use normal

performance monitoring tools, but to offload the resource impact to the

instrumentation VM. Alternatively or additionally, the existing event tracing

subsystem can be modified such that each instrumentation point includes an

instruction that is transparently intercepted by the hypervisor (e.g., a specific

instruction, or accessing a particular memory address that causes a 'VMEXIT').

The hypervisor then provides notification to any listening instrumentation VM. The

hypervisor can selectively filter such notifications. Tools such as Strace (Solaris)

and Dtrace (MSR-SVC) are used to add instrumentation to running kernels via

binary rewriting. Similar techniques can be used in this system, with the ability to

hide the rewritten code and instrumentation from the production VM using virtual

address techniques. Thus, the performance monitoring system provides a robust

framework for monitoring production applications without affecting the

performance of those applications during execution.



[0013] Figure 1 is a block diagram that illustrates components of the

performance monitoring system, in one embodiment. The system 100 includes a

scheduling component 110, a VM communication component 120, an event

filtering component 130, a production tracing component 140, a probe insertion

component 150, a resource reservation component 160, a logging component

170, and a trace data store 180. Each of these components is described in further

detail herein.

[0014] The scheduling component 110 , VM communication component 120,

and event filtering component 130 may operate within a hypervisor that

multiplexes access to physical resources shared between two or more virtual

machines.

[0015] The scheduling component 110 provides scheduling of resource

usage on a physical machine and resource isolation between two or more virtual

machines, including a production virtual machine and an instrumentation virtual

machine. The scheduling component 110 may operate within a hypervisor and

provide virtual machine isolation so that each virtual machine can use physical

machine resources in a way that meets any guarantees provided to each virtual

machine for resource availability. For example, if a physical machine has a 2GHz

processor and each of two virtual machines has been guaranteed equivalent

certain percent allocation of the CPU, then the scheduling component 110 may

ensure that each virtual machine gets to use one-half or other amount of the

physical machine's processor time. The scheduling component 110 can provide

similar divisions of physical machine memory, disk space, network bandwidth, and

other resources.

[0016] The VM communication component 120 provides one or more

channels of communication between two or more virtual machines. A variety of

techniques exists for cross-VM communication, including shared physical

memory, hypercalls that call into the hypervisor, storing files at a common location

on a physical disk, and so forth. The VM communication component 120 typically

receives trace information coming out of a production VM and stores the trace

information in a location accessible by an instrumentation VM. Storage is often

cheap in terms of resources used compared to processing data, and the

production VM can write trace data quickly and return to production work with

negligible impact on the operation of the production VM, while the instrumentation



VM processes the trace data separately. The hypervisor may manage the shared

communication channel and enforce security or other restrictions on the

instrumentation VM. The instrumentation VM may register with the hypervisor and

provide credentials that satisfy the hypervisor that the instrumentation VM is

authorized to intercept information coming from the production VM.

[0017] The event filtering component 130 filters event data before it reaches

an instrumentation virtual machine. In some cases, some virtual machines may

not have authorization to access some production machines, or the hypervisor

may receive and pre-process event information for performance reasons. For

example, a production VM may provide trace output all the time, but an

instrumentation VM may not be listening and capturing the trace output. Thus, the

hypervisor may receive the information first, determine if any instrumentation VM

will receive the trace output and, if not, discard the trace output. In some

embodiments, the instrumentation VM may set a level or category of trace output

that it is interested in receiving and the event filtering component 130 may avoid

sending non-matching trace information to the instrumentation VM. The

instrumentation VM incurs a resource cost in processing trace information, so

filtering what the instrumentation VM receives may increase performance.

[0018] The production tracing component 140 and probe insertion

component 150 may operate within a production virtual machine, managed by the

hypervisor, in which a target production application is running.

[0019] The production tracing component 140 operates within the production

virtual machine to capture trace information and provide the trace information to

the VM communication component. The production tracing component 140 may

intercept calls or other usage of existing trace techniques, such as those provided

by an operating system. For example, MICROSOFT TM WINDOWS TM provides

an event log, performance counters, and other event tracing functionality that

applications can use to provide trace information. The use of this functionality

normally incurs some performance cost, but the performance monitoring system

100 offloads this cost by doing only a small amount of work to capture trace

information within the production VM and offloading heavier processing of the

trace information to the instrumentation VM. The production tracing component

140 is the front line component in the production VM that capture trace

information. In some embodiments, the production tracing component 140



operates at the hypervisor level and intercepts calls to tracing application-

programming interfaces (APIs) without the knowledge of the production VM or

application running therein.

[0020] The probe insertion component 150 inserts one or more probes in the

production virtual machine to intercept one or more activities related to events

occurring within the production virtual machine. The probe insertion component

150 allows a problem investigator to place one or more specific probes into the

production VM that capture information beyond what may be available through

trace information. For example, the investigator may be interested in calls to a

specific API, along with the parameters passed in and output results. The probe

insertion component allows dynamic instrumentation of the production VM to

intercept such calls and send probe information via the VM communication

component 120 to the instrumentation VM.

[0021] The resource reservation component 160, logging component 170,

and trace data store 180 may operate within an instrumentation virtual machine,

managed by the hypervisor, in which instrumentation software code is running.

[0022] The resource reservation component 160 reserves resources for the

instrumentation virtual machine to use for capturing trace information. Reserving

resources ensures that the instrumentation VM operates with a predictable impact

upon the physical machine's resources and allows the instrumentation VM to

process trace and probe information without affecting performance of the

production VM. The hypervisor and scheduling component 110 ensure that both

the production VM and instrumentation VM share the use of the physical machine

resources, isolated from one another's actual use of the physical machine. The

resource reservation component 160 may simply operate as a normal VM

specification to request an expected set of resource capabilities from the

hypervisor, or may request dedicated resources, such as a dedicated processor,

disk, or other resource. Processing trace information is often resource intensive

and providing dedicated resources may allow more efficient processing while

ensuring other tasks managed by the hypervisor are not impacted.

[0023] The logging component 170 stores trace information received and

processed by the instrumentation virtual machine in the trace data store 180. The

logging component 170 may store one or more files or other trace output that

allows subsequent analysis of events that occurred within the production VM by a



problem investigator, such as a tester, IT personnel, or a developer associated

with the production application running in the production VM. The trace

information may provide inputs, outputs, performance characteristics, operation

times, and other information useful for diagnosing problems or ensuring correct

operation of the application. In some embodiments, the logging component 170

provides periodic snapshots of an application that IT personnel or others can use

as an example of application performance. For example, if the application

receives web-based e-commerce orders, then the logging component 170 may

capture one order in a thousand in detail so that a person can walk through the

processing of the order and ensure correct behavior.

[0024] The trace data store 180 receives stored trace information and

persists the information for subsequent manual or automated analysis. The trace

data store 180 may include one or more in-memory data structures, files, file

systems, hard drives, databases, storage area networks (SANs), cloud-based

storage services, or other facilities for storing data. The trace data store 180

captures information stored by the logging component 170 and keeps the

information for review and analysis by IT personnel or others interested in

diagnosing and monitoring the production application.

[0025] The computing device on which the performance monitoring system is

implemented may include a central processing unit, memory, input devices (e.g.,

keyboard and pointing devices), output devices (e.g., display devices), and

storage devices (e.g., disk drives or other non-volatile storage media). The

memory and storage devices are computer-readable storage media that may be

encoded with computer-executable instructions (e.g., software) that implement or

enable the system. In addition, the data structures and message structures may

be stored or transmitted via a data transmission medium, such as a signal on a

communication link. Various communication links may be used, such as the

Internet, a local area network, a wide area network, a point-to-point dial-up

connection, a cell phone network, and so on.

[0026] Embodiments of the system may be implemented in various operating

environments that include personal computers, server computers, handheld or

laptop devices, multiprocessor systems, microprocessor-based systems,

programmable consumer electronics, digital cameras, network PCs,

minicomputers, mainframe computers, distributed computing environments that



include any of the above systems or devices, set top boxes, systems on a chip

(SOCs), and so on. The computer systems may be cell phones, personal digital

assistants, smart phones, personal computers, programmable consumer

electronics, digital cameras, and so on.

[0027] The system may be described in the general context of computer-

executable instructions, such as program modules, executed by one or more

computers or other devices. Generally, program modules include routines,

programs, objects, components, data structures, and so on that perform particular

tasks or implement particular abstract data types. Typically, the functionality of

the program modules may be combined or distributed as desired in various

embodiments.

[0028] Figure 2 is a flow diagram that illustrates processing of the

performance monitoring system to setup tracing to an instrumentation virtual

machine in a production virtual machine, in one embodiment. Beginning in block

210, the system receives an instrumentation virtual machine that includes

software instructions for monitoring a production virtual machine. The system

may receive the instrumentation VM by a user installing the VM in a production

environment or the hypervisor vendor may provide the instrumentation VM as part

of an operating system for virtualization. The instrumentation VM may include one

or more tools for settings itself up with the hypervisor, communicating with other

VMs, and capturing trace data from the production VM for later analysis.

[0029] Continuing in block 220, the system registers the instrumentation

virtual machine with a hypervisor so that the hypervisor can permit the

instrumentation virtual machine to capture trace information from the production

virtual machine. The hypervisor may enforce security authorization related to

capturing trace data, and the instrumentation provides authentication information

so that the hypervisor allows it to monitor activity within the production VM. It is

the hypervisor's typical job to isolate VMs and the registration steps allows the

instrumentation VM to access the production VMs activities.

[0030] Continuing in block 230, the system reserves one or more resources

for the instrumentation virtual machine to use to capture and process trace

information. For example, the system may reserve processor time, memory

space, disk space, network bandwidth, or other resources for the instrumentation

VM to use in a way that does not interfere with prior reservation requests of other



VMs, including the production VM. The hypervisor may assign dedicated physical

resources or partition shared resources through scheduling for the instrumentation

VM to use. In this way, the resources used by the instrumentation are not known

to the production VM and do not affect the production VMs ability to perform any

normal production processing.

[0031] Continuing in block 240, the system creates a shared communication

channel between the instrumentation virtual machine and the production virtual

machine through which the instrumentation VM receives trace information from

the production VM. The passage of trace information is an efficient operation that

does not noticeably affect performance of the production VM, and the

instrumentation VM can later process the trace information in a way that only

affects the instrumentation VM. Thus, the system offloads the burden of

processing trace information outside of the production application's execution

environment.

[0032] Continuing in block 250, the system inserts one or more probes for

capturing information related to specific activities within the production virtual

machine. The probes cause the hypervisor to inform the instrumentation VM

when particular conditions exist within the production VM. For example, a probe

might inform the instrumentation VM when the application running in the

production VM calls a particular API. The probes may also include overwriting

normal tracing APIs in the production VM with hooks that reroute tracing

information (or duplicate the information) to the instrumentation VM. Probes allow

the instrumentation VM to monitor specific activities with little to no impact on the

normal processing of the production VM.

[0033] Continuing in block 260, the system activates tracing to begin

receiving trace information captured within the production virtual machine and

communicated to the instrumentation virtual machine. Activation may include

starting the production VM, starting the production application, starting the

instrumentation VM, notifying the hypervisor that the instrumentation VM is ready

to receive trace information, and/or other steps that prepare the system to receive

trace information. After block 260, these steps conclude.

[0034] Figure 3 is a flow diagram that illustrates processing of the

performance monitoring system to receive trace output from a production virtual

machine in an instrumentation virtual machine, in one embodiment. Beginning in



block 3 10 , the system detects a trace event in the production virtual machine. For

example, the system may detect a call to a tracing API within the production VM,

detect a call to other APIs that reflect application activity, detect that a previously

inserted probe instruction has been triggered, receive an external indication from

the instrumentation VM to begin tracing, and so forth.

[0035] Continuing in block 320, the system writes event details about the

detected trace event to a shared communication channel through which the

instrumentation virtual machine can access information shared by the production

virtual machine. For example, the system may create a shared memory buffer or

use hypervisor VM sharing APIs to share information across VMs from the

production VM to the instrumentation VM. Trace information captured from the

production VM is processed by the instrumentation VM to reduce or eliminate the

burden of trace processing from the production VM.

[0036] Continuing in decision block 330, the system determines whether the

event should be filtered or provided to the instrumentation VM. If the event is to

be filtered, then the system completes and waits for the next trace event, else the

system continues at block 340 to notify the instrumentation VM. In some

embodiments, the hypervisor captures trace data first and decides whether to

pass the trace data on to one or more instrumentation decisions based on one or

more trace criteria. The trace criteria may determine whether the instrumentation

VM has sufficient authority to receive the trace information, whether the trace data

is of a category or level requested by the instrumentation VM, whether the

instrumentation VM is running and ready to receive trace data, or any other

condition configured by a user of the system. The system may provide flexible

configuration options for administrators or other users to setup the tracing based

specific needs of the application being monitored.

[0037] Continuing in block 340, the system notifies the instrumentation virtual

machine of the detected trace event. The system may notify the instrumentation

VM directly, such as by providing a message, API call, or other notification to the

instrumentation VM, or indirectly, such as by writing data to a file or shared

memory region that the instrumentation VM monitors.

[0038] Continuing in block 350, the system accesses from the

instrumentation virtual machine the event details from the shared communication

channel written from the production virtual machine. In this way, data is



communicated from the production VM to the instrumentation VM for processing

using the instrumentation VM's resources. The production VM continues to

execute without the burden of processing the trace information.

[0039] Continuing in block 360, the system processes, within the

instrumentation virtual machine, the accessed event details. Processing may

include determining whether an error occurred, analyzing historical trends in the

data, deciding to insert a probe to capture additional data, or any other action

taken by the instrumentation VM as a result of the received trace event. In some

embodiments, a user may review the captured data and instruct the system to

capture additional data and monitor additional types of information to get further

details about a potential problem.

[0040] Continuing in block 370, the system optionally stores the processed

event details in a trace data store. For example, the system may collect a

historical journal of trace activity that is provided to one or more manual or

automated tools for detecting anomalies in the trace data that suggest further

investigation. The system may generate reports or alerts based on the stored

event details to provide to one or more operators of the system that monitor

behavior of the production application. For high availability applications,

companies often employ dedicated operations centers to monitor the application

and respond quickly to any errors. The performance monitoring system may

provide information for such operation centers to monitor application behavior and

receive notification when unexpected events occur. After block 370, these steps

conclude.

[0041] In some embodiments, the performance monitoring system activates

the instrumentation virtual machine as needed, based on requests. For example,

the instrumentation VM may be installed on each computer system in a datacenter

so that after a problem occurs an operator can activate the instrumentation VM

and view trace output without disturbing the processing of the production VM. The

operator can turn on the instrumentation VM and particular types of trace data

capture, including requesting capture of any specific information through probes

that can be placed in the running production VM. After the operator has enough

details about the problem, the operator can turn off the capture of trace

information and shut down or idle the instrumentation VM.



[0042] In some embodiments, the performance monitoring system uses a

remote instrumentation VM to further reduce burdens on the production VM. For

example, the system may perform the steps described herein to capture trace

information from the production VM, but the hypervisor or other component may

communicate captured trace information over a network or other communication

channel to a remote physical or virtual machine running the trace processing logic

normally contained in the instrumentation VM. This allows the processing of trace

information to be further removed from the physical machine on which the

production VM is running.

[0043] In some embodiments, the performance monitoring system installs a

driver or other component into the production VM that assists the instrumentation

VM in capturing trace information with little impact to the production VM. Many

virtualization tools suites provide driver packages that can be installed in virtual

machines to make the virtual machines operate more efficiently on the physical

hardware hosting the virtual machines. For example, the drivers may forward

graphics calls to graphics hardware for faster processing rather than emulating

virtual graphics hardware on physical hardware. Similar techniques can be used

to capture trace calls within the production VM's operating system and forward

this information to the hypervisor or directly to the instrumentation VM.

[0044] From the foregoing, it will be appreciated that specific embodiments of

the performance monitoring system have been described herein for purposes of

illustration, but that various modifications may be made without deviating from the

spirit and scope of the invention. Accordingly, the invention is not limited except

as by the appended claims.



CLAIMS

I/We claim:

A computer-implemented method for setting up tracing from a production

virtual machine to an instrumentation virtual machine, the method

comprising:

receiving an instrumentation virtual machine that includes software

instructions for monitoring a production virtual machine;

registering the instrumentation virtual machine with a hypervisor so

that the hypervisor can permit the instrumentation virtual

machine to capture trace information from the production virtual

machine;

reserving one or more resources for the instrumentation virtual

machine to use to capture and process trace information;

creating a shared communication channel between the

instrumentation virtual machine and the production virtual

machine through which the instrumentation virtual machine

receives trace information from the production virtual machine;

inserting one or more probes for capturing information related to

specific activities within the production virtual machine; and

activating tracing to begin receiving trace information captured within

the production virtual machine and communicating the

information to the instrumentation virtual machine,

wherein the preceding steps are performed by at least one processor.

2 . The method of claim 1 wherein receiving the instrumentation virtual

machine comprises detecting a user installing the virtual machine in a

production environment.

3 . The method of claim 1 wherein receiving the instrumentation virtual

machine comprises identifying an instrumentation virtual machine provided

as part of an operating system for virtualization.



The method of claim 1 wherein registering the instrumentation virtual

machine comprises providing authentication information so that the

hypervisor allows the instrumentation virtual machine to monitor activity

within the production virtual machine.

The method of claim 1 wherein the instrumentation virtual machine runs at

the hypervisor level.

The method of claim 1 wherein reserving one or more resources comprises

receiving from the hypervisor assignment of a dedicated physical resource

for the instrumentation virtual machine to use so that the operation of the

instrumentation virtual machine does not affect the operation of the

production virtual machine.

The method of claim 1 wherein creating the shared communication channel

comprises creating a channel that allows the production virtual machine to

share information efficiently in a way that does not noticeably affect

performance of the production virtual machine.

The method of claim 1 wherein creating the shared communication channel

allows the production virtual machine to offload processing of trace

information to the instrumentation virtual machine outside of a production

application's execution environment.

The method of claim 1 wherein inserting one or more probes comprises

causing the hypervisor to inform the instrumentation virtual machine if

particular conditions exist within the production virtual machine.

10. The method of claim 1 wherein inserting one or more probes comprises

overwriting normal tracing application programming interfaces (APIs) in the

production virtual machine with one or more hooks that reroute tracing

information to the instrumentation virtual machine.



11.The method of claim 1 wherein activating tracing comprises at least one of

starting the production virtual machine, starting the production application,

starting the instrumentation virtual machine, and notifying the hypervisor

that the instrumentation virtual machine is ready to receive trace

information.

12. A computer system for monitoring application performance in a production

virtual machine via a background instrumentation virtual machine, the

system comprising:

a processor and memory configured to execute software instructions

embodied within the following components;

a scheduling component that provides scheduling of resource usage

on a physical machine and resource isolation between two or

more virtual machines, including a production virtual machine

and an instrumentation virtual machine;

a VM communication component that provides one or more channels

of communication between two or more virtual machines;

a production tracing component that operates within the production

virtual machine to capture trace information and provide the

trace information to the VM communication component;

a probe insertion component that inserts one or more probes in the

production virtual machine to intercept one or more activities

related to events occurring within the production virtual

machine;

a resource reservation component that reserves resources of a

physical machine for the instrumentation virtual machine to use

for capturing trace information;

a logging component that stores trace information received and

processed by the instrumentation virtual machine; and

a trace data store that receives stored trace information and persists

the information for subsequent manual or automated analysis.



13. The system of claim 12 wherein the VM communication component

provides a shared memory region accessible to both the instrumentation

virtual machine and the production virtual machine.

14. The system of claim 12 wherein the VM communication component receives

one or more hypervisor application programming interface calls (hypercalls)

that use the hypervisor to share information between the instrumentation

virtual machine and the production virtual machine.

15. The system of claim 12 wherein the VM communication component

enforces security restrictions through the hypervisor that determine which

virtual machines can access information communicated from the production

virtual machine.
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