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METHODS AND APPARATUS FOR SEARCHING OF CONTENT 
USING SEMANTIC SYNTHESIS 

CROSS-REFERENCE TO RELATED APPLICATIONS 

5 This application claims the benefit of U.S. Provisional Application Ser. No.  

61/357,512, filed on June 22, 2010, titled "Methods and Apparatus for Searching of 

Content Using Semantic Synthesis;" U.S. Provisional Application Serial No. 61/430,138, 

filed January 5, 2011, titled "Method and Apparatus for Presenting Concepts Related to 

an Active Concept;" U.S. Provisional Application Serial No. 61/430,141, filed January 5, 

10 2011, titled "Methods and Apparatus for Identifying Terms for Monetization;" and U.S.  

Provisional Application Serial No. 61/430,143, filed January 5, 2011, titled "Methods 

and Apparatus for Taking an Advertising Action Using a Bot;" the entirety of which are 

incorporated herein by reference. This application also builds upon concepts disclosed in 

a number of prior applications filed by the same inventors and/or assignee, including the 

15 following to which the reader is referred for background additional to that discussed 

below: U.S. Patent Application Serial No. 12/671,846 filed on February 2, 2010, titled 

"Method System, and Computer Program for User-Driven Dynamic Generation of 

Semantic Networks and Media Synthesis." 

FIELD OF THE INVENTION 

20 The techniques described herein are directed generally to the field of performing 

semantic search of content.  

BACKGROUND OF THE INVENTION 

The Internet is a global system of interconnected computer networks that store a 

vast array of information. The World Wide Web ("WWW") is an information sharing 

25 model built on top of the Internet, in which a system of interlinked hypertext documents 

are accessed using particular protocols (i.e., the Hypertext Transfer Protocol and its 

variants).  

Because of the enormous volume of information available via the WWW and the 

Internet, and because the available information is distributed across an enormous number



of independently owned and operated networks and servers, locating desired content on 

the WWW and the Internet presents challenges.  

Search engines have been developed to aid users in locating desired content on 

the Internet. A search engine is a computer program that receives a search query from a 

5 user (e.g., in the form of a set of keywords) indicative of content desired by the user, and 

returns information and/or hyperlinks to information that the search engine determines to 

be relevant to the user's search query.  

Search engines typically work by retrieving a large number of WWW web pages 

and/or other content using a computer program called a WebCrawler that browses the 

10 WWW in an automated fashion (e.g., following every hyperlink that it comes across in 

each web page that it browses). The retrieved web pages and/or content are analyzed and 

information about the web pages or content is stored in an index. When a user issues a 

search query to the search engine, the search engine uses the index to identify the web 

pages and/or content that it determines to best match the user's search query and returns 

15 a list of results with the best-matching web pages and/or content. Frequently, this list is 

in the form of one or more web pages that include a set of hyperlinks to the web pages 

and/or content determined to best match the user's query.  

SUMMARY OF THE INVENTION 

In accordance with the first aspect, the present invention provides a method comprising: 

20 using at least one processor to perform: receiving a first search query; obtaining a 

disambiguation term for semantically disambiguating the first search query, the obtaining 

comprising: presenting a plurality of terms in one or more semantic representations of 

the first search query to a user; and receiving user input identifying the disambiguation 

term in the plurality of terms; after obtaining the disambiguation terms, generating a 

25 semantic network comprising a hierarchy of concepts related to a first semantic 

representation identified based on the disambiguation term, the one or more semantic 

representations comprising the first semantic representation, and generating a second 

search query based at least in part on the first search query and at least one concept in the 

hierarchy of concepts in the generated semantic network; and outputting search results 

30 obtained from a search conducted based, at least in part, on the second search query.  

2



In accordance with the second aspect, the present invention provides a system, 

comprising: at least one hardware processor configured to perform: receive a first search 

query; obtaining a disambiguation term for semantically disambiguating the first search 

query, the step of obtaining a disambiguation term comprising: presenting a plurality of 

5 terms in one or more semantic representations of the first search query to a user; and 

receiving user input identifying the disambiguation term in the plurality of terms; after 

obtaining the disambiguation terms, generating a semantic network comprising a 

hierarchy of concepts related to a first semantic representation identified based on the 

disambiguation term, the one or more semantic representations comprising the first 

10 semantic representation, and generating a second search query based at least in part on 

the first search query and at least one concept in the hierarchy of concepts in the 

generated semantic network; and outputting search results obtained from a search 

conducted based, at least in part, on the second search query.  

In accordance with the third aspect, the present invention provides at least one non

15 transitory computer-readable storage medium storing processor-executable instructions 

that, when executed by a processor, cause the at least one processor to perform a method 

comprising: receiving a first search query; obtaining a disambiguation term for 

semantically disambiguating the first search query, the obtaining comprising: presenting 

a plurality of terms in one or more semantic representations of the first search query to a 

20 user; and receiving user input identifying the disambiguation term in the plurality of 

terms; after obtaining the disambiguation term, generating a semantic network 

comprising a hierarchy of concepts related to a first semantic representation identified 

based on the disambiguation term, the one or more semantic representations comprising 

the first semantic representation, and generating a second search query based at least in 

25 part on the first search query and at least one concept in the hierarchy of concepts in the 

generated semantic network; and outputting search results obtained from a search 

conducted based, at least in part, on the second search query.  

3



BRIEF DESCRIPTION OF THE DRAWINGS 

FIG. 1 is a flowchart of an illustrative process for performing semantic search, in 

accordance with some embodiments of the present disclosure.  

FIG. 2 is a block diagram of an illustrative client/server architecture for providing 

5 a user search query to a server, in accordance with some embodiments of the present 

disclosure.  

FIG. 3 is a flowchart of an illustrative process for generating one or more 

semantic representations of a search query, in accordance with some embodiments of the 

present disclosure.  

10 FIG. 4 is a block diagram of an illustrative client/server architecture that may be 

used to implement some embodiments of the present disclosure.  

4



FIG. 5 is a diagram illustrating a display which may be used to present to a user a 

set of disambiguation terms, in accordance with some embodiments of the present 

disclosure.  

FIG. 6 is a block diagram of a computing device on which some embodiments of 

5 the present disclosure may be implemented.  

FIG. 7 is a diagram of an illustrative system for performing a semantic search, in 

accordance with some embodiments of the present disclosure.  

FIGS. 8A-8D are diagrams of an illustrative process for categorizing concepts 

related to an active concept, in accordance with some embodiments of the present 

10 disclosure.  

FIG. 9 is a diagram of an illustrative matrix of monetization categories, in 

accordance with some embodiments of the present disclosure.  

FIG. 10 is a flowchart of an illustrative process for taking an advertising action, 

in accordance with some embodiments of the present disclosure.  

15 FIG. II is a flowchart of an illustrative process for ranking/annotating results, in 

accordance with some embodiments of the present disclosure.  

DETAILED DESCRIPTION OF EMBODIMENTS 

The inventors have recognized that most conventional Internet search engines 

simply perform pattern matching between the literal terms in the user's search query and 

20 literal terms in the indexed content to determine what pieces of content are relevant to 

the user's query. The inventors have recognized that such search engines generally do 

not attempt to represent the semantic meaning of the user's search query, instead 

focusing on the semantic meaning of words and phrases in the indexed content. Thus, 

when a user enters a search query with a term whose meaning is ambiguous, the search 

25 engine is likely to return results that are entirely unrelated to the meaning of the term that 

the user intended.  

For example, if a user provides the search query "bark," it is unclear whether the 

user is searching for information related to the sound a dog makes, information about the 

5



outer skin of a tree, information about three-masted sailing ships, or information about 

some other meaning of the word "bark." Most search engines attempt to identify several 

possible meanings of the term bark and return results that include a mix of these possible 

meanings.  

5 The inventors have recognized that by determining the semantic meaning of the 

user's search query, search results that are more likely to include information in which 

the user is interested may be identified and returned. For example, if the user provides 

the search query "bark," and it is known that the user's intent in that search query is to 

uncover information about tree bark, it may be desirable to return those pieces of content 

10 
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relating to tree bark, and to not return other pieces of content that include the word bark, 
but are related to other meanings of that term (e.g., pieces of content about barking dogs 

or three-masted sailing ships).  

A number of "semantic search" techniques have been developed that attempt to 

5 identify content that matches a search query based on the meaning of words in the 

content, and not just the appearance of certain words. However, these techniques 

generally rely on creating a semantic representation of each document or piece of content 

in the universe of information to be searched.  

The inventors have recognized that semantic search techniques that rely on 

10 generating a semantic representation of each document or piece of content in the 

universe of content to be searched have some disadvantages. Specifically, because of the 

enormously large volume of content on the WWW, generating a semantic representation 

of each individual document or piece of content may not be practical. This problem is 
compounded by the fact that much of the content that is published on the WWW is 

15 intended for immediate consumption, known as the real-time Web. Thus, such content 

may be stale by the time a semantic representation of it can be generated.  

This problem of semantic annotation of content is one of the most significant and 

costly barriers to Web-scale and real-time semantic search. The inventors have 

recognized that by providing a semantic representation of the user's input query and 
20 intentions for the content, the content that is being searched does not need to be 

semantically annotated in advance; the approach works effectively with unstructured 

content sources.  

Some embodiments are directed to techniques for performing a semantic search.  
Some of these embodiments address the above-described disadvantages of prior art 

25 search techniques, but not every embodiment addresses all of these disadvantages and 

some embodiments may not address any of these disadvantages. In this respect, it should 

be understood that the invention is not limited to addressing all or any of the above

discussed disadvantages of prior art search techniques.  

FIG. I is a flow chart of an illustrative process 100 for performing semantic 
30 search that may be used in some embodiments. The process of FIG. 1 begins at act 101, 

where a user-generated search query is received. The process then continues to act 103, 
6
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where one or more semantic representations of the user's search query are generated. For 

example, as discussed in greater detail below, in act 103 one or more concept definitions 

may be generated, each of which is a semantic representation of one possible semantic 

meaning of the user's search query.  

5 The process then continues to act 105, where a set of disambiguation terms that 

are potentially related to the intended meaning of the user's search query are generated 

from the semantic representation(s) generated in act 103. This set of terms may be 

provided to the user so that the user may select those terms and phrases that are related to 

the intended meaning of his or her search query. It should be appreciated that a term may 

10 comprise one or more words or one or more phrases. The process then proceeds to act 

107, where the disambiguation terms that the user has indicated as being related to his or 

her search query are received, and, based on the disambiguation terms selected by the 

user, a semantic representation of the user's search query that is believed to capture the 

user's intended meaning of the search query is selected. The process then continues to 

15 act 109 where a synthesis operation on the selected semantic representation is performed.  

As a result of this synthesis operation, an expanded semantic network may be generated.  

The process then proceeds to act 111, where one or more search queries are issued based 

on the concepts in the expanded semantic network and the results of the one or more 

search queries are received and ranked and/or filtered to generate a set of search results 

20 to be presented to the user. The process next continues to act 113, where these search 

results are displayed to the user. Each of the acts of the process of FIG. 1 may be 

performed in any of a variety of ways, and some examples of the ways in which these 
acts may be performed in various embodiments are described in greater detail below.  

Process 100 illustrated in FIG. I and any of its variants may be implemented in 
25 any of numerous ways. For instance, process 100 may be implemented using hardware, 

software or a combination thereof. When implemented in software, the software may 

execute on any suitable processor or collection of processors. The software may be 
stored as processor-executable instructions and configuration parameters; such software 

may be stored on a computer-readable storage medium.  

30 Software implementing process 100 may be organized in any suitable manner.  

For example, it may be organized as software system 700 comprising a plurality of 
software modules as shown in FIG. 7. In the illustrated example, each software module 

7
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may perform at least a part of one or more acts of process 100. Though, in some 

embodiments, one or more software modules of software system 700 may perform 

functions not related to acts of process 100 as the invention is not limited in this respect.  

Illustrated software system 700 comprises a number of software modules 

5 including label-to-concept translation module 701, user interface module 702, semantic 

synthesis module 703, filtering and retrieval agents module 705, semantic annotation 

module 707, information retrieval services module 709, time-based term extraction 

module 711, and vocabulary of terms module 713. In some embodiments, acts 101, 107, 

and 113 of process 100 may be performed by user interface module 702, acts 103 and 

10 105 of process 100 may be performed by label-to-concept translation module 701, act 

109 of process 100 may be performed by semantic synthesis module 703, and act Ill of 

process 100 may be performed by filtering and retrieval agents module 705 and 

information retrieval services module 709.  

I. Receiving a User-Generated Search Query 

15 As discussed above, at act 101 of process 100, a search query supplied from a 

human user may be received. In the illustrative software system 700, act 101 may be 

performed by user interface 702. The search query may be received in any of a variety of 

possible ways. For example, in some embodiments, the search query may be provided 

from a user's client computer to a server computer that executes software code that 

20 performs process 100. That is, for example, as shown in FIG. 2, a user may operate a 

client computer 201 that executes an application program 205. Server 203 may be a 

computer that performs process 100. The user may enter a search query into application 

program 205 and the application program may send this search query to server 203, 

Thus, server 203 may receive the search query from application program 205 executing 

25 on client 201.  

Application program 205 may be any of a variety of types of application 

programs that are capable of sending information to and receiving information from 

server 203. For example, in some embodiments, application program 205 may be an 

Internet or WWW browser.  

30 In the example of FIG. 2, application program 205 is shown as sending the user

supplied search query directly to server 203. It should be recognized that this is a 
8
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simplified representation of how the user's search query may be sent from client 201 to 

server 203, and that the user's search query need not be sent directly from client 201 to 

server 203. For example, in some embodiments, the user's search query may be sent to 

server 203 via a network. The network may be any suitable network such as a LAN, 

5 WAN, or the Internet.  

II. Generating One or More Semantic Representations of a Search Query 

As discussed above, at act 103 of process 100, one or more semantic 

representations of the user's search query may be generated. In the illustrative software 

system of FIG. 7, this act may be performed by label-to-concept translation module 701.  

10 Each semantic representation may correspond to one possible semantic meaning of the 

user's search query. Any of a variety of possible techniques may be used to generate a 

semantic representation of the user's search query. An example of one such technique 

that may be used in some embodiments is illustrated in process 300 of FIG. 3. In the 

example technique described below in connection with FIG. 3, a plurality of semantic 

15 representations, referred to as "concept definitions," of a user's search query are 

generated using a semantic lexicon.  

As explained in U.S. Patent Application Serial No. 12/671,846, concepts may be 

defined in terms of compound levels of abstraction through their relationship to other 

entities and structurally in terms of other, more fundamental knowledge representation 

20 entities such as keywords and morphemes. Such a structure may be referred to as a 

concept definition. Collectively, the more fundamental knowledge representation 

entities such as keywords and morphemes that comprise concepts are referred to as 

attributes of the concept.  

A semantic lexicon is a collection of words that includes semantic relationships 

25 between words. One example of a semantic lexicon that may be used in some 

embodiments is the WordNet semantic lexicon maintained by Princeton University. In 

the illustrative software system of FIG. 7, the semantic lexicon is illustrated by the 

vocabulary of terms module 713.  

In some embodiments, the contents of a semantic lexicon may remain the same 

30 over time. Though, in other embodiments, such as those described in Sections VIII, IX 

9
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and X, contents of a semantic lexicon change over time. For instance, words may be 

added to or removed from a semantic lexicon.  

In some embodiments, a semantic lexicon may be represented by a graph 

comprising nodes and edges between nodes. The graph may represent the lexicon by 

5 associating nodes with one or more terms. Edges between two nodes may indicate a 

relationship between terms associated with these nodes. For instance, the relationship 

may be a "defined-by" relationship or a "is-a" relationship. Concept definitions may be 

based on term(s) associated with nodes that are adjacent to node(s) that contain one or 

more tokenized terms. For example, such adjacent nodes may include terms that possess 

10 "defined-by" or "is-a" relationships to the node that contains the one or more tokenized 

terms.  

Process 300 in FIG. 3 generates one or more concept definitions (i.e., semantic 

representations) for a search query (e.g., a free-text search query input by a user). The 

process begins at act 301, where the user's query may be tokenized, or separated into 

15 individual words, where each individual word is a token. For example, the user's query 

"Love and war" may be tokenized into three tokens: (1) "Love"; (2) "and"; and (3) "war".  

The process next continues to act 303, where for each token that is not a stop 

word, keywords in the semantic lexicon that include the token may be identified. Stop 

words are words such as "and" and "the" that are filtered out or ignored in process 300.  

20 The process next proceeds to act 305, where the keywords identified in act 303 
are ranked and a subset of the identified keywords are selected for use in generating 

concept definitions. For example, a lexicon may have 9,000 keywords that use the word, 
"Love." At act 305, all or a portion of these (e.g., the top ten percent, the top five percent, 
or any other suitable portion) may be selected to use in creating concept definitions.  

25 Any of a variety of possible techniques or criteria may be used to rank the 

identified keywords. Examples of criteria that may be used in some embodiments 

include: (a) keywords that exactly match multiple tokenized words may be ranked higher 

than keywords that do not. For example, if the tokenized words are "American" and 

"Albums", then the keyword "American Albums" may rank higher than the keyword 
30 "American" or the keyword "Albums"; (b) keywords that exactly match the tokenized 

word may be ranked higher than keywords that do not. For example, the word "Love" 
10
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may be better-matched by the keyword "Love" than by the keyword "Love in politics." 

and/or (c) Keywords that use more than one tokenized word may be ranked higher than 

keywords that do not. For example, if the tokenized words are "American," "Pop" and 

"Albums," the keywords "Pop Albums" may be ranked higher than the keywords that 

5 only include "Pop" or only include "Albums." Each of these criteria could be used alone 

or could be used in any of a variety of combinations with any of the other criteria.  

After act 305, the process continues to act 307, where concept definitions may be 

created based on the keywords selected in act 305. For example, keywords generated in 

act 103 may include: love, war, love songs, war and peace, war politics, love and satire, 

10 love story, romance and love, war machines, ships of war, war council, war minister, 

love ballad, war literature, love triangle.  

Concept definitions may be produced as replications of the keyword 

representations. Alternatively they may be created by parsing the set of keywords that 

emerged from step 305 and rejoining related components of the parsed keywords.  

15 Components may be deemed related if the key words from which they were parsed 

originated from the same token. Concept definitions generated from keywords in the 

instant example may include, (war, peace, politics), (love, songs), (love, romance, ballad, 

story, triangle), (war, machines, ships), (war, politics, council, minister), etc. As stated 

above, each concept definition may correspond to one possible semantic meaning of the 

20 user's search query.  

In some embodiments, each concept definition may have one and only one 

keyword from each token (except stop words and words for which there are no 

keywords), and each concept definition, may use each keyword no more than once (even 

if it maps to more than one token).  

25 In some embodiments, if the user's text query includes one or more unknown 

words (that is, any words for which there exist no keywords in the lexicon), then a new 

keyword with the user's full text query as its label may be created. The new keyword 

may have no ancestors or descendants. This new keyword may be discarded at the end of 

the translation process or added to the semantic lexicon for future consideration.  

30 For example, if the user's query is "German blitzkrieg", and the word "blitzkrieg" 

is not used by any of the domain's keywords, the system may create a new keyword with 
11
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the label "German blitzkrieg", to represent this unit of unknown meaning. The concept 

definition for the query may then be composed of the known keywords from the lexicon, 

along with the new keyword labeled "German blitzkrieg." Alternatively, instead of 

creating new keywords for unknown words, process 300 may ignore unknown words.  

5 Each of the concept definitions generated at act 307 may be the basis of a 

semantic network. A semantic network is a type of knowledge representation that takes 

the form of a directed graph comprising vertices, which represent concepts, and edges 

between the vertices, which represent semantic relationships between the concepts.  

For example, a concept definition [love, war, novel] obtained from query "love 

10 and war" may be considered a semantic network with "love," "war," "love and war," and 

"novel" each represented by a vertex, and directed edges joining one or more vertices.  

The concept definition may be created utilizing a semantic lexicon that is a graphical 

lexicon. The graphical lexicon may comprise a node associated with the keywords "love 

and war" (incidentally, these keywords are likely to be highly ranked because of the 

15 exact match with the two tokens of interest). An adjacent node may include the term 

"'novel." 

Accordingly, the concept definition [love, war, novel] may be considered a 

semantic network that includes one vertex for the node with "love and war" and another 

vertex for "novel." The individual tokenized terms and constituent terms of any given 

20 node may be the basis for establishing additional vertices, such as a vertex for "love" and 

a vertex for "war." 

A vertex in the semantic network may be designated as a root vertex. In the 

instant example, the vertex "love and war" may be designated a root vertex. "Love and 

war" may be designated as the root vertex because it is the initial node identified in the 

25 semantic lexicon that is the basis for including "novel" from an adjacent node, as well as 

the basis for including "love" and "war" as constituents of the initial node and tokenized 

terms of interest. In the semantic network of the concept definition, every other vertex 

may emanate from and be directly adjacent to the root vertex.  

30 

12



WO 2011/160204 PCT/CA2011/000718 

III. Generating a List of Disambiguation Terms 

As discussed above, at act 105 of process 100, the semantic representations or 

concept definitions generated in act 103 may be used to generate a set of disambiguation 

terms that may be provided to the user, such that the user may select those terms that are 

5 related to his or her intended meaning of the search query. As such, the disambiguation 

terms may be used for semantically disambiguating the meaning of the search query. In 

the illustrative software system 700, act 105 may be performed by label-to-concept 

translation module 701, though it may be performed by any other suitable module. That 

is, for example, if the user's query is "bark" the concept definitions may be used to 

10 provide a set of disambiguation terms from which the user may select to disambiguate 

his or her intended meaning of the word "bark." 

The terms may be generated in any suitable way. For example, one or more 

keywords from the concept definitions generated in act 103 may be provided to the user 

as one of the disambiguation terms. In some embodiments, the provided keywords may 

15 not match any of the tokens in the user's search query, though in other embodiments one 

of the provided keywords may match a token in the search query.  

The terms may be provided to the user in any of a variety of possible ways. For 

example, as shown in FIG. 4, the terms may be provided from server 203 (i.e., the 

computer that performs process 100) to the application program 205 on client 201 from 

20 which the user issued the search query.  

In embodiments in which application program 205 is an Internet or WWW 

browser, the terms may be provided in the form of a web page. FIG. 5 shows an example 

of web page that may include the terms generated from the concept definitions for the 

user query "bark" 501. As can be seen in item 503 of FIG. 5, the user may select one or 

25 more terms to disambiguate his or her intended meaning of the term bark.  

IV. Identifying Intended Concept Definition based on Selected Disambiguation 

Terms 

As discussed above, at act 107 of process 100, a user may select one or more 

terms from the set of disambiguation terms and an indication of the terms that the user 

30 has selected may be received. For example, the application program that received the list 
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of terms generated in act 105 may accept input from the user selecting one or more of the 

terms, and may send an indication of the user-selected term(s) to the server executing 

process 100. In the illustrative software system 700, portions of act 107, such as 

accepting input from the user, may be performed by user interface module 702.  

5 Based on the term(s) that the user has selected, a concept definition generated in 

act 103 may be selected as the concept definition that captures the user's intended 

meaning of the search query. This may be done in any of a variety of ways. For 

example, in some embodiments, each concept definition that includes one of the terms 

selected by the user may be identified and the semantic networks representing the 

10 identified concept definitions may be merged to form a single semantic network that 

serves as the concept definition that best captures the user's intended meaning of the 

search query.  

Semantic networks of the concept definitions may be merged in any of numerous 

ways. When utilizing a non-graphical semantic lexicon, multiple concept definitions that 

15 are selected and that share a unique term in common may be used to construct a single 

semantic network. The single semantic network may be formed based on the multiple 

concept definitions by merging the individual semantic networks that represent each 

concept definition at the vertex depicting the common term.  

When utilizing a graphical semantic lexicon, two different concept definitions 

20 may be derived from distinct nodes in the semantic lexicon and merged into a single 

semantic network. Thus, one concept definition of "love, war, novel" may be derived 

from the node "love and war" and its adjacent node "novel." A second concept 

definition of "love, war, movie" may be derived from a distinct node "love and war" and 

its adjacent node "movie." These concept definitions that may initially be represented by 

25 distinct semantic networks may be merged around a vertex "love and war" with two 

adjacent vertices of "novel" and "movie." Thus, a novel semantic network, customized 

to the user, may be created.  

V. Synthesizing an Expanded Semantic Network 

As discussed above, at act 109 of process 100, a semantic network may be 

30 synthesized using the concept definition identified in act 107 as the concept definition 

that captures the user's intended meaning of the search query. In the illustrative software 
14
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system of FIG. 7, this act may be performed by semantic synthesis module 703. In this 

respect, the concept definition identified in act 107 (e.g., based at least in part on user 

input) may be considered the active concept definition for the synthesis process.  

The synthesis process at act 109 identifies concepts related to the concept defined 

5 by the active concept definition and generates an expanded semantic network of the 

concept defined by the active concept definition. That is, for example, the synthesis 

process may identify terms that are related to the terms in the active concept definition 

and generate an expanded semantic network that includes both the terms from the active 

concept definition and the related terms.  

10 The concepts in the synthesized expanded semantic network may serve as the 

basis for one or more search queries derived from the user-supplied search query 

received in act 101. The expanded semantic network may provide a large set of related 

terms that are consistent with the user's query or intentions, to facilitate downstream 

search operations across both structured and unstructured content sources.  

15 The semantic network may be synthesized in any of a variety of ways. One 

possible technique for synthesizing a semantic network that may be used in some 

embodiments is described below. In this technique, a candidate set of concepts that are 

related to the concept defined by the active concept definition may be generated. The 

candidate set of concepts may be generated using the keywords in the active concept 

20 definition and the keywords in a semantic lexicon. As discussed above, the semantic 

lexicon may include a set of keywords along with relationships (e.g., parent and child 

relationships) among those keywords. In this sense, the semantic lexicon may be thought 

of as a keyword hierarchy. In the illustrative software system of FIG. 7, the semantic 

lexicon is illustrated by vocabulary of terms module 713.  

25 In some embodiments, the semantic lexicon that is used may be the same 

semantic lexicon used in act 103 to create concept definitions, while in other 

embodiments a different semantic lexicon may be used. As previously described the 

semantic lexicon may be augmented. In some embodiments, the semantic lexicon may be 

augmented with so-called "trendy" terms (e.g., terms with a trend score in predetermined 

30 range, such as higher than a predetermined threshold). As such, a semantic network may 

be generated based at least in part on terms in the semantic lexicon and one or more 
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"trendy" terms, which were selected based on their trend score. Methods for identifying 

trendy terms and computing the associated trend scores are discussed in greater detail 

below in Section VIII.  

The set of keywords of the active concept definition may be compared with the 

5 keyword hierarchy in the semantic lexicon to find explicitly-related ancestor and 

descendant keyword sets. A keyword set from the semantic lexicon that is a subset of 

elements in the keyword set making up the active concept definition and/or is an explicit 

ancestor of the keyword set making up the active concept definition may be considered 

as a possible ancestor keyword set of the keyword set for the active concept definition.  

10 Within each ancestor keyword set, each keyword may have its own set of semantically 

related concepts. Combinations of these semantically-related concepts obtained from 

different keywords within a given keyword set may be used to generate concepts of 

interest that match the keyword set and may be used to generate concepts for the 

candidate concept set. For example, "orange tree" as an active concept may have "citrus 

15 orchard" as one ancestor keyword set. "Citrus orchard" in turn may have a keyword set 

"lime bush" as a related concept, where "lime" may be derived from "citrus" and "bush" 

may be derived from "orchard." Accordingly, "lime bush" may be a concept of interest 

and match the keyword set "orange tree" of the active concept definition.  

A similar process may be used to identify descendant keyword sets of the 

20 keyword set for the active concept definition. For example, keyword sets from the 

semantic lexicon which are supersets and/or which have elements that are explicit 

descendants of those in the keyword set for the active concept definition, may represent 

possible descendant concepts. Here again, the candidate set of concepts may comprise 

combinations of keyword sets related to the active concept. For example, "orange tree" 

25 as an active concept may have "orange tree crop yield" as one descendant keyword set 

and may have "Florida orange tree" as another descendant keyword set. The 

combination of "crop yield" and "Florida," such as "Florida crop yield," may represent 

concepts that are of interest and match the keyword set "orange tree" of the active 

concept definition. Further, a term that may be found in more than one descendant 

30 keyword set (e.g., in an intersection of multiple keyword sets) may be of interest.  

Aggregating, or taking the union of all such terms that occur in more than one 

descendant keyword set may represent a keyword set for a candidate set of concepts.  
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A set of derivation rules may be applied to the keyword sets of each of the 

concepts in the candidate set to generate the semantic network in the form of a hierarchy 

of concepts. The keyword set for the active concept definition may be paired with each 

of the keyword sets for the concepts in the candidate set. For each pair, a sequence of set 

5 operations may be derived which transforms the keyword set for the active concept 

definition into its paired set. These operations, referred to as derivations, may define how 

the candidate concept is related to the concept defined by the active concept definition.  

Any of a variety of possible derivation operations may be performed. Examples 

of four types of derivation operations that may be used in some embodiments are 

10 illustrated in Table I and described below.  

Table 1 - Derivation operation types 

To make implicit To make explicit 

relationships relationships 

with ancestors d: delete a keyword p: replace a keyword with a 

parent keyword 

with descendants a: add a keyword c: replace a keyword with a 

child keyword 

Note that the directionality of all the keyword relationships may need to be 

consistent within pairs of potential concept relationships. Pairs of keyword sets may have 

15 ancestor relationships or descendant relationships between their keywords but may not 

have both. The semantic network synthesis operation may preserve this directionality by 

only applying either ancestor operations (p, d) or descendant operations (c, a), not both, 

to establish a relationship between concepts. This may prevent a concept from having all 

its keywords replaced with those corresponding to an unrelated concept.  

20 For example, given an active concept definition with keywords {A, B, C} and a 

candidate concept in the set of candidate concepts with keywords {D, B, G, F}, there 

may be three axes running through the active concept definition corresponding to its 
17
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three keywords. To determine whether a relationship exists between the concepts, one 

could first use explicit relationships, for example an explicit relationship from A to its 

explicit child D, and another from C to its explicit child G. (These are both c operations: 

replacing a keyword with a child keyword.) Finally, using the implicit a operation of 

5 adding a descendant keyword (namely F) may result in the active concept definition's 

keyword set matching that of the candidate descendant. Therefore one may refer to the 

candidate as a descendant of the active concept definition.  

To illustrate, when pairing the active and candidate keyword sets, there may be 

three possible groups of keywords: 

10 - those associated with the candidate set only ("candidate-only" keywords) 

- those associated with both the candidate set and the active set ("both" 

keywords) 

- those associated with the active set only ("active-only" keywords) 

If transforming the active set to the candidate set requires deleting "active-only" 

15 keywords, then the candidate set may be an ancestor of the active set. If the active set has 

the same number of keywords as the candidate set and no active keyword possesses a 

child or parent relationship with any candidate keyword, then the candidate set may be a 

sibling of the active set. If transforming the active set to the candidate set requires adding 

"candidate-only" keywords, then the candidate set may be a descendant of the active set.  

20 It may not be valid to transform an active set to a candidate set by both deleting 

"active-only" keywords and adding "candidate-only" keywords, regardless of whether 

the two original sets already have keywords in common. Such a pair may be deemed to 

be unrelated. An exception to this may be when keywords in the "only" sets are related in 

the keyword hierarchy of the lexicon. In such a case, one of two operations may be 

25 performed: 

- replace an active set keyword with its parent keyword (with candidate sets that 

are ancestors of the active set); or 

* replace an active set keyword with its child keyword (with candidate sets that 

are descendants of the active set) 
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Thus, each concept in the set of candidate concepts may have a unique derivation 

series connecting it to the active concept definition. The order in which derivations are 

sorted and dealt with by the synthesis operations may affect the ordering of concepts in 

the resulting hierarchy. The priority of a candidate concept in the hierarchy may be 

5 determined according to Table 2.  

Table 2 - Priority of derivations in determining result hierarchy 

Prevalence in candidate set Prevalence in lexicon 

Explicit operations (p, c) 1 2 

Implicit operations (a, d) 3 4 

The output of applying the derivation rules and priorities is an expanded semantic 

network in the form of a hierarchy of concepts.  

10 VI. Issuing Search Queries and Filtering Results 

As discussed above, at act 111 of process 100, the semantic network generated in 

act 109 may be used to generate one or more search queries to be provided to one or 

more search services. For example, one or more of the concepts in the semantic network 

may each be issued as a search query to the search service. In the illustrative software 

15 system of FIG. 7, queries may be issued by the retrieval agents in filtering and retrieval 

agents module 705, and the search services may be performed by information retrieval 

services module 709.  

The search service may be any general purpose search engine. For instance, the 

search service may be any search engine that may be publicly accessible via the Internet.  

20 Examples of such search engines include GoogleTM, BingTM , and Yahoo! SearchTM. As 

another example, the search service may be a search engine accessible via any computer 

network other than the Internet. Examples of such search engines include search engines 

used for searching a corporate intranet or any other private network.  

The search query or queries that are issued to the search service may be generated 

25 from the semantic network in any of a variety of possible ways. For example, in some 
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embodiments, the root node of the concept hierarchy in the semantic network may be 

issued as a search query to the search service. The remaining concepts in the concept 

hierarchy may be used to filter and/or rank search results, as discussed below. As 

another example, a search string may be formed by joining each concept in the concept 

5 hierarchy together with a Boolean "AND" and issuing this search string as the search 

query.  

Another example of a technique that may be used in some embodiments to 

generate a search query is to join each term in the concept hierarchy that was explicitly 

provided by the user (i.e., the tokens from the search query received in act 101 and the 

10 disambiguation terms received in act 107) by a Boolean "AND," and to join terms 

related to those terms by a Boolean "OR." Thus, for example, if the user originally 

provided the query "Love and War" and then selected the term "novel" from the set of 

disambiguation terms, the terms "love," "war," and "novel" may be joined together in the 

search query by a Boolean "AND." In addition, each of these terms may be joined to 

15 related terms by a Boolean "OR." For example, if the concept hierarchy indicates that 

the terms related to the term "love" are "affection" and "marriage," the terms related to 

the term "war" are "battle" and "fight," and the terms related to the term "novel" are 

"book" and "literature," the resulting search query may be: "(love OR affection OR 

marriage) AND (war OR battle OR fight) AND (novel OR book OR literature)." This 

20 type of complex query would rarely be composed by an end-user. It has the effect of 

creating a detailed representation of the meaning of the query. Since the complex query 

generated with the expanded semantic network will match literal terms in the content 

indexed by the search service that are not necessarily literal terms in the original query, it 

creates an effective semantic search, even if the content has not been semantically 

25 analyzed in advance (that is, unstructured content).  

In response to issuing the one or more search queries to the search service, a set 

of search results may be received from the search service. The text (or fragments of the 

text) of the documents or pieces of content in the search results may be compared to the 

concept definitions in the semantic network generated in act 109 and the returned search 

30 results may be ranked and/or filtered out based on how closely they match these concept 

definitions. In the illustrative software system of FIG. 7, the filtering and ranking of 
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results may be performed by the filtering agents of filtering and retrieval agents module 

705.  

Any of a variety of possible ranking or filtering techniques may be used, as the 

invention is not limited in this respect. Search services may provide a number of textual 

5 features in their search results: titles, abstracts, descriptions, tags, hyperlinks, etc. These 

textual features may provide for text analysis as a means to filter the search engine 

results against the terms provided through the expanded semantic network, for example, 

by comparing the terms against words in the textual features of the search engine results.  

Whole or partial matches of terms may be used to weigh the relevance of the individual 

10 results.  

In addition, in some embodiments, each of the documents or pieces of content 

may be semantically annotated or tagged using the semantic network, such that semantic 

metadata describing the semantic meaning of these pieces of content may be embedded 

as metadata therein. As shown in FIG. 7, module 707 illustrates the semantic annotation 

15 of content 707 in software system 700. Any of a variety of techniques for semantically 

annotating the content may be used. For example, in some embodiments, one or more 

content nodes may be identified in each piece of content and the content node may be 

tagged with the best matching concept definition in the semantic network.  

In addition, in some embodiments, a semantic representation of a user-provided 

20 query may be used to rank and/or annotate search results as shown by illustrative process 

1100 in FIG. 11. Process 1100 begins in act 1102, where a user-supplied search query is 

received. The process then continues to act 1104, where a semantic representation of the 

user's search query is generated. For example, a concept definition representing one 

possible semantic meaning of the user's query may be generated in act 1104.  

25 The process then continues in act 1106, where the user-supplied search query is 

issued and the results of the search are received in act 1108. Next, in act 1110, one or 

more terms are identified such that each of the identified terms is contained both in the 

search results and in the semantic representation of the user's search query. For instance, 

textual features provided by search services in their search results may comprise terms 

30 also contained in the semantic representation (e.g., a concept definition) of the user's 

search query.  
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The process then proceeds to act 1112, where the search results received in act 

1108 may be ranked based at least in part on the terms identified in act 1110. The 

ranking may be performed using any suitable ranking technique as the invention is not 

limited in this respect. For instance, a search result may be ranked in proportion to the 

5 number of terms it shares with the semantic representation of the search query.  

Additionally or alternatively, the search results may be annotated. For instance, metadata 

associated with the search results may be annotated with the terms identified in act 1110.  

After search results are ranked and/or annotated, process 1100 completes.  

In some embodiments, the search results returned from the search service may 

10 not include the identified pieces of content themselves, but rather may include a list of 

hyperlinks to these pieces of content along with an except of each piece of content. In 

such embodiments, rather than retrieving each piece of content using the provided 

hyperlink, the list of hyperlinks may be filtered and ranked using the associated excerpt, 

and the excerpt may be semantically annotated.  

15 The semantically annotated content may be provided back to the general content 

stream (e.g., to a repository of semantically annotated content) such that semantic 

information in the content may be used in future. Initiatives such as the Semantic Web 

provide mechanisms for storing and retrieving semantically annotated content.  

VII. Displaying Search Results to the User 

20 As discussed above, at act 113 of process 100, once the search results have been 

filtered and/or ranked, the results may be output (e.g., displayed) to the user. In the 

illustrative software system 700, act 113 may be performed by user interface module 

702. Though, in other embodiments, results may be output to the user by a search service 

used to obtain the search results. This may be accomplished in any of a variety of 

25 possible ways. For example, in some embodiments, the search results may be displayed 

to the user as web page that includes a list of hyperlinks to the documents or pieces of 

content in the search results, ordered based on the ranking determined in act 111. The 

user may access any of the documents or pieces of content by selecting its corresponding 

hyperlink.  

30 
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VIII. Extracting New Terms 

While in some embodiments, a semantic lexicon (e.g., vocabulary of terms 713) 

used in generating a semantic representation of a search query (as discussed above in 

Section II) and in synthesizing an expanded semantic network (as discussed above in 

5 Section V) may be static, the inventors have recognized that updating the semantic 

lexicon by adding new terms to or removing terms from the semantic lexicon may help 

provide more relevant search results to the user. Further, in an environment of rapidly 

evolving terms (i.e., keywords) on the real-time Web, extracting terms whose frequency 

of use has recently increased may allow for ascertaining high-trending terms and/or 

10 maintaining a current vocabulary set among other benefits.  

In some embodiments, time-stamped content from a network such as the Internet 

or any other suitable source may be analyzed to identify trends in the term use. For 

example, blogs (e.g., with time-stamped blog entries) and/or Internet information streams 

such as real-time Internet streams (e.g., RSS feeds) may be analyzed to identify trends in 

15 term usage over a period of time.  

Trends in term use may be identified based on term frequency as a function of 

time. For example, trends in term use may be identified based on a rate of change of the 

term frequency as a function of time (e.g., based on a derivative, with respect to time, of 

term frequency as a function of time).  

20 Identifying trends in term use may comprise evaluating a trend score for each 

term considered. The trend score of a term may be computed based at least in part on the 

frequency of that term as a function of time. In some embodiments, for each term that 

appears, the frequency of its appearance may be discounted or decayed as a function of 

time, so that when terms are new, their trend score may be high, but as terms become 

25 mainstream, their trend score may decrease. Because the term frequency may be decayed 

as a function of time, the term frequency may change as a function of time and may take 

on different values at any two time instants. As such, the trend score may depend on an 

"instantaneous" frequency at time t.  

Trends in term use may be applied to evaluating the timeliness of a document 

30 based on the trend scores of the terms contained within it. Though, it should be 

recognized that in addition to detecting trends of textual terms based on how often they 
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appear in content (e.g., documents, feeds, etc.), trends of any time-based data may be 

ascertained. For example, the moments in time of usage interactions, such as when one 

or a series of individuals click on links within the text material or otherwise signal an 

intention for content may be used to detect trends. Another time-based example where a 

5 user signals an intention for content is the time at which a user enters a query and 

performs a search.  

Terms that may have had a high trend score in the past may provide a historical 

basis for ongoing analysis or inclusion into a controlled vocabulary of terms (e.g., the 

above-discussed semantic lexicon). The terms can also be evaluated against or otherwise 

10 filtered through a controlled vocabulary of terms.  

One technique for identifying trends in term usage that may be used in some 

embodiments is described below. The technique comprises identifying terms in input and 

calculating a trend score for each term. Evaluating a trend score for each term may 

comprise evaluating a number of intermediate quantities and, optionally, modifying the 

15 value of one or more intermediate quantities based at least in part on a time associated 

with the term. For instance, the technique may comprise computing a term frequency 

value for a term and may comprise modifying the term frequency value based on a decay 

function.  

In some embodiments, the time of creation of the text analyzed to identify trendy 

20 terms may be known. For example, the text may be time-stamped. As another example, 

the text may be provided from one or more Internet information streams such that the 

time at which the feed first emerges may be known. In the illustrative software system of 

FIG. 7, the identification of trendy terms may be performed by time-based term 

extraction module 711.  

25 In an input text sample, tokens may be delimited using any of a variety of 

methods and may be delimited in a language-dependent manner. In languages (e.g., 

English, French, Spanish, etc.) where words are delimited by spaces, words may be 

identified by splitting the text based on the whitespace in between words. The Unicode 

point value may be employed to determine the type of language being analyzed. A 

30 Unicode point value is a value is based on a standard for consistent encoding, 

representing and handling of text expressed in most of the world's writing systems.  
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These values may be used to determine the type of language being analyzed because the 

length of the strings delimited by whitespaces will vary from language to language, but 

maintain a degree of consistency within specific categories of language. Thus, if an 

average Unicode point value for a particular string that was delimited by white spaces 

5 exceeds a threshold, this may suggest a language that uses ideograms (e.g., Chinese, 

Japanese, etc.) Accordingly, the string may be split again into a null string or into 

individual characters, and the resulting tokens may be processed as words.  

Each of the one-word, two-word, three-word and four-word phrases may be 

scored and, subsequently, ranked based on a trend score. In some embodiments, the 

10 ranking may be used to identify a number of terms to add to a semantic lexicon. For 

example, the highest-ranked terms (e.g., top 1, 5, 10, 100 terms) may be added to the 

semantic lexicon. In some cases, terms whose trend scores are in a predetermined range 

(e.g., exceed a predetermined threshold) may be added to the semantic lexicon.  

A running count may be maintained for each n-word phrase (i.e., a phrase 

15 consisting of n words) based on the total number of occurrences of that phrase in the 

input text. Thus, for example, the system may maintain a count of the total number of 1

word phrases seen in the input text, a count of the total number of 2-word phrases seen in 

the input text, a count of the total number of 3-word phrases seen in the input text, and a 

count of the total number of 4-word phrases seen in the input text. In addition, for each 

20 unique phrase, the system may maintain a count of the total number of occurrences of 

that phrase. For example, if the phrase "patent" has appeared in the input text five

hundred times, the system would maintain a count of five-hundred for that phrase.  

Similarly, if the phrase "patent application" has appeared in the input text three-hundred 

times, the system would maintain a count of three-hundred for the phrase.  

25 For each phrase, the system computes a term frequency, which is the total 

number occurrences of that phrase divided by the total number of phrases of its length.  

Thus, for example, if the phrase "patent" has appeared in the input text five-hundred 

times, and the total number of one-word phrases that have appeared in the input text is 

one million then the term frequency is five hundred divided by one million, or .0005.  

30 Similarly, if the phrase "patent application" has appeared in the input text three-hundred 

times, and the total number of two-word phrases that have appeared in the input text is 
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five-hundred thousand, then the term frequency is three-hundred divided by five-hundred 

thousand, or .0006.  

The inventors have recognized that when determining term frequency based only 

on the total counts of phrases, as the counts get larger, new occurrences of a particular 

5 phrase have less effect on the term frequency of that phrase. The inventors have 

recognized that this issue may be addressed by appropriately modifying the total phrase 

counts and the counts for each unique phrase. In particular, the inventors have 

appreciated that the total phrase counts and unique phrase counts may each be decayed as 

a function of time.  

10 The counts may be decayed in any suitable way. In some embodiments, the decay 

may be defined as a function of the value of a rate-of-decay parameter. The rate-of-decay 

parameter may indicate an exponential rate of decay. As such, the rate-of-decay 

parameter may be a half-life parameter. Any suitable half-life value may be used, such as 

for example 1 day, 2 days, 3 days, 5 days, 1 week, 2 weeks, or any other suitable half-life 

15 value. In some embodiments, the value of the half-life parameter may depend on the rate 

at which new input text is received from Internet feeds supplying the input text.  

The decayed term frequency may be computed as the decayed phrase count 

divided by the decayed total number of phrases. As shown in Table 3, the decayed count 

at time ti is equal to the decayed count at time to multiplied by e to the power of a 

20 constant, k, times tj minus to. This formula may be used to obtain the decayed count for 

a particular phrase and the decayed total count for the total number of phrases.  

Table 3 

dc,1 =dc0 e eA "-f 

The constant, k, is determined based on the selected half-life parameter value, and an 

25 equation for determining the value of k is shown in Table 4. As shown in Table 4 below, 

the value of k is the natural log of .5 divided by the selected half-life value.  

Table 4 

k= ln(.5) 
half - lift 
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In the formula of Table 3, the current decayed count at a particular time is 

calculated based on the decayed count at an earlier time. However, at the initial time the 

system is started up, there is no previous decayed count from which to compute the 

current decayed count. Thus, in some embodiments, the "undecayed" term frequency 

5 (i.e., the term frequency computing without decaying any count value) may be used as 

the value dcro when computing the first decayed count.  

As discussed above, a decayed frequency may be computed from each word 

using the decayed term count for the word divided by the decayed total number of words.  

A summed decayed term frequency "SDTF' value may then be computed for each one

10 word, two-word, three-word, and four-word phrase. The value of SDTF for a phrase is 

computed by summing the decayed frequencies of all the words in the phrase. Thus, if a 

phrase has three words, the SDTF for that phrase would be computed by adding together 

the decayed frequency of the first word in a phrase, the decayed frequency of the second 

word in the phrase, and the decayed frequency of the third word in the phrase.  

15 Next, a Markov Score is computed for each phrase. The Markov score for multi

word phrases is equal to "innerTF" / "endsTF." For single-word phrases, the Markov 

score is equal to I / "endsTF." 

The "ends term frequency" or "endsTF" is the number of unique terms in the 

input text that precede the first word of the phrase plus the number of unique terms in the 

20 input text that follow the last word of the phrase. For example, if a two-word phrase 

comprises the words wi and w2, the system would determine how many different words 

there are in the input text that precedes the word w, and how many different words there 

are in the input text that follows the word w2. The value of "endsTF" is the sum of the 

number of different words there are in the input text that precede the word wi and the 

25 number different words there are in the input text that follows the word w2.  

The "inner term frequency" or "innerTF" is determined by dividing the phrase 

into pairs of words. In this respect, it should be appreciated that one-word phrases do not 

have an "innerTF" value. For multi-word phrases, pairs are generated by pairing each 

word in the phrase with the word that precedes it. Thus, for example for a two-word 

30 phrase having the words w, and W2, the only pair generated is (wI, w2). For a three-word 

phrase having the words w1, w2 , and w3 , the pairs generated are (wi, w2 ) and (w2 , w3 ).  
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For a four-word phrase having the words wi, w2, w3, and w4, the pairs generated are (wi, 

w2), (w2, w3), and (w3, w 4). For each pair of words that is generated, the number of times 

that that pair of word occurs in the input text is determined to generate an occurrence 

count for each pair of words. The occurrence counts for all of the pairs in the phrase are 

5 summed together to generated the value of "innerTF." 

Based on the Markov Score for each phrase, a Markov Score Factor (MSF) is 

computed for each phrase is computed as follows. If the Markov score for a phrase is 0, 

the MSF for the phrase is generated by multiplying the SDTF for that phrase by a factor.  

Any suitable factor may be used. In some embodiments, the factor that is used is 2.  

10 However, in other embodiments, any factor ranging from 1-100 inclusive may be used.  

Preferably the factor is less than 10. More preferably, the factor is less than 5.  

If the Markov Score for a phrase is not 0, the MSF for the phrase is computed by 

multiplying the SDTF for the phrase by the Markov Score raised to an exponent, as 

shown in Table 5 below. The exponent may have suitable value. In some embodiments, 

15 the value of the exponent may be 1.5. However, in other embodiments, any value 

ranging from 1-100 inclusive may be used. Preferably the value is less than 10. More 

preferably the value is less than 5.  

Table 5 

MSF= SD TF x (Markov Score)"P 

20 The MSF for each phrase may be used to compute a "Markov Score Factor Long 

Term Bias" (MSFL TB) value for each phrase as follows. The MSFLTB for a phrase may 

be computed by dividing the MSF for a phrase by the number of words in the phrase 

raised to an exponent, as shown in Table 6 below, where n equals the number of words in 

the phrase for which the MSFLTB is being computed. The exponent may have suitable 

25 value. In some embodiments, the value of the exponent may be 2.5. However, in other 

embodiments, any value ranging from 1-100 inclusive may be used. Preferably the value 

is less than 10. More preferably the value is less than 5.  

Table 6 
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MSFL TB = MSF 
nexp 

The trend score for a phrase is computed using the formula shown Table 7 below, 

where df is the decayed term frequency for the phrase, and tc is the average trend count 

for the phrase (which is computed as described below in connection with Table 8). Exp 

5 is a constant that may have any suitable value. In some embodiments, the value of this 

exponent may be 3. However, in other embodiments, any value ranging from 1-100 

inclusive may be used. Preferably the value is less than 10. More preferably the value is 

less than 5.  

The average trend count, tc, for a phrase at time ti is computed as the weighted 

10 sum of the average trend count for the phrase at time to and the decayed frequency for the 

phrase at time ti, as shown in Table 8 below. In the equation shown in Table 8, z is the 

weighting factor. Any suitable weighting factor may be used. For example, in some 

embodiments z may have a value of .85, though any factor having a value between zero 

and one, inclusive, may be used.  

15 Table 7 

MSFLTB 

1I0 -n 1,1 (Ic 

Table 8 

tc, = z -tct 0+(l-z)-df, 

Each phrase may be ranked based on its trend score computed using the formula 

20 in Table 7, where a lower score is a higher ranking. The top-ranked terms may then be 

included in the semantic lexicon. For example, the top 15 phrases, or any other suitable 

portion of the phrases, in the ranking may be included in the semantic lexicon as further 

discussed below in Section X).  

25 
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IX. Using Trendy Terms to Identify Concepts Related to an Active Concept 

In another aspect of the invention, concepts related to an active concept may be 

identified from a database of "trendy terms" (i.e., terms whose prevalence or importance, 

as measured for instance by a trend score, has increased with respect to time) using 

5 various approaches. Techniques for identifying trendy terms are described in Section 

VIII above and as explained in Section V, concepts related to an active concept may be 

used to enhance and augment the semantic lexicon and/or semantic network.  

A reference corpus (e.g., WikipediaTM, other encyclopedias, and/or other sources 

of reference material) is another example of type of source that may be used to identify 

10 related concepts. The inventors have recognized that it may be useful to identify related 

concepts using both a "trendy terms" database and one or more reference corpora. The 

inventors have further recognized that it may be useful to categorize concepts that are 

determined to be related to the active concept based on whether they were derived from a 

trendy terms database or a reference corpus, and to indicate to the user the category of 

15 each related concept to the user when presenting the user with the set of related concepts.  

Some embodiments are directed to identifying concepts that are related to a 

source concept, which is referred to herein as an "active concept." In some 

embodiments, the active concept may be derived from a user-provided search query. As 

discussed above, in some embodiments, the related concepts that are identified may be 

20 presented to a user so that the user may select concepts that may be used to disambiguate 

or refine the user's search query and, consequently, enable a search engine to present 

search results that are likely to be more relevant to that for which the user intended to 

search.  

In some embodiments, concepts related to an active concept may be categorized 

25 into one of four categories: (1) related concepts identified as being very trendy terms 

present in real-time data (referred to as "pagecast" category); (2) related concepts 

identified as being less trendy terms present in real-time data, but not present in any 

reference corpus (referred to as "offeast" category); (3) concepts identified from both 

real-time data and a reference corpus, which may be viewed as being background 

30 material (referred to as "recast" category); and (4) concepts identified from a reference 

corpus, but not from real-time data (referred to as "deepcast" category).  
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FIG. 8 shows a technique for categorizing related concepts into one of the four 

above-described categories. As shown in FIG. 8A and FIG. 8B, initially an active 

concept 801 is compared with a one or morc RSS feeds. Each square box numbered 1-12 

represents an RSS feed, which is considered to have real-time data 803. Thus, each label 

5 in the active concept 801 may be compared to the set of RSS feeds to determine with 

which RSS feeds it matches. Matching herein means that the RSS feed contains either 

literal or semantically related terms that are found within the active concept. In the 

example above, label 1, shown as item 809, from the active concept matches both RSS 

feed #6 and RSS feed #9 shown as items 805 and item 807 respectively. Though only 

10 twelve RSS feeds are shown in FIG.8C, in practice many more RSS feeds may be 

analyzed and compared to the labels in an active concept. Related concepts may also be 

identified from a reference source (e.g., a wiki).  

Next, attributes from the matching RSS feeds may be compared to attributes from 

the related concepts identified from the reference source. For example, as shown in FIG.  

15 8A and FIG. 8C, attributes from RSS feed #9, shown as item 807, are compared with 

attributes obtained from Wiki 811 (i.e., the reference corpus). Similarly, attributes from 

RSS feed #6 shown as item 805 are compared with attributes from the Wiki 811.  

As shown in FIG. 8C, attributes xl, x2, x3, x4, and x5 are present in both a 

matching RSS feed and the Wiki 811. Thus, these attributes may be deemed to be related 

20 concepts that are derived from real-time data (e.g., an RSS feed) and a reference corpus 

(e.g., the wiki), and may be categorized into category (3) discussed above. Attributes x9 

and xl0 are present only in the Wiki 811, and not in any RSS feed, and thus may be 

categorized in category (4) discussed above.  

Attributes x6, x7, x8, x19, and x16 are present only in a matching RSS feeds, but 

25 not in the reference corpus. These attributes may be categorized into either category (1) 

or category (2) depending on whether they are deemed to be highly trendy terms or not.  

Terms may be determined to be trendy or not using the trendiness evaluation methods 

discussed in Section VIII above. Terms that are highest trending and in vogue then may 

form a first level of terms, while less trendy and non-intersecting terms may form a 

30 second level, as shown in FIG. 8D.  
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Another example is provided below, using "Green Technology" as an illustrative 

active concept. First, the active concept is compared to the one or more RSS feeds 803 

to determine which RSS feeds match the active concept. The active concepts may match 

the following three RSS feeds: 

5 e Feed 1: EcoSeed at www.ecoseed.org (solar panels, energy devolatization 

system, algae biofuel, sustainable biomass power, hydropower, electric car, 

geothermal) 

* Feed 2: Green Progress at www.greenprogress.com (solar panels, electric car, 

wind farm, hydrogen fuel cells, geothermal, algae biofuel, sustainable gypsum 

10 board) 

* Feed 3: Eco Friend at www.ecofriendsnews.com (wind farm, solar panels, solar 

hot water heater, biomass heating system, Aurora algae biodiesel, tidal energy, 

waste heat engine) 

The words in parentheses are words that are present in the RSS feed. Next, the 

15 related attributes from a reference corpus (e.g., a wiki) are obtained, and matched with 

attributes of the identified RSS feeds. Continuing the example, 

en.wikipedia.org/wiki/EnvironmentalTechnology, the "Green Technology" Wikipedia 

entry, is used as a reference corpus. As shown below, the terms "solar panels," 

"biomass," and "electric car" are present in both Feed 1 and the Wiki. The terms "solar 

20 panels," "electric car," and "hydrogen fuel cells," are present in both Feed 2 and the 

Wiki. The terms "solar panels," and "biomass" are present in both Feed 3 and the Wiki.  

" Feed 1: EcoSeed (solar panels, energy devolatization system, algae biofuel, 

sustainable biomass power, hydropower, electric car, geothermal) 

Wiki: Green Technology (solar panels, electric car, air purification, water 

25 purification, solid waste management, hydrogen fuel cells, biofiltration, 

desalination, biomass) 

" Feed 2: Green Progress (solar panels, electric car, wind farm, hydrogen fuel 

cells, geothermal, algae biofuel, sustainable gypsum board) 
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Wiki: Green Technology (solar panels, electric car, air purification, water 

purification, solid waste management, hydrogen fuel cells, biofiltration, 

desalination, biomass) 

* Feed 3: Eco Friend (wind farm, solar panels, solar hot water heater, biomass 

5 heating system, Aurora algae biodiesel, tidal energy, waste heat engine) 

Wiki: Green Technology (solar panels, electric car, air purification, water 

purification, solid waste management, hydrogen fuel cells, biofiltration, 

desalination, biomass) 

Next, the attributes belonging to each of the four categories are identified.  

10 Because the terms "solar panels," "electric car," "biomass," and "hydrogen fuel cells" 

are present in both the wiki and the real-time feeds, they are categorized into category (3) 

(i.e., the "recast" category).  

Matching Attributes from the three feeds: 

* Feed 1: EcoSeed AND Wiki: Green Technology (solar panels, electric car, 

15 biomass) 

* Feed 2: Green Progress AND Wiki: Green Technology (solar panels, electric 

car, hydrogen fuel cells) 

* Feed 3: Eco Friend AND Wiki: Green Technology (solar panels, biomass) 

In this example, "solar panels" may be deemed a very trendy term by virtue of the 

20 fact that each of this term is present in all three matching feeds. However, the 

techniques described in Section VIII above for determining which terms are very 

"trendy" may also be used. Deeming "solar panels" as a very trendy term may allow this 

term to be recategorized from category (3), i.e. the "recast" category into category (1), 

i.e., the "pagecast" category.  

25 The feed attributes that were either low trending and/or not matched to any 

attributes in the Wiki (i.e., energy devolatization system, algae biofuel, hydropower, 

geothermal, wind farm, sustainable gypsum board, solar hot water heater, biomass 
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heating system, Aurora algae biodiesel, tidal energy, waste heat engine) may be 

categorized into category (2), i.e., the "offeast" category.  

The attributes from the Wiki that were not present in any of the RSS feeds (i.e., 

air purification, water purification, solid waste management, biofiltration, desalination) 

5 may be categorized into category, (4), i.e., the "deepcast" category.  

X. Updating the Semantic Lexicon 

While in some embodiments, the semantic lexicon used in generating a semantic 

representation of a search query (as discussed above in Section II) and in synthesizing an 

expanded semantic network (as discussed above in Section V) may be static, the 

10 inventors have recognized that updating the semantic lexicon with new terms may be 

beneficial in dynamic content environments where both the content and the terms used to 

describe the content are rapidly changing. Thus, in some embodiments, the semantic 

lexicon (e.g., the vocabulary of terms 713 shown in FIG. 7) may be updated to include 

the terms identified as "trendy" using the extraction techniques discussed above in 

15 Section VIII.  

New terms or phrases may be extracted through any number of information 

extraction techniques (for example, as discussed above in Section VIII) and added to the 

semantic lexicon in any of a variety of ways. For example, for each term or phrase to be 

included in the semantic lexicon, intersecting whole or partial words may be identified in 

20 the semantic lexicon. Relationships between the phrase and the related words may be 

formed in the semantic lexicon (for example, using semantic synthesis operations as 

discussed above in Section V). In some embodiments, relationships may be formed 

between phrases that are being added to the semantic lexicon that occurred in the same 

document or came from the same Internet information stream.  

25 XI. Monetization Using Trendy Terms Method 

Another aspect of this invention relates to the fact that Internet advertising has 

become a common way for a business to promote the products and/or services that it 

offers. Some Internet search engines and other WWW sites allow an advertiser to bid on 

keywords, such that when a search engine user provides a search query to the search 

30 engine that includes the keywords bid on by the advertiser, the advertiser's advertisement 

34



WO 2011/160204 PCT/CA2011/000718 

is displayed as part of or in addition to the search results returned by the search engine.  

The frequency with which the advertiser's advertisement is displayed in response to a 

search query that includes the keywords, and the location of the advertiser's 

advertisements relative to other advertisements on the web page having the search 

5 results, depend on the amount of money that the advertiser has bid on the keywords 

relative to the amounts of other advertisers' bids on those keywords.  

The inventors have recognized that, for an advertiser, effectively selecting on 

which keywords to bid is an important factor affecting the success of an advertising 

campaign. The inventors have appreciated that bidding on "trendy terms" (i.e., words or 

10 phrases that are frequently used) can increase the effectiveness of an advertising 

campaign. In addition, the inventors have recognized that the ability to predict which 

terms are increasing in frequency of use prior to those terms reaching their peak 

popularity and to predict when popular terms will decrease in popularity may be 

beneficial. Such predictions may be useful to advertisers in determining when to 

15 increase or decrease bid amounts on keywords and/or when to bid on new keywords or 

cease bidding on particular keywords.  

The inventors have developed a technique that evaluates terms based on two 

different measures of "trendiness," and assigns a term to one of four available categories 

based on these two measures.  

20 FIG. 9 shows a matrix with two rows and two columns. As such, this matrix has 

four cells, and each of these cells corresponds to one of the four available categories into 

which a term may be categorized. These four categories are shown in FIG. 9 as: category 

M1 901; category M2 903; category M3 905; and category M4 907. Each term may be 

categorized into one of the columns of the matrix based on the "trendiness" of the term in 

25 content that is published and publicly accessible on the Internet (e.g., in blogs, Internet 

publications, RSS feeds, and the like). Each term is categorized into one of the rows of 

the matrix based on the "trendiness" of the term in search queries issued by users of a 

search engine. Techniques for tracking the trendiness of a term over time are described 

Section VIII above.  

30 Thus, each term may be assigned a first trend score based on the trendiness of the 

term in content that is published and publicly accessible on the Internet. If this first trend 
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score meets or exceeds a first predefined threshold, the term may be categorized into the 

left column of the matrix, whereas if the trend score is below the first threshold, the term 

may be categorized in the right column of the matrix.  

Each term may also be assigned a second trend score based on the trendiness of 

5 the term in user-issued search queries. If this second trend score meets or exceeds a 

second predefined threshold, the term may be categorized into the top row of the matrix, 

whereas if the trend score is below the second threshold, the term may be categorized 

into the bottom row of the matrix. In this way, each term may be categorized into one of 

the four cells, and hence one of the four categories.  

10 Terms that fall into Ml 901 are of interest because there is a large amount of 

content being published on that term and there is a large amount of interest about the 

term, as evidence by the trendiness of the user-query. Terms that fall into M2 903 are of 

interest because there is a large amount of interest in the term (i.e. people are asking 

about that topic through queries), but there is little being spoken to about that term (i.e.  

15 that term is trending low in content and, thus, there is little new knowledge being created 

with respect to that term.) Thus, terms falling into M2 903 may represent terms to which 

curiosity is going unanswered. Terms that fall into M3 item 905 are of interest because, 

while few people may be little current interest about the term (i.e. people are not asking 

about that topic through queries), there is a great deal being spoken to about that term 

20 (i.e. that term is trending in content and, thus, there's is a large amount of new knowledge 

being created with respect to that term). Terms that fall into M4 may be of least interest, 

as they are neither being asked about nor is there new knowledge being created with 

respect to these terms. As will be explained, not only the current quadrant where a term 

resides may be of interest, but also the quadrant towards which the term is moving and 

25 the amount of time it will take to traverse such a path may be ascertained and be of 

interest.  

Terms categorized into category Ml 901, that are trendy in both content 

published on the Internet and in user-issued search queries, may be considered the most 

monetizable and the best terms to be bid on by advertisers. Terms categorized into 

30 category M2 903, that are not considered to be trendy in content published on the 

Internet but are trendy in user-issued search queries, may be considered to be the second

best for monetization and also desirable for advertisers to bid on. Terms that may fall 
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into the M2 category 903 are terms that may relate to events that have occurred some 

time ago. For example, in January of 2011 the term "2010 FIFA World Cup" may not be 

considered trendy in content that is published on the Internet because not very much new 

content about the 2010 FIFA World Cup is being written. However, there may be still be 

5 a lot of user-issued search queries for this term because there may be a large number of 

users who want to know what happened at that event.  

Terms categorized in the M3 category 905 may be considered the third-best terms 

for monetization, but less desirable to be bid on by advertisers because they are not as 

frequently used in user-issued search queries. Examples of terms that fall into this 

10 category are terms that relate to current events that are not of high interest to the general 

population. While the frequency of use of these terms in published content on the 

Internet may have increased greatly because of the occurrence of the event, there may 

not be many user-issued search queries about the event because there is little interest in 

it.  

15 Terms categorized in the M4 907, that are not trendy in content published on the 

Internet and are not being frequently used in user-issued search queries, may be of the 

least interest to advertisers. A term may shift quadrant by the day, hour, minute or 

second, and bidding for such terms may react accordingly on the same time scale.  

The category into which a term is categorized may change over time as that term 

20 falls in and out of vogue. The trendiness of terms over time may be tracked and the past 

changes in trend scores for terms may be used to predict future changes in the trend 

scores for these terms.  

Item 909 in FIG. 9 shows the movement of a term from position B3 to position 

Bl. The term initially was non-trending as a query when at position B3, and 

25 subsequently moved to position B1, the zone of a trending query. Approaches that may 

support ascertaining trendiness may be found in related U.S. patent applications Ser. No.: 

12/555222, 12/555293 and 12/555341, each of which are fully incorporated by reference 

in this application. Further, these applications may be used to pre-process promoted/non

promoted content. Similarly approaches can be used to predict the approximate lag time 

30 over the course of item 911, denoting a move from position C2 where a term that is 

trending as query but not in content into position Cl where the term is trending in both.  
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Item 915 identifies a position of a term moving from Al to A3 to A4, where a 

term initially becomes less trendy, and then subsequently the term decreases in 

trendiness as both a query and as content. Item 913 identifies a term moving from Al to 

A2 to A4, where the term is fading away as a trending term and then as a query. When 

5 the term has departed from quadrant M1 or M2, the term is of less interest and may 

ceased to be tracked in order to conserve memory and processing resources. Data 

processing methods outlined in U.S. Patent Applications 12/555222, 12/555293 and 

12/555341 may be used in performing such steps.  

The inventors have further recognized that an automated software program, 

10 referred to herein as a "bot" may be used to automatically take some action in response 

to a term being initially categorized into one of the above-discussed categories or being 

re-categorized into a different category.  

For example, in response to a term being categorized into category Ml 901, the 

bot may automatically deposit promotional content for the term. A bot may deposit 

15 promotional content in a variety of different ways. For example, the bot may directly 

carry ads with a concept that is trending in published content or user-queries. Such an ad 

is more likely to be relevant based on the trendiness of the term to which is directed, and 

may be presented on a third-party sites in the form of a "banner" ad. The bot may 

additionally or alternatively deliver information about which terms are valuable for 

20 monetization to search engine operators, so that these search engine operators may 

suggest to advertisers effective keywords that might be desirable for those advertisers to 

bid on. Further, the bot may automatically purchase trendy keywords from search 

engines or other ad exchanges.  

Because, in some embodiments, it may be possible to predict the time at which a 

25 term is at its peak popularity (e.g., when a term will transition to category MI 901 from 

another one of the categories), the bot can use this information to determine at what point 

it is best to bid on a particular keyword. That is, based on the calculation of the lag time 

or the length of time it takes from a term to go from one cell (i.e. M1, M2, M3 or M4) in 

FIG. 9 to any other cell in FIG. 9. For example, if it is determined that a term will peak 

30 in trendiness in approximately 2 days, the bot may purchase keywords or arrange for 

advertisements to be displayed in 2 days. Thus, this approach enables capitalizing upon 

trendy terms not only in real time but also in advance by being able to calculate the most 
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popular and the most queried terms or concepts before their popularity rises and/or 

peaks.  

Similarly, because a decrease in the trendiness of a term can also be predicted, the 

bot may use infonnation about when a decrease in trendiness of a term is predicted to 

5 occur, to automatically reduce or eliminate bids on keywords related to the term, to stop 

display of previously-purchased advertisements related to the term.  

FIG. 10 is a flowchart of an illustrative process 1000 for taking an advertising 

action that may be used in some embodiments. Process 1000 begins in act 1002, where a 

term is received. The term may be a term that appears in a body of infonnation content 

10 and may be received in any suitable way. The body of information content may comprise 

any suitable information content and, for example, may comprise published Internet 

content and/or one or more user-issued search queries. After receiving the term, the 

process continues to acts 1004 and 1006 where a first and a second trend score is 

calculated for the received term, respectively. The first trend score may be a trend score 

15 calculated based at least in part on the frequency of appearance of the term in published 

Internet content. The second trend score may be calculated based at least in part on the 

frequency of appearance of the term in one or more user-issued queries. The trend scores 

may be computed by using techniques discussed above in Section VIII.  

The process then continues in act 1008, where the first and second trend scores 

20 are compared to one or more thresholds. For instance, the first trend score may be 

compared to a first predefined threshold and the second trend score may be compared to 

a second predefined threshold. The process may determine, as part of the comparisons, if 

the first trend score exceeds the first predefined threshold and whether the second trend 

score exceeds the second predefined threshold. Based on the result of the comparisons 

25 the term may be categorized into one or more of a plurality of monetization categories in 

act 1010.  

The process then continues in act 1012, where an advertising action may be taken 

based on the one or more categories into which the term is categorized. The advertising 

action may be any suitable advertising action associated with the term and its 

30 monetization categories. For example, the advertising action may comprise predicting a 

time at which to purchase the term from a search engine or ad exchange, purchasing the 
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term from the search engine or the ad exchange, and/or suggesting, implicitly or 

explicitly, the term as an effective term for an advertiser to purchase from the search 

engine or the ad exchange. After an advertising action is taken, process 1000 completes.  

XII. Additional Implementation Details 

5 The above discussed computing devices (e.g., client computer and server shown 

in FIGS. 2 and 4) may be implemented in any of a variety of ways. FIG. 6 is a block 

diagram an illustrative computing device 600 that may be used to implement any of the 

above-discussed computing devices.  

The computing device 600 may include one or more processors 601 and one or 

10 more tangible, non-transitory computer-readable storage media (e.g., memory 603).  

Memory 603 may store, in tangible non-transitory computer-readable storage media 

computer instructions that implement any of the above-described functionality.  

Processor(s) 601 may be coupled to memory 603 and may execute such computer 

instructions to cause the functionality to be realized and performed. Computing device 

15 600 may also include a network input/output (I/O) interface 605 via which the computing 

device may communicate with other computers (e.g., over a network). In some 

embodiments, the computing device may also include one or more user I/O interfaces, 

via which the computer may provide output to and receive input from a user. The user 

I/O interfaces may include devices such as a keyboard, a mouse, a microphone, a display 

20 device (e.g., a monitor or touch screen), speakers, a camera, and/or various other types of 

I/O devices.  

The above-described embodiments of the present invention can be implemented 

in any of numerous ways. For example, the embodiments may be implemented using 

hardware, software or a combination thereof When implemented in software, the 

25 software code may be embodied as stored program instructions that may be executed on 

any suitable processor or collection of processors (e.g., a microprocessor or 

microprocessors), whether provided in a single computer or distributed among multiple 

computers.  

It should be appreciated that a computer may be embodied in any of numerous 

30 forms, such as a rack-mounted computer, a desktop computer, a laptop computer, or a 

tablet computer. Additionally, a computer may be embodied in a device not generally 
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regarded as a computer, but with suitable processing capabilities, including a Personal 

Digital Assistant (PDA), a smart phone, a tablet, a reader, or any other suitable portable 

or fixed electronic device.  

Also, a computer may have one or more input and output devices. These devices 

5 may be used, among other things, to present a user interface. Examples of output devices 

that may be used to provide a user interface include printers or display screens for visual 

presentation of output, and speakers or other sound generating devices for audible 

presentation of output. Examples of input devices that may be used for a user interface 

include keyboards, microphones, and pointing devices, such as mice, touch pads, and 

10 digitizing tablets.  

Such computers may be interconnected by one or more networks in any suitable 

form, including networks such as a local area network (LAN) or a wide area network 

(WAN), such as an enterprise network, an intelligent network (IN) or the Internet. Such 

networks may be based on any suitable technology and may operate according to any 

15 suitable protocol and may include wireless networks, wired networks, and/or fiber optic 

networks.  

The various methods or processes outlined herein may be coded as software that 

is executable on one or more processors that employ any one of a variety of operating 

systems or platforms. Additionally, such software may be written using any of numerous 

20 suitable programming languages and/or programming or scripting tools, and also may be 

compiled as executable machine language code or intermediate code that is executed on 

a virtual machine or a suitable framework.  

In this respect, various inventive concepts may be embodied as at least one non

transitory computer-readable storage medium (e.g., a computer memory, one or more 

25 floppy discs, compact discs, optical discs, magnetic tapes, flash memories, circuit 

configurations in Field Programmable Gate Arrays or other semiconductor devices, etc.) 

article(s) encoded with one or more programs that, when executed on one or more 

computers or other processors, implement the various process embodiments of the 

present invention. The non-transitory computer-readable medium or media may be 

30 transportable, such that the program or programs stored thereon may be loaded onto any 
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suitable computer resource to implement various aspects of the present invention as 

discussed above.  

The terms "program" or "software" are used herein in a generic sense to refer to 

any type of computer code or set of computer-executable instructions that can be 

5 employed to program a computer or other processor to implement various aspects of 

embodiments as discussed above. Additionally, it should be appreciated that according to 

one aspect, one or more computer programs that when executed perform methods of the 

present invention need not reside on a single computer or processor, but may be 

distributed in a modular fashion among different computers or processors to implement 

10 various aspects of the present invention.  

Computer-executable instructions may be in many forms, such as program 

modules, executed by one or more computers or other devices. Generally, program 

modules include routines, programs, items, components, data structures, etc. that perform 

particular tasks or implement particular abstract data types. Typically the functionality of 

15 the program modules may be combined or distributed as desired in various embodiments.  

Also, data structures may be stored in non-transitory computer-readable storage 

media articles in any suitable form. For simplicity of illustration, data structures may be 

shown to have fields that are related through location in the data structure. Such 

relationships may likewise be achieved by assigning storage for the fields with locations 

20 in a non-transitory computer-readable medium that convey relationship between the 

fields. However, any suitable mechanism may be used to establish relationships among 

information in fields of a data structure, including through the use of pointers, tags or 

other mechanisms that establish relationships among data elements.  

Also, various inventive concepts may be embodied as one or more methods, of 

25 which an example has been provided. The acts performed as part of the method may be 

ordered in any suitable way. Accordingly, embodiments may be constructed in which 

acts are performed in an order different than illustrated, which may include performing 

some acts simultaneously, even though shown as sequential acts in illustrative 

embodiments, or vice versa.  
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All definitions, as defined and used herein, should be understood to control over 

dictionary definitions, definitions in documents incorporated by reference, and/or 

ordinary meanings of the defined terms.  

The indefinite articles "a" and "an," as used herein, unless clearly indicated to the 

5 contrary, should be understood to mean "at least one." 

As used herein, the phrase "at least one," in reference to a list of one or more 

elements, should be understood to mean at least one element selected from any one or 

more of the elements in the list of elements, but not necessarily including at least one of 

each and every element specifically listed within the list of elements and not excluding 

10 any combinations of elements in the list of elements. This definition also allows that 

elements may optionally be present other than the elements specifically identified within 

the list of elements to which the phrase "at least one" refers, whether related or unrelated 

to those elements specifically identified. Thus, as a non-limiting example, "at least one 

of A and B" (or, equivalently, "at least one of A or B," or, equivalently "at least one of A 

15 and/or B") can refer, in one embodiment, to at least one, optionally including more than 

one, A, with no B present (and optionally including elements other than B); in another 

embodiment, to at least one, optionally including more than one, B, with no A present 

(and optionally including elements other than A); in yet another embodiment, to at least 

one, optionally including more than one, A, and at least one, optionally including more 

20 than one, B (and optionally including other elements); etc.  

The phrase "and/or," as used herein, should be understood to mean "either or 

both" of the elements so conjoined, i.e., elements that are conjunctively present in some 

cases and disjunctively present in other cases. Multiple elements listed with "and/or" 

should be construed in the same fashion, i.e., "one or more" of the elements so 

25 conjoined. Other elements may optionally be present other than the elements specifically 

identified by the "and/or" clause, whether related or unrelated to those elements 

specifically identified. Thus, as a non-limiting example, a reference to "A and/or B", 

when used in conjunction with open-ended language such as "comprising" can refer, in 

one embodiment, to A only (optionally including elements other than B); in another 

30 embodiment, to B only (optionally including elements other than A); in yet another 

embodiment, to both A and B (optionally including other elements); etc.  
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As used herein, "or" should be understood to have the same meaning as "and/or" 

as defined above. For example, when separating items in a list, "or" or "and/or" shall be 

interpreted as being inclusive, i.e., the inclusion of at least one, but also including more 

than one, of a number or list of elements, and, optionally, additional unlisted items.  

5 The phraseology and terminology used herein is for the purpose of description 

and should not be regarded as limiting. The use of "including," "comprising," "having," 

"containing", "involving", and variations thereof, is meant to encompass the items listed 

thereafter and additional items.  

Having described several embodiments of the invention in detail, various 

10 modifications and improvements will readily occur to those skilled in the art. Such 

modifications and improvements are intended to be within the spirit and scope of the 

invention. Accordingly, the foregoing description is by way of example only, and is not 

intended as limiting.  
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CLAIMS 

1. A method comprising: 

using at least one processor to perform the steps of: 

receiving a first search query; 

5 obtaining a disambiguation term for semantically disambiguating the first 

search query, the step of obtaining a disambiguation term comprising: 

presenting a plurality of terms in one or more semantic representations of 

the first search query to a user; and 

receiving user input identifying the disambiguation term in the plurality of 

10 terms; 

after obtaining the disambiguation terms, 

generating a semantic network comprising a hierarchy of concepts related 

to a first semantic representation identified based on the disambiguation term, the one or 

more semantic representations comprising the first semantic representation, and 

15 generating a second search query based at least in part on the first search 

query and at least one concept in the hierarchy of concepts in the generated semantic 

network; and 

outputting search results obtained from a search conducted based, at least 

in part, on the second search query.  

20 2. The method of claim 1, further comprising: 

ranking the search results, filtering the search results, or ranking and filtering the 

search results.  

3. The method of claim 1 or claim 2, wherein obtaining the disambiguation term 

further comprises: 
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generating the one or more semantic representations of the first search query 

using a semantic lexicon.  

4. The method of claim 3, further comprising: 

adding terms to the semantic lexicon, removing terms from the semantic lexicon, 

5 or adding and removing terms from the semantic lexicon.  

5. The method of claim 4, further comprising adding to the semantic lexicon terms 

obtained from a real-time Internet information stream.  

6. The method of any one of the preceding claims, wherein generating the second 

10 search query comprises: 

identifying the first semantic representation of the first search query based on the 

disambiguation term.  

7. The method of any one of the preceding claims, further comprising: 

identifying terms appearing in a body of information content with a trend score 

15 higher than a predetermined threshold; and 

generating the semantic network further based on the identified terms.  

8. The method of claim 7, further comprising: 

annotating the search results based on the semantic network.  

9. The method of any one of the preceding claims, wherein outputting the search 

20 results from the search based at least in part on the second search query comprises: 

sending the second search query to a search service to conduct the search; and 

in response, receiving the search results from the search service.  

10. The method of any one of the preceding claims, wherein outputting the search 

results further comprises: 

46



displaying the search results to a user.  

11. A system, comprising: 

at least one hardware processor configured to perform: 

receiving a first search query; 

5 obtaining a disambiguation term for semantically disambiguating the first 

search query, the step of obtaining a disambiguation term comprising: 

presenting a plurality of terms in one or more semantic representations of 

the first search query to a user; and 

receiving user input identifying the disambiguation term in the plurality of 

10 terms; 

after obtaining the disambiguation terms, 

generating a semantic network comprising a hierarchy of concepts related to 

a first semantic representation identified based on the disambiguation term, the one or 

more semantic representations comprising the first semantic representation, and 

15 generating a second search query based at least in part on the first search 

query and at least one concept in the hierarchy of concepts in the generated semantic 

network; and 

outputting search results obtained from a search conducted based at least in 

part on the second search query.  

20 12. At least one non-transitory computer-readable storage medium storing processor

executable instructions that when executed by a processor, cause the at least one 

processor to perform a method comprising the steps of: 

receiving a first search query; 

obtaining a disambiguation term for semantically disambiguating the first search 

25 query, the step of obtaining a disambiguation term comprising: 
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presenting a plurality of terms in one or more semantic representations of the first 

search query to a user; and 

receiving user input identifying the disambiguation term in the plurality of terms; 

after obtaining the disambiguation term, 

5 generating a semantic network comprising a hierarchy of concepts related to a 

first semantic representation identified based on the disambiguation term, the one or more 

semantic representations comprising the first semantic representation, and 

generating a second search query based at least in part on the first search query 

and at least one concept in the hierarchy of concepts in the generated semantic network; 

10 and 

outputting search results obtained from a search conducted based at least 

in part on the second search query.  
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