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(57) ABSTRACT 
The invention provides systems and methods for maximizing 
revenue generating throughput of a multi-user parallel data 
processing platform across a set of users of the service pro 
vided with the platform. The invented techniques, for any 
given user contract among the contracts Supported by the 
platform, and on any given billing assessment period, deter 
mine a level of a demand for the capacity of the platform 
associated with the given contract that is met by a level of 
access to the capacity of the platform allocated to the given 
contract, and assess billables for the given contract at least in 
part based on Such met demand and a level of assured access 
to the capacity of the platform associated with the given 
contract, as well as billing rates, applicable for the given 
billing assessment period, for the met demand and the level of 
assured access associated with the given contract. 
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and ii) got allocated to meet its expressed demands for cores 
on the CAPs of the given BAP, with such a quantity referred 
to as a Demand Based Core Allocation (DBCA). Various 
embodiments of Such systems further include various com 
binations of additional features, such as features whereby a) 
the digital logic for assessing the billables for a given user for 
the service involves logic that multiplies the user's CE estab 
lished for the given BAP with a CE billing rate applicable for 
that BAP, b) the digital logic for assessing the billables for a 
given user for the service involves logic that multiplies the 
user's DBCA determined for the given BAP with a DBCA 
billing rate applicable for that BAP and c) the assessing is 
done furthermore based on billing rates for CEs and/or 
DBCAs, with at least one of the CE or DBCA billing rates 
being varied between the successive BAPs, to optimally 
spread the users’ data processing loads for the dynamically 
allocated array of cores over time, thus maximizing the users 
data processing throughput per unit costas well as the service 
provider's billables from the user contracts. 
0009. Another aspect of the invention provides a method 
for improving data processing service throughput per unit 
cost of the service through billing adjustment techniques, 
with Such a method comprising 1) repeatedly, once for each 
CAP, allocating an array of processing cores for processing 
Software programs of a set of users of the service, and 2) 
adjusting billables for the service for each given user of the 
service on Successive BAPS based at least in part on quantities 
of cores among said array that any given user i) has an entitle 
ment for being allocated on each CAP of a given BAP and ii) 
got allocated to meet its demands for cores on the CAPs of the 
given BAP. Various embodiments of such methods further 
include various combinations of further steps and features 
Such as those whereby a) the allocating is done at least in part 
based on entitlements and/or demands for cores among said 
array by one or more of the software programs of the set of 
users, and b) the adjusting is furthermore done based at least 
in part on a value of respective billing rates, applicable for a 
given BAP, for cores among said array that the given user's 
software program i) has an entitlement for on the given BAP 
and ii) got allocated to meet its demands for cores on the 
CAPs of the given BAP. 
0010. A further aspect of the invention provides a system 
for improving the revenue generation capability of a data 
processing platform for the operator of the platform provid 
ing computing capacity services for users dynamically shar 
ing the platform, with the platform having a certain cost to its 
operator and a certain pool of processing resources for 
executing the users Software programs. Such a system com 
prises digital logic for: 1) allocating the pool of resources of 
the platform for processing the user programs at least in part 
based on the users’ respective entitlements for the pool of 
resources, 2) adjusting a billing rate for the user's entitle 
ments, for individual BAPs, at least in part based on a relative 
popularity of the entitlements on the individual BAPs among 
successive BAPs, and 3) digital logic for determining bill 
ables associated with each of the user programs, based at least 
in part on the adjusting of the billing rate for the entitlements. 
Various embodiments of such systems further include various 
combinations of additional features, such as features by 
which a) the pool of resources comprises an array of process 
ing cores that are periodically allocated among the user Soft 
ware programs, b) the digital logic for allocating performs its 
allocating of the pool of resources furthermore at least in part 
based on demands for the resources among said pool by the 
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user programs, c) the system further comprises digital logic 
for adjusting, for Successive BAPS, a billing rate for resources 
among the pool allocated to a user program to meet a demand 
expressed by the user program for Such resources, with the 
determining being based furthermore at least in part on the 
adjusting of the billing rate for Such resources allocated based 
on demand, and d) the digital logic Subsystems for allocating, 
adjusting and determining comprise hardware logic that, on at 
least some BAPS among the Successive BAPS, operates auto 
matically without software involvement 
0011 Yet another aspect of the invention provides a 
method for improving a revenue generation capability of a 
data processing platform that has a certain pool of processing 
resources and that is dynamically shared among a set of user 
Software programs. Such a method comprises 1) once for 
each new capacity allocation period, allocating the pool of 
resources for processing user programs at the platformat least 
in part based on respective entitlements for the pool of 
resources by the user programs, 2) adjusting a billing rate for 
said entitlements, for successive BAPs, at least in part based 
on a relative popularity of the entitlements on individual 
BAPs among the successive BAPs, and 3) determining, based 
at least in part on said adjusting, billables associated with the 
user programs. Various embodiments of such methods further 
include various combinations of further steps and features 
such as those whereby a) the determining further involves, for 
a given user program, and for individual BAPS among the 
successive BAPs, multiplying the entitlements for the pool of 
resources by the given user program on a given BAP with the 
billing rate for the entitlements on the given BAP, b) the 
allocating, on a given capacity allocation period, furthermore 
is based at least in part on respective demands for the 
resources among the pool by the user programs for the given 
capacity allocation period, c) there further is a step of adjust 
ing, for Successive BAPS, a billing rate for resources among 
the pool allocated to a user program to meet a demand by the 
user program for Such demand based resource allocations, 
and with the determining being furthermore based at least in 
part on the adjusting of the billing rate for the demand based 
resource allocations, and d) the determining furthermore is 
based at least in part on i) resolving a level of the resources 
among the pool allocated to a user program to meet a demand 
by the user program for Such resources on a given BAP and/or 
ii) applying a billing rate applicable for the resources resolved 
in i) on the given BAP. 
0012. In embodiments of the invention, either or both of 
the user's capacity entitlement and demanded based capacity 
allocation billing rates, as discussed above, can be set for 
different values on the different hours of day, days of week, 
seasons, special calendar dates, etc., in order to optimally 
spread the collective processing load of the user programs for 
a given platform over time, and thereby, increase the cost 
efficiency for the users of the computing service provided 
with the given platform and/or the revenue generation capa 
bility for the service provider operating the platform. For 
example, popular time periods for computing capacity Ser 
vices, which with flat billing rates would experience highest 
demands for the platform processing capacity, can according 
to embodiments of the invention be configured with premium 
billing rates, in order to incentivize the users to shift the 
execution of their non-time-critical programs and task (e.g. 
asynchronous, background or overnight batch processes) for 
execution on the otherwise less popular, discounted billing 
rate, time periods. Moreover, the capability per embodiments 
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of the invention to facilitate optimally combining user con 
tracts with complementary core entitlement (CE) time pro 
files on a given dynamically shared computing platform 
allows the service provider operating the platform to Support 
a given set of user contracts with reduced total platform core 
capacity i.e. at reduced cost base, and thereby increase the 
competitiveness of the offered compute capacity service 
offering among the prospective customers in terms of price 
performance. Examples of such user applications with mutu 
ally complementary i.e. minimally overlapping CE time pro 
file peaks, which could be efficiently combined for the set of 
user programs to dynamically share a given platform per the 
invention, are realtime enterprise Software applications (de 
manding peak performance during business hours), con 
Sumer media and entertainment applications (demanding 
peak performance in evening hours and during weekend) and 
overnight batch jobs (demanding peak capacity before the 
business hours of the day). Note also that a further advantage 
of embodiments of invented billing techniques is that, 
because a portion of the cost of the utility computing service 
for a user running its program on the platform is based on the 
(met) levels of core demands expressed by the user's pro 
gram, the users of the compute capacity service provided with 
a computing platform utilizing the invented billing tech 
niques have an economic incentive to configure their pro 
grams so that they eliminate core demands beyond the num 
ber of cores that the given program is actually able to 
effectively utilize at the given time. As the user applications 
thus are not to automatically demand at least their CE worth 
of cores irrespective of on how many cores the given program 
is able to execute on in parallel at any given time, the average 
amount of Surplus cores for runs of the core allocation algo 
rithm, i.e., cores that can be allocated in a fully demand driven 
manner (rather than in a manner to just meet the core demands 
by each application for their CE worth of cores), is increased, 
compared to a case where the users would not have the incen 
tive to economize with their core demands. Such maximally 
demand driven core allocation (which nevertheless allows 
guaranteeing each user application an assured deterministic 
minimum system capacity access level, whenever actually 
demanded) facilitates providing maximized user program 
data processing throughput per unit cost across the set of user 
applications dynamically sharing a given computing platform 
per the invention. Consequently, this maximization of data 
processing throughput service per unit cost by the invention 
also drives the maximization of the profitability for comput 
ing capacity service provider operating Such given platform 
per the invention. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0013 FIG. 1 shows, in accordance with an embodiment of 
the invention, a functional block diagram for an application 
program load adaptive parallel data processing system, com 
prising a multi-core fabric, member cores of which are 
dynamically space and time shared among processing tasks 
of a set of software programs, with the sharing of fabric of 
cores among the Software programs controlled by a system 
controller module, and with Switching of program tasks to 
their execution cores and inter-task communications handled 
through an efficient fabric network. In general context of 
systems per FIG.1, FIGS. 2-3 illustrate operation and internal 
structure of the system controller, and FIGS. 4-7 those of the 
fabric network. As shown in FIG. 3, the controller also 
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involves a billing Subsystem, the internal modules and oper 
ating of which are illustrated in FIG. 8, according to an 
embodiment of the invention. 
0014 FIG. 2 provides a context diagram for a process, 
implemented by the controller of a system per FIG.1, to select 
and map active tasks of application programs configured to 
run on the system to their target processing cores, in accor 
dance with an aspect of the invention. 
0015 FIG. 3 illustrates, in accordance with an aspect of 
the invention, a flow diagram and major steps for the system 
controller process per FIG. 2, as well as operating context for 
the contract billing subsystem illustrated in FIG. 8. 
0016 FIG. 4 illustrates, in accordance with an embodi 
ment of the invention, a network and memory architecture for 
the multi-core fabric of a system per FIG. 1. 
(0017 FIG. 5 shows at more detail level a portion of an 
embodiment of a logic system per FIG. 4 concerning func 
tions of backing up updated task memory images from the 
cores of the fabric to the task specific segments in fabric 
memories, as well as writing of inter-task communication 
information by tasks of application programs running on the 
system to Such memory segments of each others. 
0018 FIG. 6 shows at more detail level an embodiment of 
a portion of a logic system per FIG. 4 concerning functions of 
retrieving updated task memory images from the task specific 
segments in the fabric memories to their next processing 
cores within the fabric, as well as reading of inter-task com 
munication information by tasks of applications running on 
the system from their segments in Such memories. 
(0019 FIG. 7 presents at further level of detail an embodi 
ment of logic functionality for the subsystem per FIG. 5, 
concerning a capability for tasks of an application program to 
write information to each others, including their own, 
memory segments within the multi-core fabric. 
0020 FIG. 8 illustrates, in accordance with an aspect of 
the invention, a billing Subsystem for a multi-user parallel 
processing platform of FIG. 1. 

DETAILED DESCRIPTION 

0021. The invention is described herein in further detail by 
illustrating the novel concepts in reference to the drawings. 
General symbols and notations used in the drawings: 

0022 Boxes indicate a functional digital logic module: 
unless otherwise specified for a particular embodiment, 
Such modules may comprise both Software and hard 
ware logic functionality. 

0023 Arrows indicate a digital signal flow. A signal 
flow may comprise one or more parallel bit wires. The 
direction of an arrow indicates the direction of primary 
flow of information associated with it with regards to 
discussion of the system functionality herein, but does 
not preclude information flow also in the opposite direc 
tion. 

0024. A dotted line marks a border of a group of drawn 
elements that form a logical entity with internal hierar 
chy, Such as the modules constituting the multi-core 
processing fabric 110 in FIG. 1. 

0.025 Lines or arrows crossing in the drawings are 
decoupled unless otherwise marked. 

0026. For clarity of the drawings, generally present sig 
nals for typical digital logic operation, such as clock 
signals, or enable, address and data bit components of 
write or read access buses, are not shown in the draw 
1ngS. 
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0027 FIGS. 1-3 and related descriptions below provide 
specifications for a multi-core data processing platform, 
according to embodiments of aspects of the invention, while 
FIGS. 4-7 and associated descriptions provide specifications 
for networking and memory resources to enable dynamically 
running any selected data processing task on any processing 
core of the platform as well as to Support efficient communi 
cations among Such tasks, according to embodiments of 
aspects of the invention. Finally, FIG. 8 and related specifi 
cations describe embodiments for billing subsystem for a 
multi-user parallel processing platform per preceding FIGS., 
along with operating scenario examples for the billing rate 
adjustment based computing cost efficiency maximization 
techniques. 
0028 FIG. 1 provides a functional block diagram for an 
embodiment of the invented multi-core data processing sys 
tem dynamically shared among data processing tasks of 
application software programs, with capabilities for applica 
tion processing load adaptive allocation of the cores among 
the Software applications configured for the system, as well as 
(as described in relation to FIGS. 4-7) efficient inter-core 
task-switching and inter-task communication resources, as 
well as (as described in relation to FIG. 8) user's cost effi 
ciency and the compute service provider's profit maximizing 
pricing adjustment and billing techniques. 
0029. Note that the terms software program, application 
program, application and program are used interchangeably 
in this specification, and each generally refer to any type of 
computer software able to run on data processing systems 
according to any embodiments of the invention. Also, refer 
ences to a “set of units of a given type, such as programs, 
logic modules or memory segments can, depending on the 
nature of a particular embodiment or operating scenario, refer 
to any positive number of Such units. 
0030. For general context, the system per FIG. 1 com 
prises processing core fabric 110 with an array 115 of cores 
120 for processing instructions and data of a set of software 
application programs configured run on the shared system 
100. While in such a manner processing the application pro 
grams to produce processing results and outputs, the cores of 
the system access their input and output data arrays, which in 
embodiments of the invention comprise memories and input/ 
output communication ports accessible directly or indirectly 
to one or more of the cores. Since the discussion herein is 
directed primarily to techniques for dynamically sharing the 
processing cores of the system among its application pro 
grams as well as for efficiently running Such programs on the 
cores of the system in parallel, rather than on implementation 
details of the cores themselves, aspects such as memories and 
communication ports of the cores or the system 100, though 
normally present within embodiments of the multi-core data 
processing system 100, are not shown in FIG.1. Moreover, it 
shall be understood that in various embodiments, any of the 
cores 120 of a system 100 can comprise any types of software 
program processing hardware resources, e.g. central process 
ing units (CPUs), graphics processing units (GPUs), digital 
signal processors (DSPs) or application specific processors 
(ASPs) etc. as well as time share or other abstractions or 
virtualizations thereof. Embodiments of systems 100 can fur 
thermore incorporate CPUs etc. processing cores that are not 
part of the dynamically allocated array 115 of cores, and such 
CPUs etc. outside the array 115 can in certain embodiments 
be used to manage and configure e.g. system-wide aspects of 
the entire system 100, including the controller module 140 of 
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the system and the array 115. For the operator to configure 
and monitor the system 100, embodiments of the invention 
provide a management interface 319 to pass information 
between the operator's management tools (e.g. user interface 
and related software on a PC or terminal) and the data pro 
cessing platform 100. Note that in various embodiments the 
actual software programs for configuring and monitoring pro 
cesses for the system 100 can be run as an application 220 of 
a system (including either on the same or different instance of 
system 100 than the given instance being managed) as well as 
Such software programs can be run in a different platforms, 
e.g. on a PC Supporting the management user interface. 
0031. As illustrated in FIG.1, the invention provides a data 
processing system 100 comprising an array 115 of processing 
cores 120, which are dynamically shared by a set of applica 
tion programs configured to run on the system. In an embodi 
ment of the invention, the individual application programs 
running on the system maintain at specified addresses within 
the system 100 memories their processing capacity demand 
indicators signaling 130 to the controller 140 a level of 
demand of the system processing capacity by the individual 
applications. In a particular implementation, each of these 
indicators 130, referred to herein as core-demand-figures 
(CDFs), express how many cores 120 their associated appli 
cation program is presently able utilize for its data processing 
tasks. Moreover, in certain embodiments, the individual 
applications maintain their CDFs at specified registers within 
the system, e.g. in known addresses within the memory space 
of their root processes (i.e. task ID#0 of each application), 
with such application CDF registers being accessible by hard 
ware logic of the controller module 140. For instance, in an 
embodiment, the CDF 130 of a given application program is 
a function of the number of its schedulable tasks, such as 
processes, threads or functions (referred to collectively as 
tasks) that are ready to execute at a given time. In a particular 
embodiment of the invention, CDF of an application program 
expresses on how many processing cores the program is pres 
ently able to execute in parallel. Moreover, in certain embodi 
ments, these capacity demand indicators, for any given appli 
cation, include a list 135 identifying its ready tasks in a 
priority order. 
0032. A hardware logic based controller module 140 
within the system, through a repeating process, allocates and 
assigns the cores 120 of the system 100 among the set of 
applications and their tasks, at least in part based on the CDF's 
130 of the applications. In certain embodiments, this appli 
cation task to core assignment process 300 (see FIGS. 2 and 
3) is exercised periodically, e.g. at even intervals such as once 
per a given number (for instance 64, or 1024, or so forth) of 
processing core clock or instruction cycles. In other embodi 
ments, this process 300 can be run e.g. based on a change in 
the CDFs 130 of the applications 220. Also, in particular 
implementation scenarios, the conceptual module 140 
includes application program specific Sub-modules, which 
run task to core assignment algorithms within a given appli 
cation program based on a change in the task priority listing 
135 for the given application. While such conceptual appli 
cation-specific Sub-modules can impact which application 
tasks will be executing on the fabric 110, they will not by 
themselves change the numbers of cores allocated to any 
given application on the system. Accordingly, these applica 
tion-internal task selection Sub-processes can be run also in 
between of Successive runs of the complete core allocation 
and assignment process 300. The application task to core 
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assignment algorithms of controller 140 produce, for the 
cores of the fabric 115, identification of their respective tasks 
to process 460, as well as for the application tasks on the 
system, identification of their execution cores 420 (ifany, at a 
given time). Note that the verb “to assign' is used herein 
reciprocally, i.e., it can refer, depending on the perspective, 
both to assignment of cores 120 to tasks 240 (see FIG. 2) as 
well as to mapping of tasks 240 to cores 120. This is due to 
that, in the embodiments studied here in greater detail, the 
allocation and mapping algorithms of the controller 140 
cause one task 240 to be assigned per any given core 120 of 
the array 115 by each run of such algorithms 300 (see FIGS. 
2 and 3). As such, when it is written here, e.g., that a particular 
core HX is assigned to process a given task #Y, it could have 
also been said that task FY is assigned for processing by core 
iX. Similarly, references such as “core iX assigned to pro 
cess task if Y', could be written in the (more complex) form of 
“core iX for processing task if Yassigned to it, and so forth. 
0033. Though not explicitly shown in FIG. 1, embodi 
ments of the system 100 also involve timing and synchroni 
zation control information flows between the controller 140 
and the core fabric 115, to signal events such as launching and 
completion of the process 300 (FIGS. 2-3) by the controller as 
well as to inform about the progress of the process 300 e.g. in 
terms of advancing of its steps (FIG.3). Also, in embodiments 
of the invention, the controller module is implemented by 
digital hardware logic within the system, and in particular 
embodiments. Such controller modules exercise their repeat 
ing algorithms, including those of process 300 per FIGS. 2-3, 
without software involvement. Embodiments for the commu 
nications network and memory resources 400 of the multi 
core fabric 110 are described in relation to FIGS. 4-7. 

0034 FIG. 2 illustrates context for the process 300 per 
formed by the controller logic 140 of the system 100, repeat 
edly mapping the to-be-executing tasks 240 of the set of 
application programs 210 to their target cores 120 within the 
array115. In an embodiment, each individual application 220 
configured for a system 100 provides a (potentially updating) 
collection 230 of its tasks 240, even though for clarity of 
illustration in FIG. 2 this set of applications tasks is shown 
only for one of the applications within the set 210 of appli 
cations configured for a given instance of system 100. For the 
sake of illustration and description, the cores of within the 
array 115 are herein identified with their core ID numbers 
from 0 through the number of cores within the array 115 less 
1, the applications within the set 210 with their application ID 
numbers from 0 through the number of applications among 
that set 210 less 1, and the set of tasks 230 of any given 
application with their task ID numbers from 0 through the 
number of tasks Supported per the given application less 1. 
0035. Note also that in certain embodiments, any applica 
tion program instance 220 for a system 100 can be an oper 
ating system (OS) for a given user or users of the system 100, 
with Such user OS Supporting a number of applications of its 
own, and in such scenarios the OS client 220 on the system 
100 can present such applications of it to the controller 140 of 
the system as its tasks 240. 
0036 Moreover, in embodiment of the invention, among 
the applications 220 there can be Supervisory or maintenance 
software programs for the system 100, used for instance to 
Support configuring other applications 220 for the system 
100, as well as provide general functions such as System 
boot-up and diagnostics, and facilitate access to networking, 
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I/O and system-wide memory etc. resources of the platform 
100 also by other application programs of the system. 
0037. In the general context per FIGS. 1 and 2, FIG. 3 
provides a conceptual data flow diagram for an embodiment 
of the process 300, which maps each selected-to-execute 
application task 240 within the sets 230 to one of the cores 
120 within the array 115. 
0038 More specifically, FIG. 3 presents, according to an 
aspect of the invention, conceptual major phases of the task 
to-core mapping process 300, used for maximizing the appli 
cation program processing throughput of a data processing 
system hardware shared among a number of Software pro 
grams. Such process 300, repeatedly mapping the to-be-ex 
ecuting tasks of a set of applications to the array of processing 
cores within the system, involves series of steps as follows: 
0039 (1) allocating 310 the array of cores among the set of 
programs on the system, at least in part based on CDF's 130 
by the programs, to produce for each program 220 a num 
ber of cores 220 allocated to it 315 (for the time period in 
between the current and the next run of the process 300); 
and 

0040 (2) based at least in part on the allocating 310, for 
each given application that was allocated at least one core: 
(a) selecting 320, according to the task priority list 135, the 
highest priority tasks within the given application for 
execution corresponding to the number of cores allocated 
to the given application, and (b) mapping 330 each selected 
task to one of the available cores of the array 115, to 
produce, i) for each core of the array, an identification 460 
of an application and a task within the application that the 
given core was assigned to, as well as ii) for each applica 
tion task selected for execution on the fabric 115, identifi 
cation 420 of its assigned core. 

The repeatedly produced and updated outputs 420, 460 of the 
controller 140 process 300 will be used for repeatedly re 
configuring connectivity through the fabric network 400, as 
described in the following with references to FIGS. 4-7. 
0041 FIG. 3 also provides context for the user billing 
processes for the utility computing services provided with the 
platform 100. According to embodiments of the invention, 
these billing processes involve per-application billing 
counters 316, implementation and operating scenarios for 
which are discussed in relation to FIG. 8. 

0042 FIGS. 4-7. and related specifications below describe 
embodiments for on-chip network 400 of a system 100 and 
operating scenarios thereof, to achieve non-blocking trans 
ferring of memory images of tasks of Software programs 
between cores of the fabric 110, as well as inter-task commu 
nication, through efficiently arranged access to fabric memo 
ries. The inter-core and inter-task information exchange 
resources per FIGS. 4–7, in an embodiment of the invention, 
comprise hardware logic, and are capable of operating with 
out software. The capabilities per FIGS. 4-7 provide logic, 
wiring, memory etc. System resource efficient Support for 
executing any application task 240 at any core 120 within the 
system at any given time, as controlled, at least in part, by the 
controller 140 that regularly optimizes the allocation of cores 
of the array 115 among the applications 220 on the system 
100, as well as maps specific application tasks 240 to specific 
processing cores 120. The minimum overhead inter-task 
communications, also Supported by the on-chip network 400, 
further enables resource efficiently achieving high perfor 



US 2013/0117168 A1 

mance for the application software programs 210 that 
dynamically share the multi-core based data processing plat 
form 100. 
0043 FIG. 4 illustrates the task image transfer and inter 
task communications network and memory resources 400 for 
an embodiment of the core fabric 110 (see FIG. 1 for further 
context of the conceptual module 400). Note that in FIGS. 
3-8, for clarity of illustration of the functionality of the inter 
core and inter-task communications facilities, certain signals 
that are primarily timing or control signals (as contrasted with 
data buses and such) are marked with gapped-line arrows. 
Examples of such control signals are control information 
flows provided to direct the multiplexing of the read and write 
data buses, as well as signals providing timing control. 

Fabric Network for System Per FIG. 1: Transferring Memory 
Images of Tasks of Software Programs Executing on the 
System Between Cores and Backup Memories of the 
Multi-Core Processing Fabric: 
0044) Regarding system functionality for switching 
executing tasks for cores of fabric 110, FIG. 4 provides a 
conceptual diagram for a logic system 400 to back-up and 
transfer the latest processing memory image (referred to 
herein on herein also simply as image) of any application 
program task 240 on the system 100 from and to any core 120 
within the array 115, in accordance with an embodiment of 
the invention. As will be described later on (after the descrip 
tion of FIG. 6), the inter-core network and memory system 
400 will, at least in certain embodiments, be used also for 
inter-task communication among the application program 
tasks running on the system 100. Note that in relation to FIGS. 
4-7, in embodiments of the invention where the individual 
core specific memories within the array are not intended to 
contain the instructions and data for all the application tasks 
on the system, but rather for the specific task assigned for any 
individual core at a given time, the notion of task processing 
image refers to the memory image used by the processing of 
the task. Various embodiments, implementing various 
designs between (and including) the extremes, on one end, of 
each core providing a dedicated memory segment for each 
application task on the system and, on the other end, of each 
core providing a plain working memory holding the memory 
image of the application task assigned to it, will have their 
corresponding definitions of what information needs to be 
transferred between cores and interim memories (if any) to 
backup, retrieve or relocate a task. In scenarios studied in 
detail in the following in connection with FIGS. 4-7, it is 
assumed that each core of the array 115 holds in its memory 
the image of the application task assigned to it at a given time. 
Such a scenario significantly reduces the amount of memory 
needed by the individual cores as well as across the system 
100, while it calls for a capability to transfer the task process 
ing memory images between cores and back-up memories 
when having to resume processing of a task after a period of 
inactivity, possibly at a different core than its previous pro 
cessing core. FIGS. 4-6 and related descriptions below illus 
trate a logic system with such a memory image transfer capa 
bility. 
0045. At a digital logic design level, according to the 
herein studied embodiments per FIG. 4, the controller 140 
identifies 420, to a cross-connect (XC) 430 between the core 
array 115 and memory array 450, the appropriate source core 
from which to select the updated image 440 for each given 
application task specific segment 550 within the memory 450. 
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In an alternative embodiment, each core 120 identifies 420 the 
application task ID# along with its updated processing image 
to the XC430. In addition, at times of task switchover, under 
control from the controller 140, the appropriate updated new 
task processing images 440 are transferred from the memo 
ries 450 through another controller controlled 460 cross 
connect (XC) 470 to each given core of the array 115 subject 
to task switchover 120. Specifically, the controller 140 pro 
vides for the XC 470 identification 460 of the next application 
tasks 440 for the individual cores of the array 115, which 
causes the appropriate updated processing image to be trans 
ferred 480 from the memory array 450 to each given core of 
the system 100 subject to task switchover. Naturally, any 
given core for which the assigned application task IDH 
remains the same on successive core allocation periods 
(CAPs) can resume processing such task uninterruptedly 
through such allocation period boundaries, without having 
halt processing. 
0046) Note also that in case of certain embodiments, the 
XCs 430 and 470 are collectively referred to as a cross 
connect between the array 115 of cores and the memories 450 
of the fabric 110. Also, in certain scenarios, the concept of 
on-chip network refers to the XCs 430 and 470 and the fabric 
and core memory access buses 410, 440, 480 they cross 
connect, while in other scenarios, that concept includes also 
the fabric memories 450. 

0047. In a particular operating scenario, at end of any 
given core to task allocation period or after the set of tasks of 
any given application selected for execution chances (even 
within a CAP), for each such core within the system that got 
assigned a different next task to process (with such cores 
referred to as cores subject to task switchover), the updated 
processing image of its latest task is backed up 410 to a 
memory 450 that provides a dedicated memory segment 550 
and related access logic (FIGS. 5-7) per each application task 
configured for the system 100. Specifically, in an embodi 
ment, controller 140 through logic with core-specific multi 
plexers at XC 470 provides, at least conceptually as part of the 
bus 480, indications to the cores 120 regarding task switcho 
vers, in response to which system software at the cores subject 
to a switchover causes the existing task to be backed up 410 to 
its segment 550 at memory array 450 and, following that, to 
retrieve 480 the next task’s image from its segment 550 at 
memory array 450. Moreover, in a particular embodiment, 
after a core subject to task switchover has backed up 410 its 
outgoing task, the core will signal back to its multiplexer 
(element 620 in FIG. 6) at XC 470 to apply the provided new 
configuration 460, to cause the incoming application's image 
to be transferred 480 (under control of the core's system 
software) to the working memory of the core, and so that the 
incoming task assigned to execute on the core will be con 
nected (in read mode) 480 to its segment 550 at memories 
450. Furthermore, according to such embodiments, the sys 
tem software on a core subject to switchover also signals to 
controller 140 about completion of backing up its outgoing 
task, based on which the controller applies the updated con 
figuration 420, i.e. identification of the incoming task ID#, for 
the task-specific multiplexer 510 at XC 430, so that the 
incoming task assigned to execute on the core is connected (in 
write mode) 410 to memory segments 550 of tasks of its 
application 220, as well as so that the core of its execution will 
be connected in write mode to the correct memory segment 
550 once that task is to be backed up 410 (see also FIG.5 for 
further details). Note further that in certain embodiments of 
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the invention, cores 120 support two sides of their working 
memories, to allow backing up 410 and retrieving 480 of the 
outgoing and incoming tasks to proceed concurrently, by 
copying 480 the incoming tasks image to different side of the 
working memory than what was used for the outgoing tasks 
image, and by Switching the active side of the working 
memory to the incoming tasks side following the copying of 
its image from its segment 550 at the fabric memories 450. 
According to certain implementation practices, the cores also 
provide a memory space for their system Software, which 
however, according to the herein discussed operating sce 
narios, is not activated during user application task process 
ing times (i.e. between task Switchovers). 
0048. According to the embodiments of the invention 
described herein in greater detail, based on the control 460 by 
the controller 140 for a given core indicating that it will be 
Subject to a task Switchover, the currently executing task is 
made to stop executing and its processing image is backed up 
410,520, 540 to the memory 450 (FIGS. 4 and 5), and fol 
lowing (as well as in certain embodiments, during) that, the 
memory image of the next task assigned to execute on the 
given core is retrieved 610, 480 to the core from the memory 
450 (FIGS. 4 and 6). During these application task switching 
proceedings the operation of the cores subject to task 
switchover is controlled through the controller 140 and sys 
tem Software configured for the cores, with said system soft 
ware managing the backing up and retrieving of the outgoing 
and incoming task memory images from the memories 450, 
as well as stopping the execution of the outgoing task before 
backing it up and getting the incoming task processing started 
once the local working memory of the core is configured with 
the incoming tasks processing image. In these type of 
embodiments, cores not indicated by controller 140 as being 
Subject to task Switchover are able to continue their process 
ing uninterruptedly even over the CAP transition times with 
out any idle time. 
0049. Note that, according to embodiments of the inven 
tion described in the foregoing, applying of updated task ID# 
configurations 460 for the core specific multiplexers 620 of 
XC470 (see FIGS. 4 and 6), as well as applying of the updated 
processing core ID# configurations 420 for the application 
task specific multiplexers 510 at XC430 (see FIGS. 4 and 5), 
can thus be safely and efficiently done on one multiplexer at 
a time basis (reducing the system hardware and Software 
implementation complexity and thus improving cost-effi 
ciency), since tasks do not need to know whether and at which 
core in the fabric 115 they or other tasks are executing at any 
given time. Instead of relying on knowledge of the their 
respective previous, current (if any at any given time) or 
future execution cores by either the tasks or the system soft 
ware of the cores, the invention enables flexibly running any 
task of any application at any core of the fabric, while pro 
viding inter-task communication more cost-efficiently 
through connecting the cores to their appropriate application 
task specific segments 550 at the fabric memories 450. 
0050 FIG. 5 shows, at a more detail level, a portion of the 
logic system 400 (see FIGS. 1 and 4 for context) for backing 
up the updated task processing images from the cores of the 
system 100 to the task specific back-up memories 450, in 
accordance with an embodiment of the invention. As will be 
discussed later on, following the description per FIG. 6, the 
logic system per FIG. 5 is, in certain embodiments, used also 
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for the tasks of any given application executing on the system 
100 to write their inter-task communication info for each 
others. 
0051. In the task memory image backup mode of use of the 
logic per FIG. 5, according to the embodiment studied here in 
greater detail, each core 120 of the array115 that is subject to 
task switchover transmits 410, through the XC 430 to its 
segment 550 in the memories 450 the updated processing 
image of its latest application task when signaled to do so by 
controller 140, in embodiments through its associated multi 
plexer 620 at XC 470. The XC430 comprises, in a particular 
embodiment, a set of application task specific multiplexers 
510, each of which selects the updated processing image 
instance from the set 410 corresponding to its task ID# for 
writing 540 to its associated task specific segment 550 at the 
memory array 450. Each such task specific multiplexer 510 
make theses selections based on control 420 from the con 
troller 140 that identifies the core that processed its associated 
application task before a task Switchover. In case a given task 
was not being processed at a given time, in an embodiment the 
controller controls 420 the multiplexer 510 instance associ 
ated with Such task to not write anything on its associated 
segment 550 on the memory 450. In addition, the buses 410. 
525 and 545 include a write enable indicator, along with write 
data and address (and any other relevant signals), from their 
source cores to the memory segments 550, to control (to 
gether with other system logic, e.g. per FIG. 7) write access 
from cores 120 to memory segments 550. The role of XC 530 
will be described in reference to FIG. 7; for the task memory 
image backup mode, the XC 530 can be considered as being 
controlled 535 by the controller to simply pass-through con 
nect the write access bus 520 of each application task finish 
ing execution on a core of the array 115 to its segment 550 at 
memories 450. 
0.052 At digital logic design level, a possible implemen 
tation scenario for functionality per FIG. 5 is such that the 
signal bus instance within the set 410 carrying the updated 
processing images from the core ID #n (n is an integer 
between 0 and the number of cores in the array less 1) is 
connected to the data input in of each multiplexer 510 of XC 
430, so that the identification 420 of the appropriate source 
core ID# by the controller to a given multiplexer 510 causes 
XC 430 to connect the updated task processing image trans 
missions 410 from the core array 115 to their proper task 
specific segments 550 within the memory 450. In an embodi 
ment, controller 140 uses information from an application 
task ID# addressed look-up-table per Table 4 format (shown 
in later in this specification) in Supplying the latest processing 
core identifications 420 to the application task specific mul 
tiplexers 510 of XC430. 
0053 FIG. 6 shows at a greater level of detail, in accor 
dance with an embodiment of the invention, a portion of the 
logic system per FIG. 4 for retrieving the updated task pro 
cessing images from the task specific back-up memories to 
their next processing cores within a system per FIG.1. As will 
be discussed following this description of FIG. 6, the logic 
system per FIG. 6 is, in certain embodiments, used also for the 
tasks of an application executing on the system 100 to read 
their inter-task communication info from each others. 

0054 According to the embodiment studied here in 
greater detail, the XC 470 (see FIG. 4 for context) comprises 
core specific multiplexers 620, each of which, when operating 
in the task image transfer mode, selects the updated image 
(from set 610) of the task identified 460 for processing by the 
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core associated with a given multiplexer 620 to be transferred 
480 to the working memory of that core 120. 
0055 Similar to the digital logic level description of the 
multiplexer 510 (in connection to FIG. 5), a possible imple 
mentation for functionality illustrated in FIG. 6, is such that 
the read data bus instance (from set 610) associated with 
application task ID #m (m is an integer between 0 and the 
number of application tasks Supported by the system less 1) is 
connected to the data input im of each multiplexer 620 
instance, so that the identification (by the controller 140) of 
the active application task ID#460 for each of these core 
specific multiplexers 620 of XC 470 causes the XC 470 to 
connect each given core 120 of the array 115 in read mode to 
the segment 550 at memory 450 associated with its indicated 
460 active application task. In an embodiment, controller 140 
uses information from a core ID# addressed look-up-table per 
Table 5 format (shown in later in this specification) in Sup 
plying the next application task identifications 460 to the 
application core specific multiplexers 620 of XC 470. 

Fabric Network for System Per FIG. 1: Inter-Task 
Communication Among Software Programs Executing on the 
Multi-Core Fabric of the System: 
0056. In addition to capabilities to activate, deactivate and 
relocate tasks 240 among cores 120 of a system 100 through 
the task image transfers as outlined above in connection with 
FIGS. 4-6, the system 100 enables the tasks 240 of the appli 
cation programs 220 on the system to communicate with each 
other, e.g. to call and return to each other, passing input and 
output data (incl. pointers, for instance, to general memory 
and I/O facilities of system 100), between cores of the fabric 
110. Such inter-task communication within an application 
program executing at System 100, in an embodiment of the 
invention, is handled by using logic, wiring and memory 
resources 400 per FIGS. 4-7 during the task processing times 
(i.e. when these XC and related resources are not being used 
for task image transfers). 
0057 According to the herein described embodiments, 
where XC 430 has dedicated multiplexers 510 and 720 for 
each application task configured to run on the multi-core 
processing fabric 110, in order to provide a write access from 
any core of the array 115 to any task specific segment 550 at 
the fabric memory 450, any number of up to all, tasks execut 
ing on the multi-core fabric are able to concurrently write 
their inter-task communication information to memory seg 
ments of other tasks, in a particular implementation, at least 
within the scope 230 of their own application, as well as their 
own segment. Similarly, embodiments of the invention where 
XC 470 has a dedicated multiplexer 620 for each core of the 
fabric, in order to provide any core of the array115 with a read 
access to any task specific segment 550 at memories 450, 
enable any number of up to all, tasks of executing on the array 
115 to concurrently read their inter-task communication 
information from memories 450, in a particular implementa 
tion, specifically, from their own segments 550 at the memo 
ries 450. Moreover, such embodiments further support any 
mix or match of concurrent writes and reads per above. Such 
non-blocking inter-task communications connectivity 
through the fabric network 400 facilitates high data process 
ing throughput performance for the application programs 220 
configured to run on the system 100. 
0058 Specifically, at a particular embodiment of the 
invention, the inter-task communication using the XCs 430, 
470 and attached wiring shown in FIGS. 4-7 is supported 
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among the set of tasks 230 of any given individual application 
program 220. Additionally, inter-application communication 
is supported at embodiments of system 100 through further 
networking, I/O and memory access means, including soft 
ware based client/server and/or peer-to-peer communications 
techniques and networking and I/O ports as well as general 
memories of the cores 120 and the system 100. In a specific 
embodiment, the application-scope 230 inter-task communi 
cation is facilitated through providing the tasks 230 of any 
given application, while executing on the core array 115, with 
a write access 410 to the segments 550 of each others (includ 
ing their own), in the memory 450, and a read access 480 to 
their own segments 550. 
0059 Following the image transfers of a task switchover, 
the new task executing on any given core has a connection 
through XC 470 to its memory segment 550, so that data 
specific to the new task can be read from the memory 450 to 
its assigned execution core. In an embodiment, each task 
periodically polls its memory segment 550 for any new infor 
mation written for it by other tasks, and accordingly reads any 
Such new information, where applicable transferring Such 
information, or further information pointed by said new infor 
mation written by other tasks (e.g. from a general memory of 
the system 100), to the local working memory at its process 
ing core. In alternative embodiments, logic associated with 
memory segments 550 generates interrupt-type notifications 
to the core at that time associated with any given memory 
segment 550 following a write operation to such segment, for 
the task 240 executing on Such core 120 to know that it has 
new inter-task communications to read at its memory seg 
ment 550. The receiving task controllable reading of data 
from its memory segment 550 is accomplished in a particular 
embodiment, together with the data access resources and 
procedures as discussed, by providing address line driven by 
the receiving core to its memory segment 550; in such an 
embodiment, the cores provide the addresses (of task specific 
segment 550 scope within memory 450) for the data entries to 
be loaded on the buses 610, 480 connected to the given core. 
While the connection from the buses 610 to buses 480, to 
connect each executing tasks memory segment 550 to its 
processing core is connected through XC 470, the addresses 
for the executing tasks to read their memory segments 550 are 
connected from the processing cores of the tasks to their 
memory segments 550 (at least conceptually) through XC 
430, which, using same control 420, connects also write 
access data buses from the cores to memories 450. In particu 
lar logic implementations where separate read and write 
addresses are used per each given task executing at any of the 
cores of the array, the read address is configured to pass 
through the XC 530 (and logic per FIG. 7) i.e. gets connected 
directly from the task specific multiplexer 510 to the memory 
segment 550 associated with the given task, while the write 
address gets further cross-connected through the XC 530. 
0060. In addition to the read access by any task to its own 
memory segment 550 (as described above), by providing 
write access by tasks of a given application 230 to each 
other's (incl. their own) memory segments 550 at the fabric 
memory 450, the tasks of any given application on system can 
communicate with each other in each direction. In an embodi 
ment of the invention, such a write access is provided, in part, 
by having the control information 420, i.e. the ID# of the core 
assigned to any given application task, from controller 140 be 
applied to the XC430 right after the completion of each run 
of the placement process 300 (incl. completion of task image 
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backups), so that the updated information 420 is usable by the 
XC already during the task processing time of the CAPs 
rather than only at its end (when it is used to direct the task 
image back-ups). This causes that, while the tasks of any 
given application are processed at whatever set of cores 
within the array 115, their associated write-access connec 
tions 540 to memories 450 point to their current application 
task segment 550 at the memories 450. Moreover, when the 
task 240 ID is of any given application 220, per the Table 4 
format used for the info 420, comprise same common (at least 
conceptually most significant bits based) prefix, and when 
accordingly the task memory segments 550 of any given 
application 220 are within a contiguous memory range within 
the memory array 450, the set 525 (FIG. 5) of write access 
buses 540 of the tasks 230 of the same application collectively 
point to the collective memory range of that application 
within the memory 450. As such, by providing a further XC 
530 between said set of write access buses 525 of a given 
application and the eventual write access buses 545 to the task 
segments 550 of the given application at memory 450, and by 
having the application tasks from their processing cores to 
provide the control to XC 530, along with their write access 
bus signals through their task specific multiplexers 510, write 
access by any task of an application to the memory segments 
550 of all tasks of the same application is accomplished. Note 
that according the embodiments described here in at detail 
level, there is oneXC 530 per each application 220 supported 
by the system 100. 
0061. At the task memory image transfer time for cores 
subject to task switchover, the XCs 530 are to be controlled to 
pass through the image transfer from any core to the memory 
segment 550 dedicated to the task for which the given core 
was assigned to prior the Switchover. In an embodiment, this 
image transfer time control 535 for XCs 530 is provided by 
the controller 140. Alternatively, it can be provided by the 
application tasks, using same mechanisms as during the task 
processing time, i.e., during the time periods outside the task 
image transfer times for any given core (described in the 
following). 
0062. During Such task processing times, and while a task 
at a given core has an active write request or operation ongo 
ing, the bus 410 from each core through the multiplexers 510 
to the XC 530 identifies, among other relevant write access 
signals, at least during times of active write request or opera 
tion, the destination task of its write; this identification of the 
same-application-scope task ID# can be provided e.g. as 
specified bit range 735 (FIG. 7) within the (write) address bits 
ofbuses 410 and 525. In an embodiment, as illustrated in FIG. 
7, each application 220 specific XC 530 comprises a set of 
task 240 specific multiplexers 720 that are controllable 
through bus 520 instance specific comparators 740, each of 
which identifies 750 whether its associated task specific bus 
520 instance is requesting a write access to the memory 
segment 550 dedicated to the task that a given multiplexer 720 
instance is specific to. Each comparator 740 instance sets its 
output 750 to active state, e.g. logic high, if its input instance 
among set 735 matches the ID# of the task 745 that a given set 
of comparators 740 are associated with (which is the same 
task that the multiplexer 720 and the arbitrator 760 to which 
the outputs 750 from the given set 741 of comparators con 
nect to are associated with). Each of the task specific set 741 
of comparators 740 has its unique task ID# input 745; in an 
embodiment, there is one write-source task specific compara 
tor among each write-destination task specific set 741 for 
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each task of the application program that the multiplexer 720 
serves. Within the context of FIG.7, the sufficient scope of the 
write-destination task ID#745 is that of intra-application; 
here the write-destination task ID#745 is to identify one task 
240 of among the set of tasks 230 of a given application 
program 240 that logic and memory resources per FIG. 7 are 
specific to. I.e., per any given set of comparators 741 associ 
ated with a particular write destination specific multiplexer 
instance 720, one common task ID#741, identifying that par 
ticular write destination task within its application, is suffi 
cient. Note also that the set of buses 525 of a given application 
220 will reach to the multiplexer 720 instance of each task 240 
of the given application, even though, for the sake of clarity of 
illustration, in FIG. 7 only one of such task-specific multi 
plexers 720 of an XC 530 of the given application is shown. 
0063 Among the writing-source task specific bus 520 
instances identified by their comparators 740, e.g. by high 
logic state on signal 750 driven by a given source task specific 
comparator instance, as requesting a write to the memory 
segment 550 of the task for which the given multiplexer 720 
is dedicated to, an arbitrator logic module 760 will select 770 
one bus 520 instance at a time for carrying out its write 540. 
The arbitrator 760 asserts a write accepted signal to the execu 
tion source core of the task so selected to carry out its write, 
while any other cores, in an embodiment among those 
requesting a write simultaneously, will get a write request 
declined signal from the arbitrator 760. While not shown in 
FIG. 7 for clarity of illustration of main functionality 
involved, the write accepted/rejected signals for any given 
tasks executing at the cores of the array 115, according to an 
embodiment of the invention, are connected from the arbitra 
tors 760 associated with tasks 230 of their application pro 
gram through the XC 470, along with the buses 610, 480 to 
their assigned cores; the write requested accepted/rejected 
indications from all tasks 230 of a given application become 
part of the bus 610 instance for any task (FIG. 6), and thus any 
given task executing on any core will continuously get the 
write accepted/rejected indications from all other tasks of its 
local application through its receive bus 480 from the module 
400. 

0064. In an embodiment, the arbitrator 760 will choose the 
core accepted for write 540, in case of multiple simulta 
neously requesting cores, by using a linearly revolving (incre 
menting the selected task ID# by one and returning back to 0 
from highest task ID#, while skipping any tasks not request 
ing a write) selection algorithm; in case of a single requesting 
core, the arbitrator simply accepts directly any such singular 
write request. Moreover, in order to prevent any single source 
task, through otherwise potentially long lasting writes 540 to 
a given destination task memory segment 550, from blocking 
other tasks from their fair time share of write 540 access to the 
given destination task's memory, certain embodiments of 
module 760 will run their source task selection algorithm 
periodically (e.g. every 64 or 1024 clock cycles or Such) and, 
in case of a presence of multiple tasks with an active write 
request, chose a revolving new task (of the tasks requesting a 
write) accepted for write access following Successive runs of 
its writing task selection algorithm. 
0065. In various embodiments of the invention, software 
of the application tasks 240 Supports a protocol for exchang 
ing information between themselves through the task specific 
segments 550 at the fabric memory array 450, so that multiple 
tasks are able to write successively to a memory segment 550 
of a given task without overwriting each other's info, and so 
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that the receiving task is able to keep track of any unread 
information written by any other task to its memory segment 
550. According to one such an embodiment, each task spe 
cific memory segment 550 provides a reserved inter-task 
communications write and read memory space, referred to as 
a spool area, along with a writing control register or set of 
Such registers at specified address(es) for the writing and 
reading tasks to keep track of where to write and read new 
information within the spool area. In certain scenarios, the 
spool area is divided into writing task specific Sub-segments. 
In Such scenarios, each writing task, being configured (e.g. 
through its task ID# within its application program) the loca 
tion of its sub-segment within the spool area, can itself keep 
track of to which address to write its next block of information 
to a given receiving task’s spool area, without needing a read 
access to any receiving tasks memory segment 550. In addi 
tion, the writing tasks, after completing a write to a receiving 
tasks spool area, in the herein discussed embodiments, 
update their related write control register at the receiving 
task’s memory segment 550, to inform the receiving task of 
the new write operation (e.g. the address up to which there is 
new information to be read). When each writing task uses its 
spool area at receiving tasks memory segment 550 as a 
circular buffer, with the buffer write address counter returning 
to Zero after reaching the maximum length configured for 
their spool Sub-segment, one way of preventing any given 
writing task from overwriting any unread information at its 
spool Sub-segment is that each receiving task repeatedly 
writes for its writing tasks (using the above described inter 
task communication mechanism) the maximum address up to 
which any given writing task is presently allowed to write at 
the receiving tasks spool, according to until what address the 
receiving task has read the spool Sub-segment in question. 
Through this method the writing task is also able to keep track 
of how much of its written information the receiving task has 
confirmedly read by any given time. As discussed above, in 
certain embodiments, the tasks repeatedly read the write con 
trol registers of their spool areas, to know whether and where 
they have newly written information from other tasks to read. 
In alternative embodiments, changes to write control registers 
cause read request notifications (e.g. through processor inter 
rupt mechanism) from memory segments 450 to their asso 
ciated cores 120 of the array 115. 
0066 Regarding descriptions of the drawings herein, note 
that in various embodiments, the modules and steps of the 
on-chip network 400 as well as the controller 140 and process 
300 providing control for the fabric network 400 can be 
implemented using various combinations of Software and 
hardware logic, and for instance, various memory manage 
ment techniques can be used to pass (series of) pointers to the 
actual memories where the data elements of concern are 
available, rather than passing directly the actual data, etc. 

Module-Level Implementation Specifications for the 
Application Task to Core Placement Process: 
0067. While module level logic specifications were pro 
vided in the foregoing for embodiments of the on-chip net 
work 400, such details for embodiments of the steps of the 
process 300 (FIG. 3) are described in the following. In an 
embodiment of the invention, the process 300 is implemented 
by hardware logic in the controller module 140 of a system 
per FIG. 1. 
0068. In the herein studied operating scenarios, objectives 
for the core allocation algorithm 310 include maximizing the 
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system core utilization (i.e., minimizing core idling so long as 
there are ready tasks), while ensuring that each application 
gets at least up to its entitled (e.g. a contract based minimum) 
share of the system core capacity whenever it has processing 
load to utilize such amount of cores. In the embodiment 
considered herein regarding the system capacity allocation 
optimization methods, all cores 120 of the array 115 are 
allocated on each run of the related algorithms 300. More 
over, let us assume that each application configured for the 
given multi-core system 100 has been specified its entitled 
quota 317 of the cores, at least up to which quantity of cores 
it is to be allocated whenever it is able to execute on such 
number of cores in parallel; typically, Sum of the applications 
entitled quotas 317 is not to exceed the total number of cores 
in the system. More precisely, according to the herein studied 
embodiment of the allocation algorithm 310, each application 
program on the system gets from each run of the algorithm: 
0069 (1) at least the lesser of its (a) entitled quota 317 and 
(b) Core Demand Figure (CDF) 130 worth of the cores (and 
in case (a) and (b) are equal, the lesser shall mean either 
of them, e.g. (a)); plus 

0070 (2) as much beyond that to match its CDF as is 
possible without violating condition (1) for any application 
on the system; plus 

0071 (3) the application’s even division share of any cores 
remaining unallocated after conditions (1) and (2) are sat 
isfied for all applications 210 sharing the system 100. 

0072. In an embodiment of the invention, the cores 120 to 
application programs 220 allocation algorithm 310 is imple 
mented per the following specifications: 

0.073 (i) First, any CDFs 130 by all application pro 
grams up to their entitled share 317 of the cores within 
the array 115 are met. E.g., if a given program #P had its 
CDF worth Zero cores and entitlement for four cores, it 
will be allocated Zero cores by this step (i). As another 
example, if a given program iQ had its CDF worth five 
cores and entitlement for one core, it will be allocated 
one core by this stage of the algorithm 310. 

0.074 (ii) Following step (i), any processing cores 
remaining unallocated are allocated, one core per pro 
gram at a time, among the application programs whose 
demand 130 for processing cores had not been met by 
the amounts of cores So far allocated to them by preced 
ing iterations of this step (ii) within the given run of the 
algorithm 310. For instance, if after step (i) there 
remained eight unallocated cores and the sum of unmet 
portions of the program CDFS was six cores, the pro 
gram iQ, based on the results of step (i) per above, will 
be allocated four more cores by this step (ii) to match its 
CDF. 

0075 (iii) Following step (ii), any processing cores still 
remaining unallocated are allocated among the applica 
tion programs evenly, one core per program at time, until 
all the cores of the array 115 are allocated among the set 
of programs 210. Continuing the example case from 
steps (i) and (ii) above, this step (iii) will be allocating 
the remaining two cores to certain two of the programs. 
In particular embodiments, the programs with Zero 
existing allocated cores, e.g. program #P from step (i), 
are prioritized in allocating the remaining cores at the 
step (iii) stage of the algorithm 310. 

0076 Moreover, in a certain embodiments, the iterations 
of steps (ii) and (iii) per above are started from a revolving 
application program within the set 210, e.g. So that the appli 
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cation ID # to be served first by these iterations is incremented 
by one (and returning to the ID #0 after reaching the highest 
application ID#) for each successive run of the process 300 
and the algorithm 310 as part of it. Moreover, embodiments of 
the invention include a feature by which the algorithm 310 
allocates for each application program, regardless of the 
CDFs, at least one core once in a specified number (e.g. 
sixteen) of process 300 runs, to ensure that each application 
will be able to keep at least its CDF 130 input to the process 
300 updated. 
0077 According to descriptions and examples above, the 
allocating of the array of cores 115 according to the embodi 
ments of the algorithm 310 studied herein in detail is done in 
order to minimize the greatest amount of unmet demands for 
cores (i.e. greatest difference between the CDF and allocated 
number of cores for any given application 220) among the set 
of programs 210, while ensuring that any given program gets 
at least its entitled share of the processing cores following 
such runs of the algorithm for which it demanded 130 at least 
such entitled share 317 of the cores. 
0078. Once the set of cores 115 are allocated 310 among 
the set of applications 210, specific core 120 instances are 
assigned to each application 220 that was allocated one or 
more cores on the given core allocation algorithm run 310. In 
an embodiment, one schedulable 240 task is assigned per one 
core 120. Objectives for the application task to core place 
ment algorithm 330 include minimizing the total volume of 
tasks to be moved between cores (for instance, this means that 
tasks continuing their execution over successive CAPs will 
stay on their existing core). In certain embodiments of the 
invention, the system controller 140 assigns the set of cores 
(which set can be Zero at times for any given application) for 
each application, and further processes for each application 
will determine how any given application utilizes the set of 
cores being allocated to it. In other embodiments, such as 
those studied herein in further detail, the system controller 
140 also assigns a specific application task to each core. 
0079. To study details of an embodiment of the process 
300, let us consider the cores of the system to be identified as 
core #0 through core it (N-1), wherein N is the total number of 
pooled cores in a given system 100. For simplicity and clarity 
of the description, we will from hereon consider an example 
system under study with a relatively small number N of 
sixteen cores. We further assume here a scenario of relatively 
Small number of also sixteen application programs config 
ured to run on that system, with these applications identified 
for the purpose of the description herein alphabetically, as 
application #A through application #P. Note however that the 
invention presents no actual limits for the number of cores, 
applications or task for a given system 100. For example, 
instances of system 100 can be configured a number of appli 
cations that is lesser or greater than (as well as equal to) the 
number of cores. 

0080. Following the allocation 310 of the cores among the 
applications, for each active application on the system (that 
were allocated one or more cores by the latest run of the core 
allocation algorithm 310), the individual ready-to-execute 
tasks 240 are selected 320 and mapped 330 to the number of 
cores allocated to the given application. 
I0081. The task selection 320 step of the process 300 pro 
duces, for each given application of the set 210, lists 325 of 
to-be-executing tasks to be mapped 330 to the subset of cores 
of the array 115. Note that, at least in some embodiments, the 
selection 320 of to-be-executing task for any given active 
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application (such that was allocated 310 at least one core) is 
done, in addition to following of a chance in allocation 310 of 
cores among applications, also following a change in task 
priority list 135 of the given application, including when not 
in connection to reallocation 310 of cores among the appli 
cations. At least in Such embodiments, the active task to core 
mapping 330 is done logically individually for each applica 
tion, however keeping track of which cores are available for 
any given application, e.g. by running the mapping algorithm 
for application at a time, or first assigning for each application 
their respective subsets of cores among the array115 and then 
running the mapping 330 in parallel for each application with 
new tasks to be assigned to their execution cores. 
I0082 In the embodiments discussed herein in greater 
detail, the task to core mapping algorithm 330 for any appli 
cation begins by keeping any continuing tasks, i.e., tasks 
selected to run on the array 115 both before and after the 
present task Switchovers, mapped to their current cores also 
on the next allocation period. After that rule is met, any newly 
selected tasks for the application are mapped to available 
cores. Specifically, assuming that a given application was 
allocated P (a positive integer) cores beyond those used by its 
continuing tasks, Phighest priority ready but not-yet-mapped 
tasks of the application are mapped to P next available (i.e. 
not-yet-assigned) cores within the array 115 allocated to the 
application. In case that any given application had less than P 
ready tasks, the highest priority other (e.g. waiting, not ready) 
tasks are mapped to the remaining available cores among the 
number (P) cores allocated to the given application; these 
other tasks canthus directly begin executing on their assigned 
cores once they become ready. Note further than, in an 
embodiment, the placing of newly selected tasks, i.e. selected 
tasks of applications beyond the tasks continuing over the 
Switchover transition time, is done by mapping Such yet-to 
be-mapped application tasks in incrementing application task 
ID# order to available cores in incrementing core ID# order. 

Summary of Process Flow and Information Formats 
Produced and Consumed by Main Stages of the Application 
Task to Core Mapping Process: 
I0083. The production of updated mappings 460, 420 
between selected application tasks 120 and the processing 
cores 120 of the system 100 by the process 300 (FIG. 3, 
implemented by controller 140 in FIG. 1) from the Core 
Demand Figures (CDFs) 130 and task priority lists 135 of the 
applications 220 (FIG.2), as detailed above with module level 
implementation examples, proceeds through the following 
stages and intermediate results (in reference to FIG. 3), 
according to an embodiment of the invention: 
I0084 Each application 220 produces its CDF 130, e.g. an 
integer between 0 and the number of cores within the array 
115 expressing how many concurrently executable tasks 240 
the application presently has ready to execute. A possible 
implementation for the information format 130 is such that 
logic with the core allocation module 310 periodically 
samples the CDF bits from the segment 550 at memory 450 
dedicated to the (root process) task #0 of each application for 
and, based on Such samples, forms an applicationID-indexed 
table (per Table 1 below) as a snapshot of the application 
CDFs to launch the process 300. An example of the format of 
the information 130 is provided in Table 1 below—note how 
ever that in the hardware logic implementation, the applica 
tion ID index, e.g. for range A through P. is represented by a 
digital number, e.g., in range 0 through 15, and as such, the 
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application ID # serves as the index for the CDF entries of this 
array, eliminating the need to actually store any representa 
tion of the application ID for the table providing information 
130: 

TABLE 1. 

Application ID index CDF value 

A. O 
B 12 
C 3 

P 1 

0085 Regarding Table 1 above, note that the values of 
entries shown are simply examples of possible values of some 
of the application CDFs, and that the CDF values of the 
applications can change arbitrarily for each new run of the 
process 300 and its algorithm 310 using the snapshot of 
CDFS. 

I0086 Based at least in part on the application ID # indexed 
CDF array 130 per Table 1 above, the core allocation algo 
rithm 310 of the process 300 produces another similarly for 
matted application ID indexed table, whose entries 315 at this 
stage are the number of cores allocated to each application on 
the system, as shown in Table 2 below: 

TABLE 2 

Application ID index Number of cores allocated 

A. O 
B 6 
C 3 

P 1 

0087 Regarding Table 2 above, note again that the values 
of entries shown are simply examples of possible number 
cores of allocated to some of the applications after a given run 
on the algorithm 310, as well as that in hardware logic this 
array 315 can be simply the numbers of cores allocated per 
application, as the application ID# for any given entry of this 
array is given by the index # of the given entry in the array 
315. 

0088. The application task selection sub-process 325, 
done in embodiments of the process 300 individually, e.g. in 
parallel, for each application of the set 210, uses as its inputs 
the per-application core allocations 315 per Table 2 above, as 
well as priority ordered lists 135 of ready task IDs of any 
given application. Each Such application specific list 135 has 
the (descending) task priority level as its index, and the intra 
application scope task ID# as the value stored at each Such 
indexed element, as shown in Table 3 below—notes regarding 
implicit indexing and non-specific examples used for values 
per Table 1-2 apply also for Table 3: 

TABLE 3 

Task priority index # -- 
application internal (lower 
index value signifies more 

Task ID # (points to start address 
of the task-specific sub-range 550 

within the per-application dedicated 
urgent task) address range at memory 450) 

O O 
1 8 
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TABLE 3-continued 

Task priority index # -- 
application internal (lower 
index value signifies more 

Task ID # (points to start address 
of the task-specific sub-range 550 

within the per-application dedicated 
urgent task) address range at memory 450) 

2 5 

15 

I0089. In an embodiment, each application 220 of the set 
210 maintains its task priority list 135 per Table 3 at specified 
address at its task #0 segment 550 at memory 450, from where 
logic at controller 140 retrieves this information to be used as 
an input for the active task selection sub-process 320, which 
produces per-application listings 325 of selected tasks. Based 
at least in part on the application specific active task listings 
325, the core to application task assignment algorithm mod 
ule 330 produces a core ID# indexed array 420 indexed with 
the application and task IDs, and provides as its contents the 
processing core ID (if any), per Table 4 below: 

TABLE 4 

Processing core ID 
(value N here indicates that 
the given task is not presently 
Selected for execution at any 

of the cores) 

Task ID (within the 
application of 
column to the 

left) -- LSBs of index 
Application ID -- 
MSBS of index 

A. O 
A. 1 N 

A. 15 3 
B 1 
B 1 N 

B is 7 
C O 2 

P o 15 
P is N 

0090 Finally, by inverting the roles of index and contents 
from Table 4, an array 460 expressing to which application 
task ID# each given core of the fabric 110 got assigned, per 
Table 5 below, is formed. Specifically, Table 5 is formed by 
using as its index the contents of Table 4 i.e. the core ID 
numbers (other than those marked N), and as its contents the 
application task ID index from Table 4 corresponding each 
core IDH: 

TABLE 5 

Task ID (within the application 
Core ID index Application ID of column to the left) 

O P O 
1 B O 

B 8 

0091 Regarding Tables 4 and 5 above, note that the sym 
bolic application IDs (A through P) used here for clarity will 
in digital logic implementation map into numeric representa 
tions, e.g. in the range from 0 through 15. Also, the notes per 
Tables 1-3 above regarding the implicit indexing (i.e., core 
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IDS for any given application ID entry are given by the index 
of the given entry, eliminating the need to store the core IDs in 
this array) apply for the logic implementation of Tables 4 and 
5 as well. 
0092. In hardware logic implementation the application 
and the intra-application task IDs of Table 5 can be bitfields of 
same digital entry at any given index of the array 460; the 
application ID bits can be the most significant bits (MSBs) 
and the task ID bits the least significant (LSBs), and together 
these, in at least one embodiment, form the start address of the 
active application task’s address memory range in the 
memory array 450 (for the core with ID# equaling the given 
index to application task ID# array per Table 5). 
0093. By comparing Tables 4 and 5 above, it is seen that 
the information contents at Table 4 are the same as at Table 5: 
the difference in purposes between them is that while Table 5 
gives for any core 120 its active application task ID#460 to 
process, Table 4 gives for any given application task its pro 
cessing core 420 (if any at a given time). As seen from FIGS. 
4-6, the Table 5 outputs are used to configure the core specific 
multiplexers 620 at XC 470, while the Table 4 outputs are 
used to configure the application task specific multiplexers 
510 at XC 430. 
0094. Note further that, according to a particular embodi 
ment of process 300, when the task to core placement module 
330 gets an updated list of selected tasks 325 for one or more 
applications 220 (following a change in either or both of core 
to application allocations 315 or task priority lists 135 of one 
or more applications), it will be able to identify from Tables 4 
and 5 the following: 

0.095 I. The set of activating, to-be-mapped, applica 
tions tasks, i.e., application tasks within lists 325 not 
mapped to any core by the previous run of the placement 
algorithm 330. This set I. can be produced by taking 
those application tasks from the updated selected task 
lists 325 Table 4 whose core ID# was 'N' (indicating task 
not active) in the latest Table 4; 

0096 II. The set of deactivating application tasks, i.e., 
application tasks that were included in the previous, but 
not in the latest, selected task lists 325. This set II. can be 
produced by taking those application tasks from the 
latest Table 4 whose core ID# was not ‘N’ (indicating 
task active) but that were not included in the updated 
selected task lists 325; and 

0097 III. The set of available cores, i.e., cores 120 
which in the latest Table 5 were assigned to the set of 
deactivating tasks (set II. above). 

The placer module 330, according to such particular embodi 
ment, will use the above info to map the active tasks to cores 
of the array in a manner that keeps all the continuing tasks 
executing on their present cores, thereby maximizing utiliza 
tion of the core array 115 for processing the (revenue gener 
ating) user applications 220. Specifically, in one Such 
embodiment, the placement algorithm 330 maps the indi 
vidual tasks 240 within the set I. of activating tasks in their 
increasing application task ID# order for processing at core 
instances within the set III. of available cores in their increas 
ing core ID# order. 
0098. In alternative embodiments, the allocation 310 stage 
of the process 300 can, in addition to determining the number 
of cores from the array 115 to be allocated for each given 
application 220, determine also the subsets of specific cores 
instances assigned for the individual applications, and pass 
that core to application assignment info along to the remain 
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ing, including task placement 330, stages of the process 300. 
In such alternative embodiments, the stage 310 is to keep 
track of the available core instances than can be reallocated 
between applications, while the remaining stages of the pro 
cess (incl. task to core placement) can be done completely 
independently, e.g. in parallel (incl. concurrently), for each 
application among the set 210. 

Revenue Generation and Cost-Efficiency Improvement 
Techniques for Embodiments of System 100 
0099 Embodiments of the invention involve techniques 
for maximizing either or both of the following: i) the revenue 
over a period of time (e.g. year) for the compute capacity 
provider operating a given platform 100 (per FIG. 1) of a 
certain total cost, and ii) the on-time data processing through 
put per unit cost for the users of a given platform 100. Accord 
ing to various embodiments, such as one illustrated in FIG. 8, 
these techniques have one of more of the following type of 
objectives: 
0100 1) Maximizing, at given billing rates for core entitle 
ments, the number of core entitlements 317 sold for user 
contracts supported by a given platform 100. A core entitle 
ment 317 (CE) herein refers to the number of cores 120 up 
to which amount of cores of the array 115 a given user 
program 220 is assured to get its core demand figures 
(CDFs) 130 met by core allocations 315 on successive runs 
of the algorithm 310. 

0.101) 2) Maximizing, at given billing rates for demand 
based core allocations for a billing assessment period 
(BAP), the total volume of demand-based core allocations 
for the programs 210 configured for a given platform 100. 
Herein, a demand based core allocation (DBCA) refers to 
an amount of cores 120 allocated 315 to a program 220 to 
meet that program’s CDF 130 on the given BAP (i.e., any 
cores allocated for a program beyond the CDF of the pro 
gram are not counted as demand based core allocations). In 
an embodiment, DBCA for a given program 220 on a given 
core allocation period (CAP) is taken as the lesser (or any 
equal) of the CDF 130 and allocated core count 315 of the 
program. 

These objectives generally reflect the utility for the users 
running their programs 210 on a platform 100; the users are 
assumed to perceive value in, and be willing to pay for, 
assured access to their desired level of data processing capac 
ity of a given compute platform 100 and/or their actual usage 
of the platform capacity. Accordingly, either or both of the 
above objectives 1) and 2) are among principal factors driving 
the revenue for the operator of the given platform 100. 
0102) According to an embodiment of the invention per 
FIG. 8, the billables (B) 318 for the operator of the platform 
100 from a compute capacity service contract with a user is 
based on the following equation: B-X*CE+y*DBCA (Equa 
tion 1), wherein CE stands for core entitlement 317 for the 
user, DBCA stands for the (average) amount of cores alloca 
tions to that user's program to meet its CDFs for the CAPs 
during the contract time period in question (e.g., 1 month) and 
Xandy are billing rates per the contract terms that convert CE 
and DBCA into monetary figures. 
0103) Note that one advantage of this billing method is that 
a portion (i.e. the term y DBCA; in FIG. 8, element 860) of 
the cost of the utility computing service for a user running its 
program 220 on the platform 100 is based on the CDFs 130 of 
the user's program (to the degree that CDFs are met by core 
allocations 315). Therefore, each user of the compute capac 
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ity service provided with a platform 100 has an economic 
incentive to configure its programs 220 so that they eliminate 
any CDFs beyond the number of cores that the given program 
220 is actually able to utilize at the given time. The user 
applications 210 thus have the incentive to not automatically 
demand 130 at least their CE worth of cores irrespective of on 
how many cores the given program is able to execute on in 
parallel at any given time. This incentive leads to increasing 
the average amount of Surplus cores for runs of the core 
allocation algorithm 310 i.e. cores that can be allocated in a 
fully demand driven manner (rather than in a manner to just 
meet the CDF's 130 by each application for at least their CE 
figure worth of cores). Such maximally demand driven core 
allocation (which nevertheless allows guaranteeing each user 
application an assured deterministic minimum system capac 
ity access level whenever actually demanded) facilitates pro 
viding maximized data processing throughput per unit cost 
across the set 210 of user applications dynamically sharing 
the platform 100. 
0104 Moreover, in certain embodiments, either or both of 
the billing rates x (element 810 in FIG. 8) and y (element 840 
in FIG. 8) for Equation 1 can be specified in the contract terms 
to vary over time. In a particular embodiment, the term x*CE 
(element 830 in FIG. 8) takes the form of a sum such as 
X*CE+X*CE, wherein X is the billing rate for a core 
entitlement during specified premium businesses hours (e.g. 
Monday-Friday 9am-5pm at the local time Zone of the given 
platform or user) and X the billing rate for a core entitlement 
outside the premium business hours, while CE and CE are 
core entitlements for the given contract for the premium and 
non-premium hours, respectively. Naturally, in various 
embodiments, there can be more than just two time phases 
with their respective billing rates. For instance, in addition to 
premium pricing during the business hours, also evening 
hours 5 pm-1 am could have a different billing rate than 1 
am-9am, and so forth, depending on the popularity of the 
compute capacity usage during any given hours of the day. 
Similarly, different days of the week, special calendar days 
etc. can have different billing rates, e.g. based on expected 
popularity of compute capacity on Such days. Naturally, this 
discussion applies also the for the coefficient y of the term 
y*DBCA (element 860 in FIG. 8) in Equation 1. 
0105. According to an embodiment of the invention per 
FIG. 8 (see also context from FIGS. 3 and 1), digital hardware 
logic within the controller module 140 functions as a billing 
counter 316 for the contracts supported by a given platform 
100. Such a billing counter logic use the CDFs 130 and core 
allocation figures 315 per each user program 220 to keep track 
(in FIG. at submodule 850) of the series of DBCA figures for 
each program 220 for Successive capacity allocation period 
instances (demarcated by notifications of CAP boundaries 
314, e.g. after completion of core allocations by module 310), 
and accordingly the logic of module 316 multiplies (in FIG. 
also at submodule 850) such series of contract specific 
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DBCAs with the contract-specified billing rates y 840 (appli 
cable at the time of any given DBCA occurrence) to form the 
billing components 860 (in Equation 1) attributable to the 
demand based core usage for the users of the programs. 
Certain embodiments of such hardware billing counters 316 
further similarly compute (in FIG. 8 at submodule 820) and 
add (in FIG. 8 at submodule 870) to the former (i.e. the 
information flow 860 in FIG. 8) also the core entitlement 
based billing components 830 to form the billables 318 for the 
user contracts for the given contract period. Note that for 
simplicity and clarity, FIG. 8 presents the billing counter 
hardware logic modules as serving a single user application 
220. In certain embodiments, at least Some of these logic 
resources can be time shared to serve multiple, up to all, user 
programs 210 on a given platform 100, while in alternative 
embodiments there can be a dedicated billing counter 
instance 316 per each user program configured for a given 
platform 100. 
0106. In an alternative logic implementation for the billing 
Subsystem functionality discussed herein, in addition to the 
billing rate values, the signals 810, 840 provide notifications 
of transitions of contract time phases at which the CE and 
DBCA billing rates get new values. In Such a logic imple 
mentation, DBCA based billing counter 850 counts an aver 
age number of cores allocated to a given user program 220 
over the core allocation periods (CAPs) during a given billing 
assessment period (BAP), for which the DBCA billing rate 
remained a constant, and multiplies this average DBCA 
amount with a total DBCA billing rate per core applicable for 
that BAP. Similarly, according to this logic implementation 
principle, the CE based billing counter 820 counts the average 
CE level for the given program (or simply takes any constant 
CE level for the time phase in question) for a given BAP for 
which the CE billing rate remains a constant, and multiplies 
that average (or simply constant) CE level with a total CE 
billing rate applicable for that BAP. In such a logic imple 
mentation, the adder 870 accumulates the series of billable 
components 860, 830 so produced for such BAPs of constant 
billing rates to form the billables 318 for the given program. 
For context, note that in the envisioned computing service 
contract scenarios with platforms 100, the typical CAPs are 
expected to consist of tens to thousands of processing logic 
clock cycles, thus lasting for microseconds or less, while the 
BAPs, at boundaries of which the billing rates 810, 840 
change, may last from minutes to hours, comprising several 
millions to billions of CAPs. Finally, the contract invoicing 
periods may be calendar months, thus typically comprising 
tens to hundreds BAPs. 
0107 Furthermore, compute capacity provider operating 
a platform 100 can offer different types of CE time profiles for 
different application 220 types. For instance, a service pro 
vider operating a platform 100 could sell four basic contract 
types with differing CE time profiles perexamples of contract 
plans A, B, C and D in Table 6 below: 

TABLE 6 

Plan Sum of CES = 

A. B C D cores needed 
Contract type for the below 

enterprise entertainment batch always on contract mix 

Number of contracts 1 3 1 2 
CEs - time profiled: business hours 8 2 O 1 16 

evening hours 1 4 O 1 15 
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TABLE 6-continued 

Plan Sum of CES = 

A. B C D cores needed 
Contract type for the below 

enterprise entertainment batch always on contract mix 

night hours O 2 8 1 16 
Max during 24h: 16 

CES - flat: any hour 8 4 8 1 30 
Efficiency gain of time profiled CEs vs. flat CEs: 87.5% 

0108. As illustrated in Table 6, the capability per the inven 
tion to allow configuring compute capacity contracts with 
differing CE time profiles, particularly contract types with 
non-overlapping CE peaks on a given platform 100, can 
facilitate both improving the computing cost-efficiency for 
the users of the compute service provided through the plat 
form as well as increasing the revenues that the compute 
capacity service provider is able to achieve with the platform 
of a certain cost of ownership. In embodiments of the inven 
tion, either or both of the CE and DBCA billing rates can be 
set for different values on the different billing assessment 
periods (BAPs) of the day, week, month, etc., in order to 
optimally spread the user program processing load for a given 
platform 100 over time, and thereby, maximize the cost effi 
ciency for the users of the computing service provided with 
the given platform and/or the revenue generation rate for the 
service provider operating the platform. For instance, in an 
example scenario, the CE billing rate on business days could 
be $0.08 per a core for the BAP of the business hours, S0.04 
for the BAP of the evening hours, and S0.01 for the BAP of 
night hours, while DBCA billing rate, per the average number 
of demand based cores allocated to a given program over the 
eight hours of these daily BAPs, could be S0.04 for the busi 
ness, S0.02 for evening, and S0.01 for night BAPs. In various 
other scenarios, these daily BAP billing rates can be set to any 
other values, and can have differing values on different cal 
endar days, as well as different week days (e.g. Monday 
Friday versus Saturday-Sunday) can have non-uniform BAP 
phasing (e.g. Saturday-Sunday could replace the business 
hour BAP of Monday-Friday with extended evening hour 
BAP), etc. 
0109. With the example values of Table 6 for a mix (or 
basket 210) of enterprise, entertainment (including news 

etc.), batch job (overnight block data processing), and 
always-on type of applications 220, it can be seen that the 
capability per the invention to configure applications for a 
given system 100 with different CE time profiles can allow 
the service provider operating the given system 100 to sup 
port a given set 210 of applications, with their collective CE 
requirements, with a significantly reduced system core 120 
count, i.e., with a lower cost base for the revenues generated 
through Supporting the given set of user applications 210. 
With the numerical example shown in Table 6, this system 
core utilization efficiency gain with time-profiled contract 
CEs compared to flat CES enables a reduction from 30 to 16 
cores needed for the provided mix of user contracts. In turn, 
this compute resource utilization efficiency gain with time 
profiled CEs reduces to cost of revenue for the utility com 
puting service provider by an accordant factor. Put differ 
ently, the service provider's revenue per unit cost of the 

service provided (driven by the number of cores needed to 
Support given set 210 of contracts) is multiplied accordingly. 
0110. Note that in the discussion herein regarding the 
example of Table 6, also the flat CE reference that time 
profiled CE contracts are compared with is assumed to be 
implemented on a platform 100 that supports the application 
load adaptive core allocation as described here in reference to 
FIGS. 1-7. It should be noted that the capability of the 
described embodiments of the invention to support such 
dynamic compute resource allocation with contract specified 
minimum system access level guarantees (when So 
demanded) is not supported by conventional computing sys 
tems, and as such, the contracts Supported with a system 100, 
i.e. contracts with the capability to burst to up to the full 
system core capacity while having a minimum assured level 
of access to the shared multi-core system capacity, are 
expected to have a higher market value than conventional 
types of contracts with either only a dedicated share of given 
compute system capacity (but without a capability to burst 
beyond the dedicated cores) or a capability to burst (but 
without a minimum core count based access level that the user 
contract would be guaranteed to get whenever needed). More 
over, regarding Table 6, please also note that CE level of zero 
(O) does not in the herein discussed embodiments mean that 
the given contract type would not allow the application under 
that contract to execute on its host platform 100 during the 
hours in question; instead, CE of 0 indicates that, while the 
application is not guaranteed to have its CDF's met for up to 
any specified minimum core count, it will still in practice get 
its demand based fair of share of the cores allocated to it after 
the CDFs of set of the applications 210 up to their CE levels 
have been met (as described under “Module-level implemen 
tation specifications for the application task to core placement 
process in the foregoing). In fact, at times when there are no 
other user application expressing a positive CDF at a given 
system 100, the application with CE of 0 can get its CDF's met 
all the way to the maximum core count of the array 115. 
0111. It shall also be understood that the 24 hour cycle for 
the CE time profiles per example of Table 6 here is merely to 
illustrate the capability per the invention to facilitate efficient 
combining of applications 220 with differing time-variable 
demand profiles for compute capacity into a shared compute 
capacity pool 110. In various implementation scenarios of the 
invention, there can be, for instance, further variants of plans 
within the basic contract types (e.g. plans A through D per 
Table 6) such that offer greater CE levels than the norm for the 
given base plan (e.g. plan A) at specified seasons or calendar 
dates of the year (either during the peak hours of the profile or 
throughout given 24 hour days) in exchange of lower CE 
levels than the norm for that base plan at other dates or 
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seasons. Besides combining contracts with differing CE pro 
files within 24h cycles as illustrated in Table 6 to dynamically 
share the same capacity pools 115, the invention also facili 
tates combining the seasonally differing variants of contracts 
within a given plan type (i.e. variants with non-coinciding 
seasonal peaks in their CE profiles) in the same capacity pools 
for further compute capacity utilization efficiency gains than 
the 8-hour phases shown in simplistic example of Table 6. 
Moreover, there can be variants of contract types within a 
given base plan that have finer time granularity in their CE 
profiles. For instance, among the contracts of type B, there 
can be a variant that offers greater than the standard CE level 
of the plan type for the night hours (e.g. 1 am-9am) at specific 
timeslots (e.g. for a news casts at for 15 minutes at 6am, 7 am, 
8 am) in exchange of lower CE at other times during the night 
hours. Similarly, invention facilitates efficiently combining 
these type of variants of contracts within a given type with 
complementary peaks and Valleys in their CE profiles also 
within a given phase of the 24 h cycle (e.g. the night hour 
phase). In particular embodiments, this type of combining of 
complementary variants (either seasonally, within 24 h 
cycles, etc.) of a given contract type takes place within the 
aggregate CE Subpool of the contracts of the given base type. 
In the example shown in Table 6, this type of intra contract 
type combining of complementary variants can thus take 
place among the three contracts of type B, whose aggregate 
CE level is, for instance, during the night hours worth 32=6 
cores for each CAP. Note that in embodiments of the inven 
tion with greater number of cores, there will normally be a 
greater number of applications of any given type sharing the 
system (and a greater Subpool of CES for each contract type) 
than what is shown in the intentionally simple, illustrative 
example of Table 6. Note also that the hardware logic based 
implementation of the user application billing counters 316 
per FIG. 8, including the hardware logic based subcounter 
820 for computing the CE based billables components for 
each given application for any given CAP, allows Such 
embodiments of the invention to Support, in practical terms, 
infinitely fine granularity CE time profiling for the contract 
types and their variants. Moreover, the capability to custom 
ize the contract and variant CE time profiles per their appli 
cation specific demands for data processing capacity, with the 
hardware logic based fine granularity, determinism, accuracy 
and efficiency, enables the computing service provider oper 
ating a platform 100 to profitably sell highly competitively 
priced compute capacity service contracts, with the offered 
customizable CE time profiles accurately matching the pro 
cessing capacity demands of any given application type. 
Similarly, the hardware logic based billing counters per FIG. 
8 Support in practical terms infinitely fine time granularity for 
CE pricing, through varying CE billing rate 810 values over 
time, even at granularity of individual CAPs if desired. With 
this capability of the invention, the users with less time sen 
sitive programs 220, for instance among the programs of a 
given type within their base plan, have an incentive to shift 
their processing loads (at least in term of their core entitle 
ments) to less busies times, to make room for CE peaks at 
popular times (e.g. for news casts at even hours 6-9am) for the 
applications than can afford to pay for the more pricier CES at 
Such times of high demand for CE (assuming flat pricing). 
These low-overhead, accurate hardware logic based pricing 
adjustment, fine granularity billing and efficient compute 
platform sharing techniques per the discussed embodiments 
of the invention facilitate both maximizing the users’ net 
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value of the compute service being subscribed to as well as 
the service provider's profitability. 

Benefits 

0112 According to the foregoing, advantages of the con 
tract pricing based system 100 capacity utilization and appli 
cation 220 performance optimization techniques include: 

0113 Increased user's utility, measured as demanded 
and-allocated cores per unit cost, as well as, at least in 
certain cases, allocated cores per unit cost. Note that, 
compared to a case where the users would purely pay for 
their CEs, and as such have no direct incentive to ever 
demand 130 less than their CE 317 worth of cores, the 
billing method per the herein discussed embodiments of 
the invention wherein a portion of the billables per a user 
is based on the user's DBCAS 860 during the billing 
assessment period, incentivizes the users to economize 
on their CDFs 130 (e.g. not demand their CE worth of 
cores unless the given user application is able to effec 
tively utilize at the time such number of cores), which, in 
turn, leads to there on average being more cores, per cost 
unit for a system 100, to be allocated to meet CDFs 
above any given user's CE, when the given user's pro 
gram is actually able benefit from such bursting. Note 
also that cores allocated beyond the CDF of the user's 
application do not cost the user anything, and at least in 
Some situations, a users’ program 220 may be able to 
gain performance benefit from receiving a greater than 
number of cores allocated 315 to it than the number of 
cores it demanded. Thus the described embodiments of 
the invention increase the number of utilizable parallel 
execution core capacity received by any given user 
application on a platform 100 per unit of cost of the 
computing service provided through the platform. 

0114 Increased revenue generating capability for the 
service provider from CE based billables, per unit cost 
for a system 100, through the ability to offer contract 
plans with mostly or fully non-overlapping CE peaks 
(such as in case with plans A through D per example of 
Table 6). This enables increasing the service provider's 
operating cash flows with a system 100 of certain cost 
level. Also, compared to a given computing service pro 
vider's revenue level, this method reduces the provider's 
cost of revenue, allowing the provider to offer more 
competitive contract pricing, by passing on at least a 
portion of the savings to the customers (also referred to 
as users) running programs 220 on the system 100, 
thereby further increasing the customer's utility of the 
computing service Subscribed to (in terms of compute 
capacity received when needed, specifically, number of 
cores allocated and utilized for parallel program execu 
tion) per unit cost of the service. Consequently, this 
technique for optimally combining user contracts with 
complementary CE time profiles on a given platform 
100 allows the service provider operating the platform 
100 to increase the competitiveness of its compute 
capacity service offering among the prospective custom 
ers in terms of performance and price. 

0.115. At more technical level, the invention allows effi 
ciently sharing a multi-core based computing hardware 
among a number of application Software programs, each 
executing on a time variable number of cores, maximizing the 
whole system data processing throughput, while providing 
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deterministic minimum system processing capacity access 
levels for each one of the applications configured to run on the 
given system. 
0116. Moreover, the fabric network 400 (described in rela 
tion to FIGS. 4-7) enables running any application task on the 
system at any of its cores at any given time, in a restriction free 
manner, with minimized overhead, including minimized core 
idle times, and without a need for a collective operating 
system software during the system runtime operation (i.e., 
after its startup or maintenance configuration periods) to 
handle matters such monitoring, prioritizing, Scheduling, 
placing and policing user applications and their tasks. 
According to the described embodiments of the invention, the 
fabric network achieves this optimally flexible use of the 
cores of the system in both software and hardware implemen 
tation efficient manner (including logic and wiring resource 
efficiently), without a need for either application to applica 
tion, task to task, or core to core level cross-connectivity, as 
well as memory efficiently without a need for the cores to hold 
more than one task’s image within their memories at a time. 
Instead of needing application task to task or core to core 
cross-connects for inter-task communications and/or 
memory image transfers, the invention achieves their pur 
poses by more efficiently (in terms of system resources 
needed) through a set of multiplexers connecting the cores to 
application task specific segments at the fabric memory. The 
invention thereby enables application tasks running on any 
core of the fabric to communicate with any other task of the 
given application without requiring any such communicating 
task to know whether and where (at which core) the other 
tasks are running at any given time. The invention thus pro 
vides architecturally improved scalability for parallel data 
processing systems as the number of cores, applications and 
tasks within applications grows. To Summarize, the invention 
enables each application program to dynamically get a maxi 
mized number of cores that it can utilize in parallel so long as 
Such demand-driven core allocation allows all applications on 
the system to get at least up to their entitled number of cores 
whenever their processing load actually so demands. 
0117 The invented data processing systems and methods 
thus enable dynamically optimizing the allocation of its par 
allel processing capacity among a number of concurrently 
running application Software programs, in a manner that is 
adaptive to realtime processing loads offered by the applica 
tions, with minimized system (hardware and Software) over 
head costs. Furthermore, the system per FIG. 1-7 and related 
descriptions, in particular when combined with pricing opti 
mization and billing techniques per FIG. 8 and related 
descriptions, enables maximizing the overall utility comput 
ing cost-efficiency. Accordingly, benefits of the invented, 
application load adaptive, minimized overhead multi-user 
data processing system include: 

0118 Practically all the application processing time of 
all the cores across the system is made available to the 
user applications, as there is no need for a common 
system Software to run on the system (e.g. to perform in 
the cores traditional operating system tasks such as time 
tick processing, serving interrupts, scheduling and plac 
ing applications and their tasks to the cores. 

0119 The application programs do not experience any 
considerable delays in ever waiting access to their (e.g. 
contract-based) entitled share of the system processing 
capacity, as any number of the processing applications 
configured for the system can run on the system concur 
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rently, with a dynamically optimized number of parallel 
cores allocated per an application. 

0.120. The allocation of the processing time across all 
the cores of the system among the application programs 
sharing the system is adaptive to realtime processing 
loads of these applications. 

0.121. There is inherent security (including, where 
desired, isolation) between the individual processing 
applications in the system, as each application resides in 
its dedicated (logical) segment of the system memory, 
and can safely use the shared processing system effec 
tively as if it was the sole application running on it. This 
hardware based security among the application pro 
grams and tasks sharing a multi-core data processing 
system per the invention further facilitates more 
straightforward, cost-efficient and faster development 
and testing of applications and tasks to run on Such 
systems, as undesired interactions between the different 
user application programs can be disabled already at the 
system hardware resource access level. 

The invention thus enables maximizing the data processing 
throughput per unit cost across all the processing applications 
configured to run on the shared multi-core computing system. 
0.122 The hardware based scheduling and context switch 
ing of the invented System accordingly ensures that any given 
application gets at least its entitled share of the shared parallel 
processing system capacity whenever the given processing 
application actually is able to utilize at least its entitled quota 
of system capacity, and as much processing capacity beyond 
its entitled quota as is possible without blocking the access to 
the entitled and fair share of the processing capacity by any 
other application program that is actually able at that time to 
utilize such capacity that it is entitled to. For instance, the 
invention thus enables any given user application to get 
access to the full processing capacity of the multi-core system 
whenever the given application is the sole application offer 
ing processing load for the shared multi-core system. In 
effect, the invention provides for each user application 
assured access to its contract based percentage (e.g. 10%) of 
the multi-core system throughput capacity, plus most of the 
time much greater share, even 100%, of the processing sys 
tem throughput capacity, with the cost base for any given user 
application being largely defined by only its committed 
access percentage worth of the shared multi-core processing 
system costs. 
I0123. The references 1, 2, 3, 4, 5 and 6 provide 
further reference specifications and use cases for aspects and 
embodiments of the invented techniques. 

CONCLUSIONS 

0.124. This description and drawings are included to illus 
trate architecture and operation of practical embodiments of 
the invention, but are not meant to limit the scope of the 
invention. For instance, even though the description does 
specify certain system parameters to certain types and values, 
persons of skill in the art will realize, in view of this descrip 
tion, that any design utilizing the architectural or operational 
principles of the disclosed systems and methods, with any set 
of practical types and values for the system parameters, is 
within the scope of the invention. For instance, in view of this 
description, persons of skill in the art will understand that the 
disclosed architecture sets no actual limit for the number of 
cores in a given system, or for the maximum number of 
applications or tasks to execute concurrently. Moreover, the 
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system elements and process steps, though shown as distinct 
to clarify the illustration and the description, can in various 
embodiments be merged or combined with other elements, or 
further Subdivided and rearranged, etc., without departing 
from the spirit and scope of the invention. It will also be 
obvious to implement the systems and methods disclosed 
herein using various combinations of software and hardware. 
Finally, persons of skill in the art will realize that various 
embodiments of the invention can use different nomenclature 
and terminology to describe the system elements, process 
phases etc. technical concepts in their respective implemen 
tations. Generally, from this description many variants will be 
understood by one skilled in the art that are yet encompassed 
by the spirit and scope of the invention. 
What is claimed is: 
1. A system for improving data processing service through 

put per a unit cost of the service through billing adjustment 
techniques, the system comprising: 

digital logic for repeatedly allocating an array of process 
ing cores among software programs of a set of users of 
the service; and 

digital logic for assessing billables for the service for a 
given user of the service on Successive billing assess 
ment periods (BAPs), 

wherein the assessing is done, for any given BAP among 
the successive BAPs, based at least in part on amounts of 
cores among said array that the given user i) has an 
entitlement for, with Such an amount referred to as a core 
entitlement (CE), and ii) got allocated to meet its 
demand for cores, with Such an amount referred to as a 
demand based core allocation (DBCA). 

2. The system of claim 1, wherein the digital logic for 
assessing the billables for the service further involves logic 
that multiplies the DBCA with a DBCA billing rate set for the 
given BAP. 

3. The system of claim 1, wherein the digital logic for 
assessing the billables for the service further involves logic 
that multiplies the CE with a CE billing rate set for the given 
BAP 

4. The system of claim 1, wherein the assessing is done 
furthermore based on at least one of: a billing rate for CEs and 
a billing rate for DBCAs. 

5. The system of claim 4, wherein at least one of the billing 
rate for CEs and the billing rate for DBCAS is varied from one 
BAP to another among the successive BAPs. 

6. In a multi-user data processing platform, a method for 
improving data processing service throughput per unit cost of 
the service through billing adjustment techniques, the method 
comprising: 

repeatedly allocating an array of processing cores for pro 
cessing software programs of a set of users of the Ser 
vice; and 

assessing billables for the service for a given user of the 
service on Successive billing assessment periods 
(BAPs), 

wherein the assessing is done, for Successive BAPS, based 
at least in part on quantities of cores among said array 
that the given user i) has an entitlement for and ii) got 
allocated to meet its demands for cores. 

7. The method of claim 6, wherein the BAPs are: i) time 
periods between consecutive occurrences of said allocating, 
orii) time periods for which billing rates used in the assessing 
of the billables are constant. 
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8. The system of claim 6, wherein the allocating is done at 
least in part based on at least one of: i) entitlements and ii) 
demands, for quantities of cores among said array by one or 
more of the Software programs of the set of users. 

9. The method of claim 6, wherein the assessing is done 
furthermore based at least in part on a value of a billing rate 
for cores among said array that the given user's Software 
program has an entitlement for on a given BAP among the 
successive BAPs. 

10. The method of claim 6, wherein the assessing is done 
furthermore based at least in part on a value of a billing rate 
for cores among said array that the given user's Software 
program got allocated to meet its demand for cores on a given 
BAP among the successive BAPs. 

11. A system for improving a revenue generation capability 
of a data processing platform providing a pool of processing 
resources that are shared dynamically among user Software 
programs, the system comprising: 

digital logic for repeatedly allocating the pool of resources 
for processing the user programs at least in part based on 
entitlements for the pool of resources by the user pro 
grams; 

digital logic for adjusting a billing rate for said entitle 
ments, for individual billing assessment periods (BAPs) 
among Successive BAPS, at least in part based on a 
relative popularity of the entitlements on the individual 
BAPs; and 

digital logic for determining billables associated with at 
least one of the user software programs, based at least in 
part on the adjusting of the billing rate for the entitle 
mentS. 

12. The system of claim 11, wherein the pool of resources 
comprises an array of processing cores that are repeatedly 
allocated among the user Software programs. 

13. The system of claim 11, wherein the digital logic for 
allocating performs its allocating of the pool of resources 
furthermore at least in part based on demands by the user 
Software programs for the resources among said pool. 

14. The system of claim 11 further comprising digital logic 
for adjusting, for Successive BAPS, a billing rate for resources 
among the pool allocated to a user program to meet a demand 
expressed by the user program for Such resources, and 
wherein the determining is furthermore based at least in part 
on the adjusting of the billing rate for Such resources. 

15. The system of claim 11 wherein the digital logic for 
allocating, the digital logic for adjusting and the digital logic 
for determining comprise hardware logic that, on at least 
Some BAPS among the Successive BAPS, operates automati 
cally without software involvement. 

16. A method for improving a revenue generation capabil 
ity of a data processing platform providing a pool of process 
ing resources that are shared dynamically among user Soft 
ware programs, the method comprising: 

repeatedly allocating the pool of resources for processing 
the user programs at least in part based on entitlements 
for the pool of resources by the user programs; 

adjusting a billing rate for said entitlements, for Successive 
billing assessment periods (BAPs), at least in part based 
on a relative popularity of the entitlements on individual 
BAPs among the successive BAPs; and 

determining billables associated with the user programs, 
based at least in part on said adjusting of the billing rate 
for the entitlements. 
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17. The method tem of claim 16, wherein the determining 
further involves, for a given user program, and on any given 
BAP among the successive BAPs, multiplying the entitle 
ments of the given user program for the pool of resources with 
the billing rate for said entitlements on the given BAP. 

18. The method of claim 16, wherein the allocating further 
more is based at least in part on a demand for the resources by 
a user program among the pool for a given capacity allocation 
period. 

19. The method of claim 16 further involving a step of 
adjusting, for Successive BAPS, a billing rate for resources 
among the pool allocated to a user program to meet a demand 
by the user program for Such resources, and wherein the 
determining is furthermore based at least in part on the adjust 
ing of the billing rate for Such resources. 

20. The method of claim 16, wherein the determining fur 
thermore is based at least in part on i) resolving a level of the 
resources among the pool allocated to a user program to meet 
a demand by the user program for Such resources on a given 
BAP and ii) observing a billing rate applicable for the 
resources resolved by the substep i) on the given BAP. 

21. A billing method for a multi-user data processing plat 
form Supporting a set of user contracts, the method compris 
ing, on at least one given billing assessment period (BAP) 
among Successive BAPS, and for at least one given user con 
tract among said set: 

determining a level of a demand for a capacity of the 
platform by the given contract that is met by a level of 
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access to the capacity of the platform allocated to the 
given contract, with said level of a demand referred to as 
a met demand; and 

assessing billables for the given contract, at least in part 
based oni) a level of assured access to the capacity of the 
platform provided for the given contract and ii) the met 
demand associated with the given contract. 

22. The method of claim 21, wherein the assessing is done 
furthermore based at least in part on a billing rate, set for any 
given BAP among the successive BAPs, for at least one of: i) 
units of the level of assured access associated with the given 
contract, and ii) units of the met demand associated with the 
given contract. 

23. The method of claim 22, wherein the billing rate is set 
to a different value on at least some BAPS among the Succes 
sive BAPs, in order to increase the billables associated with 
the set of user contracts. 

24. The method of claim 21, wherein the capacity of the 
platform is periodically, once for each Successive capacity 
allocation periods, reallocated among the set of user con 
tractS. 

25. The method of claim 24, wherein the capacity is real 
located at least in part based on at least one of: i) the level of 
assured access to the capacity of the platform associated with 
the given contract, and ii) the demand for the capacity of the 
platform by the given contract. 

k k k k k 


