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return y; 
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VIRTUAL COMPOSITIONS 

CROSS REFERENCE TO RELATED 
APPLICATIONS 

0001. This application claims the benefit under 35 U.S.C. 
S119(e) of the filing date of U.S. Provisional Patent Appli 
cation No. 62/234,939, filed on Sep. 30, 2015, entitled 
“Hierarchical Dependency Analysis of Source Code, the 
entirety of which is herein incorporated by reference. 

BACKGROUND 

0002 This specification relates to static analysis of com 
puter Software source code. 
0003 Static analysis refers to techniques for analyzing 
computer software source code without executing the Source 
code as a computer Software program. 
0004 Source code is typically maintained by developers 
in a code base, which may be referred to as a project. 
Developers can maintain the Source code of the project using 
a version control system. Version control systems generally 
maintain multiple revisions of the Source code in the code 
base, each revision being referred to as a Snapshot. Each 
snapshot includes the source code of files of the code base 
as the files existed at a particular point in time. 
0005 Cyclic dependencies are a common problem in 
large code bases. A cyclic dependency occurs, for example, 
when a first Software package depends on a second software 
package, the second Software package depends on a third 
Software package, and the third Software package depends 
on the first software package. Cyclic dependencies make 
code bases harder to maintain because a change to any one 
Software package in the cycle can require changes to each 
and every other software package in the cycle. 
0006 Dependencies in source code can be represented as 
a directed graph. However, as code bases become larger and 
larger, visualizations of the raw dependencies between 
Source code elements, which can number many millions in 
large code bases, tend to be less useful. 

SUMMARY 

0007. This specification describes how a static analysis 
System can generate aggregated dependencies among soft 
ware elements in a code base. The system can use the 
aggregated dependencies to generate interactive user inter 
face presentations for visualizing the structure and cyclic 
dependencies in a code base. 
0008 Particular embodiments of the subject matter 
described in this specification can be implemented so as to 
realize one or more of the following advantages. Users can 
gain an intuitive understanding of the structure and function 
of a complex Software system by browsing interactive 
visualizations of an aggregated dependency graph. The 
interactive visualizations allow users to interactively explore 
complex Software systems. The interactive visualizations 
help users to identify the causes of unnecessary complexity 
in Software systems, and to develop solutions for reducing 
that complexity. The intuitive interactive visualizations can 
be integrated into existing coding tools to provide immediate 
and intuitive guidance on the design of a complex Software 
system as the system is being built. The aggregated depen 
dency information provides users with an intuitive sense for 
how hard it would be to remove or rearrange certain depen 
dencies from the code base. The computation of aggregated 
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dependencies allows users to create model architectures with 
associated rules that help developers modify a code base 
toward the model architecture. 
0009. A static analysis system can provide highly cus 
tomizable definitions of dependencies by using queries to 
define the dependencies. Using queries to define dependen 
cies provides a natural mechanism for rich dependency 
categorization. In addition, using queries is typically faster 
and clearer than specifying dependencies using a general 
purpose programming language. Furthermore, using queries 
makes the system easier to update or extend to support new 
language features. The rich categorization of dependencies 
can be used in an interactive presentation of aggregated 
dependencies. For example, different categories of depen 
dencies can be visually distinguished in the presentation. 
Furthermore, some categories of queries can be turned on or 
off. A dependency analysis query can operate over a full 
program database, which can contain the entire program. 
Thus it is possible to perform global dependency analysis. 
0010. The details of one or more embodiments of the 
subject matter of this specification are set forth in the 
accompanying drawings and the description below. Other 
features, aspects, and advantages of the Subject matter will 
become apparent from the description, the drawings, and the 
claims. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0011 FIG. 1A illustrates an example dependency graph 
0012 FIG. 1B illustrates an example hierarchy graph. 
0013 FIG. 1C illustrates an aggregated dependency 
graph. 
0014 FIG. 2 illustrates an example system. 
0015 FIG. 3 is a flow chart of an example process for 
generating aggregated dependencies. 
0016 FIG. 4 is a flow chart of an example process for 
computing aggregated dependencies between a pair of 
nodes. 
0017 FIG. 5 is a flow chart of an example process for 
identifying candidate removable links. 
0018 FIGS. 6A-6L illustrate example user interface pre 
sentations of aggregated dependency graphs. 
0019 FIG. 7 is a diagram of an example tiered array. 
0020 FIG. 8 is a flow chart of an example process for 
assigning Software element IDs and dependency IDS. 
0021 FIG. 9 is a flow chart of an example process for 
finding a range of contiguous set indexes in a tiered array. 
0022 FIG. 10A is a flow chart of an example process for 
curtailing computation of a contiguous range set indexes in 
a tiered array. 
0023 FIG. 10B is a flow chart of an example process for 
searching a tiered array for a first set index at or after a start 
index i. 
0024 FIG. 10C is a flow chart of an example process for 
searching a tiered array for a last set index in a range of 
contiguous indexes start at or after a start index i. 
(0025 FIG. 10D is a flow chart of an example process for 
outputting all contiguous ranges of non-default values in a 
tiered array. 
0026 FIG. 10E is a flow chart of an example process for 
outputting all contiguous ranges of default values in a tiered 
array. 
0027 FIG. 11A is a flow chart of an example process for 
computing a virtual disjunction between two tiered arrays. 
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0028 FIG. 11B illustrates ranges of indexes when aO<b0 
and b0 >a1+1. 
0029 FIG. 11C illustrates ranges of indexes when aO<b0 
and b1<=al. 
0030 FIG. 11D illustrates ranges of indexes when 
a0<=b0, a1d-b0. 
0031 FIG. 11E is a flow chart of an example process for 
computing a virtual disjunction over an arbitrary number of 
arrays. 
0032 FIG. 12A is a flow chart of an example process for 
computing a virtual conjunction between two tiered arrays. 
0033 FIG.12B illustrates ranges of indexes when a 1-b0. 
0034 FIG. 12C illustrates ranges of indexes when aO<b0 
and b1<=al. 
0035 FIG. 12D illustrates ranges of indexes when aO<b0 
and b1 >a1. 
0036 FIG. 12E is a flow chart of an example process for 
computing a virtual conjunction over an arbitrary number of 
arrays. 
0037 FIG. 13 is a flow chart of an example process for 
determining whether two tiered arrays have any non-default 
indexes in common. 
0038 FIG. 14A is a flow chart of an example process for 
counting a number of indexes having set values in a virtual 
tiered array. 
0039 FIG. 14B is a flow chart of an example process for 
counting a number of indexes having set values in a tiered 
array. 
0040 FIG. 15 is a flow chart of an example process for 
searching for the ith index of a virtual composition. 
0041. Like reference numbers and designations in the 
various drawings indicate like elements. 

DETAILED DESCRIPTION 

0042. This specification describes static analysis tech 
niques for generating visualizations of aggregated depen 
dencies between Software elements in a project. Large code 
bases can include millions of software elements and millions 
of corresponding dependencies between Software elements. 
Therefore, it is often impractical for a static analysis system 
to present visualizations of raw dependencies in the code 
base. 
0.043 Instead, a static analysis system can aggregate 
dependencies between Software elements and present visu 
alizations of the aggregated dependencies. An aggregated 
dependency between software elements merges information 
from two different types of relationships between software 
elements: (1) dependency relationships and (2) hierarchical 
relationships. The visualizations of the aggregated depen 
dencies assist a user in understanding the structure of the 
code base without overwhelming the user with raw depen 
dency information. 
0044. In this specification, the term “software element' 
refers broadly to any discrete part of a software system. A 
Software element may be a source code element, e.g., a 
variable, function, class, or type. Software elements may 
also be build system elements, including files, directories, 
libraries, and packages. The definition of what software 
elements exist in a project is flexible. The software elements 
that are defined to exist in a project can thus vary according 
to different programming languages, different build systems, 
and different user-supplied definitions of software elements. 
0045 FIG. 1A illustrates an example dependency graph 
100a. The dependency graph 100a represents dependency 
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relationships in a highly simplified example project. Even in 
this highly simplified example, the dependency graph 100a 
can appear quite complex. 
0046. The example project includes the following source 
code files, main.c, flh, fic, gh, g.c. a.h, and a.c. 
0047. The main.c source code file includes the following 
Source code: 

#include fh 
#include gh 
constint val = 2; 
int main() { 

inty = g(val) + f(1) 
printf(y) 

0048. The f.h source code file includes the following 
Source code: int f (int Z); 
0049. The fic source code file includes the following 
Source code: 

intf(int z) { 
return z + 1 

0050. The g.h source code file includes the following 
Source code: int g (int a); 
0051. The g.c source code file includes the following 
Source code: 

int g(int a) { 
return b(a) + 1 

0.052 The a.h source code file includes the following 
Source code: int b (inte); 
0053. The a.c. source code file includes the following 
Source code: 

#include g.h 
int b(e) { 

return g(e) + 1 

0054. A dependency relationship, or for brevity, a 
“dependency” or a “software dependency” represents a 
functional relationship between two software elements. A 
dependency can be described as representing that one soft 
ware element depends on another software element. Thus, a 
Software element A can be considered to depend on a 
software element B when the software element A functions 
as intended only if the software element B is also available. 
For example, a source code file may not compile correctly 
if a header included by the source code file is not available. 
0055. In FIG. 1A, for example, an “int main()' node 
112a that represents the function “main()' in main.c 
depends on a “val' node 114a that represents the variable 
“val' in main.c. 

0056. The “int main() node 112a also depends on an 
“int f() node 122a representing the function “int f() that 
is called from the function “int main(). The “int main() 
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node 112a also depends on an “int g()' node 132a repre 
senting the function “int g() called from the function “int 
main()' in main.c. 
0057 The “int g() node 132a depends on an “int ()” 
node 142a that represents the function “int b() called from 
the function “int g(). Similarly, The “int b()' node 142a 
depends on an “int g( )' node 132a that represents the 
function “int g() called from the function “int b()'. 
0058. The definition of which software elements depend 
on which other software elements is flexible. The depen 
dency relationships in a project can thus vary according to 
different programming languages, different build systems, 
and different user-supplied definitions of dependencies. For 
example, Some programming languages are interpreted 
rather than compiled. Thus, dependencies in interpreted 
programming languages represent run-time dependencies 
rather than compile-time dependencies. 
0059. The dependency relationships may be collectively 
referred to as a raw dependency graph. The term “raw 
dependency graph' is intended to distinguish the depen 
dency relationships from aggregated dependencies, which 
may be collectively referred to or visualized as an aggre 
gated dependency graph. The raw dependency graph and the 
aggregated dependency graph are both directed graphs that 
can include cycles. 
0060 FIG. 1B illustrates an example hierarchy graph 
100b. The hierarchy graph 100b represents hierarchical 
relationships in the example project of FIG. 1A. 
0061. A hierarchical relationship typically represents a 
containment relationship between software elements. For 
example, a hierarchical relationship can represent that a 
variable is contained in a function, that a function is con 
tained in a class, that a class is contained in a file, that the 
file is contained in a directory, and that a directory is 
contained in the project, to name just a few examples. Each 
hierarchical relationship defines a parent element and a child 
element. Thus, a Software element A is a parent element of 
a software element B when the software element B is 
contained in the software element A. Likewise, the software 
element B is a child element of software element A when the 
software element B is contained in the software element A. 
0062. In FIG. 1B, for example, an “intf() node 122b is 
a child element of the “fic' node 120b because the definition 
of the function “f() is contained in the file fic. Similarly, the 
“y” node 114b is a child element of the “int main()' node 
112b, which is a child element of the “main.c' node 110b. 
The “int g()' node 132b, is a child element of the “g.c' node 
130b. And the “int b()' node 142b is a child element of the 
“a.c' node 140b. For simplicity, the header files of the 
example project are not illustrated in the example hierarchy 
graph 100b. 
0063. The hierarchy graph 100b also includes software 
element nodes representing file system constructs. For 
example, a “/usr/include node 104b represents the directory 
"/usr/include,” a “/home/doe/src" node 106b represents the 
directory “/home/doe/Src, and a “/home/doe/test' node 
108b represents the directory “/home/doe/test.” A root node 
of the hierarchy, project node 102b, represents the entire 
example project. 
0064. Thus, the “fic' node 120b is a child element of the 
"/usr/include node 104b because the source code file flh is 
contained in the directory “/usr/include.” Similarly, the 
“main.c' node 110b and the “ah node 140b are child 
elements of the “/home/doe/src" node 106b because the 
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Source code files main.c and a.h are contained in the direc 
tory “/home/doe/src.” And the 'gh' node 130b is a child 
element of the “/home/doe/test node 108b because the 
source code file g-h is contained in the directory “/home/ 
jdoe/test.” The three directory nodes 104b, 106b, and 108b, 
are child elements of the project node 102b because the 
directories are contained in the project. 
0065. Although hierarchical relationships generally rep 
resent containment, the definition of the hierarchy is flexible. 
The definition of the hierarchy can vary according to dif 
ferent programming languages, different build systems, and 
different user-supplied definitions, which can correspond to 
business units, geographic locations, security policies, or 
areas of responsibility. In addition, in Some implementations 
the hierarchy can also be interactively manipulated by a user. 
0066. The hierarchical relationships may be collectively 
referred to or visualized as a hierarchy graph, or for brevity, 
a hierarchy. When represented as a graph, each node of the 
hierarchy represents a software element and each software 
element has a link with one or more other software elements. 
The links in the hierarchy can be directed links that represent 
parent or child relationships. The hierarchy may have one 
type of link representing a parent relationship or a child 
relationship, or alternatively, the hierarchy may have two 
types of links representing parent and child relationships 
respectively. 
0067. Typically, the hierarchy includes a superset of the 
nodes that are in the raw dependency graph. In other words, 
the hierarchy includes all software elements represented by 
the dependency graph in addition to other software ele 
ments. For example, the hierarchy 100b has nodes that 
represent all of the software elements represented by the 
nodes in the raw dependency graph 100a. This is because the 
hierarchy represents containment relationships while the 
dependency graph represents functional relationships. Thus, 
even software elements that are not functionally related to 
any other software elements will still be included in the 
hierarchy. 
0068. The hierarchy can often be represented as a tree 
with a root node representing the project. However, a tree 
structure is not necessary. In other words, the hierarchy can 
be represented by any appropriate acyclic, directed graph 
that defines parent and child relationships between nodes. 
Some hierarchies may have multiple root nodes representing 
multiple projects being analyzed, and some nodes in the 
hierarchy may be reachable by multiple paths in the hierar 
chy. 
0069 FIG. 1C illustrates an aggregated dependency 
graph 100c. From the dependency relationships and the 
hierarchical relationships, a system can generate aggregated 
dependency relationships, or for brevity, aggregated depen 
dencies. In general, an aggregated dependency exists 
between a software element A and a software element B 
when the software element A, or any descendent in the 
hierarchy of the Software element A, has a dependency 
relationship with the software element B or with any descen 
dent in hierarchy of the software element B. 
0070. In this specification, the set of all dependencies 
inbound to a node of the hierarchy and inbound to any 
descendant of the node in the hierarchy will be referred to as 
a set of aggregated inbound dependencies. In other words, 
the set of aggregated inbound dependencies is a set union of 
dependencies inbound to the node and dependencies 
inbound to any descendant of the node in the hierarchy. 
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0071 Conversely, the set of all dependencies outbound 
from a node of the hierarchy and dependencies outbound 
from any descendant of the node in the hierarchy will be 
referred to as a set of aggregated outbound dependencies. 
The set of aggregated outbound dependencies is a set union 
of dependencies outbound from the node and dependencies 
outbound from any descendant of the node in the hierarchy. 
0072 An aggregated dependency thus represents a non 
empty intersection between a set of aggregated inbound 
dependencies and a set of aggregated outbound dependen 
C1GS. 

0073. Typically, dependency relationships represent a 
single raw dependency graph for the Snapshot. Likewise, 
hierarchical relationships represent a single hierarchy for the 
Snapshot. In contrast, a vast number of aggregated depen 
dency graphs are possible for a Snapshot depending on 
which dependencies are aggregated. 
0074. In FIG. 1C, for example, the project node 102c and 
three directory nodes 104c. 106c, and 108c have been 
chosen for dependency aggregation. In the resulting aggre 
gated dependency graph, the project node 102c is illustrated 
as containing the three directory nodes 104c. 106c, and 
108c. 
0075 Each aggregated dependency link between the 
nodes in the graph 100c is displayed with a count that 
represents a number of dependencies that contributed to the 
aggregated dependency. For example, the "/home/doel Src' 
node 106c has one dependency on the “/usr/include node 
104C because the file main.c in “home/doe/src" called one 
function defined in the file fic located in the directory 
“/usr/include.” The “/homeljdoe/src" node 106c has two 
dependencies on "/home/doe/test node 108c because 
main.c and a.c. called two functions that were defined by files 
in that directory. The link from the “/home/doe/src" node 
106c to the “/home/doe/test' node 108c may be somewhat 
Surprising to a developer or a system architect. This is 
because it is difficult to see the relationship between those 
directory from looking at the Source code alone or even a 
raw dependency graph. In addition, it is immediately clear, 
even at a very high level of inspection, that the project 
includes a cyclic dependency. In particular, a cyclic depen 
dency exists between the “/home/doe/src" node 106c and 
the “/home/doe/test node 108c. The reason that this cyclic 
dependency arises may not be clear from browsing the 
source code itself or complexity of the raw dependency 
graph 100a. In fact, it arose because functions defined in 
“home/doe/src" call a function defined in “/home/doe/test.” 
which itself calls a function defined in “/home? doe?src.” 
0076. The counts associated with the links also provide 
an intuitive indication of how intertwined the software 
elements are. For example, it is immediately clear that 
breaking the cyclic dependency in the graph 100c is prob 
ably easier, from a source code development perspective, to 
remove the link with the count of one rather than the link 
with the count of two. 
007.7 Thus, computing aggregated dependencies allows 
a user to explore the structure of the source code in an 
intuitive way and to intuitively uncover dependencies and 
potential problems with the design of the code. 
0078 FIG. 2 illustrates an example system 200. The 
system 200 includes a user device 260 in communication 
with a static analysis system 202. The static analysis system 
202 includes several functional components, including a 
presentation engine 210, a dependency aggregator 220, a 
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dependency engine 230, a hierarchy engine 240, a link 
analyzer 260, and a coding tool plugin 270. Each of these 
components of the static analysis system 202 can be imple 
mented as computer programs installed on one or more 
computers in one or more locations that are coupled to each 
other through a network. 
0079 A user of user device 260 can communicate with 
the static analysis system 202 to browse an interactive user 
interface presentation of aggregated dependencies between 
source code elements in the code base 250. Typically only 
one snapshot 252, or a portion thereof, of the code base 250 
is analyzed at a time. 
0080. The user device 260 can communicate with the 
static analysis system 202 over a network, which can be any 
appropriate communications network, e.g., an intranet or the 
Internet, or some combination thereof. Alternatively, the 
static analysis system 202 can be installed in whole or in part 
on the user device 260. 
I0081 For example, a user of user device 260 can provide 
a request 204 that specifies a portion of the snapshot 252 to 
be analyzed. The request 204 can be generated by an 
application installed on the user device 260. The application 
can be a dedicated coding tool or a light-weight client, e.g., 
a web browser. 
I0082 Coding tools include any appropriate application 
that facilitates selection, by a user, of a Subset of source code 
files in the code base 250 that should be analyzed by the 
system. The static analysis system 202 can use a coding tool 
plugin 270 to integrate the analysis of source code with a 
particular coding tool. The coding tool plugin 270 is a 
Software application or module that extends the capabilities 
of a coding tool by allowing the selection of source code 
elements and the presentation of analysis results generated 
by the static analysis system 202 to be integrated into the 
coding tool. The implementation of the coding tool plugin 
270 will depend on the particular coding tool being 
extended. For simplicity, only one coding tool plugin 270 is 
shown. However, the system 202 may include multiple 
coding tool plugins to Support a variety of coding tools 
I0083. A presentation engine 210 receives the request 204 
and identifies one or more selected nodes 215 that corre 
spond to the request 204. The presentation engine 210 may 
use the coding tool plugin 270 to identify the selected nodes 
215 from a request 204 generated by a coding tool. 
I0084. For example, the coding tool can be an integrated 
development environment (IDE). An IDE is an application, 
or a Suite of applications, that facilitates developing Source 
code on a single user device through a graphical user 
interface. An IDE usually has applications including a 
Source code editor, a compiler, and a debugger. IDEs often 
also have a file browser as well as object and class browsers. 
An IDE can use the coding tool plugin 270 to allow the user 
to select, through the IDE interface, a portion of the code 
base 250 for analysis. The IDE can then generate the request 
204. The coding tool plugin 270 can then automatically 
identify selected nodes 215 corresponding to software ele 
ments for which the aggregated dependencies 255 should be 
generated. The IDE can also use the coding tool plugin 270 
to present the interactive presentation 275 of the aggregated 
dependencies within the IDE interface. 
I0085. As another example, the coding tool can be a code 
review tool. A code review tool is a software application, or 
Suite of Software applications, that developers can use to 
facilitate review of source code files that are the subject of 
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previous or proposed commits or changes to the source code 
base 250. Thus, a code review tool can use the coding tool 
plugin 270 to allow a user to select, within an interface of the 
code review tool, a number of source code files that are part 
of a proposed commit to the code base 250. The coding tool 
plugin 270 can then automatically identify selected nodes 
215 corresponding to the software elements for which the 
aggregated dependencies 255 should be generated. The 
coding tool plugin 270 can then present the interactive 
presentation 275 of the aggregated dependencies within the 
code review tool interface. 
I0086. The dependency aggregator 220 receives the 
selected nodes 215 and computes aggregated dependencies 
255 for the selected nodes 215 using dependency relation 
ships 235 and hierarchical relationships 245. 
0087. A dependency engine 230 analyzes code of the 
Snapshot 252 and applies one or more dependency criteria to 
the code of the snapshot 252 to generate the dependency 
relationships 235. The dependency engine 230 typically 
generates the dependency relationships 235 before the 
request 204 is received. 
0088 A hierarchy engine 240 analyzes code of the snap 
shot 252 as well as the structure of a build system used to 
build the Snapshot to generate the hierarchical relationships 
245 using one or more hierarchy criteria. The hierarchy 
engine 240 also typically generates the hierarchical relation 
ships 245 before the request 204 is received. 
0089. Both the dependency criteria used to generate the 
dependency relationships 235 and the hierarchical criteria 
used to generate the hierarchical relationships 245 can 
include language-specific, project-specific, and other user 
defined criteria. 
0090. Unlike the dependency relationships 235 and the 
hierarchical relationships 245, the aggregated dependencies 
255 are typically computed in real-time. This is due to the 
vast number of possible software elements and the vast 
number of possible aggregated dependencies between those 
Software elements making it infeasible in time and storage 
space to generate every possible aggregated dependency 
before the request is received. In other words, the depen 
dency aggregator 220 computes the aggregated dependen 
cies 255 after the system 202 receives the request 204 and 
after receiving the identification of the selected nodes 215. 
0091. The dependency aggregator 220 provides the 
aggregated dependencies 255 to a link analyzer 260. The 
link analyzer 260 processes the aggregated dependencies 
255 to identify candidate removable links. Candidate remov 
able links are Suggestions for how the project can be 
improved. Candidate removable links can be identified due 
to links violating one or more explicit or implicit rules for 
how aggregated dependencies among software elements in 
the project should be arranged. In reality, a candidate remov 
able link cannot simply be removed without incurring con 
sequences to the project. For example, developers will 
typically need to modify one or more source code files in 
order to remove a link from the aggregated dependency 
graph. 
0092. One example of an implicit rule that is almost 
universal in all software development is that cyclic depen 
dencies are undesirable. Thus, the system can identify cycles 
in the graph and suggest, by providing candidate removable 
links, ways that the cycles can be removed from the graph 
with minimal impact to the project. The link analyzer 260 
thus classifies links in the aggregated dependencies as 
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retained links or candidate removable links. Classifying 
links as retained links or candidate removable links is 
described in more detail below with reference to FIG. 5. The 
link analyzer then provides the retained and candidate 
removable links 265 to the presentation engine 210. 
0093. The presentation engine 210 generates an interac 
tive user interface presentation 275 having the retained and 
candidate removable links 265. The interactive user inter 
face presentation 275 displays aggregated dependencies 255 
for the portion of the snapshot 252 identified by the request 
204. The presentation engine 210 then provides the interac 
tive user interface presentation 275 back to the user device 
260 for presentation to the user, possible by using the coding 
tool plugin 270. Example interactive user interface presen 
tations that make use of retained and candidate removable 
links are described in more detail below with reference to 
FIGS 6A-6F. 
0094 FIG. 3 is a flow chart of an example process for 
generating aggregated dependencies. A System can use 
dependency relationships and hierarchical relationships to 
generate aggregated dependencies for a selected portion of 
a Snapshot. The process will be described as being per 
formed by an appropriately programmed system of one or 
more computers, e.g., the static analysis system 202 of FIG. 
2. 
0.095 The system receives a request for aggregated 
dependencies for a portion of a Snapshot of a code base 
(310). The request can for example specify one or more 
software elements of the Snapshot for which aggregated 
dependencies should be generated. 
0096. For example, the user can view an interactive 
presentation of an aggregated dependency graph. Example 
interactive presentations of the aggregated dependency 
graph are described in more detail below with reference to 
FIGS 6A-6F. 
0097. The system obtains dependency relationships 
between software elements in the snapshot of the code base 
(320). The system can represent each distinct software 
element in the Snapshot with a unique ID. The system can 
also maintain metadata for each distinct Software element in 
a metadata table or other form of data storage. The metadata 
for a Software element can include location information, for 
example, a location in a file of the Software element, a 
location of the file in a file system, or both. 
0098. The system can represent a dependency relation 
ship with a pair of software element IDs. A first software 
element of the pair, which is referred to as the source 
element, represents a Software element that depends on a 
second software element of the pair, which is referred to as 
the target element. Because of the directional nature of the 
dependency relationships, two software elements can 
depend on each other, in which case two dependency rela 
tionships would exist between the two software elements. 
0099. The system can store the dependency relationships 
as a two-column table. The first column represents the 
software element ID of the source element, and the second 
column represents the software element ID of the target 
element. The system can then use the row number of the 
table to uniquely identify each dependency relationship. 
0100. The system obtains hierarchical relationships 
between software elements in the snapshot of the code base 
(330). The system can represent a hierarchical relationship 
with a pair of software element IDs. A first software element 
of the pair, which can be referred to as the parent element, 
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represents a software element that is a parent in a hierarchy 
of a second software element of the pair, which can be 
referred to as the child element. 
0101 The system can likewise store the hierarchical 
relationships in a two-column table. The first column rep 
resents the software element ID of the parent element, and 
the second column represents the software element ID of the 
child element. The system can then use the row number of 
table to uniquely identify each hierarchical relationship. 
0102 The system can define a number of different hier 
archical relationships in order to generate the hierarchy 
graph. For example, instead of using files and directories as 
the nodes of the hierarchy, the system could use namespaces 
to define the hierarchy. Then, if different classes were 
defined in different files but were in the same namespace, 
nodes representing the classes would share a parent in the 
hierarchy. 
0103) The system processes the dependency relationships 
and the hierarchical relationships to generate data represent 
ing an aggregated dependency graph (340). For each pair of 
selected nodes representing software elements, the system 
can determine whether a first software element of the pair or 
any of its descendants depends on a second software element 
of the pair or any of its descendants. If so, the system 
generates a link representing the aggregated dependency 
between the nodes representing the first and second software 
elements. 
0104 Computing the aggregated dependencies from the 
dependency relationships and the hierarchical relationships 
will be described in more detail below with reference to FIG. 
4. 
0105. The system provides the data representing the 
aggregated dependency graph in response to the request 
(350). For example, the system can generate a presentation 
that illustrates the aggregated dependency graph. The sys 
tem can also generate any appropriate representation of the 
graph for consumption by another software tool. 
0106 FIG. 4 is a flow chart of an example process for 
computing aggregated dependencies between a pair of nodes 
in the hierarchy. The process will be described as being 
performed by an appropriately programmed system of one 
or more computers, e.g., the dependency aggregator 220 of 
FIG 1. 

0107 The system receives an identification of a pair of 
nodes (410). Each node represents a software element in the 
hierarchy. For example, a user can provide a selection of one 
or more nodes of a portion of an aggregated dependency 
graph. 
0108. The system generates a set of aggregated outbound 
dependencies, which is a set union of dependencies out 
bound from a first node of the pair and dependencies 
outbound from any descendants of the first node in the 
hierarchy (420). As described above, each dependency rela 
tionship in the Snapshot has a unique ID. Thus, the system 
can generate a set of aggregated outbound dependencies as 
a set of all dependency IDs in which the first node or any 
descendant of the first node in the hierarchy occurs as a 
Source element. 
0109 The system generates a set of aggregated inbound 
dependencies, which is a set union of dependencies inbound 
to a second node of the pair and dependencies inbound to 
any descendants of the second node in the hierarchy (430). 
Similarly, the system the system can generate a set of 
aggregated inbound dependencies as a set of dependency 
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IDs in which the second node or any descendant of the 
second node in the hierarchy occurs as a target element. 
0110. The system computes a set of aggregated depen 
dencies as an intersection of the aggregated outbound depen 
dencies for the first node and the aggregated inbound 
dependencies for the second node (440). If the intersection 
is not empty, the system generates an aggregated depen 
dency link from the first node to the second node. The 
system can repeat the process in reverse for determining 
whether an aggregated dependency link exists from the 
second node to the first node. 
0111 Techniques for representing the sets of aggregated 
inbound dependencies and aggregated outbound dependen 
cies and for quickly computing the intersection of the sets 
using these representations are described in more detail 
below. 
0112 FIG. 5 is a flow chart of an example process for 
identifying candidate removable links due to cycles. The 
system can analyze links in an aggregated dependency graph 
to identify cyclic dependencies. Cyclic dependencies are 
usually a problem for Software projects because they repre 
sent a breakdown in modularity and thus introduce problems 
in maintainability. For example, if a file A depends on a file 
B, and the file B depends on a file C, and the file C depends 
on the file A, a cyclic dependency exists. Therefore, any 
changes made to file A may also require changes to file Band 
also file C to avoid breaking the build. The example process 
can automatically Suggest, e.g., to a software architect, how 
to address such cyclic dependencies in a code base. The 
process will be described as being performed by an appro 
priately programmed system of one or more computers, e.g., 
the link analyzer 120 of FIG. 1. 
0113. The system receives an aggregated dependency 
graph (510). As described above, the system can compute 
the aggregated dependency graph from dependency relation 
ships and hierarchical relationships. The system can com 
pute the aggregated dependency graph in response to a user 
selection of one or more nodes representing Software ele 
ments of a code base. 
0114. The system assigns weights to links in the aggre 
gated dependency graph (520). Between a first software 
element and a second Software element, the weight of a link 
represents how significantly the first software element 
depends on the second Software element. The significance of 
the dependency increases as the number of descendants of 
the first software element that depend on the second soft 
ware element or any descendants of the second software 
element increases. 
0.115. In some implementations, the system computes a 
count of dependencies from the first software element and 
any descendants of the first software element to the second 
Software element or any descendants of the second software 
element. The system then uses the count to compute the 
weight for the link between the first software element and 
the second Software element. In some cases, the weight is the 
count itself. 
0116. The system can also use a variety of other factors 
when computing the weight. For example, the system can 
consider the type of dependency, as some types of depen 
dencies are easier to remove than others. The system can 
also consider a measure of how tangled a target of the 
dependency is with siblings of the target. For example, if A 
depends on a constant defined in B, and the constant in B is 
not used at all, then the constant can be moved to A with 
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little difficulty. On the other hand, if the constant is used 
throughout B, removing the dependency is harder and the 
system can adjust the weight accordingly. The system can 
also consider other factors, e.g., cyclomatic complexity of a 
target of the dependency. 
0117. One benefit of using the count of dependencies as 
the weight is that it provides a user with a very useful and 
intuitive sense for how hard the link would be to remove. 
When the weight represents a count of dependencies, the 
weight intuitively indicates how many Software elements 
need to be changed in order to remove the link. 
0118. The system can also compute the weight based on 
a distance between the first software element and the second 
software element. The distance can represent how inter 
twined the two software elements are in terms of their 
occurrences in the code base. For example, if the first 
Software element and the second software element co-occur 
infrequently, the distance is likely to be large. But if the first 
Software element and the second software element co-occur 
frequently, the distance is likely to be small. In this context, 
distance is inversely proportional to weight because a large 
distance represents a smaller significance of the dependency 
between the software elements. Thus, a larger distance will 
result in a smaller weight. 
0119 The system need not compute weights of the links 
as a separate and Subsequent process to that of generating the 
aggregated dependency graph. Rather, the system can com 
pute the weights of the links as the aggregated dependency 
graph is being constructed. 
0120 In some implementations, the system provides a 
user interface that allows a user to mark Some links as 
non-candidates for removal. This can be useful, for example, 
when a portion of the code base is not controlled by the user. 
Thus, in response to the user designation of links as non 
candidates for removal, the system can assign a very high 
weight or a special value that indicates that the link is not to 
be classified as removable under any circumstances. 
0121 The system determines cyclic dependencies in the 
aggregated dependency graph (530). A Software element A 
depends transitively on a software element B if a path in the 
aggregated dependency graph exists from a node represent 
ing software element A to a node representing the Software 
element B. A cyclic dependency occurs whenever a particu 
lar node transitively depends on itself. 
0122) The system can determine cyclic dependencies 
using any appropriate search procedure. For example, the 
system can perform a recursive depth-first search, marking 
nodes as “visited as they are processed. When the system 
processes a node that has already been marked as visited, the 
system can determine that a cyclic dependency exists. When 
the system determines that a cyclic dependency exists, the 
system processes links along the cycle to identify a candi 
date link for removal. 
0123 Thus, if there are more cycles to be processed 
(540), the system processes the next cycle by adding the link 
along the cycle having the lowest weight to a set of candi 
date removable links (branch to 550). The set of candidate 
removable links identifies candidate links that the system 
can suggest to a user as ways to get rid of cyclic dependen 
cies in the code base. 
0.124. The system decreases the weight of other links in 
the cycle by the weight of the link that was added to the set 
of candidate removable links (560). Decreasing the weight 
of other links in the cycle can reveal when a heavy link that 
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is part of multiple cycles is more preferable to remove than 
multiple light links on single cycles. In other words, as each 
cycle of the heavy link is processed, the heavy link becomes 
effectively cheaper and cheaper to remove. 
0.125. The system backtracks to the source of the added 
link, marking each node as not visited (570). The system has 
already determined a candidate link for removing the cur 
rently detected cycle. However, the system can mark nodes 
on the cycle as “not visited so that they will be considered 
appropriately if they are part of other cycles in the graph. 
0.126 The system can then continue searching the graph 
for additional cycles, processing each newly found cycle. 
I0127. If there are no more cycles to be processed (540), 
the system discards links from the set of candidate remov 
able links that do not result in cycles if they remain in the 
graph (branch to 580). Because each cycle is processed 
separately, it is possible that the set of candidate removable 
links includes more links than must be removed to remove 
all cycles in the aggregated dependency graph. For example, 
after adding a first link to the set of candidate removable 
links that would break cycle C1, the system may then add a 
second link to the set of candidate removable links that 
would break cycle C2 and which would also happen to break 
cycle C1 as well. Thus, the first link and the second link need 
not both be in the set of removable links. Rather, the first link 
can be discarded from the set of removable links so that it 
will be reclassified as a retained link. 

I0128. Because the weight of the links approximates the 
amount of work that would be required to remove the link, 
the system can discard links in the set of candidate remov 
able links in order of decreasing weight. In other words, the 
system can iterate over links in the set of candidate remov 
able links from heaviest to lightest, discarding each link 
from the set that would not reintroduce a cycle, assuming 
that all other links in the set of candidate removable links 
were indeed removed. 

I0129. In some implementations, the system provides a 
user interface that allows the user to specify an order in 
which the candidate removable links should be discarded 
from the set. This can be useful, for example, when parts of 
the code base represent well-tested or legacy software that 
the user would rather not modify significantly. Thus, the user 
can move links from parts of the code base that the user does 
not want to modify to the top of the list, and the system will 
first attempt to remove those links from the set of candidate 
removable links. 

0.130. The system classifies remaining links in the set of 
candidate removable links and classifies all other links as 
retained links (590). In other words, the system classifies 
links that are not candidates for removal as retained links. 
The system can then Suggest links that are classified as 
candidate removable links to the user. 

I0131 To do so, the system can then generate various 
user-interface presentations that illustrate the aggregated 
dependency graph arranged according to retained and can 
didate removable links. 

I0132 FIGS. 6A-6L illustrate example user interface pre 
sentations of aggregated dependency graphs. Each example 
presentation illustrates a different layout for presenting an 
aggregated dependency graph according to links classified 
as candidate removable links and links classified as retained 
links. 
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0133. The examples illustrate the structure of a simple 
example software project “even-or-odd' written in C and 
which has the following source code files. 
0134) First, the project includes a main file, main.c, 
which has the following source code: 

#include <stdio.h> 
#include “even.h 
int main() { 

int val; 
printf(“Enter a number: '); 
scanf(“%d, &val); 
if (even(val)) 

printf("%d is even\n', wal); 
else 

printf("%d is odd n, val); 
return 0; 

0135. The “even function is declared in even.h, which 
has the following Source code: int even (int); 
0136. The “even function is defined in even.c, which has 
the following source code: 

#include <stdio.h> 
#include "odd.h 
int even(int x) { 

if (x == 0) 
return 1: 

if (x > 0) 
return odd(x-1); 

else 
return odd(x+1): 

0137 The function “even” depends on an "odd' function 
declared in odd.h, which has the following source code : 
0138 int odd (int): 
0139. The function "odd is defined in odd.c., which has 
the following source code: 

#include <stdio.h> 
#include “even.h 
int odd (int x) { 

if (x == 0) 
return 0; 

return even(x > 0 ? X-1 : x+1): 

0140. As shown in the example source code, the function 
"odd has one dependency on the function “even due to 
calling the function “even one time, while the function 
“even” has two dependencies on the function "odd' due to 
calling the function "odd twice. Also, because the two 
functions depend on each other, the aggregated dependency 
graph will include a cycle. After processing the source code 
of this project and generating aggregated dependencies, the 
system can generate a variety of layouts to present this 
information. 
0141 FIG. 6A illustrates a default layout. The default 
layout illustrates nodes that represent Software elements and 
links that represent aggregated dependencies between the 
Software elements. Each node may have multiple descendant 
nodes according to the hierarchy graph. 
0142. The example presentation includes a hierarchy 
explorer 610 that allows a user to interactively browse the 
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hierarchy graph. The example presentation also includes an 
aggregated dependency graph pane 620 that shows nodes 
from the hierarchy and links representing the aggregated 
dependencies between them. 
0143. Each of the links is presented with an associated 
count representing the number of dependencies between the 
corresponding software elements. The link 622, for 
example, represents that the file even.c has two dependen 
cies on the file odd.c. 

0144. In the default layout, all nodes of the hierarchy are 
selected for presentation. However, the system may cut off 
Some nodes at a particular level of detail in order to comply 
with space limitations of the aggregated dependency graph 
pane 620. For example, the illustrated aggregated depen 
dency graph also includes a “usr node 624 that contains 
only system software code, as opposed to user code. 
0145 A user can also select or filter dependencies by 
type. In other words, the user can choose different types of 
dependencies to be shown or hidden from the graph. 
0146 FIG. 6B illustrates selection of a directory node of 
the hierarchy. A user can select or filter one or more nodes 
in the presentation to view additional nodes and their 
aggregated dependencies. For example, in FIG. 6B a user 
has selected the directory node 612 of the hierarchy corre 
sponding to the “even-or-odd directory. In this view, if both 
a child and a parent node are selected, the parent node will 
be displayed, with the children nested inside it. 
0.147. In response to the selection, the system updates the 
presentation of the aggregated dependency graph to show 
only a graph having the selected nodes of the hierarchy. In 
this example, the aggregated dependency graph pane 620 no 
longer shows a node representing the “usr” system software 
node. 

0.148. A user can drill down further into the presented 
nodes by using an expansion icon presented with each node 
in the aggregated dependency graph pane 620, e.g., expan 
sion icon 632 of the even.c node. 

014.9 FIG. 6C illustrates expanding a file node of the 
hierarchy. In FIG. 6C, a user has selected the expansion 
icons for even.c and even.h. In response, the system displays 
software elements within the expanded files. For example, a 
user can choose to expand a node representing a particular 
Software element, which can cause the system to display the 
immediate children nodes of the selected node according to 
the hierarchy graph. Or the user can choose to collapse a 
node to hide its immediate children. Either of these user 
actions triggers the system to recompute the aggregated 
dependencies for the nodes to be displayed. 
0150 FIG. 6D illustrates expanding a file node in the 
hierarchy explorer 610. In FIG. 6D, a user has selected an 
expansion icon 614 presented within the hierarchy explorer 
610. In response, the system displays software elements 
contained within the corresponding file as Subnodes in the 
hierarchy explorer 610. 
0151 FIG. 6E illustrates selection of multiple file nodes 
of the hierarchy. In FIG. 6E, a user has selected only a subset 
of nodes of the project, the even.c node 615 and the odd.c 
node 616. In response, the system updates the aggregated 
dependency graph pane 620 to show an aggregated depen 
dency graph with dependencies only between the selected 
nodes. In this example, the system shows the one depen 
dency of odd.c on even.c and the two dependencies of even.c 
on odd.c. 



US 2017/0090890 A1 

0152 FIG. 6F illustrates selection of a particular depen 
dency. In FIG. 6F, a user has selected a particular depen 
dency 622 in the aggregated dependency graph pane 620. In 
response, the system displays more details about the corre 
sponding dependencies in a dependency pane 630. 
0153 FIG. 6G illustrates a source code file view in 
response to a dependency selection. In FIG. 6G, a user has 
selected a particular dependency in the dependency pane 
630. In response, the system displays the Source code in a 
Source code pane 640 that replaces the aggregated depen 
dency graph pane 620. 
0154 The system can highlight the exact source code 
causing the dependency selected by the user. For example, 
the source code pane highlights the call to the function "odd 
642, which is the code that causes the dependency selected 
by the user. 
O155 FIG. 6H illustrates candidate removable links. In 
FIG. 6H, a user has selected a new view for the aggregated 
dependency graph by selecting the user interface element 
642 for the “Dependency’ view. In this view, if both a child 
and a parent are selected, only the children are displayed. 
0156 The system then determines one or more candidate 
removable links for the selected nodes of the hierarchy. For 
example, the link 621 is a candidate removable link, which 
the system visually distinguishes from other links by pre 
senting the candidate removable link as a dashed line. 
0157. The system can visually distinguish the removable 
links from the retained links in any appropriate way. For 
example, the system can present the removable links in a 
different color, a different style, or a different line thickness, 
to name just a few examples. 
0158. A user can also select or filter the cyclic depen 
dencies by type. Cyclic dependencies in the code base may 
be problematic for some types of dependencies but not 
others. For example, include-type dependencies are an 
example dependency type for which cycles may not be a 
problem. Thus, the user can select a particular type of 
dependency to show or filter another particular type of 
dependency for which cycles are not a problem. 
0159. The system can also present the weight of each link 
near the link itself. The presentation of the weight provides 
users with an intuitive indication of how much work on the 
code base would be required to remove each link. For 
example, the link 621 has a weight of 1, whereas the other 
link in the cycle has a weight of 2. Thus, removing link 621 
will probably require less effort than removing the other link 
in the cycle. 
0160 FIG. 6I illustrates a serial layout. In the serial 
layout, all software element nodes of the aggregated depen 
dency graph are arranged in a column Such that all retained 
links point downwards and all candidate removable links 
point upwards. In this example, the link 631 is the only 
candidate removable link, and thus it points upwards while 
all other links point downwards. This layout reveals an 
ordered structure of the software elements and highlights the 
cyclic and acyclic aspects of the code base. 
0161 FIG. 6J illustrates a layered layout. In this layout, 
the system displays all software elements in horizontal 
layers such that (1) there are no dependencies between 
Software elements in a layer, and (2) all retained links point 
downwards to other layers, and (3) all candidate removable 
links point upwards to other layers. This layout reveals a 
layering and an ordering structure among the software 
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elements. This layout is also generally intuitively under 
standable for a higher number of software elements and 
links than the serial layout. 
0162 The system can also present a clustered layout that 
is based on the layered layout. In the clustered layout, the 
system presents each layer as a proposed cluster and pres 
ents links representing aggregated dependencies between 
the proposed clusters instead of between the individual 
Software elements. The system can generate the clusters as 
a suggestion to a user for how the Software elements should 
be packaged according to the aggregated dependencies. 
0163 FIG. 6K illustrates a collapsed tangle layout. A 
tangle is a group of Software element nodes that are cycli 
cally connected. A single tangle can include multiple cycles 
when a particular Software element is cyclically connected 
to multiple cycles. 
0164. The system can collapse the nodes in the tangle to 
represent the tangle as a single tangle node in the aggregated 
dependency graph. The system can then update the aggre 
gated dependencies to illustrate links between the tangle 
node and other software elements instead of links between 
individual software elements of the tangle. 
0.165. When the system has already classified links in the 
graph as retained links and candidate removable links, the 
system can add each node connected to an inbound or 
outbound removable link to a tangle node. The system can 
also add nodes that are only connected to other nodes in the 
tangle to the tangle as well. 
0166 FIG. 6K illustrates the same software elements as 
in FIG. 6A, except with cyclically connected nodes col 
lapsed into a tangle node 652. For example, the tangle node 
652 represents multiple nodes that were cyclically connected 
in FIG. 6A. 
0167. When the system collapses all cyclically connected 
nodes into tangle nodes, the resulting graph is acyclic. For 
example, the aggregated dependency graph in FIG. 6E is an 
acyclic graph. 
0.168. The tangle node 652 in the presentation has a user 
interface element 660 that allows the user to explore soft 
ware element nodes in the tangle. In this example, the user 
interface element 660 is a plus icon, which indicates that the 
user can select the plus icon to see further software element 
nodes that are in the tangle. 
0169 FIG. 6L illustrates an expanded tangle layout. FIG. 
6L illustrates the same tangle node 652 that was represented 
in FIG. 6K. But in FIG. 6L, the tangle node 652 is presented 
in an expanded view that illustrates all individual software 
element nodes in the tangle. 
0170 The expanded tangle layout shows both (1) aggre 
gated dependencies between the tangle node 650 and other 
Software elements outside the tangle, and (2) aggregated 
dependencies of the individual software elements inside the 
tangle. 
0171 The expanded tangle layout essentially isolates 
each tangle as a separate cyclical graph, with each separate 
cyclical graph represented as an individual tangle node in an 
acyclic graph. Within the individual tangle nodes, the system 
can suggest candidate removable links for removal. 
0172. The interactive nature of the visualizations gener 
ated by the system requires that the system be able to 
compute relationships between software elements and their 
respective dependencies in real time or near real time. To do 
So, the system can use techniques that (i) allow many sets of 
dependencies to be represented in main memory, (ii) provide 
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for fast computation of operations between arbitrary sets of 
dependencies, and (iii) allow the result of a binary compo 
sition, e.g., conjunction, disjunction, implication, to be com 
puted and accessed randomly without ever representing the 
result in memory. 
0173 The system can arrange identifiers of software 
elements in a project so that software elements that are near 
each other in the hierarchy are likely to have identifiers that 
are close to each other. Thus, subtrees of software elements 
are likely to have identifiers that are contiguous in a range 
of identifiers. 

0.174. The system can then use a data structure called a 
"tiered array' to exploit the ranges of contiguous identifiers. 
Each identifier that uniquely identifies a dependency corre 
sponds to one of N indexes, where N is the number of 
dependencies. Thus, in the description that follows, an 
“index' refers both to a position represented in a tiered array 
as well as a unique identifier for a particular dependency. 
0.175. This allows the system to efficiently compute 
operations involving dependency sets represented as tiered 
arrays, e.g., conjunctions, disjunction, inverses, implica 
tions, e.g., “A implies B.’ which is logically equivalent to “B 
or not A.” and a “without operation, e.g., “A without B. 
which is equivalent to “A and not B”. 
0176 FIG. 7 is a diagram of an example tiered array 700. 
Each tier in the tiered array has one or more arrays that are 
arrays of references to arrays at a lower level, except for the 
bottom tier, which has catalogs of values, which each 
bottom-level array storing values over a predetermined 
range of indexes. For clarity, the individual arrays on each 
tier of a tiered array will be referred to as catalogs. For ease 
of reading, a “tier of a tiered array will also be referred to 
as a “level.” These terms will be used interchangeably, 
whose meaning will be clear from the context. 
0177. A tiered array has unallocated portions that repre 
sent ranges of indexes defined to have a default value. Thus, 
a tiered array can represent the same data as a simple array 
in a manner that is almost always more efficient in terms of 
space, at a negligible reduction in speed of access. In other 
words, the default values are not explicitly represented in the 
tiered array. Rather, the tiered array allocates catalogs that 
are Sufficient to represent elements that are associated with 
non-default values. The “worst case” for a tiered array arises 
when there is a value associated with at least one index in 
every possible catalogue, so that every tier must be instan 
tiated. In this case, the tiered array incurs slightly worse 
space efficiency, but the actual occurrences in practice of the 
worst case in terms of both speed and space efficiency are 
generally negligible. 
0.178 The default value of a tiered array can be defined 

arbitrarily, and the choice depends on the data type being 
represented. The default value of a non-bottom-level catalog 
is a null pointer. If the tiered array represents an array of bits, 
the default value for bottom-level catalogs is usually “0”. 
although “1” could also be used. If the tiered array repre 
sents an array of strings, the default value is the null string. 
For other numeric types, the default is Zero. The choice of 
default value is normally that which is consistent with the 
notion of an “empty' array, i.e., the state of the array when 
first created and before any associations have been stored in 
it. For brevity, an index having a non-default value can be 
referred to as the index being “set,” or equivalently, being a 
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“set index.' An index having the default value can be 
referred to as the index being “not set,” or equivalently, 
being an “unset index.” 
(0179 The tiered array 700 has a top-level catalog 710. 
Each element of the top-level catalog 710 has either a default 
value, e.g., a null pointer, or a reference to a catalog on a 
lower level. For brevity, the action of following a reference 
from a catalog on one level to a catalog on a lower level will 
be referred to as descending a level in the tiered array. 
Similarly, moving from a catalog on a lower level to a 
catalog on a higher level will be referred to as ascending a 
level. The sense of direction is arbitrary. However, in this 
specification, descending will refer to moving closer to the 
bottom-level catalogs storing values. 
0180. In FIG. 7, the third element of the top-level catalog 
710 is the first element of the top-level catalog 710 that is 
set, e.g., associated with a non-default value. The third 
element references a catalog 712 on a lower level of the 
tiered array 710. The catalog 712 has two elements set that 
respectively reference catalogs 722 and 724 on lower levels 
of the tiered array 710. 
0181. The bottom-level catalogs of a tiered array can 
store any appropriate data type. For example, the bottom 
level catalogs can store signed or unsigned unsigned inte 
gers, long integers, or individual bits. When the bottom-level 
catalogs store individual bits, each bottom-level catalog 
itself can be represented as an integer type. In some imple 
mentations, the system stores bottom-level catalogs as 
unsigned longs having 64 bits each. 
0182. The structure of the tiered array allows the system 
to store values over an arbitrary range of indexes that is 
arbitrarily large. For example, a tiered array can store values 
over a range of indexes represented by 64-bit longs. In 
addition, the range of indexes can include negative indexes. 
For example, a tiered array can have indexes that are signed 
integers, and thus the tiered array store values that are 
associated with indexes from -2.31 to 231-1. 
0183 In the example of FIG. 7, each bottom level catalog 
stores just 4 bits. The bottom level catalog 732 has its last 
two bits set. Thus, it can be represented by an integer type 
having the hexadecimal value 0x3. 
0184. A system can implement a number of optimizations 
by maintaining some metadata for each catalog of a tiered 
array. In particular, the system can maintain, for each 
catalog, a value of the first set index in the catalog, a value 
of the last set index in the catalog, and a value representing 
the number of set indexes in the catalog. 
0185. The system can deallocate catalogs that represent 
fully-set ranges of indexes. For example, if the bottom-level 
catalog 734 has every bit set, the system can deallocate the 
bottom-level catalog 734. The system can then replace the 
reference 723 in the catalog 722 with a special reserved 
value, in this example X, to indicate that the catalog was 
fully set and therefore deallocated. In FIG. 7, the dashed 
lines represent that the bottom-level catalog 734 is not 
actually allocated in the tiered array 700. 
0186 The system can also represent fully set but unal 
located catalogs using metadata associated with the catalogs. 
For example, the reserved value x can actually be the 
default value, e.g., null, when used in association with the 
metadata. Thus, if a value in a catalog is a default value, e.g., 
null, but is associated with a bottom-level having metadata 
that indicates that the bottom-level catalog is full, the system 
can determine that the bottom-level catalog is a fully set but 
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unallocated catalog. In other words, the system can use the 
default value, e.g., null, to represent catalogs that are fully 
set if the metadata indicates they are fully set, or fully empty 
otherwise. 
0187. The deallocated catalogs representing fully-set 
ranges of indexes can also occur at higher tiers of the tiered 
array 700. For example, the catalog 714 includes a reference 
713 indicating that all catalogs on lower levels would have 
been fully set. In this example, the reference 713 represents 
16 set bits. 
0188 The system can maintain the catalogs by allocating 
a new catalog whenever a fully deallocated catalog has one 
of its elements set, by deallocating a catalog whenever a 
fully allocated catalog has one of its elements removed, and 
by reallocating a catalog whenever an element in a fully 
allocated catalog is removed. The system can reduce the 
time required for allocating catalogs by maintaining a pool 
of fully-allocated catalogs and fully-deallocated catalogs. 
Then, if a new fully-allocated catalog is required, the system 
can use one of the already-allocated catalogs from the pool 
of fully-allocated catalogs. Similarly, whenever a new par 
tially allocated catalog is needed, the system can use one of 
the fully-deallocated catalogs. That is, when the only unset 
index in a catalogue is set or the only set index in a catalogue 
is unset, the reference to that catalogue can be removed from 
the tiered array, but added to the pool. Conversely, when an 
index in a fully set catalogue is unset (or vice versa) a 
catalogue in the pool of fully set or fully unset catalogues 
can be reused. It is more efficient to use a catalogue from the 
appropriate pool, but if that pool is empty while the other 
pool is not, it is generally still preferable to reuse a catalogue 
from the other pool because doing so still functions to reduce 
the frequency at which chunks of memory are allocated and 
deallocated on the heap and hence reduces memory frag 
mentation, even though it is necessary to invert every value 
in Such a catalogue before reusing it. 
0189 FIG. 8 is a flow chart of an example process for 
assigning Software element IDs and dependency IDS. To 
exploit the properties of tiered arrays, the system can num 
ber Software elements and dependencies in a way that 
increases the number of contiguous bits in tiered arrays 
representing dependencies. The process will be described as 
being performed by an appropriately programmed system of 
one or more computers, e.g., the static analysis system 202 
of FIG. 2. 
0190. The system receives data representing a hierarchy 
of software elements (810). As described above, the system 
can maintain a hierarchy graph representing hierarchical 
relationships, which typically represents a containment rela 
tionship between software elements. For example, FIG. 1B 
illustrates one such hierarchy graph. 
0191 The system receives data representing dependen 
cies between the software elements in the hierarchy (820). 
As described above, the data can represent a raw depen 
dency graph between Software elements in the project. Each 
dependency identifies a source software element and a target 
software element. 
0.192 The system numbers the software elements accord 
ing to a depth-first traversal of the hierarchy (830). For 
example, the system can assign an ID of 1 to the root node, 
2 to the root node's first child, 3 to the first child's first child. 
Typically, the ID 0 is not used; rather, 0 or null is reserved 
for use as an indication of the absence of a node or 
dependency. 
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0193 The system numbers dependencies in the project in 
an order determined by source software element IDs first, 
and target software element IDs second (840). That is, all 
dependencies having a same particular node as a source 
software element will be numbered consecutively. And the 
order among the dependencies from the particular node will 
be determined by the IDs of the target software elements of 
the dependencies. For the sake of clarity, the resulting 
association of IDs with dependencies is consistent with the 
following algorithm: Let S(X) indicate the ID of the soft 
ware element that is the source of a dependency X, and TCX) 
the ID of its target. Create a list containing all of the 
dependencies. Sort this list such that dependency A is before 
dependency B if S(A)<S(B) or, S(A)=S(B) and T(A)<T(B), 
if S(A)=S(B) and T(A)=T(B). The relative placement of A 
and B is arbitrary. Lastly, allocate to each dependency the ID 
that corresponds to its position in the sorted list, e.g., the first 
element in the list is allocated the ID 1, the second element 
in the list is allocated the ID 2, and so on. 
0194 This technique causes outgoing dependencies for 
each software element to be stored contiguously in the tiered 
arrays for those software elements. This property can be 
exploited to more efficiently perform operations involving 
the dependencies between software elements. 
0.195 The number n of dependencies represents the range 
of indexes that will be represented by tiered arrays. A tiered 
array is used to represent the IDs of the dependencies 
inbound to a particular Software element node, and typically 
also the IDs of the dependencies inbound to any software 
element nodes that are descended from it in the hierarchy. A 
tiered array is likewise used to represent the IDs of the 
dependencies outbound from a particular software element 
node, and typically also those of its descendants). 
0.196 FIG. 9 is a flow chart of an example process for 
finding a range of contiguous set indexes in a tiered array. 
The system will first identify a first set value, if any, by 
descending to lower levels of the tiered array. Once a first set 
value is found, the system will identify a last set value in a 
contiguous range from the first set value, which may require 
ascending one or more levels and descending again to find 
the last set value. The process will be described as being 
performed by an appropriately programmed system of one 
or more computers, e.g., the static analysis system 202 of 
FIG 2. 

(0197) The system receives a start index (910). The system 
will use the start index to find a first value in the tiered array 
that is set at an index that is greater than or equal to the start 
index. In other words, indexes less than the start index are 
disregarded. The start index can specify an arbitrary position 
in the tiered array, and, as described above, the start index 
can be negative if the tiered array has negative indexes. 
0198 The start index can be specified by a number of 
different operations. For example, to identify all set values 
in a tiered array, the system can first provide a start index 
equal to a minimum start index to find a range a,b of 
contiguous set indexes, where a is equal to or greater than 
the start index. The system can then repeat the process by 
providing a start index of b-i-1, and continue doing so until 
the are no remaining indexes that are set, as a means to 
rapidly determine and provide a representation of all set 
indexes, which can be used to iterate the indexes individu 
ally or simply to count them) Other start indexes can also be 
specified while computing other operations on the tiered 
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array, e.g., while computing disjunctions or conjunctions of 
tiered arrays as described in more detail below with refer 
ence to FIGS. 10 and 12. 
0199 The system converts the start index into initial 
subindexes (920). The number of subindexes depends on the 
number of tiers in the tiered array. For example, the tiered 
array shown in FIG. 7 has four tiers, but the fourth is 
implemented by storing integer types. Thus, the system can 
convert a starting index into three Subindexes that each 
reference a position in a corresponding catalog. 
0200. The system can store in each tier 2.x, 2y, and 2 Z 
values respectively. For example, if the indexes are 4-byte 
integers, X can be the most significant 10 bits, y can be 
next-most significant 10 bits, and Z can be the least-signifi 
cant 12 bits. Thus, the system can obtain the subindexes by 
bit shifting and masking operations applied to the “full 
index. In other words, to obtain X, the system can shift the 
bits right by 22 bits and mask off all but the bottom 10 bits 
in the result. 
0201 As the system iterates through the catalogs, the 
system can update the Subindexes. For example, when 
iterating through a catalog, the system will increment a 
Subindex for the catalog on each iteration. 
0202) If the end of a catalog is reached, the system can 
ascend from a lower tier to an upper tier. In that case, the 
subindex for the lower tier can be reset to zero, while the 
subindex for the upper tier can be incremented by one. 
0203 If the system descends a tier by following a refer 
ence from an upper tier to a lower tier, the Subindex for the 
lower tier can be reset to Zero, unless the system is following 
a reference specified by the very first subindexes generated 
from a start index. In other words, when obtaining a value 
for the start index only, descending to lower tiers does not 
reset the subindex to zero for those lower tiers. In all other 
cases of descending to lower tiers, the Subindex is reset to 
ZO. 

0204 The system starts at the subindex of the top-level 
catalog (915). The system will then iterate through catalogs 
on lower levels to find a first value that is set at an index that 
is greater than or equal to the start index. 
0205 The system iterates through a catalog at a current 
level to find the first set value in the catalog (920). The 
catalog at the current level is initially the top-level catalog. 
Descending a level changes the current level to a catalog on 
a lower level, and ascending a level changes the current level 
to a catalog on an upper level. 
0206. Upon finding a first set value, the system deter 
mines whether the set value is a bottom-level value (925). If 
the set value is not a bottom-level value, the set value is a 
reference to a catalog on a lower level. Thus, the system 
descends one level and iterates through the catalog on the 
lower level (branch to 930). 
0207. If the set value is a bottom-level value, the system 
designates the first set index as the start of the range (935). 
The system then computes the start of the range by using the 
Subindexes to compute an overall index corresponding to the 
bottom-level value. To do so, the system can perform the 
inverse of the process in step 910. That is, the system can left 
shift the current subindex for the top-level by x bits, left shift 
the current subindex for the middle level by y bits, and 
compute a bitwise OR of those with the last Zbits. If, as in 
FIG. 7, the tiered array stores a fourth level as integer types, 
the system can additionally add the value in the last catalog 
to the result. 
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0208. In some cases, the bottom-level catalog is not 
actually allocated. For example, the bottom-level catalog 
734 in FIG. 7 is not actually allocated. However, the system 
can still designate the first set index of the range as the first 
index represented by the bottom-level catalog. 
0209. After finding the first set index at the start of the 
range, the system Switches over to finding the next unset 
value after the start of the range (940). The next unset value 
represents the end of the range of contiguous set values. The 
end of the range is thus the index before the next unset value. 
0210. In general, finding the first set value in the range 
only involves descending levels in the tiered array. However, 
finding the next set value can involve ascending to upper 
levels in the tiered array, and possibly descending once again 
to lower levels in the tiered array. 
0211. The system iterates through the bottom-level cata 
log (945), and determines whether the bottom-level catalog 
has an unset value (950). If so, the system designates the last 
set index in the bottom-level catalog as the end of the range 
(955) and the process ends. If not, the system ascends one 
level (960). 
0212. If the bottom-level catalog is not actually allocated 
because it is fully set, the system need not iterate through the 
bottom-level catalog and can instead immediately determine 
that the bottom-level catalog does not have an unset value 
and ascend one level (branch to 960). 
0213. The system iterates through the catalog at the 
current level to find next unset value (965). If the next value 
on an iteration through the catalog at the current level is not 
set, this means that the last bottom-level index is the last set 
value in the range. Thus, the system designates the last 
bottom-level index as the last set value in the range (970), 
and the process ends. 
0214. If the next value on an iteration through the catalog 
at the current level is set, the system descends one level 
(branch to 975). If the current level is the bottom-level (980), 
the system iterates through the bottom-level to find the next 
unset value (branch to 945). If the current level is not the 
bottom-level, the system iterates through the catalog of the 
current level again (branch to 965). 
0215. The process in FIG. 9 can be illustrated with 
reference to FIG. 7. In FIG. 7, the system will follow 
references to lower-level catalogs in the order determined by 
the letters “a” through “f.” Assume for this example, that the 
start index is 0. 
0216. Thus, the system begins iterating through the top 
level catalog 710 starting from the first index of the top-level 
catalog 710. The first set value is designated by the reference 
“a” to the lower-level catalog 712. 
0217. The system then iterates through the lower-level 
catalog 712 identified by “a” until it reaches the first set 
value, designated by the reference “b” to the lower-level 
catalog 723. 
0218. The system then iterates through the lower-level 
catalog 722 until it reaches the first set value, designated by 
the reference 'c' to the bottom-level catalog 732. 
0219. The system then iterates through the bottom-level 
catalog 732 until it reaches the first set value at the third 
position in the catalog. Because the first set value is in the 
bottom-level catalog, the system designates the index at that 
position as the first set value in the range. 
0220. In this case, the first index of the range is computed 
by computing the position of the first set value, e.g. 0x2 in 
base 0, plus the position of the first set value in the catalog 
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722 shifted by the number of bits in the bottom-level 
catalogs (4), plus the position of the first set value in the 
catalog 712 shifted by (i) the number of bits in the bottom 
level catalogs and (ii) the number of positions in the catalog 
722, plus the position of the first set value in the top-level 
catalog shifted by (i) the number of bits in the bottom-level 
catalogs, (ii) the number of positions in the catalog 722, and 
(iii) the number of positions in the catalog 712. 
0221) Thus, the first index in the range is 170. 
0222. The system then switches over to finding the next 
unset value by iterating through the bottom-level catalog 
732. The system reaches the end of the catalog without 
finding an unset value, so the system ascends a level to the 
catalog 722. 
0223) The next value 723 is set, so the system could then 
descend a level to the bottom-level catalog 734. However, 
because the next value 723 indicates that the bottom-level 
catalog 734 is fully set, the system can skip iterating over the 
bottom level catalog and continue iterating over the catalog 
T22. 
0224. The value 723 is the last value in the catalog, so the 
system ascends one level to iterate through the catalog 712. 
The next value “d is set, so the system descends one level 
to iterate through the catalog 724. The next value 'e' is set, 
so the system iterates through the bottom-level catalog 736 
until determining that the last position in the bottom-level 
catalog 736 is not set. 
0225. At this point, the system designates the immedi 
ately preceding index as the last index set in the range. The 
system can compute the last index in the range in a similar 
way to the first index in the range, and thus, the last index 
in the range is 178. 
0226. The system can then return the range 170, 178 in 
response to the requesting process. If the requesting process 
is a process that finds all Such ranges in the tiered array, the 
system would next receive a request for the next range 
starting at index 179. 
0227. The system would then iterate through the top-level 
catalog to the value “f” and descend one level to the catalog 
714. The first value 713 that is set is at the third position. 
Because the value 713 indicates that the lower-levels are not 
allocated because they are fully set, the system can designate 
the index represented by the fully set lower tiers as the first 
value in the range. In this example, the first index is 416. The 
system also need not iterate through the unallocated lower 
tiers. Thus, the system next determines that the next value is 
not set. The system thus designates the last value represented 
by the fully set lower tiers as the last value in the range, 
which is 431. 
0228. The system can then also return the range 416, 
431 to the requesting process. 
0229. The process described above with reference to FIG. 
9 can be improved with a number of optimizations. In 
particular, the system can maintain metadata about each 
catalog in the tiered array that stores a number of set indexes 
in each catalog, the first index that is set in the catalog, and 
the last index that is set in the catalog. The metadata can also 
maintain information about the tiered array as a whole, e.g., 
the number of set indexes in the tiered array, the first index 
that is set in the tiered array, and the last index that is set in 
the tiered array. 
0230. Furthermore, the system need not serially perform 
the steps for finding the first set index and then the last set 
index. Rather, the system can compute either the first or last 
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set index independently, which means that the system can 
compute them in any order or concurrently. Lastly, the 
system can also seek to curtail computation of first set index 
and the last set index under a number of conditions. 
0231. These enhancements are described below with ref 
erence to FIG. 10A-C. In these examples, a tiered array 
having three tiers is assumed. However, the same techniques 
can be applied to tiered arrays having an arbitrary number of 
tiers. 
0232 FIG. 10A is a flow chart of an example process for 
curtailing computation of a contiguous range set indexes in 
a tiered array. Before searching the tiered array to find a first 
index and last index of a contiguous range of set indexes, the 
system will perform a variety of tests to determine whether 
the computation can be bypassed. The process will be 
described as being performed by an appropriately pro 
grammed system of one or more computers, e.g., the static 
analysis system 202 of FIG. 2. 
0233. The system receives a request to find a first set 
index starting at or after a start index i (1002). As described 
above, the system can search a tiered array for a contiguous 
range of set values that start at or after i. 
0234. The system determines whether the tiered array is 
empty (1004). If so, the system returns no result (branch to 
1008). 
0235 If the tiered array is not empty, the system deter 
mines whether i is after the last set index in the tiered array 
(1004). For example, the system need only to refer to the 
maintained metadata information for the tiered array, which 
records the last set index in the tiered array. 
0236. If i is after the last set index, the system returns no 
result (branch to 1008). 
0237 If not, the system determines whether i is at or 
before the first used index (branch to 1010). Again, the 
system can merely refer to the metadata information main 
tained for the tiered array and need not search the tiered 
array to determine whether i is before the first used index. If 
it is, the system simply returns the first used index (branch 
to 1012). 
0238. Otherwise, the system determines whether the 
tiered array contains a value at index i (branch to 1014). The 
system can determine this in constant time by converting i 
into three Subindexes, and using the Subindexes to identify 
a position in a bottom-level catalog of the tiered array. If that 
position has a set value, the system returns the index i 
(branch to 1014). 
0239). Otherwise, the system will search for the first set 
index after i in the tiered array (1016). For example, the 
system can proceed with the example process described 
above with respect to FIG. 9, or proceed with the example 
process described below with respect to FIG. 10. 
0240 FIG. 10B is a flow chart of an example process for 
searching a tiered array for a first set index at or after a start 
index i. The system can use metadata information associated 
with each of the catalogs of the tiered array and the tiered 
array itself in order to more efficiently find the first set index 
after i. The process will be described as being performed by 
an appropriately programmed system of one or more com 
puters, e.g., the static analysis system 202 of FIG. 2. 
0241 The system receives a start index i and converts the 
start index into three subindexes i0, i1, and i2 (1016). i0 
identifies a position in the top-level catalog, it identifies a 
position in a mid-level catalog, and i2 identifies a position in 
a bottom-level catalog. 
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0242. The goal of the example process is an index j that 
identifies the first set index after i. The index j can be 
generated by its Subindexes O. 1, and j2. 
0243 The system determines whether the mid-level cata 
log identified by iO exists (1018). If not, the system performs 
a linear search for the first catalog that exists in the range i0, 
LO, wherein L0 is metadata that identifies the last mid-level 
catalog that exists. 
0244. The system finds the index 1 of the first bottom 
level catalog in the mid-level catalog j() (1038). Because the 
system maintains metadata indicating the first and last set 
values in each catalog, the system can perform this step in 
constant time. 

0245. The system finds the index 2 of the first value in 
the bottom-level catalog at 0.1 (1042). The system can also 
perform this step in constant time using metadata. 
0246 The system then generates and returns an index 
generated from the subindexes (), j 1, and 2 (1044). 
0247. If the mid-level catalog iO exists (1018), the system 
determines whether the bottom-level catalog at i0,i1 exists 
(1020). 
0248 If not, the system performs a linear search for the 

first existing bottom-level catalog with index 1 in max(i1, 
F1 (iO)), L1 (iO) in mid-level catalog i0 (branch to 1024). The 
functions F1 (iO) and L1 (iO) respectively return the indexes 
of the first and last bottom-level catalogs having values that 
are referenced in the mid-level catalog i0. 
0249. The system determines whether a bottom-level 
catalog was found (1034). If not, the system performs a 
linear search for the first existing mid-level catalog with 
index 0 in i0+1, LO, where L0 is the index of the last 
mid-level catalog having values (branch to 1036). The 
system then finds the index 1 of the first bottom-level 
catalog in the mid-level catalog () (1038). 
0250 If the system did not find a bottom-level catalog, 
the system sets OiO (1040) and finds the index 1 of the first 
bottom-level catalog in the mid-level catalog () (branch to 
1038). 
0251) If the bottom level catalog i0,i1 existed (1020), the 
system performs a linear search for the first value in the 
bottom-level catalog i0, i1 with index j2 in max(i2.F2(i0.il), 
L2(iO.il) (branch to 1022). The functions F2 and L2 respec 
tively return the indexes of the first and last values in the 
bottom-level catalog at i0, i1. 
0252. The system determines whether a value was found 
(1030). If not, the system performs a linear search for the 
first existing bottom-level catalog with index 1 in max(i1, 
F1 (iO)), L1 (iO) in mid-level catalog iO (branch to 1032). 
0253) If so, the system sets O.1 to iO.il (1046) and 
generates the result from 0, j 1, and j2. FIG. 10C is a flow 
chart of an example process for searching a tiered array for 
a last set index in a range of contiguous indexes start at or 
after a start index i. The system can use metadata informa 
tion associated with each of the catalogs of the tiered array 
and the tiered array itself in order to more efficiently find the 
last set index in the range. The process will be described as 
being performed by an appropriately programmed system of 
one or more computers, e.g., the static analysis system 202 
of FIG. 2. 

0254 The system receives a request to find the last set 
index in a contiguous range starting at or after the start index 
i (1050). The system can perform the example process in 
FIG. 10C without actually having the start index of the 

Mar. 30, 2017 

range. Thus, the system could perform the example pro 
cesses in FIG. 10B and 10C in parallel. 
0255. The system converts the start index i into a subin 
dexes i0, i1, and i2 (1052). The system determines whether 
the bottom-level catalog i0,i1 is full (1054). The system can 
determine whether the bottom catalog is full by referring to 
metadata that maintains a number of set indexes in each 
catalog. If the bottom-level catalog is full, the system 
determines whether it is the maximum possible index of a 
bottom-level catalog (branch to 1062). 
0256 If so, the system increments it and sets i0 to 0 
(branch to 1056). In other words, the system moves to the 
start of the next bottom-level catalog. The system then again 
determines if the bottom-level catalog at i0, i1 is full (1054). 
0257) If it is the maximum possible index of a bottom 
level catalog (1062), the system determines whether i0 is the 
maximum possible index of a mid-level catalog (1060). If 
not, the system increments i0, and sets it and i2 to 0 (branch 
to 1058). In other words, the system moves to the start of the 
next mid-level catalog. The system then again determines if 
the bottom-level catalog at i0,i1 is full (1054). 
0258 If i0 is the maximum possible index of a mid-level 
catalog (1060), the system returns the maximum possible 
index (branch to 1068). In other words, if the system reaches 
the end of the last mid-level catalog and the last bottom-level 
catalog is full, the system can simply return the maximum 
possible index. 
(0259. If the bottom-level catalog i0,il was not full 
(1054), the system determines if the last index is set in the 
bottom-level catalog i0.il (branch to 1064). If so, the system 
determines if the bottom-level catalog is trivially full from 
i2 to the end (1066). The system can use metadata to 
determine this if the first set value is the minimum for the 
catalog, the last set value if the maximum for the catalog, 
and the number of set values is equal to the size of the 
catalog. 
0260. If the bottom-level catalog is trivially full, the 
system again determines if it is the maximum possible index 
of a bottom-level catalog (branch to 1062). 
0261. Otherwise, the system performs a linear search for 
the first unset index j2>-i2 in the bottom-level catalog 
(1070). The system then determines whether such a j2 was 
found (1072). If not, the system has to effectively ascend a 
level, and the system determines whether it is the maximum 
possible index of a bottom-level catalog (branch to 1062). 
0262. If the system did find j2 (1072), the system gen 
erates the index j from i0, i1, and i2, and returns the value 
j-1. 
0263. To improve computational performance, instead of 
operating only on individual elements, a system can itera 
tively operate on ranges of contiguously set indexes. In the 
following description accompanying FIGS. 10D-E and 
11-12, reference will be made to a function FindNextRange 
(X, n), which finds a contiguous range of set indexes in array 
X from a particular start index n. The function FindNex 
tRange can be implemented, for example, as the process 
described above with reference to FIG. 9 or FIGS. 10A-C. 
0264. The structure of the tiered arrays and the deliberate 
arrangement of dependencies in contiguous ranges allows a 
system to efficiently compute operations over tiered arrays. 
The examples below will thus reference using tiered arrays 
to perform the operations. However, the procedures 
described below can also be performed on any appropriate 
data structure over which ranges of contiguously set indexes 
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can be computed. In other words, a tiered array is not 
required to perform the range-based operations described in 
FIGS 11-12. 
0265. In particular, the system can compute virtual bit 
wise compositions between tiered arrays, e.g., disjunctions, 
conjunctions, and inverses. A composition is a bitwise 
operation over indexes having non-default values. In this 
context, “virtual indicates that neither a simple nor a tiered 
array is generated that represents the bitwise composition. 
Rather, the system is able to output a set of indexes that 
represents the bitwise composition without generating an 
array that represents the bitwise composition. 
0266 The set of indexes can be represented by one or 
more pairs of indexes representing contiguously set ranges 
of indexes. In other words, each pair has a start index and an 
end index that respectively identify the start and end of a 
contiguous range of indexes having non-default values. In 
the examples below, outputting indexes generally means 
outputting a start index and an end index representing a 
range of contiguously set indexes. However, a system can 
also individually output all indexes in the range. 
0267 FIG. 10D is a flow chart of an example process for 
outputting all contiguous ranges of non-default values in a 
tiered array. The system can repeatedly use the FindNex 
tRange procedure to output all maximal contiguous ranges 
in an array. The process will be described as being per 
formed by an appropriately programmed system of one or 
more computers, e.g., the static analysis system 202 of FIG. 
2 
0268. The system receives a request to obtain all ranges 
of indexes having non-default values in an array A (1080). 
As described above, the array A can be a tiered array, but 
need not be. 
0269. The system sets a,b) to the result of FindNextRan 
ge(A, 0) and outputs the range a,b (1081). In other words, 
the system finds the first index in the tiered array having a 
non-default value. To find this index, the system provides, to 
the FindNextRange function, a start index equal to a mini 
mum start index, e.g., 0. 
0270. The system determines whether the end of the array 
has been reached (1082). If not, the system obtains the next 
range by setting a,b) to the result of FindNextRange(A, 
b+2) and outputs the range a,b (1083). In other words, the 
system uses b, the end of the previously obtained range of 
set indexes, to find the next contiguously set range of 
indexes. It is known that b+1 is not set, thus, the system 
provides b+2 as a start index to the FindNextRange proce 
dure. 
0271 The system again determines whether the end of 
the array has been reached (1082). If so, the process ends 
(branch to end). Otherwise, the system continues outputting 
ranges of contiguously set indexes (branch to 1083). 
0272 FIG. 10E is a flow chart of an example process for 
outputting all contiguous ranges of default values in a tiered 
array. In other words, the system will output ranges repre 
senting “NOT A.” e.g., the inverse of A. Like FIG.9B, the 
example process also repeatedly uses FindNextRange, but 
outputs the ranges representing the spaces between set 
indexes. The process will be described as being performed 
by an appropriately programmed system of one or more 
computers, e.g., the static analysis system 202 of FIG. 2. 
0273. The system receives a request to obtain all ranges 
of indexes having default values in an array A (1090). The 
array A can be a tiered array, but need not be. 
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(0274 The system sets a0, b0 to the result of FindNex 
tRange(A, 0) (1091). In other words, the system finds the 
first index in the tiered array having a non-default value. To 
find this index, the system provides, to the FindNextRange 
function, a start index equal to a minimum start index, e.g., 
O. 

(0275. The system determines whether aO>0 (1092). If a0, 
which represents the first set index in the array, is not the first 
index in the array, the system will output all indexes having 
the default value up to, but not including, a0. Thus, the 
system outputs 0, a0-1 (1093). 
0276. The system determines whether the end of the array 
has been reached (1094). If not, the system finds the next 
range by setting a 1 b1 to FindNextRange(A, b0+2) 
(branch to 1095). After finding the next range of contigu 
ously set indexes, the system can output the space between 
the previous range of contiguously set indexes and the 
current range of contiguously set indexes. 
0277 Thus, the system outputs b0+1, a 1-1 and updates 
a0 and b0 (1096). The system updates a() and b0 to represent 
the current range of contiguously set indexes. 
(0278 If the end of the array has been reached (1094), the 
system then determines whether b1<max index (1097). The 
value max index represents the maximum index in the array. 
0279 If b1 does not equal the maximum index, the 
system outputs the gap between the last range of contigu 
ously set indexes and the end of the array. 
0280 Thus, the system outputs b1+1, max index 
(branch to 1098). Otherwise, if bl=max index, the process 
ends (branch to end). 
0281 FIG. 11A is a flow chart of an example process for 
computing a virtual disjunction between two tiered arrays. 
The system will output a set of indexes representing a 
disjunction between two tiered arrays, which is a bitwise OR 
operation between the values represented by two tiered 
arrays. However, a tiered array representing the bitwise 
operation will not be generated. The process will be 
described as being performed by an appropriately pro 
grammed system of one or more computers, e.g., the static 
analysis system 202 of FIG. 2. 
0282. The system receives a request to compute a virtual 
disjunction between two tiered arrays A and B (1105). The 
system can compute a disjunction between two tiered arrays 
for a variety of purposes. For example, the system can 
compute a set of dependencies outbound from a source 
element A or any descendant of A by computing a disjunc 
tion between tiered arrays representing outbound dependen 
cies for A and each of its descendants. 
0283. The system gets the next ranges for A and B with 
a start index of 0 (1110). In other words, the system 
computes the respective first ranges of contiguously set 
values for both A and B. The system can use the example 
process described above with reference to FIG. 9 or FIGS. 
10A-C, providing as input to the process a starting index 
value of 0. The resulting range for A will be represented by 
a first index ao at the start of the range of contiguously set 
values and a second index al at the end of the range. The 
resulting range for B will be represented similarly by b0 and 
b1. 
0284. The system determines whether A or B have no 
remaining indexes with set values (1115). In other words, if 
the range-finding process returns no results for either A or B. 
the system can determine that one of the tiered arrays has no 
remaining indexes with set values. 
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0285 If so, the system iterates to the end of the other 
tiered array, outputting all ranges of indexes with set values 
(branch to 1120). For example, if B has no more indexes 
with set values, the system can simply output the remaining 
indexes in A. That is, because the virtual disjunction is a 
bitwise OR, the system need not inspect any more elements 
in B. The system need not actually output every set index, 
but can rather output a representation of ranges that each 
represent a sequence of contiguously set indexes. 
0286 Instead, the system simply outputs ranges of any 
remaining indexes in A. To do so, for A for example, the 
system can repeatedly call FindNextRange(A, a 1+2) to 
obtain the next range a0.al, using each updated a 1+2 as the 
next starting index. In other words, the system need not 
actually output each set index. Rather, the system can output 
the start and end of contiguous ranges of set indexes. 
0287 Because the system outputs maximal contiguous 
ranges, the index a 1+1 is known to be not associated with a 
non-default value in A). 
0288 If both tiered arrays have remaining indexes, the 
system computes the minimum between ao and b0 (branch 
to 1025). For clarity, in the rest of the description of the 
example process, it will be assumed that a() was less than b0. 
However, the same techniques apply conversely if b0 is less 
than ao. 
0289. The system sets a() as the start of a next range of 
contiguously set indexes in the disjunction (1130). Because 
a0.al represents a contiguous range of set indexes, the 
result will include at least ao,al. 
0290 The system will then determine which index, a1 or 
b1 is the end of the next range in the disjunction. 
0291. The system determines whether b0>a+1 (1135). 
FIG. 11B illustrates ranges of indexes when a(0<b0 and 
b0>a1 +1. In this situation, b0,b1 does not overlap a 1+1, 
and thus a 1+1 is not in the result, and the system outputs a 
maximal contiguous range a0, all (1137). Tnext ranges to 
be compared are the next range from A and b0,b1. 
0292. The system thus compares the range generated by 
FindNextRange(A, a 1+2) to b0,b1 (1140). The process 
then returns to step 1015 to determine whether the end of A 
or B has been reached. 
0293. If b0 was less than or equal to a 1+1, the system 
determines whether b1 >a1 (branch to 1145). 
0294 FIG. 11C illustrates ranges of indexes when aO<b0 
and b1 <=al. In this situation, a0.al completely overlaps 
b0,b1. But it is possible that B extends the range ending at 
al. Therefore, the system compares the ranges a(0.al and 
FindNextRange(B, a 1+2) (1150), and the process returns to 
step 1015 to determine whether the end of A or B has been 
reached. 
0295 FIG. 11D illustrates ranges of indexes when 
a0<=b0, a 1D-b0, and b1a1, i.e., a0, all overlaps b0, b 1 
and the latter extends contiguous range in the disjunction In 
this situation, the result includes indexes up to at least b1. 
Therefore, the system outputs the contiguous range a0, b 1 
b1 (1155). 
0296. The system then compares the ranges FindNex 
tRange(A, b1+2) and b0, b1 (1160), and the process returns 
to step 1115 to determine whether the end of A or B has been 
reached. 
0297 FIG. 11E is a flow chart of an example process for 
computing a virtual disjunction over an arbitrary number of 
arrays. The example process described above with reference 
to FIG. 11A computed a virtual disjunction between only 
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two tiered arrays. However, the system can also use ranges 
of indexes to compute a virtual disjunction between an 
arbitrary number of tiered arrays simultaneously. The pro 
cess will be described as being performed by an appropri 
ately programmed system of one or more computers, e.g., 
the static analysis system 202 of FIG. 2. 
0298. The system receives a request to compute a virtual 
disjunction over three or more tiered arrays (1170). 
0299 For each array X, the system computes FindNex 
tRange(X,0) (1172). In other words, the system finds the first 
range of contiguously set indexes for each array. 
0300. The system determines whether the end of any of 
the arrays has been reached (1174). If so, the array will not 
contribute anything else to the result, so the system removes 
each array from the computation whose end has been 
reached (1176). 
0301 The system then determines whether any arrays 
remain (1178). 
0302) If so, the system determines the minimum first 
index n0 of the identified ranges (1180). The minimum first 
index is the start of a range n0, n1 of contiguously set 
indexes in one of the tiered arrays. 
0303. The virtual disjunction will include at least no.nl. 
and the system will determine whether any of the other 
arrays can extend this range. 
0304. The system determines whether any other array 
extends the current range starting at n0 (1182). In other 
words, the system iterates over the other current ranges 
found for the other arrays to determine whether the arrays 
overlap and extend the range. 
0305 If so, the system updates n1 using the range from 
the array that extends the current range (branch to 1184). The 
system then repeatedly determines whether the range can be 
extended with any of the other ranges (1182). 
0306 When the range can no longer be extended by any 
of the current ranges, the system outputs the range n0.nl 
(1186). 
0307 The system then computes FindNextRange(X, 
n1+2) for each of the remaining arrays (1188). 
0308 The system then again removes arrays whose end 
has been reached (1174 and 1176) and determines whether 
any arrays remain (1178). If not, the process ends (branch to 
end). 
0309 FIG. 12A is a flow chart of an example process for 
computing a virtual conjunction between two tiered arrays. 
The system will generate ranges representing a set of 
indexes equal to a conjunction between the two tiered arrays, 
which is a bitwise AND operation between the values 
represented by two tiered arrays. However, a tiered array 
representing the bitwise operation will not be generated. The 
process will be described as being performed by an appro 
priately programmed system of one or more computers, e.g., 
the static analysis system 202 of FIG. 2. 
0310. The system receives a request to compute a virtual 
conjunction between two tiered arrays A and B (1205). The 
system can compute a conjunction between two tiered arrays 
for a variety of purposes. For example, the system can 
compute aggregated dependencies between two software 
element nodes by computing an intersection between two 
sets of dependencies as described above with reference to 
FIG. 4. 
0311. The system gets the next ranges for A and B with 
a start index of 0 (1210). In other words, the system 
computes the respective first ranges of contiguously set 
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values for both A and B. The system can use the example 
process described above with reference to FIG. 9 or FIGS. 
10A-C, providing as input to the process a starting index 
value of 0. The resulting range for A will be represented by 
a first index ao at the start of the range of contiguously set 
values and a second index al at the end of the range. The 
resulting range for B will be represented similarly by b0 and 
b1. 
0312 The system determines whether A or B have no 
remaining indexes with set values (1215). In other words, if 
the range-finding process returns no results for either A or B. 
the system can determine that one of the tiered arrays have 
no remaining indexes with set values. If so, the process ends 
because there can be no further indices in the conjunction 
(branch to end). 
0313 If both A and B have remaining indexes, the system 
computes the minimum between ao and b0 (branch to 1220). 
For clarity, in the rest of the description of the example 
process, it will be assumed that a() was less than b0. 
However, the same techniques apply conversely if b0 is less 
than ao. 
0314. The system determines whether a1<b0 (1225). 
0315 FIG.12B illustrates ranges of indexes when a 1-b0. 
In this situation, a0,b1 and b1, b0 do not overlap at all. 
Therefore, the conjunction between those two ranges will 
not yield any indexes in the result. 
0316 Thus, the system next compares ranges FindNex 
tRange(A, b0) and b0,b1 (1230), and the process returns to 
step 1215 to determine whether the end of A or B has been 
reached. 
0317. If a1 was greater than or equal to b0, the system 
determines whether b1>al (1235). 
0318 FIG. 12C illustrates ranges of indexes when aO<b0 
and b1 <=al. In this situation, a0.al completely overlaps 
b0,b1. Therefore, the result will include at least b0,b1. 
0319. Therefore, the system outputs the contiguous range 
b0, b1 (1240). 
0320. The next range in B could still overlap part of 
a0.al, so the system next compares ranges a0.al and 
FindNextRange(B. b.1+2) (1245), and the process returns to 
step 1215 to determine whether the end of A or B has been 
reached. 
0321 FIG. 12D illustrates ranges of indexes when aO<b0 
and b1 >al. In this situation, the result will include at least 
the range b0.al. Therefore, the system outputs the con 
tiguous range b0, a1 (1250). 
0322 The next range in A could still overlap part of 
b0,b1, so the system next compares ranges FindNextRange 
(A, a 1+2) and b0, b1 (1255), and the process returns to step 
1215 to determine whether the end of A or B has been 
reached. 
0323 Iterating over ranges of contiguously set indexes 
also provides opportunities for efficient counting of set 
values in the arrays, since the total number of indices with 
which a non-default value is associated can be found by 
iterating over the contiguous ranges in the result and accu 
mulating the Sum of their lengths. This applies equally to the 
counting of indices in the result of a composition. 
0324 FIG. 12E is a flow chart of an example process for 
computing a virtual conjunction over an arbitrary number of 
arrays. The example process described above with reference 
to FIG. 12A computed a virtual conjunction between only 
two tiered arrays. However, the system can also use ranges 
of indexes to compute a virtual conjunction between an 
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arbitrary number of tiered arrays simultaneously. The pro 
cess will be described as being performed by an appropri 
ately programmed system of one or more computers, e.g., 
the static analysis system 202 of FIG. 2. 
0325 The system receives a request to compute a virtual 
conjunction over three or more tiered arrays (1270). 
0326 For each array X, the system computes FindNex 
tRange (X.0) (1272). In other words, the system finds the 
first range of contiguously set indexes for each array. 
0327. The system determines whether the end of any of 
the arrays has been reached (1274). If so, the conjunction 
cannot have any additional ranges, so the process ends 
(branch to end). 
0328. Otherwise, the system determines the minimum 

first index n0 of the identified ranges (1276). The minimum 
first index is the start of a range n0, n1 of contiguously set 
indexes in one of the tiered arrays. 
0329. The virtual conjunction will include at most n(), 
n1, and the system will determine whether any of the other 
arrays reduce this range where they do not have overlapping 
ranges. 
0330. The system determines whether any other array 
reduces the current range starting at n0 (1278). In other 
words, the system iterates over the other current ranges 
found for the other arrays to determine whether the arrays do 
not overlap the range. 
0331 If so, the system updates n() and n1 using the range 
from the array that reduces the current range (branch to 
1280). The system then repeatedly determines whether the 
range can be extended with any of the other ranges (1278). 
0332. When the range can no longer be reduced by any of 
the current ranges, the system outputs the range n0.nl 
(1282). 
0333. The system then computes FindNextRange (X, 
n1+2) for each of the remaining arrays (1284). 
0334. The system then again determines whether the end 
of any array has been reached (1274), and if so, the process 
ends (branch to end). 
0335 By computing virtual disjunctions, conjunctions, 
and logical “NOT” by iterating over ranges, a system can 
use the ranges to compute any arbitrary nested virtual 
composition. For example, to compute “A or not B, the 
system can compute a virtual disjunction, e.g., as described 
above with reference to FIG. 11A, using between the ranges 
output by A. e.g., as described above with reference to FIG. 
9B, and the ranges output by NOT the inverse of B, e.g., as 
described above with reference to FIG. 9C. 
0336. The system can effectively nest the virtual compo 
sition processes by using a virtual composition process in 
place of FindNextRange. For example, to compute the 
virtual nested composition “A or (B and C), the system can 
compute virtual disjunction between A and the virtual con 
junction of B and C. Instead of using FindNextRange in the 
virtual disjunction process, the system can compute the next 
range of a virtual conjunction for “B and C. 
0337 This also allows the system compute other com 
positions, e.g., “A implies B.’ which is logically equivalent 
to "B or not A,” as well as a “without operation, e.g., “A 
without B, which is logically equivalent to “A and not B.’ 
0338 FIG. 13 is a flow chart of an example process for 
determining whether two tiered arrays have any non-default 
indexes in common. The system can exploit the structure of 
the tiered arrays to efficiently determine whether the arrays 
share at least one index having a non-default value. This 
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process can prevent a system from computing a full virtual 
conjunction between arrays that do not share data elements. 
The example process operates on a tiered array having three 
tiers. However, the process can also be applied equivalently 
to other tiered arrays having more or fewer tiers. The process 
will be described as being performed by an appropriately 
programmed system of one or more computers, e.g., the 
static analysis system 202 of FIG. 2. 
0339. The system receives a request to determine whether 
two tiered arrays have any non-default indexes in common 
(1310). For example, the system can perform this check 
before each request to compute a virtual conjunction and 
then only compute the virtual conjunction for pairs of arrays 
that share at least one non-default index. 
0340. The system determines whether the top-level cata 
logs have non-default values in common (1320). If the 
top-level catalogs do not share at least one non-default 
value, the two arrays cannot have any intersecting indexes. 
Thus, the system provides an indication that the arrays have 
no non-default indexes in common (1330). 
0341. Otherwise, the system compares the next mid-level 
catalogs that were referenced by both top-level catalogs 
(1340). For each pair of mid-level catalogs referenced by 
both top-level catalogs, the system determines whether the 
mid-level catalogs have non-default values in common 
(1350). If they don’t, the mid-level catalogs cannot have any 
intersecting indexes and the system moves on to determine 
if there are more mid-level catalogs to compare (branch to 
1360). 
0342. If there are more mid-level catalogs to compare 
(1360), the system compares the next midlevel catalogs that 
were referenced by both top-level catalogs (branch to 1340). 
Otherwise, the system provides an indication that the arrays 
have no non-default indexes in common (branch to 1330). 
0343 If a pair of mid-level catalogs had non-default 
values in common (1350), the system compares the next 
bottom-level catalogs that were referenced by both mid 
level catalogs (1355). 
0344) For each pair of mid-level catalogs referenced by 
both mid-level catalogs, the system determines whether the 
bottom-level catalogs have non-default values in common 
(1370). If they do, the system immediately ends the process 
and provides an indication that the arrays share at least one 
non-default index (1390). Because the system is only testing 
for non-emptiness of a virtual conjunction, the system need 
not make any other comparisons. 
0345. If a pair of bottom-level catalogs do not have 
non-default values in common (1370), the system moves on 
to determine if there are more bottom-level catalogs to 
compare (branch to 1380). Because the system is testing for 
non-emptiness by finding at least one non-default index, the 
system thus compares all bottom-level catalogs before pro 
ceeding to examine other mid-level catalogs. 
0346. Thus, if there are more bottom-level catalogs to 
compare, the system compares the next bottom-level cata 
logs that were referenced by both mid-level catalogs (1355). 
Otherwise, the system determines whether there are more 
mid-level catalogs to compare (1360). 
0347 The structure of tiered arrays also provides for 
efficient mechanisms for counting a number of non-default 
values represented by a tiered array. Two of Such techniques 
are described with reference to FIGS. 14A-B. 
0348 FIG. 14A is a flow chart of an example process for 
counting a number of indexes having set values in a virtual 
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tiered array. The process will be described as being per 
formed by an appropriately programmed system of one or 
more computers, e.g., the static analysis system 202 of FIG. 
2. 
0349 The system receives a request to compute a virtual 
bitwise composition between two tiered arrays (1410). As 
described above, the virtual bitwise composition can be a 
disjunction, conjunction, inverse, or nested composition 
thereof. The count of indexes having set values can be used 
for a number of purposes, e.g., for the searching process 
described below with reference to FIG. 15. 
0350. The system receives a plurality of ranges of 
indexes corresponding to the virtual bitwise composition 
(1420). The system need not actually compute the full result 
of the virtual bitwise composition in order to count the 
number of elements. Rather, the system can perform a 
similar process to that described above with reference to 
FIG. 11 and FIG. 13. Instead of outputting each index that 
is in the result, the system can simply output the start and 
end of ranges of contiguous values in the result. For 
example, instead of outputting 130, 131, 132, 133, the 
system can instead output 130, 133. 
0351. The system computes a sum of the plurality of 
ranges (1430). Rather than iterating through the individual 
indexes of the result of the bitwise composition, the system 
can instead compute a Subcount for each range and then Sum 
the Subcounts. For example, for each range a0.al, the 
system can compute the Subcount as a 1-a0+1. 
0352 FIG. 14B is a flow chart of an example process for 
counting a number of indexes having set values in a tiered 
array. The process will be described as being performed by 
an appropriately programmed system of one or more com 
puters, e.g., the static analysis system 202 of FIG. 2. 
0353. The system receives a request to count indexes 
within a given range of indexes for a tiered array (1440). 
0354. The system computes a sum of counts of indexes 
with which a non-default value is associated over all cata 
logs fully contained within the given range (1450). The 
system can maintain, for each catalog in the tiered array, a 
metadata structure that stores this count of indexes having 
set values in the catalog. The system can update the count for 
a catalog whenever a value is set or removed from the 
catalog. The system can access the metadata structure to 
obtain counts of catalogs within the given range of indexes 
and Sum the result. 
0355 To compute the count over an arbitrary range, the 
system then adds a range-based count of set indices over the 
portions of the range at its start and end that only partially 
overlap the catalogue that contains them, if, in each case, 
those ranges exist) (1460). The system can use the range 
finding function to determine whether any ranges overlap 
the start or end of the given range. 
0356. In other words, if the given range is x,y, the 
system can use FindNextRange(A, X)-repeatedly if neces 
sary, to count over the initial portion that only partially 
overlaps a catalogue, and FindNextRange(A, y)-repeatedly 
if necessary, to count over the final portion that only partially 
overlaps a catalogue, where y' is the first index in the 
catalogue that is only partially overlapped at the end of the 
counted range X, y. 
0357 FIG. 15 is a flow chart of an example process for 
searching for the ith indexof a virtual composition. In 
general, the system repeatedly uses range-based counting to 
bisect the virtual composition until the ith index of the 
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virtual composition is found. The process will be described 
as being performed by an appropriately programmed system 
of one or more computers, e.g., the static analysis system 
202 of FIG. 2. 
0358. The system receives a request to find the ith index 
of a virtual composition (1505). As described above, a 
virtual composition can be generated between two tiered 
arrays. The tiered arrays are actually represented in memory, 
but the virtual composition is represented as ranges of 
contiguously set indexes and may be generated on the fly. 
0359. As described above with reference to FIG. 6F, 
Some user interface presentations may display a list of 
dependencies in response to a user selection. The dependen 
cies to be displayed may be part of a virtual composition 
rather than an actually physically represented tiered array. 
Thus, in order to display the ith dependency of the virtual 
composition, the system can perform a search over the 
ranges of the virtual composition using range-based count 
ing. When the ith dependency of the virtual composition has 
been found, the system can obtain Subsequent dependencies 
simply from the Subsequent indexes in the ranges of the 
virtual composition. 
0360. The system computes a count of indexes in a,b 
(1510). The system can use the example process in FIG. 13, 
for example. In some implementations, a is initialized to the 
minimum possible index, and b is initialized to the maxi 
mum possible index. 
0361. The system computes c=(a+b)/2 (1515). The value 
c bisects the range between a and b. 
0362. The system counts a number of indexes m having 
set values in the range a,c) (1520). The system can again use 
the example process in FIG. 13. 
0363. The system determines whether m>i (1525). If 
mi, then the ith index occurs in the range a.c. Otherwise, 
the ith index occurs in the range c--1.b. 
0364. If mai, the system sets the range to a,c) (1530). In 
other words, the system reassigns the previous value ofb in 
a,b to be the value of c. 
0365. The system sets the total count to m (1535). The 
total count now represents the number of elements in a.c. 
0366. The system determines whether the total count is 1 
(1535). If the total count is 1, then the index a represents the 
requested index, and the system returns a as the requested 
index (branch to 1540). 
0367 If the total count is not 1, the process returns to step 
1515 to bisect the current range again (branch to 1515). 
0368 If m was greater than or equal to i (1525), the 
system sets the range to be c+1.b (branch to 1545). 
0369. The system subtracts m from the total count 
(1550). The system can take advantage of the fact that the 
number of indexes in a,chas already been computed. Thus, 
the system need not explicitly count the indexes in c+1.b. 
0370. The system subtracts m from i (1555). For 
example, if m was 7 and i was 9, after bisecting the range 
a,b) to c+1,b), the system will then be searching for the 2nd 
index in the bisected range. 
0371. The system can also use example process to com 
pute the ith index of an actual tiered array rather than a 
virtual composition. However, when using a tiered array, the 
system can significantly speed up the process by making use 
of the structure of the tiered array and the auxiliary data that 
records a number of set indexes within each catalog. 
0372 For example, to start the process, the system can 
obtain, from the auxiliary data a minimum index and a 
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maximum index having non-default values. The system can 
set a,b to be the values of the minimum index and the 
maximum index to limit the bisective search to that range. 
0373) In addition, the system can align the bisected 
ranges with the catalogs in order to make use of the auxiliary 
counting data within mid-level and bottom-level catalogs. In 
other words, each bisection exactly splits a range along a 
boundary between catalogs. Then, when the range fits within 
one single catalog, the system can find the ith index by 
performing a linear search through the single catalog. 
0374 Embodiments of the subject matter and the func 
tional operations described in this specification can be 
implemented in digital electronic circuitry, in tangibly 
embodied computer Software or firmware, in computer hard 
ware, including the structures disclosed in this specification 
and their structural equivalents, or in combinations of one or 
more of them. Embodiments of the subject matter described 
in this specification can be implemented as one or more 
computer programs, i.e., one or more modules of computer 
program instructions encoded on a tangible non-transitory 
program carrier for execution by, or to control the operation 
of data processing apparatus. Alternatively or in addition, 
the program instructions can be encoded on an artificially 
generated propagated signal, e.g., a machine-generated elec 
trical, optical, or electromagnetic signal, that is generated to 
encode information for transmission to Suitable receiver 
apparatus for execution by a data processing apparatus. The 
computer storage medium can be a machine-readable stor 
age device, a machine-readable storage substrate, a random 
or serial access memory device, or a combination of one or 
more of them. The computer storage medium is not, how 
ever, a propagated signal. 
0375. The term “data processing apparatus' encompasses 
all kinds of apparatus, devices, and machines for processing 
data, including by way of example a programmable proces 
Sor, a computer, or multiple processors or computers. The 
apparatus can include special purpose logic circuitry, e.g., an 
FPGA (field programmable gate array) or an ASIC (appli 
cation-specific integrated circuit). The apparatus can also 
include, in addition to hardware, code that creates an execu 
tion environment for the computer program in question, e.g., 
code that constitutes processor firmware, a protocol stack, a 
database management system, an operating system, or a 
combination of one or more of them. 

0376. A computer program (which may also be referred 
to or described as a program, Software, a software applica 
tion, a module, a software module, a script, or code) can be 
written in any form of programming language, including 
compiled or interpreted languages, or declarative or proce 
dural languages, and it can be deployed in any form, 
including as a stand-alone program or as a module, compo 
nent, Subroutine, or other unit Suitable for use in a computing 
environment. A computer program may, but need not, cor 
respond to a file in a file system. A program can be stored in 
a portion of a file that holds other programs or data, e.g., one 
or more Scripts stored in a markup language document, in a 
single file dedicated to the program in question, or in 
multiple coordinated files, e.g., files that store one or more 
modules, Sub-programs, or portions of code. A computer 
program can be deployed to be executed on one computer or 
on multiple computers that are located at one site or dis 
tributed across multiple sites and interconnected by a com 
munication network. 
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0377 As used in this specification, an “engine,” or “soft 
ware engine.” refers to a Software implemented input/output 
system that provides an output that is different from the 
input. An engine can be an encoded block of functionality, 
Such as a library, a platform, a software development kit 
(“SDK), or an object. Each engine can be implemented on 
any appropriate type of computing device, e.g., servers, 
mobile phones, tablet computers, notebook computers, 
music players, e-book readers, laptop or desktop computers, 
PDAs, Smartphones, or other stationary or portable devices, 
that includes one or more processors and computer readable 
media. Additionally, two or more of the engines may be 
implemented on the same computing device, or on different 
computing devices. 
0378. The processes and logic flows described in this 
specification can be performed by one or more program 
mable computers executing one or more computer programs 
to perform functions by operating on input data and gener 
ating output. The processes and logic flows can also be 
performed by, and apparatus can also be implemented as, 
special purpose logic circuitry, e.g., an FPGA (field pro 
grammable gate array) or an ASIC (application-specific 
integrated circuit). 
0379 Computers suitable for the execution of a computer 
program include, by way of example, can be based on 
general or special purpose microprocessors or both, or any 
other kind of central processing unit. Generally, a central 
processing unit will receive instructions and data from a 
read-only memory or a random access memory or both. The 
essential elements of a computer are a central processing 
unit for performing or executing instructions and one or 
more memory devices for storing instructions and data. 
Generally, a computer will also include, or be operatively 
coupled to receive data from or transfer data to, or both, one 
or more mass storage devices for storing data, e.g., mag 
netic, magneto-optical disks, or optical disks. However, a 
computer need not have such devices. Moreover, a computer 
can be embedded in another device, e.g., a mobile telephone, 
a personal digital assistant (PDA), a mobile audio or video 
player, a game console, a Global Positioning System (GPS) 
receiver, or a portable storage device, e.g., a universal serial 
bus (USB) flash drive, to name just a few. 
0380 Computer-readable media suitable for storing com 
puter program instructions and data include all forms of 
non-volatile memory, media and memory devices, including 
by way of example semiconductor memory devices, e.g., 
EPROM, EEPROM, and flash memory devices; magnetic 
disks, e.g., internal hard disks or removable disks; magneto 
optical disks; and CD-ROM and DVD-ROM disks. The 
processor and the memory can be supplemented by, or 
incorporated in, special purpose logic circuitry. 
0381 To provide for interaction with a user, embodi 
ments of the subject matter described in this specification 
can be implemented on a computer having a display device, 
e.g., a CRT (cathode ray tube) monitor, an LCD (liquid 
crystal display) monitor, or an OLED display, for displaying 
information to the user, as well as input devices for provid 
ing input to the computer, e.g., a keyboard, a mouse, or a 
presence sensitive display or other surface. Other kinds of 
devices can be used to provide for interaction with a user as 
well; for example, feedback provided to the user can be any 
form of sensory feedback, e.g., visual feedback, auditory 
feedback, or tactile feedback; and input from the user can be 
received in any form, including acoustic, speech, or tactile 
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input. In addition, a computer can interact with a user by 
sending resources to and receiving resources from a device 
that is used by the user; for example, by sending web pages 
to a web browser on a user's client device in response to 
requests received from the web browser. 
0382 Embodiments of the subject matter described in 
this specification can be implemented in a computing system 
that includes a back-end component, e.g., as a data server, or 
that includes a middleware component, e.g., an application 
server, or that includes a front-end component, e.g., a client 
computer having a graphical user interface or a Web browser 
through which a user can interact with an implementation of 
the Subject matter described in this specification, or any 
combination of one or more Such back-end, middleware, or 
front-end components. The components of the system can be 
interconnected by any form or medium of digital data 
communication, e.g., a communication network. Examples 
of communication networks include a local area network 
(“LAN”) and a wide area network (“WAN”), e.g., the 
Internet. 
0383. The computing system can include clients and 
servers. A client and server are generally remote from each 
other and typically interact through a communication net 
work. The relationship of client and server arises by virtue 
of computer programs running on the respective computers 
and having a client-server relationship to each other. 
0384 While this specification contains many specific 
implementation details, these should not be construed as 
limitations on the scope of any invention or of what may be 
claimed, but rather as descriptions of features that may be 
specific to particular embodiments of particular inventions. 
Certain features that are described in this specification in the 
context of separate embodiments can also be implemented in 
combination in a single embodiment. Conversely, various 
features that are described in the context of a single embodi 
ment can also be implemented in multiple embodiments 
separately or in any Suitable Subcombination. Moreover, 
although features may be described above as acting in 
certain combinations and even initially claimed as such, one 
or more features from a claimed combination can in some 
cases be excised from the combination, and the claimed 
combination may be directed to a Subcombination or varia 
tion of a Subcombination. 
0385 Similarly, while operations are depicted in the 
drawings in a particular order, this should not be understood 
as requiring that Such operations be performed in the par 
ticular order shown or in sequential order, or that all illus 
trated operations be performed, to achieve desirable results. 
In certain circumstances, multitasking and parallel process 
ing may be advantageous. Moreover, the separation of 
various system modules and components in the embodi 
ments described above should not be understood as requir 
ing such separation in all embodiments, and it should be 
understood that the described program components and 
systems can generally be integrated together in a single 
Software product or packaged into multiple software prod 
uctS. 

0386 Particular embodiments of the subject matter have 
been described. Other embodiments are within the scope of 
the following claims. For example, the actions recited in the 
claims can be performed in a different order and still achieve 
desirable results. As one example, the processes depicted in 
the accompanying figures do not necessarily require the 
particular order shown, or sequential order, to achieve 
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desirable results. In certain implementations, multitasking 
and parallel processing may be advantageous. 
What is claimed is: 
1. A computer-implemented method comprising: 
receiving a request to compute a virtual disjunction over 

three or more tiered arrays; 
repeatedly comparing respective ranges of contiguously 

set indexes in the arrays until the end of all of the arrays 
is reached, including: 
determining a smallest start index n0 among current 

ranges of the arrays, wherein the Smallest start index 
n0 is the first set index in a range n0.nl. 

determining whether any of other arrays have overlap 
ping ranges that extend the range n0.nl in the 
virtual conjunction, 

updating n1 for each other array having an overlapping 
range that extends the current range, 

outputting the range n0.nl the updated value for n1. 
and 

determining a next range starting at or after n1+2 for 
each of the arrays. 

2. The method of claim 1, further comprising: 
determining that the end of a first array of the three or 
more arrays has been reached; and 

in response, removing the first array from the computation 
of the virtual disjunction. 

3. A computer-implemented method comprising: 
receiving a request to compute a virtual conjunction over 

three or more tiered arrays; 
repeatedly comparing respective ranges of contiguously 

set indexes in the arrays until the end of one of the 
arrays is reached, including: 
determining a smallest start index n0 among current 

ranges of the arrays, wherein the Smallest start index 
n0 is the first set index in a range n0.nl. 

determining whether any of other arrays have non 
overlapping ranges that reduce the range n0.nl in 
the virtual conjunction, 

updating n0 and n1 for each other array having a 
non-overlapping range, 

outputting the range n0.nl if not empty using the 
updated values for n0 and n1, and 

determining a next range starting at or after n1+2 for 
each of the arrays. 

4. A computer-implemented method comprising: 
receiving a request to compute a virtual conjunction 

between two tiered arrays A and B; 
repeatedly comparing pairs of ranges of contiguous 

indexes by updating a next range of contiguous indexes 
from A or B, including: 

for each pair of ranges a(0.al and b0,b1, wherein 
a0.al is a range of the pair of ranges having a smaller 
or equal first value: 
whenever a1 >=b0 and b1 <=al, outputting b0,b1 and 

identifying the next pair of ranges as a0,al and a 
next contiguous range from B starting at or after 
b1+2, 

whenever a1 >=b0 and b1 >a1, outputting b0.al and 
identifying the next pair of ranges as b0,b1 and a 
next contiguous range from A starting at or after 
a1 +2. 

5. The method of claim 4, wherein whenever a1 (b0, 
identifying the next pair of ranges as b0,b1 and a next 
contiguous range from A starting at or after a1 +2. 
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6. A computer-implemented method comprising: 
receiving a request to compute a virtual disjunction 

between two tiered arrays A and B; 
repeatedly comparing pairs of ranges of contiguous 

indexes by updating a next range of contiguous indexes 
from A or B, including: 

for each pair of ranges a(0.al and b0,b1, wherein 
a0.al is a range of the pair of ranges having a smaller 
(or equal) first value: 
set aC) as start of next range, 
whenever b0>a 1+1, outputting a0, a1 and identifying 

the next pair of ranges as b0,b1 and a next con 
tiguous range from A starting at or after after a1 +2. 

7. The method of claim 6, wherein whenever b0<=a 1+1, 
outputting ao,b1 and identifying the next pair of ranges as 
b0,b1 and the next contiguous range from A after b1+2. 
8. The method of claim 6, wherein whenever b0>a 1+1 and 

b1<al, identifying the next pair of ranges as ao,al and a 
next contiguous range from B after a1 +2. 

9. A computer-implemented method comprising: 
receiving a request to compute a nested virtual composi 

tion between a first tiered array and a second tiered 
array, wherein the nested virtual composition specifies 
a first virtual composition between the first tiered array 
and an inverse of the second tiered array; and 

computing the nested virtual composition including 
repeatedly comparing ranges of contiguously set 
indexes in the first tiered array with ranges of contigu 
ously set indexes generated by computing the inverse 
of the second tiered array. 

10. The method of claim 9, wherein computing the nested 
virtual composition comprises computing the nested virtual 
composition without generating an array representing the 
result of the inverse of the second array. 

11. The method of claim 9, wherein computing the nested 
virtual composition comprises computing the nested virtual 
composition without generating an array representing the 
nested virtual composition. 

12. The method of claim 9, wherein each tiered array has 
a plurality of tiers, wherein each non-default element of each 
tier is a reference to a catalog at a lower tier except for a 
bottom-most tier of the tiered array that stores non-default 
values, wherein the request specifies a start index. 

13. The method of claim 9, wherein the nested virtual 
composition is “A and not B.’ 

14. The method of claim 9, wherein the nested virtual 
composition is “B or not A.” 

15. A computer-implemented method comprising: 
receiving a request to compute a nested virtual composi 

tion between at least three tiered arrays, wherein the 
nested virtual composition specifies a first virtual com 
position between two of the tiered arrays and a second 
virtual composition between a third tiered array and the 
first virtual composition; and 

computing the nested virtual composition including 
repeatedly comparing ranges of contiguously set 
indexes in the third tiered array with ranges of con 
tiguously set indexes generated by computing the sec 
ond virtual composition. 

16. The method of claim 15, wherein computing the 
nested virtual composition comprises computing the nested 
virtual composition without generating an array representing 
the result of the second virtual composition. 
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17. The method of claim 15, wherein computing the 
nested virtual composition comprises computing the nested 
virtual composition without generating an array representing 
the nested virtual composition. 

18. The method of claims 15, wherein each tiered array 
has a plurality of tiers, wherein each non-default element of 
each tier is a reference to a catalog at a lower tier except for 
a bottom-most tier of the tiered array that stores non-default 
values, wherein the request specifies a start index. 

19. A computer-implemented method comprising: 
receiving a request to determine whether two tiered arrays 
have any non-default indexes in common; 

determining whether respective top-level catalogs have 
any non-default values in common; 

comparing a first pair of mid-level catalogs that were both 
referenced by respective top-level catalogs to deter 
mine whether the first pair has any non-default values 
in common; 

comparing each pair of bottom-level catalogs that were 
both referenced by the first pair of mid-level catalogs to 
determine whether the pair of bottom-level catalogs 
have any non-default values in common; and 

upon determining that at least one pair of bottom-level 
catalogs has at least one non-default index in common, 
providing an indication that the arrays share at least one 
non-default index. 

20. The method of claim 19, wherein providing the 
indication comprises bypassing all other comparisons 
between catalogs having non-default values. 

21. The method of claim 19, wherein each tiered array has 
a plurality of tiers, wherein each non-default element of each 
tier is a reference to a catalog at a lower tier except for a 
bottom-most tier of the tiered array that stores non-default 
values. 

22. A computer-implemented method comprising: 
receiving a request to determine whether two tiered arrays 
have any non-default indexes in common, wherein each 
tiered array has a plurality of tiers, wherein each 
non-default element of each tier is a reference to a 
catalog at a lower tier except for a bottom-most tier of 
the tiered array that stores non-default values: 

determining that respective top-level catalogs of the tiered 
arrays do not have any non-default values in common; 
and 

in response, providing an indication that the tiered arrays 
do not have any non-default indexes in common. 

23. The method of claim 22, wherein providing the 
indication comprises bypassing all other comparisons 
between catalogs having non-default values. 

24. A computer-implemented method comprising: 
receiving a request to count indexes having non-default 

values in a virtual bitwise composition corresponding 
to an operation between two tiered arrays; 

receiving a plurality of ranges of indexes corresponding to 
the virtual bitwise composition; and 

computing a sum of the plurality of ranges of indexes as 
the count of non-default values in the virtual bitwise 
composition. 

25. The method of claim 24, wherein computing the sum 
comprising computing the Sum without constructing a tiered 
array that represents the virtual bitwise composition. 

26. A computer-implemented method comprising: 
receiving a request to count indexes within a given range 

of indexes represented by a tiered array: 
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computing a sum of counts of indexes with which a 
non-default value is associated over catalogues fully 
contained within the given range by means of metadata 
including for each catalogue, this count 

adding to the Sum, a range-based count of indices with 
which a non-default value is associated, in the portions 
of the given range at its start and end that partially 
overlap the range of indices represented by the con 
taining catalogue. 

27. A computer-implemented method comprising: 
receiving a request to find the ith index having a non 

default value in a virtual composition comprising a 
plurality of ranges of contiguously set indexes having 
non-default values; 

initializing a range a,b, wherein a is a minimum index 
and b is a maximum index; 
repeatedly bisecting the range until the total count in 

the bisected range is 1, including: 
computing a total count of indexes between a and b, 
computing c as a midpoint between a and b, 
computing a count of indexes m between a and c. 
if m i, setting the bisected range a,b to be a range 

from c--1 to b, Subtracting m from the total count, 
and Subtracting m from i, and 

if mai, setting the bisected range a,b to be a range 
from a to c, and setting the total count as m; and 

providing the indeX a in response to the request when the 
total count is 1. 

28. The method of claim 27, wherein the virtual compo 
sition represents dependencies between two software ele 
ments in a project. 

29. The method of claim 27, wherein the request is a 
request to display the ith dependency between two software 
elements in a project. 

30. The method of claim 27, wherein the virtual compo 
sition represents a logical operation between two tiered 
arrays, each tiered array having a plurality of tiers, wherein 
each non-default element of each tier is a reference to a 
catalog at a lower tier except for a bottom-most tier of the 
tiered array that stores non-default values. 

31. A computer-implemented method comprising: 
receiving a request to find the ith index having a non 

default value in a tiered array, wherein the tiered array 
has a plurality of tiers, wherein each non-default ele 
ment of each tier is a reference to a catalog at a lower 
tier except for a bottom-most tier of the tiered array that 
stores non-default values; 

obtaining auxiliary data for the tiered array that includes 
a minimum set index and a maximum set index and for 
each catalog, a count of set indexes within the catalog: 

initializing a range a,b, wherein a is the minimum set 
index and b is the maximum set index; 
repeatedly bisecting the range until the range fits within 

a single catalog, including: 
computing a total count of indexes between a and b 

using the counts of set indexes within each cata 
log, 

computing c as a midpoint between a and b, 
computing a count of indexes m between a and c 

using the counts of set indexes within each cata 
log, 

if m i, setting the bisected range a,b to be a range 
from c--1 to b, Subtracting m from the total count, 
and Subtracting m from i, and 
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if mai, setting the bisected range a,b to be a range 
from a to c, and setting the total count as m; and 

when the range a,b fits within a single catalog, 
performing a linear search within the catalog to find 
ith index of the tiered array; and 

providing the ith index in response to the request. 
32. The method of claim 31, wherein the request is a 

request to display the ith dependency between two software 
elements in a project. 
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