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DUPLICATING PACKETS EFFICIENTLY WITHIN A NETWORK SECURITY
APPLIANCE

TECHNICAL FIELD

[0001] Embodiments described herein generally relate to the field of network security,

and in particular to a technique for improving the ability of a network security appliance to

perform concurrent processing with high throughput.

BACKGROUND ART

[0002] Network security devices protect networks from unwanted network traffic. These

devices originally were single processor devices, but have taken advantage of multi-processor

and multi-core processor technologies to allow concurrent processing of incoming packets.

However, bottlenecks in such network security devices have arisen, including the high

processor cost of making duplicate copies of an incoming packet for handling by the multiple

processors or multiple cores. Making a copy of a packet is a computationally expensive

operation and the simple solution of having a processor make the packet copies and forward

the copies to the several processors or cores becomes computationally infeasible at high

throughput rates. Thus network security devices have been unable to achieve desired

throughput and concurrent processing levels.

BRIEF DESCRIPTION OF DRAWINGS

[0003] Figure 1 is a block diagram illustrating a portion of a single processor network

security appliance according to the prior art.

[0004] Figure 2 is a block diagram illustrating a portion of a multi-core network security

appliance according to the prior art.

[0005] Figure 3 is a block diagram illustrating a portion of a multi-core network security

appliance according to the one embodiment.

[0006] Figure 4 is a flowchart illustrating a technique for duplicating packets in a

network security appliance according to one embodiment.

[0007] Figure 5 is a flowchart illustrating a technique for using a switch to route packets

in a network security appliance according to one embodiment.

[0008] Figure 6 is a block diagram illustrating a network security appliance according to

one embodiment.



DESCRIPTION OF EMBODIMENTS

[0009] In the following description, for purposes of explanation, numerous specific

details are set forth in order to provide a thorough understanding of the invention. It will be

apparent, however, to one skilled in the art that the invention may be practiced without these

specific details. In other instances, structure and devices are shown in block diagram form in

order to avoid obscuring the invention. References to numbers without subscripts or suffixes

are understood to reference all instance of subscripts and suffixes corresponding to the

referenced number. Moreover, the language used in this disclosure has been principally

selected for readability and instructional purposes, and may not have been selected to

delineate or circumscribe the inventive subject matter, resort to the claims being necessary to

determine such inventive subject matter. Reference in the specification to "one embodiment"

or to "an embodiment" means that a particular feature, structure, or characteristic described in

connection with the embodiments is included in at least one embodiment of the invention,

and multiple references to "one embodiment" or "an embodiment" should not be understood

as necessarily all referring to the same embodiment.

[0010] As used herein, the term "a computer system" can refer to a single computer or a

plurality of computers working together to perform the function described as being performed

on or by a computer system. Although described herein in terms of multi-core processors, in

which multiple processor functionality is available on a single integrated circuit die or on

multiple dies in a single chip package, the techniques and systems described here can be

implemented in multiprocessor systems in which each of the multiple processors is

implemented separately on different processor packages. For purposes of this disclosure, a

core is defined as a processor implemented either as one of a multi-core processor unit or as a

separate processor unit, whether real or virtual.

[0011] Although generally described herein as implemented in a physical network

security appliance, the described techniques may be implemented in a virtualized network

security appliance, in which the multiprocessor technology may be a multiprocessor virtual

machine or a plurality of virtual machines performing the network security functionality.

Similarly, the switch functionality may be provided by a physical hardware switch device or

may be performed in a virtualized switch.



[0012] In the figures, an eight-core processor is used as an example, but the number of

cores (or processors) is illustrative and by way of example only, and the network security

functionality may be implemented in systems with any desired number of cores.

[0013] As used herein, the term "a network appliance" can refer to a single network

security appliance or a plurality of network security appliances working together to perform

the function described as being performed on or by the network security appliance. Any

desired processor or core technology may be used

[0014] One of skill in the art will recognize that a network security appliance can be

implemented in a computer system and that other elements of a computer system, such as

memory, input devices such as keyboards and mice, and output devices such as displays, and

other common components such as links between components may be included as necessary

or desired. The memory may include both volatile and non-volatile memory devices, include

storage devices of all types, allowing storage of instructions that when executed cause the

network security appliance to perform the actions of the various techniques described herein.

Because these common devices are well known to the art, they are omitted from the Figures

for clarity, and need no further description. The network security appliance may be

implemented as a standalone device, or may be implemented by being embedded in another

device. Although not described herein, user or administrator interfaces may be provided for

the network security appliance to allow configuration of the network security appliance.

[0015] In addition, although generally described herein as implemented in a physical

network security appliance, the described techniques may be implemented in a virtualized

network security appliance, in which the multiprocessor technology may be a multiprocessor

virtual machine or a plurality of virtual machines performing the network security

functionality. Similarly, the switch functionality may be provided by a physical hardware

switch device or may be performed in a virtualized switch.

[0016] As used herein, the terms packet and frames should be considered

interchangeable.

[0017] In the figures, an eight-core processor and four network interfaces are used as an

example, but the number of cores and the number of network interfaces are illustrative and by

way of example only, and the network security functionality may be implemented in systems

with any desired number of cores and network interfaces.



[0018] As illustrated in FIG. 1, the packet processing functions of a multi-gigabit network

security appliance 100 according to the prior art may be divided into two parts: fast path and

slow path. When a packet is received from network interfaces 110, fast path operations 120

such as flow table lookup are performed by the network security appliance 100 to determine

if more detailed inspection of the packet (slow path processing 130) is needed. The packet is

then forwarded out with or without slow path processing. In a network security appliance 100

as illustrated in FIG. 1, a single core may provide both the fast path and slow path processing,

or a first core may be used to perform the fast path processing 120, and a second core used to

perform the slow path processing 130. To achieve high throughput in a security appliance 100

such as illustrated in FIG. 1, very fast cores must be used, raising the cost of the network

security appliance 100. And even with the fastest cores, the single flow path limits the

possible throughput through the network security appliance 100. Fast path processes are

generally ones that only look at the non-payload portion of the packet, while slow path

processes are generally ones that perform deep packet inspection by looking at the payload of

the packet, in addition to or instead of looking at the packet headers. However, as used

herein, any packet-analysis process can be a fast path or a slow path process as desired,

although generally fast path processes are computationally less resource intensive (and thus

faster) than slow path processes.

[0019] With multi-core processors fast path and slow path processing may be

implemented on multiple cores as shown in the network security appliance 200 of prior art

FIG. 2. In this example, network interfaces 110 communication with a multi-core processor

210 that handles fast path processing, using flow cache-based processing, then can hand off

slow path processing to multi-core processor 230. Although as illustrated in FIG. 2, the fast

path processing and the slow path processing are performed in separate multi-core processors

210 and 230, implementations may use some cores of a multi-core processor for fast path

processing and other cores of the same multi-core processor for slow path processing such as

deep packet inspection. As illustrated in FIG. 2, all the cores 210 and 230 form an L2 or L3

network using network 220 so that packet exchange could take place between the processor

cores. However, while this implementation can gain some throughput improvements over the

network security appliance of FIG. 1, because the slow path processing in multi-core

processor 230 can run currently on different cores, the overhead of duplicating the incoming

packets received from the network interfaces 110 requires significant processing power in the



fast path processing cores, slowing overall throughput and requiring fast, expensive

processors to achieve the desired throughput levels in a multi-gigabit network security

alliance.

[0020] The inefficiency of the implementation of FIG. 2 is increased when one of the

slow path processor cores needs to do some amount of processing on a packet, then send the

packet to other slow path processor cores to do additional processing. Once again, copies of

the packet need to be made, one for each slow path core receiving from the original slow path

core.

[0021] How can the fast path cores avoid making copies of a packet if multiple slow path

functions such as packet capture and intrusion prevention are implemented on distinct

processor cores? How can we avoid packet copy while taking advantage of parallel

processing? How can a slow path core avoid packet copies if it needs to broadcast or

multicast a packet to a group of other slow path cores, allowing the other slow path cores to

operate concurrently on a packet to minimize network latency? The following describes

various embodiments that provide solutions to these and other problems.

[0022] FIG. 3 illustrates an embodiment of a network security appliance according to one

embodiment. In this embodiment, the fast path processing cores 210, slow path processing

cores 230, and network interfaces 110 remain the same as in FIG. 2, but instead of connecting

the network interfaces 110 to fast path cores 210, and using an L2 or L3 network 220 to

connect fast path cores 210 to slow path cores 230, a switch 310 provides those connections.

Alternately, the network interfaces 110 may connect to the fast path cores without passing

through switch 310, while the fast path cores 210 and slow path cores 230 are connected via

the switch 310. Although network security appliances exist that employ such a switched path

between cores, those appliances do not provide the functionality described below. Examples

of network security appliances that employ a switched path between cores without the

functionality described below include the M and NS series of Network Security Platforms

from McAfee, Inc.

[0023] One of skill in the art will recognize that the network security appliance 300 can

be implemented in a computer system and that other elements of a computer system, such as

memory, input devices such as keyboards and mice, and output devices such as displays, and

other common components such as links between components may be included as necessary



or desired. These common components may be connected to any or all of the components

illustrated in FIG. 3 as desired. The memory may include both volatile and non-volatile

memory devices, including storage devices of all types, allowing storage of data and

instructions that when executed cause the network security appliance 300 to perform the

actions of the various techniques described herein. The network security appliance may be

implemented as a standalone device, including a mobile device, or may be implemented by

being embedded in another device. Although not described herein, user or administrator

interfaces may be provided for the network security appliance to allow configuration of the

network security appliance. An example of a network security appliance implementation is

described below in the discussion of FIG. 6.

[0024] As illustrated in FIG. 3, switch 310 connects between network interfaces 110, fast

path processing cores 210, and slow path cores 220. In one embodiment, the switch is

configured to support Q-in-Q virtual local area networks (VLANs) using the IEEE 802. lad

networking standard (sometimes referred to as 802.1QinQ). Other embodiments may support

any other networking protocol that allows the switch to send packets to the desired slow path

cores where the switch 310 duplicates the packets, instead of the fast path cores 210 or slow

path cores 230.

[0025] In the embodiment illustrated in FIG. 3, fast path processing done in cores 210

may determine which slow path processes should be performed on a packet. Slow path cores

230 may be preconfigured to allocate specific slow path cores 230 to a predetermined slow

path process. Alternately, slow path cores may be dynamically allocated to slow path

processes depending on the network traffic received by the network security appliance 300.

Multiple slow path cores may be allocated for the same slow path processes, with more cores

allocated for slow path processes that are more commonly employed and fewer cores

allocated for slow path processes that are relatively less frequently employed. For example,

more cores of the slow path cores 230 may be allocated for Internet Protocol (IP) processing,

and fewer cores allocated for data loss prevention (DLP) processing.

[0026] Each of the slow path cores 230 is assigned a network address, as is each of the

fast path cores 210. The switch 310 may be configured to route incoming packets from

network interfaces to one of the fast path cores 210. The switch 310 may then be configured

to route packets from the fast path cores 210 to the desired slow path core 230. Because

multiple slow path processes may be performed concurrently, the switch 310 may send the



same packet from a fast path core 210 to multiple slow path cores 230, duplicating the packet

without requiring packet duplication to be performed by the fast path core 210.

[0027] The switch 310 in a Q-in-Q VLAN implementation allows defining an outer

VLAN for each component (network interface 110, slow path core 230, and fast path core

210) connected to it. The outer VLANs are used for internal switching purposes only. The

same outer VLAN may be assigned to multiple components connected to it. For example, the

same outer VLAN may be assigned to all of the slow path cores that are to process a packet

concurrently. The outer VLANs are inserted when packets are received by the switch from a

network interface and stripped when packets egress the switch via the network interface.

Each packet arriving via a network interface 110 may already have an inner VLAN tag in the

frame. Each VLAN tag comprises a VLAN identifier and a type data. The switch 310

appends a unique outer VLAN to each packet arriving via a network interface 110.

[0028] The switch 310 is programmed to switch packets among the various components

connected to it using the outer VLAN present in a packet. The switch 310 can thus switch the

packet received from a network interface based on the outer VLAN identifier, sending the

packet to a fast path core 210 configured as associated with the VLAN identifier. The fast

path cores 210 after processing the packet may then change the Q-in-Q VLAN tag in the

packet to the VLAN identifier defined for the desired set of slow path cores, then send the

packet to the switch 310. The switch 310 then delivers the packet to all of the slow path cores

230 that are configured for that VLAN. The Q-in-Q VLAN tag also comprises a VLAN

identifier and a type data, wherein the Q-in-Q VLAN tag's VLAN identifier is used by the

switch to switch packets to the slow path cores configured as associated with the Q-in-Q

VLAN tag's VLAN identifier.

[0029] In addition, some implementations may allow slow path cores 230 to perform the

same technique as the fast path cores, generating a packet that can then be broadcast to

multiple slow path cores 230 by inserting the Q-in-Q VLAN tag to the packet associated with

that group of slow path cores 230.

[0030] The IEEE 802. lad networking standard allows multiple VLAN tags to be inserted

in a single frame, and is an extension of the IEEE 802. 1Q networking standard that defines

VLAN tags in Ethernet frames. The networking standard was developed to allow customers

of a service provider to run their own VLANs inside the service provider's provided VLAN.



The service provider can then configure a single VLAN for the customer, which the customer

can treat as a trunk, with multiple customer VLANs being carried on a single service provider

VLAN.

[0031] Although IEEE 802. lad theoretically allows any number of VLAN tags in a

frame, implementations of the switched technique described above may use an inner VLAN

tag and an outer VLAN tag to perform the packet routing and duplication needed for the

network security appliance 300. In one implementation, the frames are defined as broadcast

frames, allowing the switch 310 to deliver the frame to the multiple slow path cores

associated with the outer VLAN tag, automatically duplicating the frame without the need for

a fast path core 210 to perform packet duplication.

[0032] The Q-in-Q VLANS are configured via a switch API and/or commands. A VLAN

is created by providing the identifier (say 100), specifying which ports of the switch 310

belong to the VLAN, and the subset of those ports that should be considered "external."

When a packet is received from an external port, the switch 310 inserts the outer VLAN on

receiving the packet. For example, each of the network interfaces 110 may be configured

with a unique VLAN and marked external. When a packet is received, the switch 310 is

programmed to insert the outer VLAN (which also implies the outer VLAN would be

stripped on egress) assigned to the network interface 110.

[0033] The ports of the switch 310 connected to the fast path cores 230 also belong to the

outer VLANs assigned to the network interfaces 110. The outer VLAN only defines the

receivers —the sender need not belong to that VLAN. Thus, the slow path cores 230 may

insert an outer VLAN identifying a network interface 110 in order to send the packet out of

the system by that network interface 110. The switch 310 may be programmed with rules that

provide greater control on how packets are switched. In one embodiment, all packets received

on the network interfaces 110 may be load balanced among the fast path cores 210 using such

a rule.

[0034] The rules can also be used to force a packet to a particular subset of components

belonging to a VLAN instead of sending to all of them. For example, a rule may ensure that

packets sent by the slow path cores 230 to a network interface 110 are not broadcast to the

fast path cores 2 10 even though the fast path cores 2 10 belong to all outer VLANs assigned to



network interfaces 110, to ensure they will be able to receive packets entering the system

from the outer world.

[0035] FIG. 4 is a flowchart illustrating an embodiment of a technique for using a switch

to reduce packet processing overhead by duplicating packets efficiently in a network security

appliance. In block 410 the network security appliance 300 receives a frame. In block 420,

the switch 310 switches the frame to a fast path core 210 to perform fast path processing.

Upon completion of the fast path processing in block 430, a determination is made whether

any slow path processing is desired for the packet in block 440. If slow path processing is

desired, then the fast path core 210 adds a VLAN tag to the packet in block 450, and sends

the packet to the switch 310. The VLAN tag is configured to identify a VLAN associated

with the cores to be used for the slow path processing. Any or all of the slow path cores 230

may be associated with the VLAN, including cores 230 that perform different slow path

processes.

[0036] The switch 310 then uses the VLAN tag inserted by the fast path core 210 to

switch the packet in block 460 to the slow path core(s) associated with the VLAN identified

by the VLAN tag. In one embodiment, a buffer in the switch 310 may be used to hold the

packet for sending to multiple slow path cores associated with the VLAN.

[0037] In block 470, the slow path core(s) associated with the VLAN then concurrently

perform their configured slow path processes on the packet.

[0038] The fast path cores 210 or the slow path cores 230 may take any action desired

based on their respective fast path or slow path processing, including flushing the packet.

[0039] FIG. 5 is a flowchart illustrating an embodiment in which slow path cores 230

may send packets to other slow path cores via the switch 310. In this embodiment, some slow

path cores 230 may be configured to perform a first type of slow path process, and other slow

path cores 230 may be configured to perform a second type of slow path process that is to be

performed after the first type of slow path process. In block 510, a slow path core performs a

configured first type slow path process on a packet. A determination is made in block 520

whether second type slow path processing by other slow path cores 230. If additional slow

path processing is desired, then the slow path core 230 may add a VLAN tag to the packet,

similar to how one was added by the fast path core 210 before switching the packet to the

slow path core 230. The new VLAN tag added by slow path core 230 replaces the VLAN tag



inserted by the fast path core 210, removing that tag before adding the new VLAN tag. The

switch 310 is then provided the packet, and switches the packet to the slow path cores(s) 230

configured to perform the second type slow path processing in block 540. The slow path

core(s) 230 receives the switch packet with the VLAN tag added by the slow path core in

block 530 and performs in block 550 the second type slow path processing. The designations

first type and second type of slow path processing are arbitrary and illustrative, and any type

of process can be either a first type of slow path process, a second type of slow path process,

or both.

[0040] By using the Q-in-Q VLAN capability of the switch 310, the switch 310 can be

used to duplicate packets in the network security appliance instead of expending processor

resources in a fast path or slow path core, thus allowing higher throughput with the same

hardware or the same throughput with less expensive hardware. This technique allows better

use of the concurrent processing capabilities of the multi-core processors used in the network

security appliance 300.

[0041] Although described above in terms of Q-in-Q VLAN capabilities, embodiments

using IEEE 802. 1Q VLAN capabilities may be implemented that do not support Q-in-Q

VLAN capabilities, in situations where the incoming packets would not contain existing

VLAN information.

[0042] Referring now to FIG. 6, shown is a block diagram of a network security

appliance embodiment 600 in accordance with an embodiment of the present invention.

Shown in FIG. 6 is a multiprocessor network security appliance 600 that includes a first

processing element 670 and a second processing element 680.

[0043] Network security appliance 600 is illustrated as a switched interconnect system,

wherein the first processing element 670 and second processing element 680 are coupled via

a switched interconnect 650. It should be understood that any or all of the interconnects

illustrated in FIG. 6 other than the switched interconnect 650 may be implemented as a multi

drop bus rather than a point-to-point interconnect. Switched interconnect 650 may include

buffers and memory that are not illustrated in FIG. 6 for clarity.

[0044] As shown in FIG. 6, each of processing elements 670 and 680 may be multicore

processors, including first and second processor cores (i.e., processor cores 674a and 674b

and processor cores 684a and 684b). Such cores 674, 674b, 684a, 684b may be configured to



execute instruction code in a manner similar to that discussed above in connection with

Figure 3. In one embodiment, fast path cores 210 may be configured from the processor cores

of processing elements 670 and slow path cores 230 may be configured from the processor

cores of processing elements 680. In alternate embodiments, fast path cores 210 and slow

path cores 230 may be configured from the cores of any processing element, so that both fast

path cores and slow path cores are deployed in the same processing element.

[0045] Each processing element 670, 680 may include at least one shared cache 646. The

shared cache 646A, 646B may store data (e.g., instructions) that are utilized by one or more

components of the processor, such as the cores 674a, 674b and 684a, 684b, respectively. For

example, the shared cache may locally cache data stored in a memory 632, 634 for faster

access by components of the processor. In one or more embodiments, the shared cache may

include one or more mid-level caches, such as level 2 (L2), level 3 (L3), level 4 (L4), or other

levels of cache, a last level cache (LLC), and/or combinations thereof.

[0046] While shown with only two processing elements 670, 680, it is to be understood

that the scope of the present invention is not so limited. In other embodiments, one or more

additional processing elements may be present in a given processor. Alternatively, one or

more of processing elements 670, 680 may be an element other than a processor, such as an

accelerator or a field programmable gate array. For example, additional processing element(s)

may include additional processors(s) that are the same as a first processor 670, additional

processor(s) that are heterogeneous or asymmetric to processor a first processor 670,

accelerators (such as, e.g., graphics accelerators or digital signal processing (DSP) units),

field programmable gate arrays, or any other processing element. There can be a variety of

differences between the processing elements 670, 680 in terms of a spectrum of metrics of

merit including architectural, microarchitectural, thermal, power consumption characteristics,

and the like. These differences may effectively manifest themselves as asymmetry and

heterogeneity amongst the processing elements 670, 680. For at least one embodiment, the

various processing elements 670, 680 may reside in the same die package.

[0047] First processing element 670 may further include memory controller logic (MC)

672, point-to-point (P-P) interface 676 and switch interface 678. Similarly, second processing

element 680 may include a MC 682, P-P interfaces 686, and switch interface 688. As shown

in FIG. 6, MC's 672 and 682 couple the processors to respective memories, namely a

memory 632 and a memory 634, which may be portions of main memory locally attached to



the respective processors. While MC logic 672 and 682 is illustrated as integrated into the

processing elements 670, 680, for alternative embodiments the MC logic may be discrete

logic outside the processing elements 670, 680 rather than integrated therein.

[0048] First processing element 670 and second processing element 680 may be coupled

to an I/O subsystem 690 via P-P interconnects 676, 686 and 684, respectively. As shown in

FIG. 6, I/O subsystem 690 includes P-P interfaces 694 and 698. Furthermore, I/O subsystem

690 includes an interface 692 to couple I/O subsystem 690 with a high performance graphics

engine 638. In one embodiment, bus 649 may be used to couple graphics engine 638 to I/O

subsystem 690. Alternately, a point-to-point interconnect 639 may couple these components.

[0049] In turn, I/O subsystem 690 may be coupled to a first bus 616 via an interface 696.

In one embodiment, first bus 616 may be a Peripheral Component Interconnect (PCI) bus, or

a bus such as a PCI Express bus or another third generation I/O interconnect bus, although

the scope of the present invention is not so limited.

[0050] As shown in FIG. 6, various I/O devices 614 may be coupled to first bus 616,

along with a bus bridge 618 which may couple first bus 616 to a second bus 610. In one

embodiment, second bus 620 may be a low pin count (LPC) bus. Various devices may be

coupled to second bus 620 including, for example, a keyboard/mouse 612, communication

device(s) 626 (which may in turn be in communication with the computer network 603,

providing the network interfaces 110), and a data storage unit 618 such as a disk drive or

other mass storage device which may include code 630, in one embodiment. The code 630

may include instructions for performing embodiments of one or more of the methods

described above. Further, an audio I/O 624 may be coupled to second bus 620. As described

above, in an alternate embodiment, the communication devices 626 may be connected to the

processing elements 670 and 680 via the switched interconnect 650.

[0051] Note that other embodiments are contemplated. For example, instead of the point-

to-point architecture of FIG. 6, a network security appliance may implement a multi-drop bus

or another such communication topology. Also, the elements of FIG. 6 may alternatively be

partitioned using more or fewer integrated chips than shown in FIG. 6.

[0052] The following examples pertain to further embodiments.

[0053] Example 1 is a network security appliance, including: a network interface; a first

core; a first plurality of cores; a switch connected to the first core and the first plurality of



cores; a machine readable medium, on which is stored instructions including instructions that

when executed by the network security appliance cause the network security appliance to:

perform in the first core fast path processing on a packet received by the network security

appliance; insert by the first core a first virtual local area network tag into the packet; switch

the packet to the first plurality of cores based on the first virtual local area network tag; and

perform slow path processing concurrently in the first plurality of cores.

[0054] Example 2 includes the subject matter of example 1, wherein the instructions

stored on the machine readable medium further comprise instructions that when executed

cause the network security appliance to: receive the packet by the network interface; insert a

second virtual local area network tag into the packet; and switch the packet to the first core

based on the second virtual local area network tag.

[0055] Example 3 includes the subject matter of example 2, wherein the instructions

stored on the machine readable medium further comprise instructions that when executed

cause the network security appliance to: associate the first core with a first virtual local area

network identified by the second virtual local area network tag.

[0056] Example 4 includes the subject matter of any of examples 2-3, wherein the

instructions stored on the machine readable medium further comprise instructions that when

executed cause the network security appliance to: configure the switch to switch packets

based on the first virtual local area network tag and the second virtual local area network tag.

[0057] Example 5 includes the subject matter of example 1, wherein the instructions

stored on the machine readable medium further comprise instructions that when executed

cause the network security appliance to: remove the first virtual local area network tag from

the packet; insert by a second core a second virtual local area network tag into the packet,

wherein the second core is a member of the first plurality of cores; and switch the packet to

one or more of the first plurality of cores based on the second virtual local area network tag.

[0058] Example 6 includes the subject matter of example 1, wherein the instructions

stored on the machine readable medium further comprise instructions that when executed

cause the network security appliance to: associate the first plurality of cores with a first

virtual local area network identified by the first virtual local area network tag.

[0059] Example 7 includes the subject matter of any of examples 1-2 and 5-6, wherein

the instructions stored on the machine readable medium further comprise instructions that



when executed cause the network security appliance to: configure the switch to switch

packets based on the first virtual local area network tag.

[0060] Example 8 is a network security appliance, including: a first core; a first plurality

of cores; a switch connected to the first core and the first plurality of cores; a first memory

connected to the first core, on which is stored instructions that when executed by a first core

of the first core cause the first core to: perform fast path processing of a packet; and send the

packet to the switch addressed to a subplurality of the first plurality of cores; and a second

memory connected to the first plurality of cores, on which is stored instructions that when

executed by the subplurality of the first plurality of cores cause the subplurality of the first

plurality of cores to: perform slow path processing of the packet concurrently, wherein the

switch is configured to duplicate the packet received from the first core and send the

duplicated packet to each of the subplurality of the first plurality of cores.

[0061] Example 9 includes the subject matter of example 8, wherein the switch is

configured to switch packets based on a virtual local area network standard.

[0062] Example 10 includes the subject matter of example 9, wherein the switch switches

the packet from the first core to the subplurality of the first plurality of cores based on a

virtual local area network tag inserted in the packet by the first core.

[0063] Example 11 includes the subject matter of any of examples 8-9, further including:

a network interface, connected to the first core, configured to receive the packet.

[0064] Example 12 includes the subject matter of example 11, wherein the network

interface is connected to the first core via the switch.

[0065] Example 13 includes the subject matter of example 12, wherein the switch is

configured to insert a first virtual local area network tag into the packet and switch the packet

based on the first virtual local area network tag, and wherein the first core is configured as

associated with a first virtual local area network identified by the first virtual local area

network tag.

[0066] Example 14 includes the subject matter of any of examples 8-9, wherein the

instructions stored on the second memory comprise instructions that when executed by a

second core of the first plurality of cores cause the second core to: send the packet to the

switch addressed to a second subplurality of the first plurality of cores.



[0067] Example 15 includes the subject matter of example 14, wherein the instructions

stored on the second memory further comprise instructions that when executed by the second

core cause the second core to: remove a virtual local area network tag added to the packet by

the first core; and insert a virtual local area network tag into the packet.

[0068] Example 16 includes the subject matter of any of examples 8-9, wherein the

switch comprises a buffer memory for holding the packet while switching the packet to the

subplurality of the second plurality of cores.

[0069] Example 17 is a method of processing packets in a network security appliance,

including: receiving a packet at a network interface; performing fast path processing by a first

core of the network security appliance; determining by the first core that slow path processing

should be performed by a plurality of cores of the network security appliance; sending the

packet from the first core to a switch of the network security appliance; duplicating the

packet by the switch, sending each of the duplicated packets to a member of the plurality of

cores for slow path processing; and performing slow path processing on the duplicated

packet.

[0070] Example 18 includes the subject matter of example 17, further including:

determining by a second core of the plurality of cores performing slow path processing that

additional slow path processing should be performed on the packet; sending the packet from

the second core to the switch; duplicating the packet by the switch, sending each of the

duplicated packets to a member of the plurality of cores performing slow path processing;

and performing the additional slow path processing of the packet.

[0071] Example 19 includes the subject matter of example 17, further including: inserting

a virtual local area network tag into the packet, wherein duplicating the packet by the switch,

sending each of the duplicated packets to a member of the plurality of cores for slow path

processing comprises: switching the duplicated packets to the plurality of cores based on the

virtual local area network tag.

[0072] Example 20 includes the subject matter of example 17, further including:

associating the first core with a first virtual local area network; and associating the plurality

of cores with a second virtual local area network.



[0073] Example 2 1 is a machine readable medium, on which is stored instructions

including instructions that when executed cause a network security appliance to perform the

method of any of examples 17-20.

[0074] Example 22 is a non-transitory machine readable medium with instructions stored

thereon, including instructions that when executed cause a network security appliance to:

perform in a first core fast path processing on a packet received by the network security

appliance; insert by the first core a first virtual local area network tag into the packet; switch

the packet to a first plurality of cores based on the first virtual local area network tag; and

perform slow path processing concurrently in the first plurality of cores.

[0075] Example 23 includes the subject matter of example 22, wherein the instructions

stored thereon further comprise instructions that when executed cause the network security

appliance to: receive the packet by a network interface of the network security appliance;

insert a second virtual local area network tag into the packet; and switch the packet to the first

core based on the second virtual local area network tag.

[0076] Example 24 includes the subject matter of example 23, wherein the instructions

stored thereon further comprise instructions that when executed cause the network security

appliance to: associate the first core with a first virtual local area network identified by the

second virtual local area network tag.

[0077] Example 25 includes the subject matter of any of examples 23-24, wherein the

instructions stored thereon further comprise instructions that when executed cause the

network security appliance to: configure a switch of the network appliance to switch packets

based on the first virtual local area network tag and the second virtual local area network tag.

[0078] Example 26 includes the subject matter of example 22, wherein the instructions

stored thereon further comprise instructions that when executed cause the network security

appliance to: remove the first virtual local area network tag from the packet; insert by a

second core a second virtual local area network tag into the packet, wherein the second core

is a member of the first plurality of cores; and switch the packet to a second plurality of cores

based on the second virtual local area network tag.

[0079] Example 27 includes the subject matter of any of examples 22 and 26, wherein the

instructions stored thereon further comprise instructions that when executed cause the



network security appliance to: associate the first plurality of cores with a first virtual local

area network identified by the first virtual local area network tag.

[0080] Example 28 includes the subject matter of any of examples 22 and 26-27, wherein

the instructions stored thereon further comprises instructions that when executed cause the

network security appliance to: configure a switch of the network appliance to switch packets

based on the first virtual local area network tag.

[0081] Example 29 is a network security appliance, including: a first core; a network

interface, connected to the first core, configured to receive the packet; a first plurality of

cores; a switch connected to the first core and the first plurality of cores; a first memory

connected to the first core, on which is stored instructions that when executed by a first core

of the first core cause the first core to: perform fast path processing of a packet; and send the

packet to the switch addressed to a subplurality of the first plurality of cores; and a second

memory connected to the first plurality of cores, on which is stored instructions that when

executed by the subplurality of the first plurality of cores cause the subplurality of the first

plurality of cores to: perform slow path processing of the packet concurrently, wherein the

switch is configured to duplicate the packet received from the first core and send the

duplicated packet to each of the subplurality of the first plurality of cores, and wherein the

switch optionally comprises a buffer memory for holding the packet while switching the

packet to the subplurality of the first plurality of cores.

[0082] Example 30 includes the subject matter of example 29, wherein the switch

switches the packet from the first core to the subplurality of the first plurality of cores based

on a virtual local area network tag inserted in the packet by the first core.

[0083] Example 3 1 includes the subject matter of example 29, wherein the network

interface is connected to the first core via the switch, wherein the switch is configured to

insert a first virtual local area network tag into the packet and switch the packet based on the

first virtual local area network tag, and wherein the first core is configured as associated with

a first virtual local area network identified by the first virtual local area network tag.

[0084] Example 32 includes the subject matter of any of examples 29-31, wherein the

instructions stored on the second memory comprise instructions that when executed by a

second core of the first plurality of cores cause the second core to: send the packet to the

switch addressed to a second subplurality of the first plurality of cores.



[0085] Example 33 includes the subject matter of any of examples 29-32, wherein the

instructions stored on the second memory further comprise instructions that when executed

by the second core cause the second core to: remove a virtual local area network tag added to

the packet by the first core; and insert a virtual local area network tag into the packet.

[0086] Example 34 is a method of processing packets in a network security appliance,

including: receiving a packet at a network interface; performing fast path processing by a first

core of the network security appliance; determining by the first core that slow path processing

should be performed by a plurality of cores of the network security appliance; sending the

packet from the first core to a switch of the network security appliance; duplicating the

packet by the switch, sending each of the duplicated packets to a member of the plurality of

cores for slow path processing; and performing slow path processing on the duplicated

packet.

[0087] Example 35 includes the subject matter of example 34, further including:

determining by a second core of the plurality of cores performing slow path processing that

additional slow path processing should be performed on the packet; sending the packet from

the second core to the switch; duplicating the packet by the switch, sending each of the

duplicated packets to a member of the plurality of cores performing slow path processing;

and performing the additional slow path processing of the packet.

[0088] Example 36 includes the subject matter of any of examples 34-35, further

including: associating the first core with a first virtual local area network; and associating the

plurality of cores with a second virtual local area network inserting a virtual local area

network tag into the packet, wherein duplicating the packet by the switch, sending each of the

duplicated packets to a member of the plurality of cores for slow path processing comprises:

switching the duplicated packets to the plurality of cores based on the virtual local area

network tag.

[0089] Example 37 is a non-transitory machine readable medium with instructions stored

thereon, including instructions that when executed cause a network security appliance to:

perform in a first core fast path processing on a packet received by the network security

appliance; insert by the first core a first virtual local area network tag into the packet; switch

the packet to a first plurality of cores based on the first virtual local area network tag; and

perform slow path processing concurrently in the first plurality of cores.



[0090] Example 38 includes the subject matter of example 37, wherein the instructions

stored thereon further comprise instructions that when executed cause the network security

appliance to: receive the packet by a network interface of the network security appliance;

insert a second virtual local area network tag into the packet; and switch the packet to the first

core based on the second virtual local area network tag.

[0091] Example 39 includes the subject matter of example 38, wherein the instructions

stored thereon further comprise instructions that when executed cause the network security

appliance to: associate the first core with a first virtual local area network identified by the

second virtual local area network tag.

[0092] Example 40 includes the subject matter of any of examples 38 and 39, wherein the

instructions stored thereon further comprise instructions that when executed cause the

network security appliance to: configure a switch of the network appliance to switch packets

based on the first virtual local area network tag and the second virtual local area network tag.

[0093] Example 4 1 includes the subject matter of example 37, wherein the instructions

stored thereon further comprise instructions that when executed cause the network security

appliance to: remove the first virtual local area network tag from the packet; insert by a

second core a second virtual local area network tag into the packet, wherein the second core

is a member of the first plurality of cores; and switch the packet to a second plurality of cores

based on the second virtual local area network tag.

[0094] Example 42 includes the subject matter of example 37, wherein the instructions

stored thereon further comprise instructions that when executed cause the network security

appliance to: associate the first plurality of cores with a first virtual local area network

identified by the first virtual local area network tag.

[0095] Example 43 includes the subject matter of any of examples 37-38 and 41-42,

wherein the instructions stored thereon further comprises instructions that when executed

cause the network security appliance to: configure a switch of the network appliance to

switch packets based on the first virtual local area network tag.

[0096] Example 44 is a network security appliance, including: a first core; a first plurality

of cores; a switch connected to the first core and the first plurality of cores; a first memory

connected to the first core, on which is stored instructions that when executed by a first core

of the first core cause the first core to: perform fast path processing of a packet; and send the



packet to the switch addressed to a subplurality of the first plurality of cores; and a second

memory connected to the first plurality of cores, on which is stored instructions that when

executed by the subplurality of the first plurality of cores cause the subplurality of the first

plurality of cores to: perform slow path processing of the packet concurrently, wherein the

switch is configured to duplicate the packet received from the first core and send the

duplicated packet to each of the subplurality of the first plurality of cores.

[0097] Example 45 includes the subject matter of example 44, wherein the switch is

configured to switch packets based on a virtual local area network standard.

[0098] Example 46 includes the subject matter of example 45, wherein the switch

switches the packet from the first core to the subplurality of the first plurality of cores based

on a virtual local area network tag inserted in the packet by the first core.

[0099] Example 47 includes the subject matter of any of examples 44-45, further

including: a network interface, connected to the first core, configured to receive the packet.

[00100] Example 48 includes the subject matter of example 47, wherein the network

interface is connected to the first core via the switch.

[0100] Example 49 includes the subject matter of example 48, wherein the switch is

configured to insert a first virtual local area network tag into the packet and switch the packet

based on the first virtual local area network tag, and wherein the first core is configured as

associated with a first virtual local area network identified by the first virtual local area

network tag.

[0101] Example 50 includes the subject matter of any of examples 44-45, wherein the

instructions stored on the second memory comprise instructions that when executed by a

second core of the first plurality of cores cause the second core to: send the packet to the

switch addressed to a second subplurality of the first plurality of cores.

[0102] Example 5 1 includes the subject matter of example 50, wherein the instructions

stored on the second memory further comprise instructions that when executed by the second

core cause the second core to: remove a virtual local area network tag added to the packet by

the first core; and insert a virtual local area network tag into the packet.



[0103] Example 52 includes the subject matter of any of examples 44-45, wherein the

switch comprises a buffer memory for holding the packet while switching the packet to the

subplurality of the first plurality of cores.

[0104] Example 53 is a method of processing packets in a network security appliance,

including: receiving a packet at a network interface; performing fast path processing by a first

core of the network security appliance; determining by the first core that slow path processing

should be performed by a plurality of cores of the network security appliance; sending the

packet from the first core to a switch of the network security appliance; duplicating the

packet by the switch, sending each of the duplicated packets to a member of the plurality of

cores for slow path processing; and performing slow path processing on the duplicated

packet.

[0105] Example 54 includes the subject matter of example 53, further including:

determining by a second core of the plurality of cores performing slow path processing that

additional slow path processing should be performed on the packet; sending the packet from

the second core to the switch; duplicating the packet by the switch, sending each of the

duplicated packets to a member of the plurality of cores performing slow path processing;

and performing the additional slow path processing of the packet.

[0106] Example 55 includes the subject matter of example 53, further including: inserting

a virtual local area network tag into the packet, wherein duplicating the packet by the switch,

sending each of the duplicated packets to a member of the plurality of cores for slow path

processing comprises: switching the duplicated packets to the plurality of cores based on the

virtual local area network tag.

[0107] Example 56 includes the subject matter of example 53, further including:

associating the first core with a first virtual local area network; and associating the plurality

of cores with a second virtual local area network.

[0108] Example 57 is a network security appliance including means to perform a method

as in any of examples 53-56.

[0109] Example 58 is a non-transitory machine readable medium with instructions stored

thereon, including instructions that when executed cause a network security appliance to:

perform in a first core fast path processing on a packet received by the network security

appliance; insert by the first core a first virtual local area network tag into the packet; switch



the packet to a first plurality of cores based on the first virtual local area network tag; and

perform slow path processing concurrently in the first plurality of cores.

[0110] Example 59 includes the subject matter of example 58, wherein the instructions

stored thereon further comprise instructions that when executed cause the network security

appliance to: receive the packet by a network interface of the network security appliance;

insert a second virtual local area network tag into the packet; and switch the packet to the first

core based on the second virtual local area network tag.

[0111] Example 60 includes the subject matter of example 59, wherein the instructions

stored thereon further comprise instructions that when executed cause the network security

appliance to: associate the first core with a first virtual local area network identified by the

second virtual local area network tag.

[0112] Example 6 1 includes the subject matter of example 59, wherein the instructions

stored thereon further comprise instructions that when executed cause the network security

appliance to: configure a switch of the network appliance to switch packets based on the first

virtual local area network tag and the second virtual local area network tag.

[0113] Example 62 includes the subject matter of example 58, wherein the instructions

stored thereon further comprise instructions that when executed cause the network security

appliance to: remove the first virtual local area network tag from the packet; insert by a

second core a second virtual local area network tag into the packet, wherein the second core

is a member of the first plurality of cores; and switch the packet to a second plurality of cores

based on the second virtual local area network tag.

[0114] Example 63 includes the subject matter of example 58, wherein the instructions

stored thereon further comprise instructions that when executed cause the network security

appliance to: associate the first plurality of cores with a first virtual local area network

identified by the first virtual local area network tag.

[0115] Example 64 includes the subject matter of example 58, wherein the instructions

stored thereon further comprises instructions that when executed cause the network security

appliance to: configure a switch of the network appliance to switch packets based on the first

virtual local area network tag.

[0116] Example 65 is a network security appliance, including: a first core; a first plurality

of cores; a switch connected to the first core and the first plurality of cores; a first memory



connected to the first core, on which is stored instructions that when executed by a first core

of the first core cause the first core to: perform fast path processing of a packet; and send the

packet to the switch addressed to a subplurality of the first plurality of cores; and a second

memory connected to the first plurality of cores, on which is stored instructions that when

executed by the subplurality of the first plurality of cores cause the subplurality of the first

plurality of cores to: perform slow path processing of the packet concurrently, wherein the

switch is configured to duplicate the packet received from the first core and send the

duplicated packet to each of the subplurality of the first plurality of cores.

[0117] Example 66 includes the subject matter of example 65, wherein the switch is

configured to switch packets based on a virtual local area network standard.

[0118] Example 67 includes the subject matter of example 66, wherein the switch

switches the packet from the first core to the subplurality of the first plurality of cores based

on a virtual local area network tag inserted in the packet by the first core.

[0119] Example 68 includes the subject matter of example 65, further including: a

network interface, connected to the first core, configured to receive the packet.

[0120] Example 69 includes the subject matter of example 68, wherein the network

interface is connected to the first core via the switch.

[0121] Example 70 includes the subject matter of example 69, wherein the switch is

configured to insert a first virtual local area network tag into the packet and switch the packet

based on the first virtual local area network tag, and wherein the first core is configured as

associated with a first virtual local area network identified by the first virtual local area

network tag.

[0122] Example 7 1 includes the subject matter of example 65, wherein the instructions

stored on the second memory comprise instructions that when executed by a second core of

the first plurality of cores cause the second core to: send the packet to the switch addressed to

a second subplurality of the first plurality of cores.

[0123] Example 72 includes the subject matter of example 71, wherein the instructions

stored on the second memory further comprise instructions that when executed by the second

core cause the second core to: remove a virtual local area network tag added to the packet by

the first core; and insert a virtual local area network tag into the packet.



[0124] Example 73 includes the subject matter of example 65, wherein the switch

comprises a buffer memory for holding the packet while switching the packet to the

subplurality of the first plurality of cores.

[0125] Example 74 is a method of processing packets in a network security appliance,

including: receiving a packet at a network interface; performing fast path processing by a first

core of the network security appliance; determining by the first core that slow path processing

should be performed by a plurality of cores of the network security appliance; sending the

packet from the first core to a switch of the network security appliance; duplicating the

packet by the switch, sending each of the duplicated packets to a member of the plurality of

cores for slow path processing; and performing slow path processing on the duplicated

packet.

[0126] Example 75 includes the subject matter of example 74, further including:

determining by a second core of the plurality of cores performing slow path processing that

additional slow path processing should be performed on the packet; sending the packet from

the second core to the switch; duplicating the packet by the switch, sending each of the

duplicated packets to a member of the plurality of cores performing slow path processing;

and performing the additional slow path processing of the packet.

[0127] Example 76 includes the subject matter of example 74, further including: inserting

a virtual local area network tag into the packet, wherein duplicating the packet by the switch,

sending each of the duplicated packets to a member of the plurality of cores for slow path

processing comprises: switching the duplicated packets to the plurality of cores based on the

virtual local area network tag.

[0128] Example 77 includes the subject matter of example 74, further including:

associating the first core with a first virtual local area network; and associating the plurality

of cores with a second virtual local area network.

[0129] It is to be understood that the above description is intended to be illustrative, and

not restrictive. For example, the above-described embodiments may be used in combination

with each other. Many other embodiments will be apparent to those of skill in the art upon

reviewing the above description. The scope of the invention therefore should be determined

with reference to the appended claims, along with the full scope of equivalents to which such

claims are entitled.



CLAIMS

What is claimed is:

1. A non-transitory machine readable medium with instructions stored thereon,

comprising instructions that when executed cause a network security appliance to:

perform in a first core fast path processing on a packet received by the

network security appliance;

insert by the first core a first virtual local area network tag into the packet;

switch the packet to a first plurality of cores based on the first virtual local

area network tag; and

perform slow path processing concurrently in the first plurality of cores.

2. The non-transitory machine readable medium of claim 1, wherein the

instructions stored thereon further comprise instructions that when executed cause the

network security appliance to:

receive the packet by a network interface of the network security appliance;

insert a second virtual local area network tag into the packet; and

switch the packet to the first core based on the second virtual local area

network tag.

3. The non-transitory machine readable medium of claim 2, wherein the

instructions stored thereon further comprise instructions that when executed cause the

network security appliance to:

associate the first core with a first virtual local area network identified by the

second virtual local area network tag.

4. The non-transitory machine readable medium of any of claims 2 and 3,

wherein the instructions stored thereon further comprise instructions that when executed

cause the network security appliance to:

configure a switch of the network appliance to switch packets based on the

first virtual local area network tag and the second virtual local area network tag.



5. The non-transitory machine readable medium of claim 1, wherein the

instructions stored thereon further comprise instructions that when executed cause the

network security appliance to:

remove the first virtual local area network tag from the packet;

insert by a second core a second virtual local area network tag into the packet,

wherein the second core is a member of the first plurality of cores; and

switch the packet to a second plurality of cores based on the second virtual

local area network tag.

6. The non-transitory machine readable medium of claim 1, wherein the

instructions stored thereon further comprise instructions that when executed cause the

network security appliance to:

associate the first plurality of cores with a first virtual local area network

identified by the first virtual local area network tag.

7. The non-transitory machine readable medium of any of claims 1-2 and 5-6,

wherein the instructions stored thereon further comprises instructions that when executed

cause the network security appliance to:

configure a switch of the network appliance to switch packets based on the

first virtual local area network tag.

8. A network security appliance, comprising:

a first core;

a first plurality of cores;

a switch connected to the first core and the second plurality of cores;

a first memory connected to the first core, on which is stored instructions that

when executed by the first core cause the first core to:

perform fast path processing of a packet; and

send the packet to the switch addressed to a subplurality of the first

plurality of cores; and

a second memory connected to the first plurality of cores, on which is stored

instructions that when executed by the subplurality of the first plurality of cores cause

the subplurality of the first plurality of cores to:



perform slow path processing of the packet concurrently,

wherein the switch is configured to duplicate the packet received from the first

core and send the duplicated packet to each of the subplurality of the first plurality of

cores.

9. The network security appliance of claim 8, wherein the switch is configured to

switch packets based on a virtual local area network standard.

10. The network security appliance of claim 9, wherein the switch switches the

packet from the first core to the subplurality of the first plurality of cores based on a virtual

local area network tag inserted in the packet by the first core.

11. The network security appliance of any of claims 8-9, further comprising:

a network interface, connected to the first core, configured to receive the

packet.

12. The network security appliance of claim 11, wherein the network interface is

connected to the first core via the switch.

13. The network security appliance of claim 12,

wherein the switch is configured to insert a first virtual local area network tag

into the packet and switch the packet based on the first virtual local area network tag,

and

wherein the first core is configured as associated with a first virtual local area

network identified by the first virtual local area network tag.

14. The network security appliance of any of claims 8-9, wherein the instructions

stored on the second memory comprise instructions that when executed by a second core of

the first plurality of cores cause the second core to:

send the packet to the switch addressed to a second subplurality of the first

plurality of cores.



15. The network security appliance of claim 14, wherein the instructions stored on

the second memory further comprise instructions that when executed by the second core

cause the second core to:

remove a virtual local area network tag added to the packet by the first core;

and

insert a virtual local area network tag into the packet.

16. The network security appliance of any of claims 8-9, wherein the switch

comprises a buffer memory for holding the packet while switching the packet to the

subplurality of the first plurality of cores.

17. A method of processing packets in a network security appliance, comprising:

receiving a packet at a network interface;

performing fast path processing by a first core of the network security

appliance;

determining by the first core that slow path processing should be performed by

a plurality of cores of the network security appliance;

sending the packet from the first core to a switch of the network security

appliance;

duplicating the packet by the switch, sending each of the duplicated packets to

a member of the plurality of cores for slow path processing; and

performing slow path processing on the duplicated packet.

18. The method of claim 17, further comprising:

determining by a second core of the plurality of cores performing slow path

processing that additional slow path processing should be performed on the packet;

sending the packet from the second core to the switch;

duplicating the packet by the switch, sending each of the duplicated packets to

a member of the plurality of cores performing slow path processing; and

performing the additional slow path processing of the packet.

19. The method of claim 17, further comprising:

inserting a virtual local area network tag into the packet,



wherein duplicating the packet by the switch, sending each of the duplicated

packets to a member of the plurality of cores for slow path processing comprises:

switching the duplicated packets to the plurality of cores based on the

virtual local area network tag.

20. The method of claim 17, further comprising:

associating the first core with a first virtual local area network; and

associating the plurality of cores with a second virtual local area network.

21. A network security appliance comprising means to perform a method as

claimed in any of claims 17-20.
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