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(57) ABSTRACT 

The present invention builds on the implications of variabil 
ity in flow durations on the stability of load-sensitive rout 
ing. In accordance with an embodiment of the present 
invention, long-lived flows of packets are routed dynami 
cally while short-lived flows are forwarded on preprovi 
Sioned static paths. This hybrid approach can exploit flow 
classification hardware at the edge of backbone networks 
and known techniques for flow-pinning, as well as basic 
insights from earlier work on QoS routing. This approach of 
separating short-lived and long-lived flows can dramatically 
improve the stability of dynamic routing. 
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UNDERUTILIZATION OVERUTILIZATION CONGESTION 

Figure 4 

Definition 
FLOW TRIGGER Minimum bytes, packets or seconds before dynamic routing (e.g., 10 

backets 
FLOWTIMEOUT Maximurn idle period before terminating a flow (e.g., 60 seconds 
FLOWAGGREGATION Level of address aggregation (e.g. 

UPDATE PERIOD Maximum time between link-state updates (e.g., 90 seconds 
HOLD-DOWN TIMER Minimum time between ink-state updates (e.g., 5 seconds 
LINK-STATE TIMER Minimum proportional change in link state (e.g., 30% change 

PATH THRESHOLD Minimum number of hops beyond a shortest path (e.g. 2 hops 
CAPACITY PARTITION Proportion of link capacity allocated to long-lived flows (e.g., 55% 

Figure 5 
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1. 

METHOD AND APPARATUS FOR LOAD 
SENSTIVE ROUTING OF LONG-LIVED 

PACKET FLOWS 

Matter enclosed in heavy brackets appears in the 
original patent but forms no part of this reissue specifica 
tion; matter printed in italics indicates the additions 
made by reissue. 

CROSS REFERENCE TO RELATED 
APPLICATIONS 

This application claims priority to Provisional Applica 
tion Serial No. 60/133,095, filed on May 7, 1999, the con 
tent of which is incorporated by reference herein. 

FIELD OF THE INVENTION 

The present invention relates generally to routing in a 
packet-switched network. More particularly, the present 
invention relates to dynamic load-sensitive routing for traffic 
engineering of packet-switched networks. 

BACKGROUND OF THE INVENTION 

Traffic engineering of large packet-switched networks, 
such as an Internet Protocol (IP) backbone network, has 
become a critical issue in recent years, due to the unparal 
leled growth of the Internet and the increasing demand for 
predictable communication performance. Ideally, an Internet 
service provider (OSP) optimizes the utilization of network 
resources by provisioning backbone routes based on the load 
between the edge routers. However, the volume of traffic 
between particular points in the network can fluctuate 
widely over time, due to variations in user demand and 
changes in the network configuration, including failures or 
reconfigurations in the networks of other service providers. 
Currently, network providers must resort to coarse timescale 
measurements to detect network performance problems, or 
may even depend on complaints from their customers to 
realize that the network requires reconfigurations. Detection 
may be followed by a lengthy diagnosis process to discover 
what caused the shift in traffic. Finally, providers must 
manually adjust the network configuration, typically redi 
recting traffic by altering the underlying routes. 
The above traffic engineering challenges have spurred 

renewed interest in dynamic routing as a network 
management tool—not just as a method for providing 
quality-of-service (QoS) guarantees. Most backbone net 
works today still employ static routing (e.g., based on rout 
ing protocols such as OSPF and IS IS), and, depending on 
the network topology and the path-selection algorithm, static 
routing often cannot select good paths for all source 
destination pairs. For example, protocols such as OSPF and 
IS IS always forward packets on shortest paths, based on 
static link weights. As such, they cannot exploit non 
minimal routes, and typically have limited control of how 
traffic is distributed when a source-destination pair has mul 
tiple shortest-path routes. Proposed extensions to OSPF and 
IS IS support more flexible tie-breaking based on link 
load, without addressing the other limitations of static short 
est paths. With newer routing protocols such as MPLS, net 
work administrators can preconfigure explicit tagged routes 
between specific source-destination pairs, providing greater 
control and flexibility in balancing network load for particu 
lar traffic patterns. Moving one step farther, dynamic routing 
can potentially circumvent network congestion and balance 
link load on a smaller time scale by reacting to current traffic 
demands. This motivation has been the basis of constraint 
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2 
based routing in MPLS (see e.g. D. O. Awduche et al., 
“Requirements for Traffic Engineering over MPLS, IETF 
RFC 2702 (September 1999) and the proposed QoS exten 
sions to OSPF (see e.g. G. Apostolopoulos et al., “QoS rout 
ing mechanisms and OSPF extensions.” IETF RFC 2676 
August 1999), as well as the ATM Forum's PNNI protocol 
(see e.g. PNNI Specification Working Group, Private 
Network-Network Interface Specification Version 1.0, ATM 
Forum, March 1996). 
By selecting paths that circumvent congested links, 

dynamic routing can balance network load and improve 
application performance. Early attempts in the ARPANET to 
route based on dynamic link metrics resulted in dramatic 
fluctuations in link load over time. Routing packets based on 
out-of-date link-state information caused “flapping, where 
a large amount of traffic would travel to seemingly under 
utilized links. These links would become overloaded, caus 
ing future packets to route to a different set of links, which 
would then become overloaded. Improvements in the defini 
tion of the link metrics reduced the likelihood of oscillations, 
but designing stable schemes for load-sensitive routing is 
fundamentally difficult in packet-based networks like the 
Internet. With the evolution toward integrated services in IP 
networks, recent research focused on load-sensitive routing 
of “flows’ or “connections, instead of individual packets. 
For example, a flow could correspond to a single TCP or 
UDP session, all IP traffic between a particular source 
destination pair, or even coarser levels of aggregation. In 
particular, several QoS- routing schemes were proposed that 
select paths based on network load, as well as application 
traffic characteristics and performance requirements. As set 
forth above, several QoS-routing protocols have been pro 
posed in recent years for both IP and ATM networks. 
Dynamic routing of flows should be more stable than select 
ing paths at the packet level, since the load on each link 
should fluctuate more slowly, relative to the time between 
updates of link-state information. Also, defining network 
load in terms of reserved bandwidth and buffer space, rather 
than measured utilization, should enhance stability. 

Despite the potential benefits of dynamic routing, its 
deployment remains uncertain due largely to the significant 
bandwidth and processing requirements imposed by link 
state update propagation, route computation, and signaling. 
Most proposed QoS-routing protocols follow a source 
directed link-state approach in which the Source router com 
putes paths based on its current view of network resource 
availability (i.e., its link-state database) and the resource 
requirements of the flow. Once a path is selected, the router 
initiates hop-by-hop signaling toward the destination. Each 
router performs an admission test and reserves resources on 
behalf of the flow. If one or more of the links cannot support 
the additional traffic, the flow is “blocked’, and perhaps 
retried later with a different resource request. Once 
established, the path is typically pinned for the duration of 
the flow (in the absence of link failure), even if new, better 
paths become available. Link-state updates may be distrib 
uted periodically, or triggered when the link-state metric 
changes by Some threshold. Triggered updates are typically 
coupled with a hold-down timer to impose a minimum time 
between updates to avoid overloading the network with 
updates during intervals of rapid fluctuation. For example, 
the update period, trigger threshold, and hold-down timer 
could be 90 seconds, 40%, and 30 seconds, respectively. 
Tuning the frequency of link-state update messages intro 
duces an important tension between overhead and 
performance, and has been the focus of several recent studies 
on QoS routing. With reliable flooding of link-state update 
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messages, every router receives a copy of every update on 
every incoming link. This introduces substantial bandwidth 
and processing overheads in large backbone networks. Each 
router must maintain its own view of the available link 
resources, distribute link-state information to other routers, 
and compute and establish routes for new flows. Since most 
TCP/UDP transfers consist of just a handful of packets, 
load-sensitive routing of IP flows would require frequent 
propagation of link-state metrics and recomputation of 
routes to avoid the same instability problems that arise in 
dynamic routing at the packet level. Thus, despite the poten 
tial benefits of dynamic routing, it is understandable why 
most backbone networks still employ static routing rather 
than dynamic routing techniques. 

Accordingly, there is a need for a new routing scheme that 
maintains the benefits of dynamic routing, while also mak 
ing it both stable and efficient. 

SUMMARY OF THE INVENTION 

The present invention exploits the variability of packet 
flow durations to avoid the undesirable effects of traditional 
approaches to dynamic routing. While most flows on the 
Internet are short-lived, the majority of the packets and bytes 
belong to long-lived flows, and this property persists across 
several levels of aggregation. Although this inherent vari 
ability of Internet traffic sometimes complicates the provi 
sioning of network bandwidth and buffer resources, heavy 
tailed flow-size distributions can be exploited to reduce the 
overheads of certain control mechanisms. Most notably, 
variability in flow duration has been the basis of several 
known techniques that reduce router forwarding overheads 
by establishing hardware Switching paths for long-lived 
flows. These schemes classify arriving packets into flows 
and apply a trigger (e.g., arrival of some number of packets 
within a certain time interval) to detect long-lived flows. 
Then, the router dynamically establishes a shortcut connec 
tion that carries the remaining packets of the flow. The short 
cut terminates if no packets arrive during a predetermined 
timeout period (e.g., 60 seconds). Several measurement 
based studies have demonstrated that it is possible to limit 
the setup rate and the number of simultaneous shortcut 
connections, while forwarding a large fraction of packets on 
shortcuts. 
The present invention builds on the implications of vari 

ability in flow durations on the stability of load-sensitive 
routing. In accordance with an embodiment of the present 
invention, long-lived flows of packets are routed dynami 
cally while short-lived flows are forwarded on preprovi 
Sioned static paths. This hybrid approach can exploit flow 
classification hardware at the edge of backbone networks 
and known techniques for flow-pinning, as well as basic 
insights from earlier work on QoS routing. This approach of 
separating short-lived and long-lived flows can dramatically 
improve the stability of dynamic routing. In accordance with 
another embodiment of the present invention, the detection 
of long-lived flows can be related to the timescale of link 
state update messages, thereby allowing the present inven 
tion to react to fluctuations in network load without intro 
ducing route flapping. In accordance with another 
embodiment of the present invention, simple and robust 
rules for allocating network resources for short-lived and 
long-lived flows are disclosed, as well as techniques for 
sharing excess link capacity between the two traffic classes, 
The provisioning rules can be tailored to measurements of 
the distribution of flow sizes, and the triggering policy for 
detecting long-lived flows. 
The present invention has the advantage of reducing the 

overhead of load-sensitive routing in a number of critical 
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4 
ways. It has the advantage of fewer signaling operations. 
Limiting load-sensitive routing to long-lived traffic Substan 
tially reduces the number of signaling operations for pinning 
routes, while still carrying the majority of packets and bytes 
on dynamically-selected paths. 
The present invention also has the advantage of fewer 

link-state update messages. Dynamic routing of long-lived 
flows reduces the frequency of link-state update messages, 
both by reducing the number of flows that are dynamically 
routed, and by dramatically increasing the average flow 
duration. 

The present invention also has the advantage of requiring 
fewer route computations. The slower changes in link-state 
information permit the routers to execute the path-selection 
algorithm less often without significantly degrading the 
quality of the routes. The routers can exploit efficient tech 
niques for path precomputation rather than computing paths 
at flow arrival. 

In addition, recent measurement studies suggest that long 
lived flows have a less bursty arrival process than short-lived 
flows. Hence, focusing on long-lived flows should reduce 
the variability in the protocol and computational demands of 
dynamic routing, and lower the likelihood that a large num 
ber of flows route to the same links before new link-state 
metrics are available. 

These and other advantages of the invention will be appar 
ent to those of ordinary skill in the art by reference to the 
following detailed description and the accompanying draw 
ings. 

BRIEF DESCRIPTION OF THE DRAWINGS 

FIG. 1 is a simplified diagram of a packet-switched net 
work illustrating a preferred embodiment of the present 
invention. 

FIG. 2 is a diagram of flows of packets in the network. 
FIG. 3 is a flow state machine illustrating the steps of 

detecting and routing flows, in accordance with a preferred 
embodiment of the present invention. 

FIG. 4 is a diagram illustrating the dynamic sharing of 
link bandwidth between long-lived and short-lived flows. 

FIG. 5 is a table summarizing various parameters affect 
ing load-sensitive routing of long-lived flows. 

DETAILED DESCRIPTION 

FIG. 1 sets forth a simplified diagram of a packet 
switched network suitable for illustrating preferred embodi 
ments of the present invention. The network 110 comprises a 
number of linked routers 111 to 127. Individuals, e.g. 101, 
and commercial customers, e.g. 102, are able to access the 
network 110 via access routers, e.g. 111, 112, and 114. Gate 
way router 115 connects this particular domain with other 
network domains through an interexchange point (IXP) 150 
using well-known interdomain protocols. Routing of packets 
inside the domain, in the prior art, would be handled by an 
intradomain protocol such as OSPF (Open Shortest Path 
First), a link-state protocol in which routers precompute 
routing tables based on link “cost information received 
from neighboring routers. See, e.g. Moy, “OSPF Version 2. 
IETF Network Working Group, RFC 2178, July 1997, which 
is incorporated by reference herein. 

In accordance with a preferred embodiment of the present 
invention, flows of packets continue to be routed on static 
default paths, as in the prior art, until the flow can be charac 
terized by the network as being “long-lived.” The detection 
of long-lived flows is discussed in detail in Section 1 below. 
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Such long-lived traffic flows are routed using any of a num 
ber of different load-sensitive routing techniques, as further 
described below in Section 2, while the remaining “short 
lived traffic flows on static preprovisioned paths. It is 
advantageous to detect the long-lived flows at edge routers in 
the network. For example, assume that a static path has been 
preprovisioned that links edge router 113 to router 116 
through routers 123 and 124 in FIG.1. The edge router 131 
classifies packets into flows and triggers a dynamic route 
computation when a long-lived flow is detected. The net 
work proceeds to "pin a dynamic path along routers 127, 
122, and 121 along which the long-lived flow is forwarded. 
After the flow of packets diminishes, the dynamic route may 
be “unpinned' and the packets again forwarded along the 
default path. 

Exploiting the potential gains of the present invention 
requires careful consideration of how long-lived traffic inter 
acts with the many short-lived flows in the network. In 
particular, the transient load fluctuations of the short-lived 
traffic should not affect the stability of the dynamic routing 
of the long-lived flows. It is advantageous to logically parti 
tion the link resources between the two traffic classes, result 
ing in a logical division of the traffic into N, and N. 
That is, each link has capacity C, and c, for N, and N. 
respectively, for a total link capacity of c and c, FIG. 4 
illustrates the way link capacity is shared between short and 
long flows. Long-lived flows are dynamically routed based 
on the utilization u, e0, C.) of the link resources on N. 
In addition, the routing algorithm used for long-lived flows 
preferably should favor paths that enhance the performance 
of the short-lived flows in the other partition. The division of 
link capacity into c and c, is based on the distribution f flow 
size, where f(x) is the likelihood that a flow consists of no 
more than x bytes. The probability distribution is known in 
advance, based on network traffic measurements, and 
changes much more slowly than the offered load in the net 
work. 

The interaction between short-lived and long-lived flows 
depends on how link-state metrics are defined. For a practi 
cal deployment of load-sensitive routing, link-state updates 
should not occur much more frequently than under tradi 
tional static routing protocols. Otherwise, the network pro 
vider would have to limit the number of routers and links in 
individual areas or peer groups, which would significantly 
limit the advantages of load-sensitive routing. However, 
routing based on out-of-date information also severely 
degrades the effectiveness of load-sensitive routing. Increas 
ing the update period or trigger threshold reduces the link 
state update frequency but results in out-of-date information 
which can cause Substantial route flapping and induce a 
router to select a suboptimal or even infeasible path. Under 
high update periods, flows typically block during the signal 
ing phase, due to out-of-date information about the load on 
downstream links. This introduces additional setup overhead 
in the network for flows that are ultimately blocked. It is 
possible to reduce flapping by selecting amongst a set of 
several paths, or by using coarse-grained link metrics to 
increase the likelihood of “ties” among similar paths. Such 
techniques avoid the problem of targeting the one “best 
path, but merely extend the range of link-state update peri 
ods under which conventional load-sensitive routing per 
forms well. Ultimately, flapping arises when the timescale of 
the arriving and departing traffic is Small relative to the link 
state updates. Previous studies have also shown that high 
bandwidth flows and bursty flow arrivals cause even larger 
fluctuations in link state, requiring more frequent update 
messages. 
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6 
Earlier approaches to dynamic routing in packet networks 

operated on measured quantities, such as average utilization, 
queue length, or delay. These measured quantities can fluc 
tuate on a fairly small timescale, due to the variability of 
Internet traffic, and are very sensitive to the selection of the 
estimation interval. In contrast, the present invention defines 
link state in terms of allocated resources on each link, which 
should result in a more stable quantity that changes on the 
timescale of flow arrival and departure. In fact, separating 
routing for long-lived traffic may improve the stability of 
measured quantities like link utilization and queue length, 
allowing the use of Such metrics in path selection. 
The link state could conceivably reflect the resources con 

sumed by both the short-lived and long-lived flows. This 
model is appropriate in an integrated services network that 
initiates signaling for all flows. However, explicitly allocat 
ing resources for each of the many short-lived flows would 
introduce significant overheads. In addition, the burstiness in 
the arrivals of short-lived flows would increase the variabil 
ity of the link-state metric. Instead, it is advantageous to 
define link state in terms of the resources allocated to the 
long-lived delays. 

In basing link state only on the dynamically-routed traffic, 
this embodiment of the present invention runs the risk of 
directing long-lived flows to links that already carry a sig 
nificant amount of statically-routed short-lived traffic. To 
prevent this situation, it is preferable to not permit 
dynamically-routed flows to be allocated the entire capacity 
of the link. The proportion of link resources that can be 
allocated for short-lived flows can be tailored to the propor 
tion of traffic carried by these flows, as described above. For 
example, Suppose a link has a capacity C. Then, this embodi 
ment of the present invention allows long-lived flows to 
reserve some portion csC of these resources. At any time t. 
these dynamically-routed flows have been allocated some 
portion u, (t)sc, of these resources. Despite the logical par 
titioning of network resources, it is advantageous that the 
short-lived flows be able to consume excess capacity when 
the long-lived partition is underutilized. This approach is 
well-suited to best-effort and adaptive Internet applications, 
which can exploit additional bandwidth when it is available, 
and reduce the sending rate when the resources are con 
strained. The allocation of bandwidth c, exists only to con 
trol routing, and need not dictate the link scheduling poli 
cies. In fact, the short-lived and long-lived flows could each 
select from a variety of link-scheduling and buffer 
management techniques, such as class-based queuing and 
weighted Random Early Detection, to differentiate between 
flows with different performance requirements. For 
example, a router could direct all incoming traffic receiving 
assured service to a single queue, irrespective of whether a 
packet belongs to a short-lived or long-lived flow. The router 
need not provide per-flow scheduling or buffer management 
for long-lived flows, though a particular implementation 
could employ per-flow mechanisms to further improve per 
formance. But, these router mechanisms are not necessary to 
exploit the traffic engineering benefits of the present inven 
tion. 

The following three sections describe preferred policies 
for flow detection, path selection, and network provisioning. 

1. Detecting Long Flows and Pinning Routes 
The present invention requires an effective way for the 

network to classify flows and to initiate selection of a 
dynamic route for the long-lived traffic. In accordance with a 
preferred embodiment of the present invention, the network 
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nodes at the edge of the network can be high-speed routers 
employing flow classification hardware/software to associ 
ate each packet with a flow. For example, two high speed 
packet classification designs Suitable for use with the present 
invention are described in V. Srinivasan et al., “Fast and 
Scalable Layer Four Switching.” in Proceedings of ACM 
SIGCOMM, September 1998, and T. Lakshman et al., 
“High-Speed Policy-Based Packet Forwarding Using Effi 
cient Multi-Dimensional Range Matching.” in Proceedings 
of ACM SIGCOMM, September 1998, which are incorpo 
rated by reference herein. FIG. 2 sets forth an abstract dia 
gram of a series of packets travelling through the network. 
Related packets are shown grouped into three flows. The 
router classifier can group the packets in accordance with 
any of a number of flow definitions: e.g. by TCP/UDP port, 
by host, by Subnet, by net aggregation, based on TOS bits, 
etc. The router can also keep track of the number of bytes or 
packets that have arrived on each flow, or the length of time 
that the flow has been active. The router thereby can apply 
some form of flow timeout to determine the end of the flow. 

FIG.3 summarizes in the form of a flow state machine the 
steps of detecting and routing flows, adapted in accordance 
with a preferred embodiment of the present invention. By 
default, at 301, the router forwards arriving packets on the 
path(s) selected by the static intra-domain routing policy. 
For example, in OSPF, the router would forward the incom 
ing packet to an outgoing link along a shortest-path route, 
based on static link weights. Then, once the accumulated 
size or duration of the flow has exceeded some threshold (in 
terms of bytes, packets, or seconds), at 302 the router selects 
a dynamic route for the remaining packets in the flow. Sec 
tion 2 describes in further detail the manner in which the 
dynamic path may be computed. If the route computation 
fails, then the router continues to route the flow on the static 
path. If the route computation Succeeds, the router proceeds 
to set up the dynamic path at 303. If the dynamic path setup 
succeeds, then the router forwards the flow via the dynamic 
path at 304. The flow classifier continues to track the arriv 
ing packets, and signals the termination of the dynamic route 
after the timeout period expires at 305 and 306. 

In accordance with one embodiment of the present 
invention, the dynamic route could be established by creat 
ing a label-switched path in MPLS, which populates the 
forwarding tables in the routers along the flows new path. In 
this scenario, the edge router selects an explicit route and 
signals the path through the network, as in a traditional 
application of MPLS. If the network consists of ATM 
switches, the dynamic route would involve path selection 
and connection signaling similar in spirit to MPOA. The 
selected route could be cached or placed in a routing table, to 
ensure that future packets are forwarded along the selected 
route, until the flow timeout is reached. The dynamic path 
can be selected based on the router's current view u', of the 
load on the long-lived partition of each link, as well as the 
resources b requested for the flow. Since the router may have 
out-of-date link-state information, the value of u', may differ 
from the actual load u. The resource requirement b for each 
flow could be included in the flow classifier at the edge 
router (e.g., the parameters of the flow conditioner under 
differentiated services). Alternatively, the value ofb could be 
implicitly associated with other parameters in the classifier, 
Such as the port numbers or IP addresses (e.g., dedicating a 
fixed bandwidth to Web transfers, or to the set of users with 
IP addresses in the range assigned to a modem bank). 
Dynamic routing of long-lived flows draws on link-state 

metrics u? that represent the reserved resources on each link. 
Link-state advertisements can be flooded throughout the 
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8 
network, as in QOSPF and PNNI, or may be piggybacked on 
the messages used for the default intradomain routing proto 
col. The present invention focuses on link bandwidth as the 
primary network resource, since application throughput is a 
critical performance issue. Although network load may be 
characterized by several other dynamic parameters, includ 
ing delay and loss, initial deployments of load-sensitive 
routing are likely to focus on a single simple metric to 
reduce algorithmic complexity. In addition, bandwidth is an 
additive metric, which simplifies the computation of the 
link-state metric and ensures that the core routers need only 
store aggregate information about the resource requirements 
of the set of flows on each link (e.g., upon arrival of a long 
lived flow, the router could update u=ub). The value of b 
could represent the peak, average, or effective bandwidth of 
the flow. Since any of the short-lived or long-lived flows can 
consume excess link capacity, inaccuracies in estimating the 
resource requirements of any particular flow need not waste 
network bandwidth. 

2. Selecting Paths for Long-Lived Flows 
There are a number of known load-sensitive routing algo 

rithms that could be used for path selection of long-lived 
flows. See, e.g., S. Chen and K. Nahrstedt, “An Overview of 
Quality of Service Routing for Next-Generation High-Speed 
Networks: Problems and Solutions.” IEEE Network 
Magazine, pp. 64–79, November/December 1998. For 
example, path selection can be implemented efficiently 
using a variant of the Dijkstra shortest-path algorithm or the 
Bellman-Ford algorithm, with relatively simple extensions 
to Support precomputation of the path(s) to each destination. 
See R. Guerin, et al., “QoS Routing Mechanisms and OSPF 
Extensions, in Proc. Global Internet Miniconference, 
November 1997, which is incorporated by reference herein. 
When dynamically routing a long-lived flow, the edge router 
can prune links that do not appear to satisfy the bandwidth 
requirement of the flow (i.e., u"+b >c.). After selecting the 
path, the flow undergoes hop-by-hop signaling to reserve the 
bandwidth on each link. In the meantime, the flows packets 
continue to travel on the default static path. Upon receiving a 
signaling message, a core router tests that the link can actu 
ally support the additional traffic (i.e., u +bsc) and updates 
the link state upon accepting the flow; these resources are 
released up on flow termination. If any of the links in the 
path is unable to support the additional traffic (i.e., u +b>c.), 
the flow may be blocked and forced to remain on the static 
path. Note that, in contrast to research on QoS routing, the 
present invention does not reject a blocked flow, but instead 
continues to forward the flow's packets on the static path. 
Another dynamic routing operation may be performed after 
the flow trigger is reached again. As an alternate policy, the 
flow could be accepted on a dynamically-routed path, even 
though the resources on the dynamic path are temporarily 
over-allocated. 

With effective provisioning of the long-lived partition, 
encountering an over-constrained link should be an unlikely 
event. Once the flow has been accepted, the remaining pack 
ets are forwarded along the new path. Still, only a subset of 
the long-lived lived flows are active at any moment, and 
others may not consume their entire allocated bandwidth 
across time. In particular, no bandwidth is consumed during 
the flow timeout period, which could be as large as 60 sec 
onds. The presence of inactive flows can be handled by allo 
cating a smaller amount of bandwidth for each individual 
flow. For example, suppose that measurement of the flow 
size distribution f(x) show that flows on the long-lived parti 
tion have an average residual lifetime of 1 seconds. Then, 
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each flow could be allocated a bandwidth b that is a propor 
tion 1/(1+60) of its estimated resource requirement. In 
addition, the short-lived flows can capitalize on transient 
periods of excess capacity (u,<c.), making the present 
scheme robust to inaccuracies in estimating the aggregate 
bandwidth requirements of the long-lived flows. 

It is preferable that the chosen dynamic algorithm favor 
short paths to avoid consuming extra resources in the net 
work. Long routes make it difficult to select feasible paths 
for Subsequent long-lived flows, and also consume excess 
bandwidth that would otherwise be available to the short 
lived traffic. Out-of-date link-state information exacerbates 
this problem, since stale link metrics may cause a flow to 
follow a non-minimal path even when a feasible shortest 
path exists. To further benefit the short-lived flows, the long 
lived flows can be routed on paths that have the most unre 
served capacity on the long-lived partition. In other words, 
amongst a set of routes of equal length, the algorithm can 
select the widest path. If the widest, shortest path cannot 
support the bandwidth of the new flow, the algorithm can 
consider routes up to some h>0 hops longer than the shortest 
path. By reducing the effects of stale link-state information, 
the present routing scheme should permit the use of higher 
values of h than an approach that performs dynamic routing 
of all flows. 

3. Provisioning Resources for Short-Lived and Long 
Lived Flows 

The effectiveness of the hybrid routing policy depends on 
how the network resources are allocated between the short 
lived and long-lived flows. In the simplest case, the network 
could allow dynamically-routed traffic to be allocated the 
entire capacity C on a link. Since path-selection favors paths 
with more available bandwidth, the long-lived flows would 
not typically consume an excessive amount of resources on 
any one link. However, if a link carries a large amount of 
short-lived traffic, dynamically routing additional traffic to 
this link would increase the congestion, particularly under 
non-uniform traffic. To avoid unexpected congestion, the 
routing protocol should be aware of the expected load that 
the statically-routed traffic introduces on each link. The net 
work can preallocate these resources by limiting long-lived 
flows to Some portion c, of the link capacity C. A larger value 
of c, provides greater flexibility to the long-lived flows, 
while a smaller value of c, devotes more resources to the 
statically-routed traffic. Despite the advantages of allocating 
resources for short-lived flows, selecting c, too small would 
increase the likelihood of “blocking of dynamically-routed 
long-lived flows. Such blocking would, in turn, increase the 
resources consumed by statically-routed traffic to carry the 
“blocked' long-lived flows. In experiments conducted by the 
inventors, the effectiveness of the present technique is not 
sensitive to the selection of a large value for c, since excess 
short-lived traffic can exploit underutilized resources that 
were allocated for long-lived flows. 

Fortunately, although the traffic load may vary across 
time, the distribution of the number of packets and bytes in a 
flow is relatively stable, particularly on the timescale of 
dynamic path selection; hence, the flow-size distribution can 
be determined in advance, based on network traffic measure 
ments. It should be noted, though, that the flow-size distribu 
tion may not be the same on every link. For example, the 
distribution of flow sizes for an access link to a video server 
would differ from the distribution near a DNS server. These 
links would arguably devote different proportions of 
resources to short and long-lived flows. In the core of the 
network, the mixing of traffic from a variety of applications 
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10 
and Source-destination pairs should result in relatively simi 
lar flow-size distributions across different links. The sim 
plest provisioning model divides link bandwidth in propor 
tion to the amount of traffic slated for each partition. As an 
example, consider the distribution f (x) of the number of 
packets in a flow. Suppose a flow is dynamically routed after 
T packets have arrived. That is, a proportion f (T) of the 
flows are short-lived. Let 1 and l, be the average number of 
packets in the short-lived flows (i.e., flows less than T pack 
ets long) and the long-lived flows, respectively. These aver 
ages can be derived directly from f(x). 

All of the traffic in the short-lived flows, and the first T 
packets of each long-lived flow, travel on static preprovi 
Sioned shortest paths. In the absence of blocking, the 
remainder of the traffic in the long-lived flows travels on 
dynamic routes. This suggests that c, should be a fraction 

of the link capacity C. The value of T should be large enough 
to control the fluctuations in the link-state metrics for the 
dynamically-routed traffic, yet Small enough to ensure that a 
large amount of traffic can be dynamically routed. In 
addition, if T is very large, the capacity c, dedicated to long 
lived flows may not be large relative to the flow bandwidth b: 
this would introduce additional blocking on long-lived flows 
due to bandwidth fragmentation. Fortunately, the heavy 
tailed flow-size distribution f(x) ensures that c, is at least half 
of the link capacity, even for large flow triggers T. Band 
width fragmentation should not be a problem for reasonable 
flow trigger values. 
A preferred embodiment of the present invention has a 

number of tunable parameters that affect the network 
dynamics, which are summarized in FIG. 5. It should be 
noted that the cost performance tradeoffs of the present 
invention relate directly to the selection of the flow trigger. 
Despite the advantages of large flow triggers in reducing the 
computational overheads, a smaller flow trigger ensures that 
more traffic can be routed based on load, at the risk of greater 
sensitivity to Stale link-state information. The flow trigger 
should be chosen such that most flows on N, have a 
residual lifetime that is large relative to the link-state update 
period. When the update period is small (e.g., 30 seconds), 
choosing Small flow triggers that assign more traffic to 
dynamic routes improves performance. To maximize the 
hybrid approach’s ability to react to shifts in traffic load, the 
flow trigger advantageously should be made as Small as 
possible. Subject to the link state period and the target route 
computation rate. 
The foregoing Detailed Description is to be understood as 

being in every respect illustrative and exemplary, but not 
restrictive, and the scope of the invention disclosed herein is 
not to be determined from the Detailed Description, but 
rather from the claims as interpreted according to the full 
breadth permitted by the patent laws. It is to be understood 
that the embodiments shown and described herein are only 
illustrative of the principles of the present invention and that 
various modifications may be implemented by those skilled 
in the art without departing from the scope and spirit of the 
invention. For example, the detailed description discloses 
the present invention in particular with reference to the Inter 
net and protocols relevant to the Internet. However, the prin 
ciples of the present invention could be extended to other 
types of networks and other protocols. Such an extension 
could be readily implemented by one of ordinary skill in the 
art given the above disclosure. 
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What is claimed is: 
1. A method of routing packets in a packet-switched net 

work comprising the steps of: 
establishing a static route for packets in the packet 

Switched network; 
classifying a first group of packets as a long-lived flow: 

and 
establishing a load-sensitive route for the long-lived flow, 
and 

wherein initially routing flows of long-lived packets are 
initially routed over the static route and continue to be 
routed continuing to route the flows of long-lived pack 
ets over the static route if a load-sensitive route with 
adequate capacity cannot be established, 

wherein the establishing a load-sensitive route includes 
using a dynamic routing algorithm to identify the load 
Sensitive route, 

and wherein the dynamic routing algorithm identifies 
individual links to comprise the load-sensitive route 
based at least on the amount of the bandwidth of those 
links that has already been allocated to long-lived 
flows. 

2. A method of routing packets in a packet-switched net 
work comprising the steps of: 

establishing a static route for packets in the packet 
Switched network; 

classifying a first group of packets as a long-lived flow: 
and 

establishing a load-sensitive route for the long-lived flow, 
and 

routing the long-lived flow over the load-sensitive route, 
wherein the load-sensitive route is established by creating 

a label-switched path in MPLS, 
wherein the establishing a load-sensitive route includes 

using a dynamic routing algorithm to identify the load 
Sensitive route, 

and wherein the dynamic routing algorithm identifies 
individual links to comprise the load-sensitive route 
based at least on the amount of the bandwidth of those 
links that has already been allocated to long-lived 
flows. 

3. A router for a packet-switched network comprising: 
a plurality of interfaces to other routers in the packet 

Switched network for receiving and forwarding pack 
ets; 

packet classifying means for classifying groups of 
received packets as a long-lived flow; and 

routing means 
for computing and forwarding packets along a static 

route; and 
for computing and forwarding long-lived flows of pack 

ets along a load-sensitive route, 
wherein flows of long-lived packets are initially routed 

over the static route and continue to be routed over 
the static route if a load-sensitive route with adequate 
capacity cannot be established, 

wherein the computing and forwarding long-lived flows 
includes using a dynamic routing algorithm to iden 
tif the load-sensitive route, 

and wherein the dynamic routing algorithm identifies 
individual links to comprise the load-sensitive route 
based at least on the amount of the bandwidth of 
those links that has already been allocated to long 
lived flows. 
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12 
4. A router for a packet-switched network comprising: 
a plurality of interfaces to other routers in the packet 

Switched network for receiving and forwarding pack 
ets; 

packet classifying means for classifying groups of 
received packets as a long-lived flow; and; 

routing means 
for computing and forwarding packets along a static 

route; and 
for computing and forwarding long-lived flows of pack 

ets along a load-sensitive route, 
wherein the load-sensitive route is established by creat 

ing a label-switched path in MPLS, 
wherein the computing and forwarding long-lived flows 

includes using a dynamic routing algorithm to iden 
tif the load-sensitive route, 

and wherein the dynamic routing algorithm identifies 
individual links to comprise the load-sensitive route 
based at least on the amount of the bandwidth of 
those links that has already been allocated to long 
lived flows. 

5. A non-transitory computer readable medium contain 
ing executable program instructions for performing a 
method on a router connected to a packet-switched network 
comprising the steps of 

establishing a static route for packets in the packet 
Switched network; 

classifying a first group of packets as a long-lived flow: 
and 

establishing a load-sensitive route for the long-lived flow: 
wherein flows of long-lived packets are initially routed 

over the static route and continue to be routed over the 
static route if a load-sensitive route with adequate 
capacity cannot be established, 

wherein the establishing a load-sensitive route includes 
using a dynamic routing algorithm to identify the load 
Sensitive route, 

and wherein the dynamic routing algorithm identifies 
individual links to comprise the load-sensitive route 
based at least on the amount of the bandwidth of those 
links that has already been allocated to long-lived 
flows. 

6. A non-transitory computer readable medium contain 
ing executable program instructions for performing a 
method on a router connected to a packet-switched network 
comprising the steps of 

establishing a static route for packets in the packet 
Switched network; 

classifying a first group of packets as a long-lived flow: 
and 

establishing a load-sensitive route for the long-lived flow: 
wherein the load-sensitive route is established by creating 

a label-switched path in MPLS, 
wherein the establishing a load-sensitive route includes 

using a dynamic routing algorithm to identify the load 
Sensitive route, 

and wherein the dynamic routing algorithm identifies 
individual links to comprise the load-sensitive route 
based at least on the amount of the bandwidth of those 
links that has already been allocated to long-lived 
flows. 
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7. A method of routing packets in a packet-switched net 
work comprising: 

establishing a static path in the packet-switched network, 
identifying a group of packets belonging to a long-lived 

flow, where the long-lived flow was initially routed over 
the static path, and 

responsive to the identifying, routing the long-lived flow 
over a second path in the packet-switched network that 
is different from the static path, 

wherein the routing includes using a dynamic routing 
algorithm to identif the second path, 

and wherein the dynamic routing algorithm identifies 
individual links to comprise the second path based at 
least on the amount of the bandwidth of those links that 
has already been allocated to long-lived flows. 

8. The method of claim 7 wherein one or more links in the 
packet network each has a portion of its bandwidth parti 
tioned for long-lived flows. 

9. A method of routing packets in a packet-switched net 
work comprising: 

establishing a static path in the packet-switched network, 
identifying a group of packets belonging to a long-lived 

flow, where the long-lived flow was initially routed over 
the static path, and 

responsive to the identifying, routing the long-lived flow 
over a second path in the packet-switched network that 
is different from the static path, 

wherein one or more links in the packet network each has 
a portion of its bandwidth partitioned for long-lived 
flows, 

and wherein the dynamic routing algorithm identifies 
individual links to comprise the second path based at 
least on the amount of the bandwidth of those links 
partitioned for long-lived flows that has already been 
allocated. 

10. The method of claim 9 wherein the dynamic routing 
algorithm identifies as individual links to comprise the sec 
Ond path only links that can accommodate the long-lived 
flow within the partitioned portion. 

11. A method of routing packets in a packet-switched net 
work comprising: 

establishing a static path in the packet-switched network, 
identifying a group of packets belonging to a long-lived 

flow, where the long-lived flow was initially routed over 
the static path, and 

responsive to the identifying, routing the long-lived flow 
over a second path in the packet-switched network that 
is different from the static path, 

wherein the routing includes using a dynamic routing 
algorithm to identif the second path, 

and wherein the dynamic routing algorithm identifies the 
second path based on link states of links in the packet 
switched network wherein the link state of each of at 
least ones of the links in the packet-switched network is 
a function of the amount of resources that have been 
allocated to long-lived flows on that link. 

12. A method of routing packets in a packet-switched net 
work comprising: 

establishing a static path in the packet-switched network, 
identifying a group of packets belonging to a long-lived 

flow, where the long-lived flow was initially routed over 
the static path, and 

thereafter routing the identified long-lived flow over a 
path computed using a dynamic routing algorithm if the 
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algorithm is successful in computing a path that meets 
at least One dynamic routing criterion, but otherwise 
continuing to route the identified long-lived flow over 
the static path, 

wherein One or more links in the packet network each have 
a portion of their bandwidths partitioned for long-lived 
flows, 

and wherein the dynamic routing algorithm identifies 
individual links to comprise the second path based at 
least on the amount of the bandwidth of those links 
partitioned for long-lived flows that has already been 
allocated. 

13. A method of routing packets in a packet-switched net 
work comprising: 

establishing a static path in the packet-switched network, 
identifying a group of packets belonging to a long-lived 

flow, where the long-lived flow was initially routed over 
the static path, and 

thereafter routing the identified long-lived flow over a 
path computed using a dynamic routing algorithm if the 
algorithm is successful in computing a path that meets 
at least One dynamic routing criterion, but otherwise 
continuing to route the identified long-lived flow over 
the static path, 

wherein the dynamic routing algorithm identifies the sec 
Ond path based on link states of links in the packet 
switched network, and wherein the link state of each of 
at least ones of the links in the packet-switched network 
is a function of the amount of resources that have been 
allocated to long-lived flows on that link. 

14. A router for a packet-switched network, the router 
being adapted to 

establish a static path in the packet-switched network, 
identif a group of packets belonging to a long-lived flow, 

where the long-lived flow was initially routed over the 
static path, and 

responsive to the identifying, route the long-lived flow 
over a second path in the packet-switched network that 
is different from the static path, 

wherein the router uses a dynamic routing algorithm to 
identify the second path, 

and wherein the dynamic routing algorithm identifies 
individual links to comprise the second path based at 
least on the amount of the bandwidth of those links that 
has already been allocated to long-lived flows. 

15. A non-transitory computer readable medium contain 
ing executable program instructions that, when executed, 
perform the method comprising 

establishing a static path in the packet-switched network, 
identifying a group of packets belonging to a long-lived 

flow, where the long-lived flow was initially routed over 
the static path, and 

thereafter routing the identified long-lived flow over a 
path computed using a dynamic routing algorithm if the 
algorithm is successful in computing a path that meets 
at least One dynamic routing criterion, but otherwise 
continuing to route the identified long-lived flow over 
the static path, 

wherein One or more links in the packet network each have 
a portion of their bandwidths partitioned for long-lived 
flows and wherein the dynamic routing algorithm iden 
tifies individual links to comprise the second path based 
at least on the amount of the bandwidth of those links 
partitioned for long-lived flows that has already been 
allocated. 
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16. A non-transitory computer readable medium contain- continuing to route the identified long-lived flow over 
ing executable program instructions that, when executed, the static path, 
perform the method comprising 

establishing a static path in the packet-switched network, 
identifying a group of packets belonging to a long-lived 5 

flow, where the long-lived flow was initially routed over 

wherein the dynamic routing algorithm identifies the sec 
Ond path based on link states of links in the packet 
switched network, and wherein the link state of each of 

the static path, and at least ones of the links in the packet-switched network 
thereafter routing the identified long-lived flow over a is a function of the amount of resources that have been 

path computed using a dynamic routing algorithm if the allocated to long-lived flows on that link. 
algorithm is successful in computing a path that meets 10 
at least One dynamic routing criterion, but otherwise k . . . . 


