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AMEMORY PROCESSING UNIT ARCHITECTURE

BACKGROUND OF THE INVENTION
j0001] Computing systems have made significant contributions toward the
advancement of modern society and are utitized in 8 number of applications o achieve

igence, machine learning, big data

o

advaniageons resulis, Applications such as arbificial mtellig
analytics and the ke perform compuiations on large amounts of data. In conventionsl
computing systems, data is transferred from memory to one or more processing units, the
processing units perform caloulations on the dats, and the results are then transferred back
to nemory. The transter of large amounts of date from mwemory to the pmcessing unit and
back to memory takes time and consumes power.  Accordingly, there is @ continuing need
for improved conputing svstems that reduce processing latency, data latency and o power

consurnption.

SUMMARY QOF THE INVENTION

{802 The present technology may best be understood by referring to the following

ssoription and accompanying drawings that are used to fHustrate embodiments of the

present lechnology directed ward & memory processing unit architecture. The architecture
cant include a plurality of memeory regions, such as static randony access memory (SRAM),
and a plurality of processing reglons, incloading memery such as resistive randony access
mgmory {ReRAM), magnetic random access memory (MRAM), Flash memory {(FLASH),
or phase change random actess memory (PCRAM). The plurality of processing regions can
he colunmnal interleaved between the plurality of memory regions. The plurality of
processing regions can be configuraed to perform computation functions of a madel such ax
an arbificial newral petwork. Datacanbe configured {0 Bow in g eross-cofumnal direction

across the plorality of memory regions and processing regions.

00083} In one embodiment, a menory processing unit can include a plurality of
memory regions, & plurality of processing regions, and one or more centralived or
distributed cootrol cirenitry, The plurality of provessing regions can by interleaved between
the plurality of memory regions. Owne or move of the plurality of processing regions can be
configured to perform one or more computation fimetions, The one or more control

circuitry can be configured to control data How mto each given one of the plurality of



WO 2020/226903 PCT/US2020/029413

provessing regions from a first adjacent one of the phurality of memory regions to a second
adjacent one of the plurality of memory regions. The memery processing unit can further
inchude one or more communication links that can be coupled between the interleaved
plurality of memory regions and processing regions. The one or more communication linkx
can be configured for mmf‘i?ng data between nom-adjacent ones of the phuvality of memory

regions and or the processing regions.

{0004} In another embodiment, a method of configuring a memory processing unit
can include receiving a model. One or more of a plovatity of processing reglony of the
memory processing unit can be configured to perform one or more cmnpu’iai‘ian functions of
the madel. One or more of g plurality of memory regions of the memory processing unit
car be configured to control data flow into the ong or more of the plurality of processing
regions from # fivst adiacent memory region and out to a second adjacent memory region,
wherein the pharality of processing regions are interfeaved between the plurality of memory

reglons

{0003] This Summary s provided o Introduce 3 selection of concepis in g
simplhified formy that are frther desertbed below in the Detailed Deseription. This Summary
s notintended to identify koy features or essential features of the claimed subject matter,

nor is it intended 1o he used to Hinit the scope of the clabmed subject matter.

BRIEF DESCRIPTION OF THE DRAWINGS
[006] Embuodimsats of the present technology ave Hlustrated by way of example
and not by way of imitation, in the figures of the accompanying drawings and in which ke

reference numerals refer to sinnilar elements and in which:

FIG. 1 shows g memory processing unit, v sceordance with embadiments of the present

technotogy.

FIG. 2 shows a memory processing unil, o accordance with embodiments of the present

technology.
FIG. 3 shows a processing oove, in accordance with aspects of the present technology,
FIG. 4 shows a processing clement, in accordance with aspects of the present technology.

FiG, 3 shows a processing elenment, in sccordance with aspects of the present technology.

2
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FIG, 6 shows a memory processing method, in accordance with aspects of the present
technology.

FIG. 7 shows exeraplary configoration data, 1u accordance with aspects of the preseat
technology.

FIGH. 8A through &F iHuostrates confipuration and operation of & memaory processing unit, in
accordance with aspects of the present technology,

FIG. 9 illustrates configuntion and operation of & memory processing unit, in accordance
with aspects of the present technology,

FIG: 10 Hlustrates configuration and operation of a memory processing unit, in accordance
with aspects of the present technology.

FIG. 11 ilustrates configuration and operation of & memaory processing unit, in accordance

with aspects of the present technology.

FIG, 12 itlustrates configuration and operation of & memary processing unit, in accordance

with aspects of the present ischnology,

FIGL 13 sllustrates configuration and operation of 8 memory processing unit, in sccordance

with aspects of the present technology.

FIG: 14 lustrate iguration and operation of a memory procossing unit, inaccordancs
with aspects of the present techuology.

FIG. 13 iHustrates configuration and operation of & memory processing unit, in accovdance
with aspects of the present techoology.

FlG. 16 iHustrates a data flow through 2 set of processing coves in 2 processing region, in
accordanee with aspects of the present echnology.

FIGS, 17A and 178 Hlustrate data fow configurations of a processing cove, iy aceordancs
with aspects of the present technology,

FIG. 18 fllustrate g conventional computing process.

FIG. 19 shows g processing core, i aceordance with aspects of the present technology.

FIGS. 204 and 208 show writeback register, in accordance with aspects of the present

technoiogy.
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FIG, 21 tHustrates data transter in 3 menory processing unit, in accordance with aspecis of

the present fechnology.

FIG. 22 dlustrates data transfer in a memory processing unit, in accordance with aspects of

the present technology.

FIG. 23 ilustrates data reuse in 2 memory provessing unit, in accordance with aspects of the

present technology.
DETAILED DESCRIPTHON OF THE INVENTION

{0087 Reference will now be made in detail to the epmbodiments of the present
techndogy. examples of which are Hustrated in the accompanying demwings. While the
present ischnology will be deseribad n conjunction with these embodiments, 1t will be
understood that they are not intended to limit the Invention to these embodiments. Qn the
contrary, the invention i intended to cover slternatives, madifications and equivalents,
which may be inchuded within the scope of the invention ay defined by the appended claims,
Furthermore, in the following detailed description of the present technology, numerous
specitic details are set forth in order to provide a thorough understanding of the present
technology, However, it is understood that the present technology may be practiced without
these speeific details, In other instances, well-knowa wethods, procedures, components,
and circuits have not heen described n detail as not to unnecessarily obscurg aspeets of the

present technology.

JOBUR] Some embodiments of the present technology which follow are presented in
terms of rogtines, modules, logie blocks, and other symbolic representations of operations
on data within one or more electronic devices. The deseriptions and representations are the
means used by those skilled in the srtto most effectively convey the substance of their work
to others skifled in the art A routine, module, logic block anddor the Hke, Is herein, and
generally, conceived to be a self-congistent sequence of processes or instructions leading to
a desired result, The processes are those including physical manipulations of physical
gquantitiex. Usually, though not necessarily, these physical manipalations take the form of
glectric or magnetic signals capable of being stored, transforred, compared and otherwise
manipulated i an electronic device. For reasons of convenience, and with reference to

common usage, these signals ace referred to ax dats, bits) values, cloments, syrabols,
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characters, terms, numbers, strings, andfor the tike with reference o embodiments of the

prasent technology.

FO009] It should be borme o mind, however, that all of these terms are to be
mterpreted as referoncing physical manipulations and quantities and are merely convenient
labels and are {o be interpreted forther in view of terps commondy used in the art, Unless
specifically stated otherwise as apparent from the following discussion, it s understood that
through discussions of the present technology, discussions wtilizing the torms such as
“receiving,” andfor the like, refer to the actions and processes of an eleetronic device such
as an electronic computing device that manipulates snd trapstorms data, The data is
represented as physical {e.g., electronic) quantities within the clectronic device’s logie
cirouits, registers, memories and/or the like, and 18 transthrmed info other data similarly

represented as physical quantities within the clectromie device.

{010} [o this application, the use of the disjunciive is inlended to include the
omjunctive. The use of definite or indefinite articles is not intended to fodicate cardinality.
In particular, 3 reforence to “the”™ object or “37" object x intended to denote also one of g
possible plaradity of such objecis. 1t is aleo to be understood that the phraseology and
terminology used herein i3 for the purpose of description and should not be regarded as

limiting,

jO01 1] Reforring now to FIG, 1, a memory processing unit, in sccordance with
erbodiments of the present techiology, is shown, The memory processing unit 100 can
ichude a plurality of roemowy regions 110-130, g pluvality of processing regions 133-150,
ong OF more comnunication links 135, and one or more centralized or distributed controd
circuitry 1680, The plurality of woemory regions 113-130 can also be referred 1o ay activation
merory. The plarality of processing regions 135130 can be interleaved between the
plurglity of memory regions 110-130. In ovne implementation, the plurality of memory
regions 110-130 and the plurality of processing regions 133- 1530 can have respective
predetenmine sizes, The phurality of processing regions 133-130 can have the same design,
Stmlardy, the plorality of memory region 110-130 ean also have the same design. In one
implementation, the plurality of memory regions 11380 can be static random access
memory {SRAM), and the phurality of provessing regitns can fnchude one or more arrays of
resistive random aceess meory (ReRAM), magnetic random aceess memory (MRAM),

phase change random gccess merory (PCRAMY, Flash memory (FLASH), or the Bike.

LA
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fO012] One or more of the plurality of processing regions 135150 can be
configurad o perform one or more computation functions, one or more instances of one or
more compuiation functions, one or more segments of one or more computation funetions,
or the like, Forexample, a first processing region 135 can be configured {0 perform twe
computation fanctions, and 4 second processing region 140 can be configored to perform a
third computation function. in another example, the first processing region 135 can be
confignred to perform three instanves of & frst computation fanction, and the second
processing region 140 can be contigured to perform a second and third computation
function.  The one or more centralized or distributed control civeuttey 160 can configure
the one or more computation functions of the one or more of the plurality of processing
regions 135-130. In vet another example, a given computation function can have a size
farger thay the predetermined size of the one or more processing regions. In such case, the
given computation function can be segmented, and the computation functionean be
conflgured to be performed on one or more of the plurality of processing units 135150,
The conputation tunctions can inclode, but are not Bmited to, vector products, matri-dot-

products, convolutions, min/max pooling, averaging, scaling, and or the like.

FOOT3] A centval data How direction can be utihized with the plorality of memory
reptons | 10- 130 and plurality of processing regions 135-150. The one or more centralized
or distributed contrel eivcuitry 168 can control date fow into each given one of the plurality
of processing regions 135-150 from a first adjacent ane of the plurality of memory regions
110-130 to 9 second adjacent one of the plurality of memory regions L1380, For
example, the one or more control elrcultry 160 can confipure data to flow Into a first
processing region 138 from a fivst memory region 11 and ontto a second memory region
115, Similarly, the one or more control cireuttry 160 can configure data to flow hito a
secomd processing region 140 from the second memory region 115 and out to a third
memnory region 120, The control circuttry 160 can inclode a centralized control efrenitry,
distributed control circuitry or @ combination thereof, 1 distributed, the contral circuitry
160 can be local to the plurality of memory regions 110-130, the plurality of processing

regions 135150, and or one of more communication links 133,

{0014} In one tmplementation, the plurality of memory regions 110-130 and the
plurality of processing regions 135-150 can be colwmnal interleaved with each other. The

data can be contigured by the one or more centralized or distributed control circuitry 160 o

b
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flow between adjacent columnal inferleaved processing regions 135-150 and memory
regions HO-1301n a cross-columnal divection. v one implementation, the data can fJow in
a unidirectional cross-colummnal direction between adjacent processing regions 133150 and
memory regions 110-130, For example, data can be configured to flow from a first memory
region 11 mto a first processing region 138, from the first processing region 135 outto s
second menmory region 115, from the second memory region 113 info a second processing
region 140, and so on. In another implementation, the data can flow in a bidirectional
cross~columnal divection between adjacent processing regions 135-150 and memory regions
PHO-130. In addition ov alternatively, data within respective ones of the processing region
135150 can flow between functions within the same processing region. For example, fora
first processing region 133 configured to perform two computation functions, data can flow
from the first computation function directly to the second computation function withont

being written or read from an adjacert memory region,

{0018 The one or more communication Hoks 155 can be coupled hetwesn the
interteaved plurality of memory region {1138 and pluralily of provessing regtons 135«
15 The one or more conununication links 1535 can be configured for moving data between
non-adjacent ones of the pluality of memory regions HO-130, between non-adjacent ones
of the plurality of processing reglons 135-1 30, or between non-adjacent ones of a given
memory region and 3 given processing region. For example, the one ov more
comnmanication ks 133 can be configured for moving datg between the second memory
region 1S and s fourth memory region 125, Tn addition or sltivrnatively, the ong or mine
comnusication links 133 can be vonfigured for moving data betwesy the first processing
region 135 and a thivd processing region 145, Ty addition or alternatively, the one or more
contmunication links 135 can be configured for moving data between the second memay
region 115 and the third processing region 1435, or hetween the second processing unit 140

and a fourth memory region 125,

{016 Generally, the plivality of memory regions 110-130 and the ploradity of
processing regions 135-150 are contigured such that partial sums move in a given divection
through a given processing region. In addition, the plurality of memory regions 110-130
and the plurality of processing regions 135150 are generally configured such that edge

OUipULs Move i gl‘ii‘i} divegtion from & 01\ o }}I{)Ch‘hbiﬁl’ 1‘8&3{}!) to an dd mm}ow

.
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region. The terms partial sams and edge outputs are wsed herein to refer to the resulis of a

given computation fanction or a segment of & computation function.

JOOL 7] Referring now to FIGL 2, a niemory processing iy, fo accordance with
embodiments of the present technology, 15 shown,  The memory processing unit 200 can
inclode a phoality of maemory regrons HM 30, a plovality of processing regions 133-130,
one or more comnuimication: links 135, and one ov move centralized or distributed controd
circuitry 160, The plurality of processing regions 135130 can be interleaved between the
plurality of memory regions 116-130. {n one implementation, the plusality of memory
regions 1HO-130 and the plurality of processing regions 135130 can be colunmal
interleaved with cach other. In one implementation, the plurality of memory region 110-
130 and the plurality of processing regions 135-130 can have respective predetermined

SHECs,

{0018} Each of the plurality of processing regions 135-150 can include s plurality of
processing cores 205-270, In one iroplementation, the plurality of processing cores 205-270
can have a predetermined size. Oue or nore of the procgssing coves 205-270 of onc or
more of the processing regions 135-150 can be confipured to perform one or move
computation functions, one or more instance of one of more computation functions, one or
more segments of ane or more computation function, or the like.  For example, a first
procussing cove 205 of a first processing reglon 135 can be configured o perform a fisst
compuiation fonction, a second processing vore 310 of the Hest processing region 135 can
he configured to perforin a second computation function, and & first processing core of a
sevond processing region 140 can be configured to perform a thivd computation function.
Again, the computation functions can inchude but are not hinuted to vector products, matrix-

dot products, convolutions, mn/max pooling, averaging, scaling, snd or the like.

JO019] The one or more contralized or distriboted control circuitry 160 con also
configure the plutality of memory reglons 116-130 and the plurality of processing fegions
135-150 so that dats flows o each given one of the plorality of processing regions 135+
130 from a first adjacent one of the plarality of memory region 110-130 1o a second
adjacent one of the plurality of memory regions 110-130, For example, the one or more
control cireuitry 160 can configure data to flow uto o first processing region 133 froma

first memory region 110 and out to & second memory region 115, Similarly, the ons o

more control civeuitry 160 can configure data to How into a second processing region 140

=

&
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from the second memory region 115 and out to a third memory region 120, In oue
implementation, the control cireuity 160 can configure the plurality of memory regions 110-
130 and the piumiit}f of processing mgis;ms 135-150 8o that datg Dows ina siagkt divection.
one oF more pm‘r;:essing regions 135- 1530 and the respective adjacent one of the p} nmiity of
memery regions 110-130. In another implomentation, the control circuity 160 can
configure the plurality of memeory regions 110-130 and the plurality of processing regions
135-150 so that data fows bidirechonalty across one or more processing regions 1358150
and the respective adiacent oue of the plurality of mewmory regions 110130, In addition, the
one or more contrel circuiiry 160 can glse configure the daia to flow in a given direction
through ong or more processing cores 203-270 in cach of the plurality of processing regions
135-150. For example, the data can be configured to Hlow from top to bottom from a fist
processing core 205 through a second provessing core 210 1o a third processing core 2§ in

a first processing regiom 135,

{88207 Referring now to FEG 3, 8 processing core, in secordance with aspects of the
present technology, s shown, The processing core 300 can inclnde 4 processing slement
310, one or more memaory region interfaces 313, 320, one or more address tanslators 335,

330, one or more courters 335, one-or more controliers 340 and ong or more writchack
repisters 345, 350, The procesaing element 310 can be configared fo compute computation
funetions such as vector products, matris-dot-products, convohstions orthe fike, The
memory interfaces 318, 320 can be configured to fnterface with 8 tespective adjacent
memuory region. The address translators 328, 330 can be confipured o translate mult-
dimension data, such as feature yaps, o the one-dimensional mevoory organization within
the provessing element 3100 The counters 333, such as pixel counters, bit connters, channel
counters and the like, can be configured to scan over the data, The writsback registers 3435,
350 can be configured to hide memory aceess latency 1o the provessing cove 303, and can
also perform minvmay pooling, avergging, scaling and the ke The controllers 340 can

configure the one or more memory region interfaces 315, 320, one or more address

1
translators 325, 330, one or more counter 335 and one or more writehack register 343, 358
Also, sach cove can communicate (pass date) with the adjacent coves {the top and the

bottmm gores).
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{0021} Referring now to FIGL 4, a processing element 404, in accordance with
aspects of the present techonology, is shown, The processing element 400 can inchide one or
more memory cell arrays $10-425, one or more input registers 430-443, ong or more cutpat
registers 4580, 453, and one or more accumulators 460 The processing element 400 can
share one or more memory cell arvay 410423 with one or msore adjacent processing
clements. The aray of memory cells 410-4235 can include arrays of resistive random-access
memary {ReRAM), magnetic random access memory (MRAM), phase change random
access memory {PCRAMY, Plash memory {FLASHY), or the like. The memory cell arrays
410-425 ean tnclode a plurality of memaory cells arranged ina plarality of rows of memory
cells coupled to respective word Hnes and & plurality of columns of the memory cells
coupled to respective bit Hoes, Inone implementation, the memuory cells can be configured
{0 store eloments of a rst matrix, Sets of input registers cay be associated with a respective
set of word lines, In one implementation, the input registers can be condigared to store
fespective elements of a second niateix. The respective word Hnex can be blased based on
bit values of sequential bit positions in the corresponding toput registers. The respective bit
fines can be sensed to determine bit values in response to the biased word lines. Each
accumuolator 460 can be associated with a respective set of bit lines,  The acoumnulators 460
can inchide respective adder and shift registers confipured to sum a sensed bitvalugto a
content of g corresponding shift regisfer which & then loaded back into the shiff regicter.

Bach shift register can be configured to shift the sum in & given direction after cach sum s
foaded into the shift register. The shift register of the scoumulators 468 can then output 8
result to the output registers 450, 4835, In one Implementation, the output can be a partial
st of the content of the fuput register and the content of the memory cell array. For

example, the partial sum can be a dot product of the fivst and second matrix,

JO022] Reforring now o FIGL §, 8 processing clement, in accordance with aspects of
the present technology, is shown. Generally, the processing element can be a multiply
gecumudate (MAQ) anit. In one implementation, the processing element 300 can include
one o more seis of army units 303, Each array unit 5035 can include one or more sets of
input registers SHY, word line drivers 313, av grray of memory cells 520, and readont
cireuttry 325, Each set of areay unils 505 can be couplad to a respective mulii-operand
accumulators 330, and respective shift register 835, The nndti-operand accwmnulators 336

can be carry-save adders, Wallsce treey, or the Hke,

10
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{0023} Respective word Bnes in 8 corresponding set of cell onits 508 can be
activated simultancousty, Each accumalator 330 can be configured to sum pantial sums
from the corresponding readout civeuitry 525 of a set of array units 508 and the content of 2
corresponding shifl register 535, The sum can then be loaded back into the corresponding
shift register 3335, Fach shift regisier S35 can be configured to shift the sum in a given
direction. For example, if the word line driver 313 biases the word lines based on the input
registers 310 sequenced from most-significant-hit to least-signiticant bit, the shift register

S35 can shift ity content one bit to the left after each time the sum from the accumulator 330

is loaded nto the shift register §35. 11 the input registers 510 ave sequenced from least-
significant-bit to most-significant-bit, the shifl register 333 can perfonm a vight shift on the

sum. After sequencing over the word lings and over the bit pesttions of the input buffer of a

set of array onits 3035, the resulting dot product can be output form the shift register 535,

{60241  The aveay units 303 can be wrranged 1o increase the length or width of the
matrix, or both dimensions. In one implementation, the arvay units 303 can be srranged
hortzontally to increase the width for storing largey matrices 4, while having sinial
impact on the hardware design of the processing element 5300, Io another implemestation,
the array units SOS can be artanged vertically to ncrease the length of matrik AL In the
vertical implementation, the multi-cperand accumulator 530 shared among the vertical
cornpute shives van reduce the stre of the accumulator 330 and shilt register 335, The above
deserthed pmcassing elerment 300 is just one of many possible tmplementations of the

provessing slement 500

{80251 Referring now to FIG, 6,8 memaory processing method, in accordancs with
aspects of the present technology, 18 shown, The method can be implemented ina
combination of hardware, such gs one or more fiute state machines, and software, such as
computing device-cxecutable instructions. The memory processing method can include an

injtialization phase 603 and a runtioe phase 610

{60261  In the itialization phase 603, a model cay be recerved by a memory
processing unit, at 615, The memory processing anit can include g ploratity of memory
regions and a plurality of processing regions interfeaved botween the plurality of memory
regrons as deseribed above with veferancs to FIGS: 1-5. The mode! can include ong or mors

computation fuactions. In one implementation, the wodel can be a machine learming
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algorithm, artificial neural network, 3 convoelution neural network, 8 recurvent neural

network, o the like.

[B027]  AL620, one or more of the plurality of processing regions of the memory
procussing il can be configured {o perform one or muwe computation functions of the
model. In one implementation, a given procéssing region can be configured o perform one
or more compulation functions.  For example, a given processing vegion c¢an be configured
by writing a first mairix comprising a plurality of weights to the array of memory cells of
the given processing region. The corresponding npui, counters, accumulatory, shift
registers, output registers and the ke of the given processing region can also be configured
with initial values, states or the like. In another implementation, a given provessing core of
a given processing reging can be configursd to perform a given computation function, For
example, a given pr{measing core of g given processing region can be configured by writing
a first matrix comprising a phurality of weighis 10 the gvay of miemory cells of the given
processing core. The corresponding nput, counters, sccumulators, shift registers, output
registers and the like of the given processing core can also be configured with initial values,

states o the ke,

[6028] At 023, one or more of the pluratity of memory regions can be configored to
conirol data flow between the ong or more configured processing regions amd the one o
more configured memory regions. In one implementation, for a given processing region
140, data can be configured fo How in from g Hest adiacent memory portion S and outto a
second sdjscent memaory portion 120, either unidirectionally or bidirectionally.  In another
implementation, for a given processing core of a given processing region 140, data can be
configured to flow i from 4 Oest adjacent nemory portion 113 or a first adjacent
processing core, and out to & second adjacent memory portion 120 or second adjacent

processing core,

Pad

[8029]  In the runtime miode 610, inpus data can be reecived by the memory processing
unit, at 630, At 633, oulput data can be computed from the lnput data processed by the one
or more contigured processing regions and the one or more configured memory regions. At

644, the output data can be sutput from the memory provessing unit,

{06301 Referring now to FIG. 7, sxemplary configuration data, in accordance with

aspects of the present technology, is shown, I the inttalization mode 6035, a configuration
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stream can be generaled 1o configure the processing regions and memory regions. The
configuration stream can include data 7H) for use by the one ov more controller 348 of the
processing Sove 300 that can include one or more s indicating whether the processing
core 308 is configured as an edge core producing edge outpuls for output to a corresponding
adjacent memory region, or as a partial sem core producing partial sumns for ontput to
another processing core in a given provessing region. The configuration stream can also
inchude one or more bits indivating the computation fonction perfonmed by the provessing
core 300, The configuration stream can also include one or more bits indicating a kernel
width of the processing element 310, The configuration stream can also include data 720
for use by the one or more memaory translators that include one or more bits indicating the
adjacent memory region providing input data and one or more bits indicating the adjacent
memory region to which outpuat data 15 sente In one implementation, a software layer of the
control cireuitey can be configured to receive a neural network moded and geperate the

configuration stream.

{H31]  Referring now to FIGR, 8A-RE operation of @ metmory provessing onit, in
accordance with aspects of the present technology, is ilusiraied. Afler the configuration
mode, input data can be received 1na fiest mersory reglon 110, A fiest frame of data can
flow from the Hrst memory region 110 0 a first progessing region 135 where the fivst
processing corve 803 can perform a configured computation function on the first frameof

data to generate & frst instance of g fivst portiad sum, a8 dhustrated in FIGL 8A.

{00321 Asillustrated in FIG. 8B, the first instance of the Hrst partial sum can How
from the fiest processing core 805 o a second processing core 810, The second processing
core §10 can perform a configured computation function on the fivst instangce of the first
partial sum. While the second processing core R10 is processing the partial sum associated
with the first frame of the data, the first processing core 803 can be processing a second
frame of the data. As tHustrated w0 FIG. & the first instance of the seeond partial sum can
How from the second processing core 810 1o o thivd processing core 813, The third
processing core 8§15 can perform a configured computation function on the flest instance of
the second partial sum to produce a first instance of a thivd partial sum. While the third
processing core 815 is processing the partial sum assoctated with the fivst frame of data, the
second processing core 810 can be processing the partial sum associate with the second

frame of data and the fivst processing core 8035 can be processing a partial sum associate

i3
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with a third frame of data. As illustrated in FIG. 81, the first instante of the third partial
sum can flow from the third processing core 8135 to a fourth processing core 830, The
fourth processing core 820 can perforny g configured computation function on the first
instance of the third partial sum to produce a fivst mstance of a fiest edge output. While the
fourth processing core 820 is processing the partial sem associate with the fisst frame, the
first, second and third processing cores 805-813 can be processing respective partial sums
associate with respective frames of the data from the first momory region 110, istobe

appreciated that the frames of data are passed and processed in 4 pipelive configuration.

[0833]  Asillustrated in FIGL 8K, the fourth processing core 820 can produce an edge
output that can be passed to an adjacent second memory processing region 1153, The second
memory procesying region 115 can i turn pass the edge output toa first and & fourth
processing core 825, 830 in a sccond provessing region 1440, as illustrated in FIG. 8F.
Accordingly, multiple processing cores can work on the same edge outpul associate with a
given frame of data. The one or more edge outputs cutpul to the second memory processing
veaton 140 canrepresent the output of a first fayer of aoneural nedwork, As iHustrated in
FIG. RG, the partial surns Trom the ficst and fourth processing coves 825, 83Hn the second
processing region 140 can be passed fo the second and filth processing cores 833, 840, A4
the same timé, the first memeory region 110 the first, sgeond, third and fourth processing
cores 805-821) of the first processing vegion 135, and thesecond memory region TS can be
simultancously processing corresponding frames. The data input from the second memory
regilon 115 to the fiest and fourth processing cores 825, 830 ¢an reprosent the input 1o a
sevond layer of the neural network. As Hustrated in FIG, 8H, the partial sunms from the
second and fifth processing cores 825, 840 in the sccond processing region 140 canbe
passed 1o third and sixth processing coves 845, 850, At the same tiroe, the first memory
region 11, the fiest, sceond, third and fourth processing cores 303-820 of the first
processing region 133, the second wemory vegion 1135, and the first, second, fourth and f1fth
processing cores 825-840 of the second processing region 140 can be simultancously
processing corresponding frames. As illustrated in FIG. 81, the third and sixth processing
cores B35, 830 of the second processing region T4 can pass edge outputs to the adjacent
third memory region 120, As iHostrated in FIGL 8], the third memory region 120 can pass
the edge outputs to first, thivd and {ifth processing cores 855-865 of a third processing

region 143, Accordingly, the Grst memory region 110, the first, second thivd and fourth

4
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provessing cores 805-820 of the first processing region 135, the second memory region 115,
the first, second, thied, fourth, fifth and sixth processing cores §235-830 of the second
processing region 144, the third memory region 120, and the first, third and fifth progessing
cores 835-8635 of the thivd processing region 145 can be simultaneously processing
corresponding frames. The configurations deseribed above with respect to FIGR. 8A-R1 are
for iHustrative purposes and are nof intended to Hinit aspects of the present techapdogy, The

MEMETY provessing unit can be configurable to perform any of 8 variety of computations.

{34]  Accordingly, each processing core can be configured af the configuration
mode o perform a specilic computation function, The processing cores can continue to
perform the same computation functions uniil a new model is mapped to the memory
proc¢essing unit in a new configuration mode, Hach programming clement can be
corfigured to perform a computation function, such as a Conv_ 213, Dense,

Cony_ 2D+Pooling, DW_ConV, or'the like. Each processing core can be configured to
generate a partial sum or an edge outputl. Partial sums are generally passed from ong
provessing core to another processing core in the seme provessing region. Bdge ootpusts are

generally passed to s memory region,

[6835]  Reforring now to FIGS, 9-14, configuration and operation of & memory
processing unil, inaccordance with aspects of the present technology, is Hlustrated.. In the
configuration mode, sach layer of a neural network can be mapped o a respective memory
processing region. Forexample, a fivst Jayer of 3 neural network faver 21U can be mapped

to the fisst processing region 133, and a second layer of the neural network layer 920 van be
nvapped to the second processing region 1440, as illusteated i FIG. 9. In such example, the
first, second and third provessing cores of the fivst processing region 135 can perform
;:im".tm.xtmiun functions of the frst layer of the newral network layer 910, Similarly, the first,
econd, third and fourth processing cores of the of the second processing region 140 can

perform computation functions of the second layer of the neural netwaork Iaver 920.

{60361  Inaddition or alternatively, multiple sets of processing cores, also referred fo
as workers, in the same processing region can operate on the same neural network layer
For example, a first set of processing cores in the first processing region 133 can operate on

a fivet instance of the first layer 1010, and a second set of processing cores in the first

processing region 135 can operate on 4 second instance of the first layer 1020, ay Hustrated



WO 2020/226903 PCT/US2020/029413

in FIGL 10, Ty addition, another sel of provessing cores in the second provessing region 144

can operate on a scoond laver 103

[B037} 1o addition ov alternatively, multiple veural network layers can be mapped to
the same processing region, For examply, a first set of processing cores in the first
processing region 135 can operate on a first fayer LI, a second sel of processing cores in
the frest processing region 135 can operate on a second layer 1120, and a third setof
processing cores in the first processing region 133 can operate on & third layer 1130, as
Hustrated in FIG. 11, W the first processing region 133 1s utitiead as much as possible by
the first, second and thivd layers THO-1130, a fourth layer 1140 can then be mapped toa
first set of processing cores in the second processing region 140, Mapping sudtiple smaller
lavers to u single memory reglon can increase the vtilization of the memory regions in the

INEMOTY Processing unit,

{6038] In addition or alternatively, branching can be natively implemented in mapping
the neursd notwork, For example, 8 first laver 1210 can be mapped to a set of processing
corex in the first processing region 135, A first branch of a seoond layer 1220 can be
mapped to a first set of processing coves i the second processing regton 140, and a second
branch of the second layer 1230 can he napped 1o 4 second set of processing cores i the
secomd provessing region 140, as iustrated in FIG, 120 The data from the fisst layer 1210
cant be passed by the second mumory region 113 to the appropriate branch of the second

layer 1220, 1230,

100391 In addition or aliernatively, a relatively wide layer 0f a newal netvork can be

split and mapped to a plurality of sets of processing cores of one or more memoery reglons.
I a fivst e-xamplag as tustrated in FIGL 13, 2 first layer can be splid into three portiong
1310-1330 and a second layer can be split oto two portions 1340, 1350, The frst portion
of the first laver 1310 can be mapped 1o @ first set of processing cores of the first processing
region 133, a second portion of the frst Javer 1320 can be mapped o a second set of
processing cores of the first processing region 135, and a third portion of the first fayer 1330
can be mapped to a third set of processing cores of the fiest processing region 135,
Similarly, the first portion of the second layar 1340 can be mapped fo a first set of
provessing cores of the sscond processing region 140, and a second portion of the second
tayer 1350 can be mapped 10 a second et of processing cores of the second processing

vegion 140, Insnother example, 8 layer can be split into four portions, as Hlastrated tn FIG,

o
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14, A first portion of the laver 1418 can be mapped to a first set of processing cores of the
first provessing region 138, a second portion of the layer 1420 can be mapped to a second
set of procossing cores of the fisst processing region 135, a third portion of the layer 1430
can be mapped to a third set of processing cores of the first processing region 135, and a
fourth portion of the fayer 1440 can be mapped 1o a fivst set of procesaing cores of the
second processing region 140, The configmrations deseribed above with respect 1o FIGS. &
14 are for iHustrative purposes and are not intended to Hmit aspects of the present
techuology. The memory processing unit can be configurable to perform any of a vatiety of

conputations.

{040}  Referring to FIG, 15, configuration and operation of @ memary processing
unit, in accordance with aspects of the present technology, is Hustrated. A firdd, second and

R

ihird processing core 1510-1520 of a first processing region cant be configured to receive

data from g frst memory region 1525, The first processing core 1510 can be configured to
perform a 20 convolution on data recetved fromm the first memory region 15325 and gencrate
a partial sum that s fedio the second progessing cove 1518, The second processing oowe
ES15 can be configured to perform a 2D convolution on data received from the fisst
merory region 1323 and the partial sum from the first processing core 1510 and generate 8
partial sum that I8 fed to the third processing core 1520, The third processing core 1820 can
be configured to perform a 2D convohstion on data recetved from the first memory rogion
1325 und the partiad sum recerved front the second processing core 1515, and generate an
sdge output that s output (0 & second memory region 1330, The data received from the

e

first memory reglon 1525 can be for example be a plurality of frames of image data.

{80417 A st processing cove 1535 pfthe second processing region can be configured
to recgive data from the second menmory region 1330 and perform 4 2D convolution (o
generate g partial sum that is fed to a second processing core 1340, The second processing
core 1348 of the second processing region can be configured to porforny a 21D convelution
with max pooling on data received trom the second mernory vegion 1330 and the partial
sum received from the first processing core 1535 to generate an edge output that is output to

a third memory region 15435,
{0421 A first processing cove 1330 of the third processing region can be configured

b

to recetve data from the third memory region 13435 and perform a fully-connected dense

matrix product to generate a partial sum that s fod 1o a second processing core 15335, The

17
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second processing corg 1355 of the third processing region can be configured to perform a
fully-connected dense matrix product on data recsived fron the third memory region 1548
and the partial suny from the first processing Core 1550 10 generate a partial sum that ix
output to a third processing core 1360 The third processing core 1560 of the thivd
progessing region ean be configared o perform a fully-connected dense matrix produtt on
data recetved from the third memory region 1545 and the partiad sum frony the second
processing core 1333 to generate an edge output that is cutput to a fourth memory region
1865, The above described sel of computations s for Hlustrative purposes and is not
intended to Himit aspects of the present fechnology. The memory processing unit can be

configurable to perform any of a variety of computations.

[6043] Refomring now to FIG. 16, a data flow thiough a set of processing cores ina
processing region, in accordance with aspects of the present technology, 1s ilustrated, The
one or more partial sur registers 1610 of a frst processing core can be inttialized with a
given value 1615, such as all zeros, After the ghven computation function of the first
processing core s performed in @ st ovele, the valye In the first partial sum registers 1618
can be passed to a second processing core. After the computation fonctions of the first and
second processing coves ave perfornied in a second oyele, the values in the respective partial
s registers 16H), 1620 can be passed to the second and thivd progessing cores, After the
cornputation fanctions of the first, second and thivd processing coves ave performed ing
ihird eyvele, the values in the respective partial sum registers 1610, 1620, 1825 can be passed

te the second, third and fourth processing cores. Afier the computation functinns of the

b

>

first, second, third and fourth processing cores are performed in a fourth oyl the values in
the respective partial sum register 1610, 1620, 1625 can be passed to the second, third and
fourth processing cores. In addition, the values in the one or more edge outpet registers
1630 of the fourth processing core can be passed to one or more corresponding writehack
register 1635 of the fourth provessing cove. The writeback registers 1633 allow the values
{0 be written out to & correspondding adjacent mersory region 1640, while the next set of
partial sums are passed from partial sum register 1625 of the third processing core to the
fourth processing cores i a fourth ¢ycle. Optionally, the sdge output vegisters 1630 of the
fourth processing core can be set toa given value 1643, such as all veros, when the partial

surn values are passed to the corresponding writehack registers 1635, so that a given value

can be passed 0 & next provessing core when partial sums are passed in the fourth cycle,

IR
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As illustrated in FIG. 16, the writeback registers 1635 of the foorth processing vore that
generates adge outputs are activated, while the writeback register 1650-1660 of the first,
second and third processing cores that gencrate partial sums are disabled. 1o a neursl
network or other similar application, the plarality of processing cores in 8 processing vegion
can generate a very large amount of data for output 1o g corresponding adjacent memory
region, The writeback registers 1633 coupled to edge ontput registers 1630 can provide for
writing the very large amount of data ont to the corresponding adjacent memory region
1640 without the nead to stop or stall the processing 1o the pluarality of processing cores.
The configurations described above with respect to FIG. 16 1s for illustrative purposes and
is not intended to Himit aspects of the present technology. The set of processing cores can

be configurable in any of a variety of ways to perform computations.

[6644] Referring now to FIGS, 17A and 178, data How configurations of a processing
core, n gecordanoe with aspects of the present technology, are slustrated. As ilustrated in

FIGL 174, data can be configured to flow in from the left 1705, pantial sums can flow in
frenm the top 1710, and edge outputs ca fow oatio the right 1715 Altematively, data can
flow in from the Teft 1708, partial sums can How in from the top 1710, and partial sums can
flow out the bottom 17200 In such exaraples, data flow ts unidivectional from left to right
angd from top to bottom, In other examples, dats and edge outputs can flow unidirectionally
from right to left (not showa). Data configured {o Row unidivectionaily through the
processing cores can be used for implementing g deep convolution neural notwork, that

tchude forward data propagation.

{00451 Alternatively, the processing core can be configured so that data flows in from
the feft 1725 and edge outpots How out to the right 1730, or data Bows m from the right
1735 and edge outputs low out to the left 1740, as iusteated in FIG, 17B. In such an
example, data flow is bidirectional from 1efl to right, and right o kR, Dats configured 1o
flow bidirectionally through the processing cores can be used Tor implementing a recurrent
neural nebwork, that includes forwards and backward dala propagation.

{80467  Referring now to FIG. 18, & conventional computing process is illustrated. In
a conventional computer processor, the computation functions of a newral network are
parformed by instructions that are exsented sequentially to perforny a compute operation
ISH-1820 o a data value with the result writieo back to memory 1833-1840. The compute

operations and write back of results to memory are sequentially performed. In comparison,

9
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as iHostrated i FIGL 19, the memory processing it 1900 in accordance with aspects of the
prasent wechnology. can compute a plumiity of partiad sums and odge cutputs wsing &
combination 1910-1923 thereof in parallel with each other withoat the need fo write to
memory 1930, 1o addition, the use of writehack register 1933-1948 can hide the lateney of

writing edge outputs, and optionally partial «ums, o an adjacent memory region 1930

{60471  Referring now to FIGS, 20A and 208, a writeback register, v acepvdance with
aspects of the present technology, is shown, As illustrated in FIG. 204, a writchack register
2014 can be configured to scaling operation, also veferred 1o as normalization, by passing a
given subset of bits 2020 from an edge output register 2030 to 8 corresponding writeback
register 2010, In addition, circuitry can be utilized in combination with a writeback register
to perform other eperatinns, For example, combinational Jogic 2040 can be configured to
pass the greater of the current content of a partial sum register 2050 or the current content of
& writeback register 2060, or & portion thereof, back 1o the writeback register 2050 to
tmplement max-pooling, as tHustrated in FIG. 208, Other operations such as min-pooling,
averaging, rectified Boear, activation function oy the Iike can also be implemented utilizing

the partial sunt register and the writeback register,

{60481 Referring now to FIG. 21, data transfer v g memory processing unit, in
accordance with aspests of the present technology, s tllusirated. Data flow between a
plurality of processing cores 2110-2130 and corresponding adjacent memuory regions 2140,
21350 can be controlled utilizing handshaking rather than by a global controller. For
example, & second processing core 2120 can wait until it recetves a signal 2160 from g first
processing core 210 indicating that the first processing vore hay valid data. When the
second processing core 21280 receives the signal 2160 indicating that the {irst processing
core 21 10 has valid data, the second processing core 2120 can copy 2170 the data from the
first processing core 21 10 and begin performing the computation function of the second
processing core 2120 on the data copied from the first processing core 2110, The sccond
processing core 2120 can also send a signal 2160 o the fivst processing core 2110
indivating that # has copied the data from the first processing core 211, Tn response to the
signal 2160 from the second processing vore 2120, the first processing core 2110 can begin
processing new data. The use of handshaking to control data flow can simplify the pipeling

operation of the plurality of progessing cores 2110-2130 and corresponding adjacent
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memory reglons 2144, 2150, For example, with handshaking, a central control logie is not

needed to keep track of stalls in various processing cores 21H0-3134

[B049]  Relerving now to FIG. 22, dada transfor n s memory processing unit, in
accordance with aspects of the present technology, is tHustrated. Data Bow between a
corresponding adjacent memory region 2210 and a plurality of processing cores 2220-2250
caty be controlled using an arbiter mechawusm 2260 to facilitate the memory aceess, The
arbiter 2260 can provide for access to responding adjacent memory region 2210 by
cach of a plovality of processing cores 22HE2230 ih furn. Iy addition, the memory megion
2210 can wtilize a multi-bank architecture to facilitate access by the phurality of processing
cores 2220-2230. Each bank can support access by a corresponding processing core, so that
the plurality of processing coves 2220-2250 can socess the memary yegion 2210

sinmuillanecunsly.

[6050]  Referring now to PIG. 23, data rewse in 2 memory processing uni, in
gccordance with aspects of the present technology, is lustrated. Data reuse can be
implemented within the processing cores 2310 o reduce memory access. For example, if
data received 2320 in'the memory processing region is needed again later 2330 by the
processing core 2310, the data can be maintained in the memory processing region 2310 for

L=3

rense.

[8831] Embodiments of the present technology advantageousty provide a
reconfigurable computing platform. The memory processing units in accordance with
aspects of the present technology can perfonn advantageously computations divectly in
memaory. Accordingly, aspeets of the present technology can advantageously reduce

provessing latency, data fafency and or power consumption.

{6032]  The following examples perfain to specilic techuology embodiments and pomnt
out specific features, elements, or steps that may be used or otherwise combined in

achicving such embodiments,

{80853} Example | inclades & memory processing unit comprising: a plurality of
memory regions; o plurahity of processing regions interleaved batwesn the phwality of
memory regions, wherein ong or more of the plusality of processing regions are configured
to perform one or more computation functions; ong or more communication Hnks coupled

betwesn the interleaved phuality of memery vegions and plurality of processing unils,

o
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wherein the commuumication links are configured for moving data between non~-adjacent
ones of the phaality of woemory regions or plurality of processing regions; and oncor
morg centralized or distributed contred civeuitry configared to control data flow inte cach
aivery one of the plurality of processing regions from a fivst adjacent one of the plurality of

memory regions 1o a socond adjscont one of the pharality of memory regions.

o=

[6054]  Example 2 icludes the memory processing unit of Example 1, wherein: the
plurality of processing rogions are columnal interleaved between the pluraiity of memory
regions; and the one of more control circultty is configured oy control data flow botwern

ach given one of the plurality of processing regions from adjacent ones of the plurality of

memory regions in a cross-columnal direction.

[B055]  Example 3 includes the memery processing unit of Example 2, wherein each

of the plurality of processing regions comprises aplurality of processing corss,

[8856] Example 4 includes the memuory processing unif of Example 3, wherein the
control cireaitry is forther configured to control data low between the processing cores in

respective ones of the plurality of procgssing regions in a columnal direction,

{00571 Example § includes the memory processing anit of Example 3, wherein a

computation function 18 partitioned between a phwality of processing cores.

[0038]  Example ¢ includes the memory processing wnit of Example 1, wherein the
ORE oF more computation functions comprise one or more computation functions of a neyral

netwiork.

[6059] Example 7 inclodes the memory processing unit of Example 6, wherein the
neural network comprises a plurality of tayers, wherein each layver includes one or more

compuiation functions.

{60607 Example 8 includes the memory processing vt of Example 1, wherein the
control cirawilry includes a sofbware layer configured o teceive a neural network model and
generate a configuration stream to configure the plurality of memory regions and the

pluratity of processing anis,

[6061] Example 9 includes the memory processing unit of Example 3, wherein each

pmu&mg LOrS SO ITISES & Proge E, titm&,ﬂi. ORE OF IOTE COUNTers, O OF moie wriie-

o
)



WO 2020/226903 PCT/US2020/029413

back registers, one or more confrollers, one or more address translators, and one or wore

memory region interfices.

[B062]  Example 10 incudes the memory processing unit of Example 9, wherein each
processing element COMPrises one OF MOLS MEMOTY AITAYS, OHS OF MOre input registers, ong

or more accommtdators wsd one or more output registers.

[6063]  Example 11 includes the memory processing unit of Example 9, wherein the
Qfie OF MOTE MENKRY STAYS COmPrise ane or more resistive random access memory

{RelAM) arravs.

{6864}  Example 12 includes the memory processing unit of Example 9, whergin the
CHR OF TTIOTE SOy arrays comprise one or more magnelic random scessy memory

{MEBAM) arrays.

[0065]  Example 13 inclodes the memory processing unit of Example 9, wherein the
ORE OF INOre MEMOTY Arrays comprise one oy move phase change random access memory

{PURAM) arrays.

{0661 Example 14 includes memory processing unit of Examaple 9, wherein the

plurality of memory regions comprise a plurality of static randont secess memory (SRAM],

{0671 Example 15 includes a memeory processing unit comprising: a plarality of first
merory regions configured to stove datal a plurality of second memory regions colomual
intericaved between the plurality of first memory regions, wherein one or more of the
plurslity of second memory regions are configured to perform ong or mre computation
functions; & communication Hink coupled between the colummal interleaved plurality of first
and second memery regions configured for moving data between non-adjacent oney of the
plurality of first and second memory vegions; wnd contralized or distributed control circuitry
configured to control data flow into each given one of the plurality of fivst memory reginns
from a first adjacent one of the plurshity of second memory regions o a second adjacent one
of the plurality of second memory regions in g cross-columnal divection and to contral data
flow within cach given one of the plurality of first memeory regions i a columnal direction.

[6868] Example 16 includes the memory processing unit of Example 15, wherein the

plurality of [irst memory regions comprise g plurality of static random access memory

{SRAM) regions.
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{0697 Example 17 includes the memory processing wnit of Example 15, wherein the
plurality of second memory regions comprise & plurality of resistive random access mamory

{ReRAM) regions,

[6078] Example 18 inchudes the memory processing unit of Example 15, wherein the

data flow comprises a pipelinad data flow.

[6071] Example 19 includes the memory processing unit of Example 15, wherein each
of the plurality of second memory regions comprise a plurslity of processing coves arranged

in eolumnal serigs,

{88721  Example 20 includes the memory processing unit of Example 15, whereine
plurality of processing coves in one or more of the plurality of second memory regions are

configured to perform respective computation functions at the same time.

[0073]  Example 21 inclodes the niemory processing unit of Example 20, whrely the
phaality of processing cores in one or more of the plaridity of second memory regions

perform respective computation functions on a same frame of data.

{8074 Example 22 mcludes the memory processing unit of Example 15, whergin the
data moving between non-adjacent ones of the plurality of first and second memory regions

comprise sdge outputs.

{8873 Example 23 includes the memory processing wat of Example 15, wherein data
flowing within cach given one of the plurality of first memory region in the columnal

direstion comprise partial sums.

[6076] Example 24 includes the memory processing unit of Hxample 15, wheretn ons
or more newral network layers are mapped o respective ones of the plurality of second

menory regions.

{6771 Example 28 includes the memory processing unit of Example 15, wherein a set
of processing cores of a given one of the plurality of second memory regions can operate on
a same peural network laver,

[8078] Example 26 includes the memory processing winit of Example 135, wherein g
plurality of neural netwirk layers are mapped to a respective ones of the plurality of second

INSINOTY FeRiens.
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{84791 Example 27 includes that memory processing unit of Example 15, wherein a

neural network layer s mapped to twvo or more of the plurality of second memory regions.

[B080]  Example 28 inclode the membry processing unit of Example 15, wherein the

control circgitry comprises a centralized contrad cireuitry.

{60811 Example 29 includes the memory processing unit of Example 153, wherein the
comtrol eirenitry 1s localized 10 one or more of the plurality of first memory regions, the

plurality of second memory regions and the communication link.

{0821 Example 30 includes the memory processing unit of Example 15, wherein the
condrol cireutiry corprises a centralized portions and distributed portions localized to one
or piore of the plurality of first memory vegions, the plarality of second memory regions and

&

[0083]  Example 31 inclodes & method comprising: receiving a model; configuring ong
or more-of a plarality of processing regions of @ memory processing unit to perform one or
more computation functions of the model; and configuring one or more of a plurality of
memary regions of the memory processing wiit to control data flow into the one or more of
the plurality of processing regions from g first adjacent one of the plurality of memory
regions, wherein the plurality of processing regions are interfeaved between the plurality of
mermory reglons.

©

[6084] Example 32 includes the methed according to Example 31, further comprising:
receiving input data; and computing ouiput data from the input data processed by the
comfigured one or more of the plurality of processing regions and the configured one or

more of the plurality of memory regions of the memory processing unit,

{00851 Example 33 includes the method according to Example 31, wherein the model
comprises a machine learning algovithm, the machine learning algorithm comprises an
artificial neural network,

[B086] Example 34 includes the method according to Exanple 33, wherein the
artificial newral network comprises a convolution neural network (ONNY o 8 recurrsnt

neural network {RNNL

o
L
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{871 Example 35 includes the methed according to Example 31, wherein the
plurality of processing regions are colwunal interleaved betwsen the plurality of mamory
Feions.

[6088] Example 36 inchdes the method according to Example 35, whevein the
plurality of mamory regions comprise a phaahity of static vandom aceesy memory (SRAM)

Fegions,

[60891  Example 37 includes the method according to Example 35, wherein the
plurality of processing regions comprise onc of a plurality of resistive random access
mergory (ReRAM) regions, & plurality of magnetic random access memory {(MRAM)

regions, or a plurality of phase change random access nemory (PCRAM) regions.

{8098  Example 38 includes the method according to Example 31, wherein
configuring the one-or mrore of & pharality of processing regions comprises progranmming
one or more of a plaraltty of processing cores of one or more of the plurality of processing

regions to perform the one or more computation functions,

{80911 The foregoing descriptions of specific embodiments of the present technology
have been presented for purposes of Hustration and descuption. They are nof infended to
be exhaustive or to linit the invention to the precise forms diselosed, and obyiowsly many
muodifications amd variations are possible in ight of the above teaching. The embodimenis
were chosen and described in order to best explain the principles of the present technology
and its practical apphcation, to thereby enable others skilled in the art to best utitive the
present technelogy and various ervbodiments with various modifications as gre saited o the
particular use contemplated. 1t s intended that the scope of the tnvention be defined by the

claims appended hereto and their equivalents.
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CLAIMS

What is-clairoed is:

Lo A memory processing unit comprising:

a plurality of memory regions;

a plurality of processing regions interleaved between the plurality of memory
regions, whereln one or more of the plurality of processing regions are configured to
perform one Or more computation functions;

onge or more commurication Hoks coupled hetween the interleaved plarality of
mientory regions and plurality of processing units, wherein the communication links are
configured for moving data between non-adjacent ones of the plurality of memory regions
or plurality of processing regions; and

one or more centralized or distribuied control circuitry configured to control data
flow into cach given one of the plurality of processing regions from a first adjacent one of
the plurality of memory regions to a second adjacent one of the plurality of memory

regions.

2. The memory processing wmit of Chum |, wherein:
the plurality of procussing regions are columnal interfeaved betwean the plurality
of memory regions: and
the one o more control circuitry is configured o control data flow between gach
givert one of the plurality of pracessing regions from adiacent ones of the plurglity of

IMSMOrY regions in a cross-cohumnal direction.

3. The memory processing unit of Claim 2, wherein gach of the phurality of

processing veglons comprises a plurality of processing cores.

4, The memory processing unit of Claim 3, wherein the control cireuttey is further
configured to control data flow between the processing core in respective ones of the

plurality of processing regions ina columnal direction.

5. The memory processing unit of Claim 3, wherein a computation function is

partitioned betwesn a phirality of processing coves.
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6. The memory processing anit of Claim {, wherein the one or more computation

functions comprise one or more computation functions of a neural network.

7. The memory processing anit of Clabm 6, wherein the neurs] network comprises &

plurality of layers, wherein each layer includes one or more computation functions,

8 Thememory processing unit of Claim 1, wherein the controd circuitry includes a
software laver configured (o receive a neural network model and generate a configuration

stream o configure the plurality of memory regions and the plurality of processing uniis.

9. The memory processing unit of Claion 3, wherein each processing core comprises
# progessing clement, ohe or more counters, 0ne OF Mmore wrie-back registers, ong or more

controliers, one or more address translators, and one or more memory region interfaces.

1 The memory provessing unit of Claim 9, wherein each processing slement
C(}H‘]PS‘}‘S&S GO OIS THEIONY. 4rrays, e or e h‘;}m{ l‘ﬂgi:’s’iﬁ!‘, QU QF e

accunmiators and one or more Ol}!{‘nﬁ e g sters.

th A memory processing anit comprising:

a plusality of firdt memory regions configured oo store data;

a plurality of second momory reglons colurnal nferleaved between the plorality
of first memory regions, wherein one or wore of the phuvality of second memory regions are
configused to parform one or more computation functions;

a comnmuunication Hok coupled betwean the cohumnal interfeaved plovality of flest
and second memory regions configured for moving data between non-adjacent ones of the
plurality of first and second memary regions; and

control ciruitty configured to control data flow info each given ong of the
plurality of first menory regions from a fivst adjacent one of the plurshity of scoond
meniory regions to # second sdjscent ong of the phurality of second memory regions in a
cross-columnal divection and to control data flow within sach given one of the plurality of

first memory regions in & columnal direetion,

12, The memory processing unit of Claima H, wherein cach of the plurality of second

memory regions conprise a plurality of processing cores arvanged in colunmal series
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13, The memory provessing unit of Claim {1, wherein a plurality of processing cores
in one or more of the plurality of second temory regions are configured to perform

respective computation Runctions at the same time,

{4, The memory processing unit of Cladm 13, wherein the plurality of processing
cores inone or more of the plurality of second memory regions perform respuctive

corapulation functions o a same frame of data,

15, The memory processing unit of Claim 11, wherein the data moving between non-

adjacent ones of the plurality of first and second memory regions comprise edge outputs.

16, The memory processing unit of Claim 11, wherein data flowing within gach given

oue of the plurality of first memory region in the columpal direction compwise partial sums,

17, The memory provessing unit of Claim 11, whergin one or more neural network

fayers are mapped to respective ones of the plorality of second memory regions.

18, The memory processing unit of Clatm 1, wherein a sel of processing cores of 8
given one of the plurality of second memory reglons can operate on a same nowral network

aver,

19, The memory processing unit of Claim 11, wherein a plurality of nearal natwork

layers are mapped to a respective ones of the plurality of second memory regions.

20, The yemory processing unib of Claim 1, wherein a neural network layer is

mapped (o two or more of the plurality of second memory regions.

21, A method comprising:
recetving a model;
configuring ong ov more of a phuality of processing regions of a memory
processing unit to perform one or wore computation functions of the model; and
configuring one or more of 8 plurality of memory regions of the memory
processing uhit to controt data flow into the one or more of the plorality of processing
regions fromy & fest adjacent one of the plurality of memory regions, wherein the pharality of

processing vegions are inferleaved between the plarality of memory regions,
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22, The method according to Claim 21, further comprising:
receiving input data; and
cormputing output daty frony the input data processed by the contigured one or
more of the plurslily of processing regions and the configured one or more of the plerality

of memory regions of the memory processing unit,

23, The method according to Clanm 11, wherein the model comprises a smiachine

learning algorithm, the machine learning algorithm comprises an artificial neoral netwaork,

24, The method socording to Claim 21, wherein configuring the ong or more of a
plurality of processing regions comprises programming one of more of a pluality of
provessing cores of one of more of the plurality of processing regions to performy the one or

more computation functions,
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INTERNATIONAL SEARCH REPORT

International application No.
PCT/US2020/029413

A. CLASSIFICATION OF SUBJECT MATTER

GOGF 12/06(2006.01)i, GO6F 12/02(2006.01)i, GOGF 13/16(2006.01)i, GO6N 3/04(2006.01)i, GO6N 20/00(2019.01)i

According to International Patent Classification (IPC) or to both national classification and IPC

B. FIELDS SEARCHED

Minimum documentation searched (classification system followed by classification symbols)
GO6F 12/06; GO6F 12/00; GO6F 17/50;, GO6F 9/28; GO6N 3/04; G11C 007/00; GO6F 12/02; GO6F 13/16; GO6N 20/00

Korean utility models and applications for utility models
Japanese utility models and applications for utility models

Documentation searched other than minimum documentation to the extent that such documents are included in the fields searched

Electromic data base consulted during the international search (name of data base and, where practicable, search terms used)
¢KOMPASS(KIPO internal) & Keywords: memory, processor, interleave, adjacent, computation, model

C. DOCUMENTS CONSIDERED TO BE RELEVANT

Paragraphs [0022], [0044]; and figure 1

Category* Citation of document, with indication, where appropriate, of the relevant passages Relevant to claim No.

A US 2010-0332775 Al (SANJIV KAPIL et al.) 30 December 2010 1-24
Paragraphs [0007], [0011], [0031], [0036]; and figure 1A

A US 2013-0090907 A1 (SERGUEI MALIASSOV) 11 April 2013 1-24
Paragraphs [0016], [0113]; claim 1; and figures 1, 4

A US 2010-0228923 A1 (EUICHEOL LIM) 09 September 2010 1-24
Paragraphs [0034], [0075]; and figures 6-7

A US 2004-0076044 A1 (FARSHID NOWSHADI) 22 April 2004 1-24
Paragraphs [0010], [0035]-[0036]; and figure 2

A KR 10-2016-0140394 A (SAMSUNG ELECTRONICS CO., LTD.) 07 December 2016 1-24

|:| Further documents are listed in the continuation of Box C.

See patent family annex.

than the priority date ¢claimed

* Special categories of cited documents: "T" later document published after the international filing date or priority

"A" document defining the general state of the art which is not considered date and not in conflict with the application but cited to understand
to be of particular relevance the principle or theory underlying the invention

"D" document cited by the applicant in the international application "X" document of particular relevance; the claimed invention cannot be

"E" earlier application or patent but published on or after the international considered novel or cannot be considered to involve an inventive
filing date step when the document is taken alone

"L"  document which may throw doubts on priority claim(s) or which is "Y" documentof particular relevance; the claimed invention cannot be
cited to establish the publication date of another citation or other considered to involve an inventive step when the document is
special reason (as specified) combined with one or more other such documents, such combination

"O" document referring to an oral disclosure, use, exhibition or other means being obvious to a person skilled in the art

"P"  document published prior to the international filing date but later "&"  document member of the same patent family

Date of the actual completion of the international search
28 July 2020 (28.07.2020)

Date of mailing of the international search report

28 July 2020 (28.07.2020)

Name and mailing address of the ISA/KR

International Application Division

Korean Intellectual Property Office

189 Cheongsa-ro, Seo-gu, Dagjeon, 35208, Republic of Korea

FFacsimile No. +82-42-481-8578

Authorized officer

YANG JEONG ROK

+82-42-481-5709

Telephone No.

Form PCT/ISA/210 (second sheet) (July 2019)




INTERNATIONAL SEARCH REPORT International application No.

Information on patent family members PCT/US2020/029413
Patent document Publication Patent family Publication
cited in search report date member(s) date
US 2010-0332775 Al 30/12/2010 US 8819359 B2 26/08/2014
US 2013-0090907 Al 11/04/2013 EP 2588952 Al 08/05/2013
US 9754056 B2 05/09/2017
WO 2012-003007 Al 05/01/2012
US 2010-0228923 Al 09/09/2010 KR 10-2010-0100395 A 15/09/2010
US 2004-0076044 Al 22/04/2004 WO 2004-006103 Al 15/01/2004
KR 10-2016-0140394 A 07/12/2016 CN 106203619 A 07/12/2016
EP 3098762 Al 30/11/2016
US 10417555 B2 17/09/2019
US 2016-0350645 Al 01/12/2016

Form PCT/ISA/210 (patent family annex) (July 2019)



	Page 1 - front-page
	Page 2 - front-page
	Page 3 - description
	Page 4 - description
	Page 5 - description
	Page 6 - description
	Page 7 - description
	Page 8 - description
	Page 9 - description
	Page 10 - description
	Page 11 - description
	Page 12 - description
	Page 13 - description
	Page 14 - description
	Page 15 - description
	Page 16 - description
	Page 17 - description
	Page 18 - description
	Page 19 - description
	Page 20 - description
	Page 21 - description
	Page 22 - description
	Page 23 - description
	Page 24 - description
	Page 25 - description
	Page 26 - description
	Page 27 - description
	Page 28 - description
	Page 29 - claims
	Page 30 - claims
	Page 31 - claims
	Page 32 - claims
	Page 33 - drawings
	Page 34 - drawings
	Page 35 - drawings
	Page 36 - drawings
	Page 37 - drawings
	Page 38 - drawings
	Page 39 - drawings
	Page 40 - drawings
	Page 41 - drawings
	Page 42 - drawings
	Page 43 - drawings
	Page 44 - drawings
	Page 45 - drawings
	Page 46 - drawings
	Page 47 - drawings
	Page 48 - drawings
	Page 49 - drawings
	Page 50 - drawings
	Page 51 - drawings
	Page 52 - drawings
	Page 53 - drawings
	Page 54 - drawings
	Page 55 - drawings
	Page 56 - drawings
	Page 57 - drawings
	Page 58 - drawings
	Page 59 - drawings
	Page 60 - drawings
	Page 61 - drawings
	Page 62 - drawings
	Page 63 - drawings
	Page 64 - drawings
	Page 65 - wo-search-report
	Page 66 - wo-search-report

