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(57) ABSTRACT 

Handling of multiple connections during NAT traversal for a 
node behind a symmetric NAT is disclosed. The likelihood of 
connection failure during symmetric NAT traversal may be 
reduced by serializing critical time windows after port pre 
diction. Once port prediction has begun for a first connection, 
port prediction for a Subsequent connection may be delayed 
until a connectivity check has begun for the first connection. 
This process may be repeated to handle NAT traversal for 
multiple simultaneous connections to different nodes. 
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TRAVERSAL OF SYMMETRCNETWORK 
ADDRESSTRANSLATOR FOR MULTIPLE 

SMULTANEOUS CONNECTIONS 

FIELD OF THE INVENTION 

0001 Embodiments of this invention are related to com 
puter networks and more specifically to peer-to-peer commu 
nications across symmetric network address translators on 
computer networks. 

BACKGROUND OF THE INVENTION 

0002. The use of routers with a NAT (Network Address 
Translation) feature can interfere in accessing an internal 
network from an external network. This can be a particular 
problem for peer-to-peer applications such as Voice commu 
nication over the Internet (known as VoIP) and/or online 
gaming, etc. NAT is an Internet standard that enables a local 
area network (LAN) to use of one set of private IP addresses 
for internal traffic and a second set of global IP addresses for 
external traffic. A node that has NAT capability is often 
referred as “NAT box”. 
0003 A NAT (literally) translates network (IP) address 
between the two networks. Network Address Port Translation 
(NAPT) translates not only IP address but also port numbers 
of a transport layer protocol. Although NAT/NAPT has its 
good properties, there is a significant side effect. If the trans 
lation is performed dynamically, nodes in the external net 
work have no way to know the IP address (and the port 
number) on the NAT ahead of time to reach a node in the 
internal network. Unfortunately, this is the most common 
behavior of NAT in the residential and SOHO routers 
deployed in the current market. 
0004. A NAT can generally be categorized as being Full 
Cone, Restricted Cone, Port Restricted Cone or Symmetric. A 
full cone NAT maps all requests from the same internal IP 
address and port to the same external IP address and port. 
Furthermore, any external host can send a packet to the inter 
nal host through a full cone NAT by sending a packet to the 
mapped external address. In a restricted cone NAT all 
requests from the same internal IP address and port are 
mapped to the same external IP address and port. Unlike a full 
cone NAT, an external host with IP address X can send a 
packet to the internal host only if the internal host had previ 
ously sent a packet to IP address X. A port restricted cone 
NAT is like a restricted cone NAT, but the restriction also 
includes port numbers. Specifically, an external host can send 
a packet, with source IP address X and source port P. to the 
internal host only if the internal host had previously sent a 
packet to IP address X and port P. 
0005. In a symmetric NAT all requests from the same 
internal IP address and port, to a specific destination IP 
address and port, are mapped to the same external IP address 
and port. If the same host sends a packet with the same source 
address and port, but to a different destination, a different 
mapping is used. Furthermore, only the external host that 
receives a packet can send a UDP packet back to the internal 
host. The symmetric NAT tends to be the most problematic 
type of NAT to traverse. One technique for symmetric NAT 
traversal is known as “port prediction', which is described in 
detail in US Patent Application publication 20070076729A1, 
which is incorporated herein by reference. In this type of 
symmetric NAT traversal, a first node is behind a first NAT 
that is symmetric and a second node that is behind a second 
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NAT. The first node constructs a list of predicted transport 
addresses on the first NAT and sends a message containing the 
list of predicted transport addresses to the second node. A 
connectivity check is performed with the second node using 
the predicted transport addresses. 
0006. It has been estimated that 18% of NATs are Sym 
metric and a connection failure rate of more than 10% is 
anticipated without port prediction. Some applications 
involving NAT traversal may require up to 64 simultaneous 
connections. It is not clear whether port prediction can reli 
ably work for Such applications. 
0007. It is within this context that embodiments of the 
present invention arise. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0008. The teachings of the present invention can be readily 
understood by considering the following detailed description 
in conjunction with the accompanying drawings, in which: 
0009 FIGS. 1A-1B are message sequence diagrams illus 
trating NAT traversal using port prediction. 
0010 FIG. 2 is a timing diagram illustrating modified port 
prediction according to an embodiment of the present inven 
tion. 

0011 FIG. 3 is a schematic diagram illustrating a system 
NAT traversal between two nodes according to an embodi 
ment of the present invention. 
0012 FIG. 4 is a flow diagram illustrating a method of 
NAT traversal between two nodes according to an embodi 
ment of the present invention. 
0013 FIG. 5 is a schematic diagram of three nodes com 
municating over a network illustrating the problem of simul 
taneous prediction. 
0014 FIG. 6 is a schematic diagram of a node configured 
to implement port prediction according to an embodiment of 
the present invention. 

DESCRIPTION OF THE SPECIFIC 
EMBODIMENTS 

0015. Although the following detailed description con 
tains many specific details for the purposes of illustration, 
anyone of ordinary skill in the art will appreciate that many 
variations and alterations to the following details are within 
the scope of the invention. Accordingly, examples of embodi 
ments of the invention described below are set forth without 
any loss of generality to, and without imposing limitations 
upon, the claimed invention. 

II. Summary 

0016 Port prediction technique is used to traverse sym 
metric NAT (Network Address Translator). If a node behind a 
symmetric NAT is trying to connect many remote nodes at a 
time, prediction could fail with a higher probability. Embodi 
ments of the invention avoid the connection failure caused by 
the case of simultaneous port prediction by putting new 
requests on hold until a previous request has reached a con 
nectivity check stage. This allows a node multiple simulta 
neous connections through a symmetric NAT without causing 
problems with port prediction. 
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III. Terminology 

0017. As used herein, the following terms have the mean 
ings shown in Table I below. 

TABLE I 

A node behind a NAT. 
A network architecture model where all 
clients connect to a central server. 
(ex. Web (HTTP) service, etc.) 
A network architecture that does not depend 
on a central server. Each client (peer) 
directly connects to other peers. 
(ex. DHT, VoIP, file sharing system, etc.) 
A set of IP address and port number. 
A technology enabling routing of conversations 
over the Internet or any other IP network. 

natted node 
client-server 

peer-to-peer 

transport address 
Voice over IP (VoIP) 

ACRONYMS 

0018. As used herein, the following acronyms have the 
meanings shown in Table II below. 

TABLE II 

DHT Distributed Hash Table (ex. Chord) 
HTTP HyperText Transfer Protocol 
IETF Internet Engineering Task Force 
LAN Local Area Network 
NAT Network Address Translator (RFC 3022) 
NAPT Network Address Port Translation (RFC 3022) 
SIP Session Initiation Protocol (RFC 3261) 
SSP Session Setup Protocol 
SOHO Small Office and Home Office 
STUN Session Traversal Utility for NAT (previously known as “Simple 

Traversal of UDP through NAT) 
TURN Traversal Using Relay NAT 
VoIP Voice over IP 

IV. Problem Analysis 
0019. The basic problem of port prediction failure may be 
understood with respect to FIG. 1A and FIG. 1B. FIG. 1A 
illustrates the basic flow of NAT traversal when a first node 2 
is behind a symmetric NAT (not shown). To initiate commu 
nication with a second node 4, the first node 2 sends a binding 
request 10 to a STUN server 6. In response, the STUN server 
6 sends back address information 12 from the symmetric 
NAT. Using the address information 12 and port prediction, 
the first node 2 can construct a list of candidate addresses 
including port numbers. The first node A can send a connec 
tion request 14 with the list to node B via a signaling server 8. 
The second node 4 may also send a binding request 16 to the 
STUN server 6 and receive address information 18 in 
response. Using the address information 18, the second node 
4 may generate its own list of candidates and send the list in 
a provisional response 20 to the first node 2. The first and 
second nodes may then perform connectivity checks by send 
ing check packets 22, 24. 
0020. It is noted that a critical time window T. exists for 
the first node 2 between the sending of the binding request 10 
and the sending of the first of the check packets 22. During 
this time port prediction performed by the first node 2 is based 
on the address information 12 sent by the STUN server 4 in 
response to the binding request 10. If that address information 
should change during this critical time, the port prediction 
may fail. The address information may change if the first node 
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2 initiates another binding request for communication with a 
third node (not shown). A similar critical time window T. 
exists for the second node 4 between receipt of the connection 
request 14 from the first node 2 and the sending of the first 
check packets 24. 
0021. In general, the critical time window for NAT tra 
versal ends when the first set of connectivity check packets 
are transmitted. Referring to FIG. 1A, the critical time win 
dow T for the first node 2 ends when a first set of the check 
packets 22 are transmitted. The critical time window T for 
the second node 4 ends when a first set of the checkpackets 24 
are transmitted. 

(0022. The Symmetric NAT traversal described with 
respect to FIG. 1A works generally quite well for communi 
cation between one node and another. An unanticipated prob 
lem may arise if a node attempts to make multiple simulta 
neous connections to different nodes. Such situations may 
arise, e.g., in multi-player online gaming. FIG. 1B illustrates 
the problem with multiple communication sessions of a 
single application 30 running on a node behind a Symmetric 
NAT. By way of example, the application 30 may initiate a 
first session32 in which the application attempts a connection 
to Node A. The first session 32 negotiates the connection 
starting with a binding request and following receipt of a 
provisional response begins connectivity checks. Suppose, 
however that during the critical time window T. the applica 
tion 30 initiates a second session 34 in which the application 
attempts to communicate with Node B. As part of the nego 
tiation for the second session 34, a new NAT binding request 
will be sent to the STUN server. This changes port assignment 
on the NAT. Unfortunately, the first session 32 relies on a 
previous port assignment for port prediction for its commu 
nication with Node A. As a result, port prediction for the first 
session 32 may fail and the first session will time out after 
Some predetermined timeout period has elapsed. 
0023. Although prior port prediction schemes were sub 
ject to noticeable port prediction failures, the particular nature 
of the problem, as described above, was not generally recog 
nized. 

IV. Solution 

0024. Embodiments of the present invention overcome 
problems with multiple port predictions by serializing “criti 
cal windows' during the negotiation phase of NAT traversal, 
while establishing many connections at a time. It is noted that 
certain applications, such as multi-player online game appli 
cations can Support the establishment of multiple peer-to 
peer connections. 
0025. According to an embodiment of the present inven 
tion, serialization of the critical time window may be imple 
mented on a node behind a symmetric NAT that attempts to 
initiate peer-to-peer connections over a network with two or 
more other nodes. In particular, the first node may perform a 
port prediction for initiating a communication session with a 
second node with first node and construct a list of predicted 
transport addresses on the symmetric NAT and then send a 
CONNECTION REQUEST message containing the list of 
predicted transport addresses to the second node. Upon 
receipt of a provisional response to the CONNECTION 
REQUEST message. The first node may then perform a check 
of connectivity between the first node and the second node 
using the predicted transport addresses, e.g., by sending test 
packets. The first node may serialize the critical time window 



US 2009/0228593 A1 

by delaying port prediction for communication between the 
first node and a third node until after the connectivity check 
has begun. 
0026. In a similar fashion, serialization of the critical time 
window may be implemented on a node behind a symmetric 
NAT that receives a CONNECTION REQUEST to initiate a 
peer-to-peer connection over a network while negotiating 
NAT traversal with one or more other nodes. When such a 
node receives a CONNECTION REQUEST message from 
another node it may perform port prediction and send a pro 
visional response to the CONNECTION REQUEST message 
with a list of predicted addresses and perform a check of 
connectivity. Port prediction for communication with an 
additional node may be delayed until after the connectivity 
check has begun. 
0027 Specifically, as shown in the timing diagram of FIG. 
2, the first node 2 may originate or receive N connection 
requests R. R. . . . Ryat the same time. The first request R. 
may be processed as described above with respect to FIG.1.A. 
Subsequent requests R...Rx, however are queued in a serial 
fashion in the order in which they were generated or received. 
Specifically, each of the Subsequent requests waits until the 
critical time window T for each previous request has passed 
before beginning port prediction. 
0028. As discussed above, a connection may fail if it can 
not be established within a timeout period T. Consequently, 
it is desirable that the timeout period T is sufficiently long 
that all N connections can be established. By way of example, 
assuming that all of the critical time windows T, for each 
connection are of some be less than some maximum number 
of connections the timeout period T should be less than 
NT+T where T is the time for the connectivity Fict coal coal 

check and N is some maximum number of possible simul 
taneous connections. 

0029. As shown in FIG.3, a first node 102 resides in a first 
private network NW1 that is physically connected to a public 
network PNW (e.g., the internet) via a first NAT 103. Simi 
larly, second node 104 resides in a second private network 
NW2 and is able to access the same public network via a 
second NAT 105. The private networks NW1 and NW2 may 
each include other nodes and other NATs in addition to the 
first and second nodes 102,104 and the first and second NATs 
103,105. Other private networks may also be connected to the 
public network PNW. The pubic network PNW includes an 
SIP proxy server 100, and a STUN server 101. The first node 
102 has a private IP address that is valid only in the first 
private network NW1 behind the first NAT 103. The first node 
102 has a globally unique and routable IP address, and the 
first NAT 103 performs IP address and port translation 
between the public network and the private network. Simi 
larly, the second node 104 has a private IP address that is valid 
only in the second private network NW2 behind the second 
NAT 105. The second node 104 has a globally unique and 
routable IP address, and the second NAT 105 performs IP 
address and port translation between pubic network and the 
private network. 
0030 The nodes 102,104 can be, e.g., server hosts such as 
audio/video (A/V) chat, multimedia streaming devices, file 
sharing nodes, online gaming modules etc. Each node 102. 
104 may be a general purpose computer that becomes a spe 
cial purpose computer when running instructions, such as 
instructions for implementing the steps of the method of FIG. 
6. By way of example, the nodes 102 and 104 may be SIP user 
agents and able to send and receive messages each other 
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through a SIP proxy server 100. The nodes 102 and 104 are 
also STUN clients. Thus, the first node 102 is able to discover 
the presence and types of NAT in the path between the first 
node 102 and the STUN server 101 by a communication with 
the STUN server 101 using STUN protocol. The second node 
104 is similarly able to discover the presence and types of 
NAT between the Second node 104 and the STUN server 101. 

0031. A method of NAT traversal according to embodi 
ments of the present invention may be understood by simul 
taneously referring to the block diagram of FIG. 3 and flow 
diagram of FIG. 4. Initially, each node 102,104 may perform 
NAT discovery using STUN protocol as indicated at 202, 204 
of FIG. 4. In the example illustrated, the first node 102 dis 
covers that it is behind the first NAT 103 and its type is 
Symmetric. The second node 104 discovers that it is also 
behind the second NAT 105 and its type is, e.g., Port 
restricted-cone. Then, both nodes 102, 104 may register 
themselves to the SIP proxy server 100 to join a network as 
indicated at 206, 208. This establishes first and second sig 
naling paths 116, 117 to the SIP proxy server 100. Once 
established, the SIP proxy server 100 can forward messages 
to the first and second nodes 102,104 respectively through the 
first and second signaling paths 116, 117. 
0032. By way of example, the first node 102 may wish to 
establish a peer-to-peer connection to the second node 104. 
The first node 102 allocates a local port 107 for the new 
peer-to-peer session. Then the first node 102 obtains an exter 
nal port 112 by sending a binding request 118 from the local 
port 107 to the STUN server 101. The sending of the binding 
request begins the critical time window for the first node 102. 
Since the first node 102 knows that the first NAT 103 is 
present and is of type Symmetric, it may perform port pre 
diction as indicated at 210 and construct a list of transport 
addresses 107, 112, 113 and 114. The list may be put into a 
new CONNECTION REQUEST message. In a preferred 
embodiment, the first node 102 may send no information 
about the first NAT 103. Furthermore, the first node 102, not 
the second node 104, may perform the port prediction. In 
addition, sending CONNECTION REQUEST messages con 
taining transport addresses is perfectly compatible with the 
existing ICE methodology. 
0033. To prevent a subsequent binding request for connec 
tion to another node from interfering with port prediction, the 
first node 102 may begin a wait period upon sending the 
binding request 118 as indicated at 209. During the wait 
period, new binding requests for communication with other 
nodes may be temporarily put on hold and queued in the order 
in which they originated. 
0034. At step 212, the first node 102 sends the CONNEC 
TION REQUEST message with the list of transport addresses 
to a SIP proxy server 100 through the already established path 
116. The SIP proxy server 100 finds in the message that the 
final destination is the second node 104 and forwards the 
CONNECTION REQUEST message through the already 
establish path 117, and port 111 and finally the message 
reaches the second node 104 on local port 108. On reception 
of the CONNECTION REQUEST, the second node 104 may 
allocate a local port 109 for the future peer-to-peer session, 
and then the second node 104 may obtain an external port 115 
by sending a binding request 119 from the local port 109 to 
the STUN server 101. To prevent a subsequent binding 
request for connection to another node from interfering with 
port prediction, the second node 104 may begin a wait period 
upon receiving the CONNECTION REQUEST message as 
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indicated at 211. During the wait period, the second node 104 
may temporarily put new binding requests for communica 
tion with other nodes on hold and queue them in the order in 
which they originated. Specifically, Node 1 102 may put a 
request 217 from NodeX 125 in a queue in the order in which 
the request was received. Node 2104 may similarly queue a 
request 219 from node Y 127. 
0035. Since the second node 104 knows that the second 
NAT 105 is not Symmetric, it puts the local port 109 and the 
external port 115 in a new provisional response message and 
sends it back to the first node 102 at 214 via the SIP proxy 
server 100 and the first and second signaling paths 117, 116. 
The transmission of the provisional response terminates the 
transport exchange phase and starts connectivity check phase. 
At this stage, the first and second nodes 102, 104 may safely 
initiate new binding requests for communication with other 
nodes. Consequently, the wait period for the first and second 
nodes 102,104 may end, as indicated at 213,215 respectively 
0036. To check connectivity, both nodes 102 and 104 may 
start sending STUN packets from their local ports 107,109 to 
check connectivity to the transport addresses obtained from 
the other node at steps 216, 218. When the first node 102 
sends a STUN packet 120, the first NAT 103 allocates a new 
external port 113, and then the packet 120 reaches the external 
port 115 on the second NAT 105. The first few packets could 
be discarded at the external port 115 because the second NAT 
105 is a port restricted cone NAT and the second node 104 
might not yet have sent a packet from the local port 109 to the 
local port 113 on the first NAT 103. The second node 104 also 
sends STUN packets 121, 122, 123 to the obtained transport 
addresses 112, 113 and 114. The packet 121 reached at the 
port 112 is discarded because the first NAT 103 is a Symmet 
ric NAT and the port 112 is exclusively allocated for the 
session to the STUN server 101. The STUN packet 123 
reached at 114 is also discarded because there is no such 
external port allocated by the first NAT 103. The STUN 
packet 122 reached at 113 is forwarded by the first NAT 103 
to the local port 107. The first node 102 then sends a response 
to the second node 104 and the second node 104 finds it has 
connectivity to the port 113 on the reception of the response. 
The STUN packet sent from the local port 107 on the first 
node 102 to the external port 115 on the second NAT 105 is 
eventually received at the local port 109 of second node 104. 
The second node 104 then sends a response back to the first 
node 102. 
0037 Upon reception of the response message, at step 220 
the first node 102 sends an UPDATE message to the second 
node 104 via the SIP proxy server 100 to tell the second node 
104 that the first node 102 found connectivity to the external 
port 115. This triggers the second node 104 to send a final 
response message to the first node 102 at step 222 to finalize 
the connection establishment process. 
0038. Instead of putting a NAT type in the message and 
having the second node 104 to make a prediction, the first 
node 102 makes a prediction and puts the predicted external 
ports 113, 114 along with the external port 112 obtained from 
STUN server 101, in the new CONNECTION REQUEST 
message. Thus, the first node 102 provides no information 
about the first NAT 103 to the second node 104. Such use of 
ICE method completely eliminates complicated NAT combi 
nation logic for “break-out” packets as done in the prior art 
(US 2004/0139228). Instead, embodiments of the present 
invention can achieve the same result by performing a con 
nectivity check that is essentially equivalent to the “break-out 

Sep. 10, 2009 

packet'. Thus, embodiments of the invention allow a system 
that already uses ICE methodology to add Symmetric NAT 
traversal capability by simply adding the predicted transport 
addresses to the connectivity check list. 
0039. As described above, the first node 102, i.e., the node 
attempting to initiate communication with the second node 
104 performs a port prediction and puts the predicted ports in 
the CONNECTION REQUEST message. There area number 
oftechniques of performing the port prediction. For example, 
port prediction may be implemented using a port allocation 
rule discovery process using the following test. The first node 
102 sends a STUN binding request to the STUN server 101 
without any flags set in the CHANGE-REQUEST attribute 
and without the RESPONSE-ADDRESS attribute. This 
causes the STUN server 101 to send responses back to the 
address and port that the request came from. This test is 
applied to different combinations of IP addresses and ports in 
order to figure out the port allocation characteristics of the 
NAT 103. The STUN server 101 uses two different IP 

addresses, C and D and two different ports C and D, as 
shown in Table III below. 

TABLE III 

DESTINATTION 

IPADDRESS PORT 

TRY-1 D4 DP 
TRY-2 D Cp 
TRY-3 CA DP 
TRY-4 CA CP 

0040. As can be seen from Table III, the test is performed 
four times (e.g., from TRY-1 to TRY-4) per local port in this 
example. All the tests must be done from the same local port. 
The first node 102 obtains four mapped addresses from the 
responses. These four mapped addresses are analyzed to 
determine the port allocation rule and a port increment value 
AP and to evaluation consistency. To look for consistency, the 
process can be performed multiple times, preferably using a 
different local port that does not have a NAT binding associ 
ated with it. The port allocation rule can be determined by 
looking at the port numbers obtained from the mapped 
addresses. If all port numbers are incremented for Successive 
destinations having different port numbers, the port alloca 
tion rule is said to be “port sensitive'. If the port increment 
size from Successive destinations having the same IP address 
(e.g., from TRY-1 to TRY-2 and from TRY-3 to TRY-4) is 
always Zero, but the incremental size from Successive desti 
nations having different IP addresses (e.g., TRY-2 to TRY-3) 
is not zero, the port allocation rule is said to be “address 
sensitive'. If all port numbers of the obtained mapped 
addresses are the same, the NAT 103 is a Cone NAT. 
0041. The AP value may be determined as follows. For 
address sensitive allocation, the AP value is equal to a port 
increment size between successive tries for which the desti 
nation port is different, e.g., for TRY-2 and TRY-3. The pro 
cess may be repeated from another local port as shown in 
Table IV. In this example, TRY-1 through TRY-4 are as in 
TABLE III and TRY-5-TRY 8 continue the pattern destina 
tion IP addresses and port numbers of Table III. 
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TABLE IV 

TRY MAPPED ADDRESS AP 

67.105.12.10:491.52 
67.105.12.10:491.52 
67.105.12.10:491.54 
67.105.12.10:491.54 
67.105.12.10:491.56 
67.105.12.10:491.56 
67.105.12.10:49158 
67.105.12.10:49158 

0042. Note that from Table IV it can be seen that where the 
destination IP address is the same for successive tries, the port 
numbers in the corresponding mapped addresses are the 
same. From this it can be determined that the port allocation 
rule is “address sensitive'. Furthermore it can be seen that the 
value of AP is equal to the port increment between TRY-2 and 
TRY-3 and is also equal to the port increment sizes between 
TRY-4 and TRY-5 and between TRY-6 and TRY-7. 
0043. For port sensitive allocation, the value of AP is the 
difference between adjoining port numbers of mapped 
addresses obtained from testing TRY-IN+1 and TRY-IN). In 
situations where the first node 102 cannot find consistency in 
the port increment size for AP determination, the application 
may include an algorithm to determine the AP value based on 
statistical observation, or to decide to give up obtaining a 
valid AP. 
0044) If the second NAT 105 is not symmetric, it may be 
sufficient to perform port prediction, e.g., as part of the NAT 
discovery step 202 for the just the first node 102. In the case 
where the second NAT 105 is also a Symmetric NAT, the 
second node 104 may perform similar port prediction as part 
of its NAT discovery phase 204. 
0045. It is noted that in embodiments of the invention, a 
node may be configured to serialize the critical time windows 
for NAT traversal may be serialized for multiple connections 
to other nodes. Serializing the critical time windows as 
described above may potentially give rise to a possible pitfall 
referred to herein as a Symmetric Node Connection Loop. It 
is noted that queuing connection requests to serialize the 
critical time windows is not generally necessary for a node 
that is not behind a symmetric NAT. However, a lockup may 
occur if critical time window serialization is implemented for 
three or more nodes, each of which is behind a symmetric 
NAT. The nature of this pitfall may be appreciated with ref 
erence to FIG. 5 in which three nodes A, B and C are all 
behind symmetric NATs. If Node A tries to contact node B 
while Node B is trying to contact Node A an initiation depen 
dency loop may be created among the three nodes that could 
result in a lockup in which none of the nodes can Successfully 
initiate peer-to-peer communication. 
0046. In the example depicted in FIG. 5, if all three nodes 
are configured to implement serialized critical time windows, 
e.g., as discussed above with respect to FIG. 2, Node A may 
wait for Node B to initiate with Node C while Node B waits 
for Node C to initiate with A and Node C waits for Node A to 
initiate with Node B. In such a situation, all three Nodes may 
be waiting at the same time, which creates the lockup situa 
tion. To overcome this problem, an initiate-transaction tim 
eout may be implemented. 
0047. By way of example, Node C could send a 
“QUEUED' message Q to Node B. The QUEUED message 
Q indicates that Node C is behind Symmetric NAT and is 
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waiting for a connection to another node. Node B could wait 
for a predetermined wait time T, then cancel its initiation 
with Node C and then subsequently initiate again with Cafter 
processing the connection request from Node A. The wait 
time T may be greater than or equal to Zero and less than a 
timeout time that Node B would ordinarily wait before giving 
up on communication with Node C. A little more specifically, 
C sends the "QUEUED' message Q to B because C knows 
that C is behind a symmetric NAT and the request was not 
processed right away but was queued. Node B could wait a 
relatively shorter time period (e.g. 3 seconds) in response to 
the “QUEUED' message, then cancel (put off) the connection 
process to Node C, process other requests in the queue, then 
eventually initiate again with C. To prevent Node B from 
retrying to initiate with Node C indefinitely, the number of 
retries to the same node may be limited, e.g., up to 3 times, 
after which, Node B could completely give up. The applica 
tion running on Node B would receive a connect error in such 
a CaSC. 

0048. As an alternative solution to the lockup, the tech 
nique described above may be modified in the following way. 
The critical time windows may be serialized for outgoing 
connection requests only and slightly deeper port predictions 
may be performed. For example, instead of generating a port 
prediction based on the port increment AP additional port 
predictions may be generated based on 2AP 3AP. . . MAP. 
where M is an integer referred to herein as the “depth' of the 
prediction. By way of example, Suppose it is determined that 
for a particular symmetric NAT the port increment AP=1. A 
candidate list based on a port prediction of depth M=1 based 
on this value of AP may look like this: 

0049 Candidate 1: type=stun, 202.10.9.20:9021 (pre 
dicted) 

0050 Candidate 2: type—local, 192.168.1.2:3658 
0051 Deepening the prediction from M=1 to M-3 may 
produce the following candidate list: 

0.052 Candidate 1: type=stun, 202.10.9.20:9021 (pre 
dicted) 

0053 Candidate 2: type=stun, 202.10.9.20:9022 (pre 
dicted) 

0054 Candidate 3: type=stun, 202.10.9.20:9023 (pre 
dicted) 

0.055 Candidate 2: type—local, 192.168.1.2:3658 
0056. Unlike the use of the “QUEUED' signaling mes 
sage, the foregoing solution may not address every possible 
lockup situation, but it may be simpler to implement. Further 
more, since connection processes more likely occur in paral 
lel at calling side, serializing the outgoing connections, but 
not the incoming connections can avoid the most likely 
lockup situations. Since the critical time windows for incom 
ing connections are not serialized, port prediction may fail. 
Increasing the depth of the port prediction, e.g., from M +1 to 
M=+3 increases the number of predicted candidates, which 
decreases the likelihood of port prediction failure. 
0057 The examples illustrated below with FIG. 3 and 
FIG. 4 pertains to a peer-to-peer UDP session establishment 
using SIP (Session Initiation Protocol; RFC 3261) protocol. 
Embodiments of the invention, however, are applicable to any 
other signaling protocols that allow a peer to send and receive 
signals to another peer via a proxy server on the pubic net 
work prior to a peer-to-peer direct connection establishment. 
Such signaling protocols may include but are not limited to 
H.323, MGCP, HTTP, XMPP, etc. 
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0058. The NAT traversal algorithm may be implemented 
in software or hardware or a combination of both. By way of 
example, FIG. 4 depicts a computer apparatus 400 for imple 
menting such an algorithm. The apparatus 400 may include a 
processor module 401 and a memory 402. The processor 
module 401 may include a single processor or multiple pro 
cessors. As an example of a single processor, the processor 
module 401 may include a Pentium(R) microprocessor from 
Intel or similar Intel-compatible microprocessor. As an 
example of a multiple processor module, the processor mod 
ule 401 may include a cell processor. 
0059. The memory 402 may be in the form of an integrated 
circuit, e.g., RAM, DRAM, ROM, and the like). The memory 
402 may also be a main memory or a local store of a syner 
gistic processor element of a cell processor. A computer pro 
gram 403 that includes the frame reconstruction algorithm 
described above may be stored in the memory 402 in the form 
of processor readable instructions that can be executed on the 
processor module 401. The processor module 401 may 
include one or more registers 405 into which instructions 
from the program 403. The instructions of the program 403 
may include the steps of the method for peer to peer connec 
tion over a network, e.g., as described above with respect to 
FIG. 2, FIG.3 and FIG. 4. Specifically, the program 403 may 
queue requests for connection to other nodes as described 
above to prevent multiple connection attempts from interfer 
ing with port prediction. The program may generate a con 
nection queue 407 that is stored in memory 402. The connec 
tion queue 407 may be implemented as a table or other data 
structure. The connection queue 407 may store the time that a 
particular connection was initiated so that connections may 
be released from the queue 407 after the critical time window 
for another previously initiated queue has passed. 
0060. The program 403 may be written in any suitable 
processor readable language, e.g., C, C++, JAVA, Assembly, 
MATLAB, FORTRAN and a number of other languages. The 
apparatus may also include well-known Support functions 
410, such as input/output (I/O) elements 411, power supplies 
(P/S) 412, a clock (CLK) 413 and cache 414. The apparatus 
400 may optionally include a mass storage device 415 such as 
a disk drive, CD-ROM drive, tape drive, or the like to store 
programs and/or data. The apparatus 400 may also optionally 
include a display unit 416 and user interface unit to facilitate 
interaction between the device and a user. The display unit 
416 may be in the form of a cathode ray tube (CRT) or flat 
panel Screen that displays text, numerals, graphical symbols 
or images. The display unit 416 may also include a speaker or 
other audio transducer that produces audible sounds. The user 
interface 418 may include a keyboard, mouse, joystick, light 
pen, microphone, or other device that may be used in con 
junction with a graphical user interface (GUI). The apparatus 
400 may also include a network interface 420 to enable the 
device to communicate with other devices over a network, 
Such as the internet. These components may be implemented 
in hardware, software or firmware or some combination of 
two or more of these. 

V. Results 

0061 An embodiment of the invention was tested with a 
peer-to-peer library that implements NAT traversal features, 
using a simple connectivity check tool running on top of the 
peer-to-peer library. Nodes at both ends of the connection 
were behind Symmetric NATs. A peer-to-peer library node 
implemented on a PlayStation 3 development station 
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attempted to connect to 64 other nodes running on a Linux 
PC. Critical time windows for both outbound and inbound 
connections were serialized. All 64 connections successfully 
established. 
0062. While the above is a complete description of the 
preferred embodiment of the present invention, it is possible 
to use various alternatives, modifications and equivalents. 
Therefore, the scope of the present invention should be deter 
mined not with reference to the above description but should, 
instead, be determined with reference to the appended claims, 
along with their full scope of equivalents. Any feature 
described herein, whether preferred or not, may be combined 
with any other feature described herein, whether preferred or 
not. In the claims that follow, the indefinite article “A” or "An 
refers to a quantity of one or more of the item following the 
article, except where expressly stated otherwise. The 
appended claims are not to be interpreted as including means 
plus-function limitations, unless such a limitation is explic 
itly recited in a given claim using the phrase “means for.” 

What is claimed is: 
1. A method for peer-to-peer connection over a network 

between a first node behind a first symmetric network address 
translator (NAT) and two or more other nodes, the method 
comprising: 

a) performing a port prediction for initiating a communi 
cation session between the first node and a second node 
with first node and constructing a list of predicted trans 
port addresses on the first NAT with the first node: 

b) sending a CONNECTION REQUEST message contain 
ing the list of predicted transport addresses from the first 
node to a second node; 

c) receiving a provisional response to the CONNECTION 
REQUEST message at the first node: 

d) performing a check of connectivity between the first 
node and the second node using the predicted transport 
addresses; and 

e) delaying port prediction for communication between the 
first node and a third node until after d) has begun. 

2. The method of claim 1, further comprising: 
f) after e), performing the port prediction for communica 

tion between the first node and a third node, wherein the 
first node constructs a list of predicted transport 
addresses on the first NAT: 

g) sending a CONNECTION REQUEST message contain 
ing the list of predicted transport addresses from the first 
node to a third node: 

h) performing a check of connectivity between the first 
node and the third node using the predicted transport 
addresses. 

3. The method of claim 2, further comprising: i) delaying 
port prediction for communication between the first node and 
a fourth node until after g). 

4. The method of claim 1 wherein performing the connec 
tivity check includes sending STUN packets from the second 
node to the one or more transport addresses provided by the 
first node in the CONNECTION REQUEST message. 

5. The method of claim 4 wherein performing the connec 
tivity checkfurther includes sending a STUN packet response 
from the first node to the second node, wherein the STUN 
packet response includes a transport address of an external 
port on the first NAT through which one of the STUN packets 
sent from the second node reached the first node. 
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6. The method of claim 1 whereina) includes determining 
a port increment Ap for the first NAT and generating the list of 
predicted transport addresses using the port increment Ap. 

7. The method of claim 1 whereina) includes determining 
a port increment Ap for the first NAT and generating the list of 
predicted transport addresses using the port increment Ap and 
one or more different additional port increments, wherein 
each additional port increment differs from Ap by a depth M. 
wherein M is a positive integer greater than 1. 

8. The method of claim 7 wherein M is equal to 3. 
9. The method of claim 1, further comprising: 
waiting for a period of time T after b), but before c) in 

response to a message from the second node indicating 
that the second node is queued for connection to another 
node: 

canceling the communication session between the first 
node and the second node; and 

repeating a), b), c), d) and e), 
wherein the amount of time T is greater than or equal to 

Zero and less than a timeout for connectivity failure 
between the first and second nodes. 

10. The method of claim 1, wherein d) includes sending 
one or more test packets from the first node to the second node 
using a transport address from the list of predicted transport 
addresses. 

11. The method of claim 10 whereine) includes delaying 
port prediction for communication between the first node and 
the third node until after a first of the one or more test packets 
has been sent. 

12. A method for peer-to-peer connection over a network 
between a first node behind a first symmetric network address 
translator (NAT) and two or more other nodes behind, the 
method comprising: 

a) receiving a CONNECTION REQUEST message from a 
second node at the first node, wherein the CONNEC 
TION REQUEST MESSAGE contains a first list of 
predicted transport addresses; 

b) performing a port prediction for initiating a communi 
cation session between the first node and the second 
node with first node and constructing a list of predicted 
transport addresses on the first NAT with the first node: 

c) sending a provisional response to the CONNECTION 
REQUEST message to the second node from the first 
node: 

d) performing a check of connectivity between the first 
node and the second node using the predicted transport 
addresses in the CONNECTION REQUEST message: 
and 

e) delaying port prediction for communication between the 
first node and a third node until after d) has begun. 

13. The method of claim 12 wherein performing the con 
nectivity check includes sending STUN packets from the 
second node to the one or more transport addresses provided 
by the first node in the CONNECTION REQUEST message. 

14. The method of claim 13 wherein performing the con 
nectivity check further includes sending a STUN packet 
response from the first node to the second node, wherein the 
STUN packet response includes a transport address of an 
external port on the first NAT through which one of the STUN 
packets sent from the second node reached the first node. 

15. The method of claim 12 wherein b) includes determin 
ing a port increment Ap for the first NAT and generating the 
list of predicted transport addresses using the port increment 
Ap. 
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16. The method of claim 12 wherein b) includes determin 
ing a port increment Ap for the first NAT and generating the 
list of predicted transport addresses using the port increment 
Ap and one or more different additional port increments, 
wherein each additional port increment differs from Ap by a 
depth M, wherein M is a positive integer greater than 1. 

17. The method of claim 16 wherein M is equal to 3. 
18. The method of claim 12, whereind) includes sending 

one or more test packets from the first node to the second node 
using a transport address from the list of predicted transport 
addresses. 

19. The method of claim 18 whereine) includes delaying 
port prediction for communication between the first node and 
the third node until after a first of the one or more test packets 
has been sent. 

20. A node, comprising: 
a processor; 
a memory; 
a network interface; and 
instructions embodiment in the memory and configured for 

execution on the processor, the instructions comprising 
either: 

A) a set of instructions that, when executed, cause the node 
tO: 

i) perform a port prediction for initiating a communica 
tion session between the first node and a second node 
with first node and constructing a list of predicted 
transport addresses on the first NAT with the first 
node: 

ii) send a CONNECTION REQUEST message contain 
ing the list of predicted transport addresses from the 
first node to a second node; 

iii) receiving a provisional response to the CONNEC 
TION REQUEST message at the first node: 

iv) performing a check of connectivity between the first 
node and the second node using the predicted trans 
port addresses; and 

V) delaying port prediction for communication between 
the first node and a third node until after iv) has begun, 
O 

B) a set of instructions that, when executed, cause the node 
tO 

i) receiving a CONNECTION REQUEST message from 
a second node at the first node, wherein the CON 
NECTION REQUEST MESSAGE contains a first list 
of predicted transport addresses; 

ii) perform a port prediction for initiating a communica 
tion session between the first node and the second 
node with first node and constructing a list of pre 
dicted transport addresses on the first NAT with the 
first node: 

iii) sending a provisional response to the CONNEC 
TION REQUEST message to the second node from 
the first node: 

iv) performing a check of connectivity between the first 
node and the second node using the predicted trans 
port addresses in the CONNECTION REQUEST 
message; and 

V) delaying port prediction for communication between 
the first node and a third node until after d) has begun 
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