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PREDICTIVE RISK ASSESSMENT IN
SYSTEM MODELING

Matter enclosed in heavy brackets [ ] appears in the
original patent but forms no part of this reissue specifica-
tion; matter printed in italics indicates the additions
made by reissue; a claim printed with strikethrough
indicates that the claim was canceled, disclaimed, or held
invalid by a prior post-patent action or proceeding.

RELATED [APPLICATION] APPLICATIONS

This [application] is an application for reissue of U.S.
Pat. No. 11,334,831, which issued from U.S. patent appli-
cation Ser. No. 14/718,810 on May 17, 2022, which claims
the benefit of U.S. Provisional Application No. 62/001,185,
filed on May 21, 2014. The entire teachings of the above
[epplication] applications are incorporated herein by refer-
ence.

BACKGROUND

Current approaches to considering complex environments
and systems are typically based on analysis where the
functional and non-functional characteristics and attributes
of a system are loosely coupled.

This assumption implies a limited inter-relationship
between the attributes and it would follow that standard
queuing mechanisms can be used to determine the optimum
service. It is the claim of this discovery is that this is over
simplistic; in that in a large class of important real systems
there is a strong relationship between a dynamic system’s
characteristics—functional and non-functional—that com-
bine and need to be balanced to determine a system’s
optimal service. In fact in these systems queues are symp-
toms rather than causes.

When system characteristics and attributes are closely
coupled they affect each other and in so doing they create
unpredictable states or singularities. Dynamic complexity is
a measure of interactions between components in an envi-
ronment. In a dynamically complex environment, the result
of'such interactions can be difficult to predict, and may cause
the system to enter an unexpected state or singularity. Such
behavior is destabilizing and dangerous, not just for the
system itself, but the environments that surround the system.
Emulation of a dynamic system is described in further detail
in U.S. Pat. No. 7,389,211, as well as U.S. patent application
Ser. No. 12/262,453, titled “Dynamic Service Emulation of
Corporate Performance,” published as U.S. Pub 2009/
0112668, the entirety of which are incorporated herein by
reference. In the aforementioned publication, systems and
methods are disclosed that provide a predictive model, the
model indicating the timing of an event, the amplitude of
that event and the combination of actions or attributes within
a system that combine to cause the event.

In a system with high dynamic complexity, the occurrence
of such events, and the interactions between them, becomes
myriad. Under these conditions, the system may become
unstable. Under current methods and approaches there is no
method or approach to determine the level of dynamic
complexity or which of the attributes or events within the
operation of a system combine to have greatest impact on the
system.

Under typical methods, static complexity of a service is
the only dimension of complexity that is considered today,
and is typically demonstrated by cause and effect, being a
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one-to-one relationship. Such an analysis suffers consider-
able limitation in dealing and assessing the impact of
complexity.

SUMMARY

Example embodiments of the present invention provide
systems and methods for determining the dynamic complex-
ity and the operational risk inherent in a system or service,
as well as the states of instability that can occur within the
operation of a service. Dynamic complexity of a service is
demonstrated where there is an observed effect where the
cause can be multiple and seemingly inter-related effects of
a many-to-one or many-to-many relationship.

Having assessed the dynamic complexity efficiency and
the operational risk index of a service or process performed
by a system (e.g., a business, process or information tech-
nology), these indexes can be employed to emulate all
attributes of a service, thereby determining: 1) how a service
responds in multiple states of operation, 2) the states where
the dynamic complexity of a service can occur, 3) optimal
dynamic complexity efficiency of a service, and 4) the
singularities where a service becomes unstable. Based on
these determinations, operational risk can be managed, and
the system can be configured for optimal performance.

In an example embodiment of identifying and reporting
one or more risks, a multi-layer mathematical model of a
system bay be provided. Layers of the multi-layer model
may comprise a process layer, an implementation layer, and
a physical layer. Performance metrics of the multi-layer
model may be modeled under plural sets of operational
parameters, where the performance metrics include dimen-
sions of cost, quality of service and throughput. From these
performance metrics, one or more adverse events may be
identified based on a rate of change in the performance
metrics exceeding at least one predetermined threshold.
Given the identified adverse event(s), a map can be gener-
ated to relate the adverse event(s) to corresponding instances
of the plural sets of operational parameters. Based on this
map, one or more risks can be determined and reported,
where the risk(s) define a probability of an outcome includ-
ing the at least one adverse event.

In further embodiments, a lookup table can be generated
to cross-reference states of the system to corresponding ones
of the at least one risk. The lookup table may be accessed
using information on a given state of the system. For
example, for diagnostic applications, the state of the system
may be analyzed and then compared to entries in the lookup
table to determine the risk inherent in the system. Entries of
the lookup table may also include remedies, or suggested
actions (e.g., modifications to the system) to avoid the
risk(s), which can also be reported.

In still further embodiments, to determine the risks of a
system, performance metrics may be modeled under a set of
deviations from the given state of the system. Such devia-
tions can include, for example, 1) output volume, 2) external
resource volume, 3) structure of the system architecture, and
4) allocation of resources internal to the system architecture.
The performance under these deviations can be modeled
over a model time dimension. Based on the performance
under such deviations, and their relation to the given state of
the system according to the map, the risks to the system can
be determined.

In yet further embodiments, to determine the risk, the
probability corresponding to the risk can be calculated from
the information provided in the map. In particular, the
probability can be calculated based on an occurrence prob-
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ability (i.e., likelihood of occurrence) of each of the
instances of the plural sets of operational parameters. Fur-
ther, the plural sets of operational parameters include a set
of operational parameters corresponding to the given state of
the system and at least one set of operational parameters
corresponding to deviations from the given state of the
system. The set of deviations may include, for example,
deviations to one or more of output volume, external
resource volume, structure of the system architecture, and
allocation of resources internal to the system architecture.

In yet still further embodiments, to identify adverse
events, a number of sets of operational parameters can be
generated for modeling. Those parameters may be distinct
by one or more variables, including: failure of a component
of the system architecture, a delay of an operation, a change
in a sequence of operations, and an alternative mode of
operation.

BRIEF DESCRIPTION OF THE DRAWINGS

The foregoing and other objects, features and advantages
of the invention will be apparent from the following more
particular description of preferred embodiments of the
invention, as illustrated in the accompanying drawings in
which like reference characters refer to the same parts
throughout the different views. The drawings are not nec-
essarily to scale, emphasis instead being placed upon illus-
trating the principles of the invention.

FIG. 1 is a schematic view of an automated management
system according to the principles of the present invention
including a model based architecture assembly.

FIG. 2 illustrates the functional stages and modules of the
model based architecture assembly of FIG. 1.

FIGS. 3a and 3b are flow diagrams of the model based
architecture assembly of FIG. 1 generating a service archi-
tecture model of a subject enterprise.

FIG. 4 is a block diagram of a monitor feature in the
embodiment of FIG. 1.

FIG. 5 is a graph illustrating dimensions of quality of
service, cost and throughput employed in an automated
management system of the present invention.

FIG. 6 is a schematic illustration of an automated man-
agement system including a predictive model.

FIG. 7 is a block diagram of a computer system (digital
processing system) in which embodiments of the present
invention are implemented in hardware, software and/or a
combination thereof.

FIG. 8 is a high-level flow diagram of a system for
implementing a set of cases in an enterprise information
system according to the present invention.

FIG. 9 is a flow diagram of the system of FIG. 8, further
illustrating matching and reporting cases.

FIG. 10 is a chart illustrating content of a case.

FIG. 11 is a block diagram illustrating an enterprise model
in embodiments of the present invention.

FIG. 12 is a block diagram illustrating a business services
model in embodiments of the present invention.

FIG. 13 is a flow diagram depicting an example business
service model emulated by an enterprise emulator according
to the present invention.

FIG. 14a is a block diagram illustrating structure of an
example business service model of the present invention.

FIG. 14b is a graphic user interface (GUI) view of a
structure of an example business service model.

FIG. 15a is a table of a database maintaining properties of
external resources and dynamics used in embodiments of the
present invention.
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FIG. 15b is a flow diagram illustrating operation of a
management model of the present invention.

FIG. 15c¢ is a flow diagram illustrating operation of an
operator model of the present invention.

FIG. 16 is a block diagram illustrating system parameters
produced by an enterprise emulator of the present invention.

FIG. 17 is a flow diagram of a process of generating and
emulating a predictive model of an enterprise according to
the present invention.

FIG. 18 is a flow diagram of a process of determining
properties of a model enterprise to meet scalability or other
design requirements according to the present invention.

FIG. 19 is a chart illustrating the concept of changing
behavior of a system over time.

FIG. 20 a graph illustrating categorized changes in the
behavior of a system, encompassing dimensions of quality
of service, cost and throughput.

FIG. 21 is a flow diagram illustrating a process of
deconstruction, emulation and analysis of a system account-
ing for dynamic complexity.

FIG. 22 is a flow diagram illustrating a process of
emulating a system under varying parameters accounting for
dynamic complexity.

FIG. 23 is a flow diagram illustrating a process for
determining whether an adverse event has occurred.

FIG. 24 is a flow diagram illustrating a process for
diagnosing a system following detection of an adverse
event.

FIG. 25 is a flow diagram illustrating a process of
determining risk in one embodiment.

FIG. 26 is a diagram of a map relating operational
parameters and adverse events in one embodiment.

FIG. 27 is a diagram illustrating a lookup table cross-
referencing system states, risks, and corresponding remedial
actions in one embodiment.

FIG. 28 is a state diagram illustrating a process for risk
management in one embodiment.

DETAILED DESCRIPTION OF THE
INVENTION

A description of example embodiments of the invention
follows. The teachings of all patents, published applications
and references cited herein are incorporated by reference in
their entirety.

Example embodiments of the present invention may be
applied to various systems and methods for emulating
services and systems, including business organizations,
information technology (IT) architecture, and other complex
entities. Such methods are described in U.S. Pat. Nos.
6,990,437, 6,311,144, 6,560,569, 7,035,786, 7,031,901,
7,783,468, 7,881,920, and 7,389,211, U.S. Pub. No. 2009/
0112668, and U.S. Pub. No. 2012/0197686. The entire
teachings of the above patents and published applications
are incorporated herein by reference.

Example embodiments may determine a measure of
dynamic complexity (referred to herein as a Dynamic Com-
plexity Indicator (Dycom) or “Dynamic Complexity Effi-
ciency” (DCE)) of a service provided by an entity, which in
turn is driven by business processes and IT architecture. The
dycom may be developed against a standard of performance
to create a way of measuring or benchmarking a service such
that similar services can be compared. In order to evaluate
a service in this manner, a number of components delivering
the service must be considered.

The business or corporate entity is made up from a mix of
people, process and supporting technology. In evaluating
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such an entity, the people who perform tasks, the processes
(rules) they follow in performing those tasks, and the
technology employed in completing those tasks, are mea-
sured. The technology is generally referred to as IT Services,
which are the applications and infrastructure that support/
automate portions of the processes, and aid the people in
completing their tasks. The efficiency and effectiveness of
both human and technological components of a service are
evaluated, and, as a result, modifications can be provided.

In particular, a service can be evaluated for a number of
attributes, including throughput, cost, quality, continuity,
response time, operational efficiency, sustainable power
usage, security, and coding efficiency. The dycom may be
defined as a product of each of these attributes. Rather than
measured within a point of time, the attributes may be
determined over a period of time as the weighting of the
attributes changes, dependent on the place within the time
period.

Using a structural framework, example embodiments may
discover, identify, emulate, predict and project both static
and dynamic complexity and their effect on an environ-
ment’s or system’s properties and dynamics behavioral
patterns. Multiple stages may be implemented to deconstruct
or decompose the environment or system into its parts or
units. From these parts, embodiments may compute the
changes in the complexity of the internal dynamic working
of the environment or system and show how changes within
the environment, even though these may be small, can cause
the unexpected to happen at a specific time.

Embodiments of the invention may implement the fol-
lowing component processes:

1. Definition of the static complexity base and its decon-
struction.

2. Definition of the dynamic complexity base and its
deconstruction.

3. Construction of an emulator based upon defined Math-
ematics and Deconstruction obtained in prior steps/pro-
cesses.

4. Drive the emulator.

5. Identify root causes of unexpected behavior/singulari-
ties and define improvements.

6. Predict the new behavior patterns with the newly-
defined dynamic complexity using the emulator.

Tlustrated in FIG. 1 is an automated management system
including a model based architecture assembly in accor-
dance with the principles of the present invention. An
assembly 12 models the information system (IS) and IS
architecture of a subject enterprise. Preferably assembly 12
is generated by a model-based architecture system of U.S.
Pat. No. 6,311,144 (herein incorporated by reference) which
has been extended from a single business unit to apply to an
enterprise with multiple business units. This extension is
accomplished by a corporate layer 13.

In particular, the assembly 12 models the IS architecture
of a subject enterprise at different levels of abstraction
beginning with a corporate layer (e.g., enterprise level) 13.
The corporate layer 13 defines enterprise practices (e.g.,
financial practices/targets), constraints (e.g., limits on opera-
tions cost) and parameters. The corporate layer 13 also
describes the strategic objectives of the enterprise including
service and quality requirements. The corporate layer 13
feeds these definitions and requirements to a business layer
14.

In response, the business layer 14 defines the different
business processes of the organization, the content of each
process (e.g., subprocesses and functions), the intercommu-
nication among processes (and subprocesses and functions)
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and their interdependencies. Performance criteria and ser-
vice and cost criteria as dictated or otherwise influenced by
corporate layer 13 are also defined. The business layer 14
definitions and criteria are technology independent and are
passed to an application architecture layer (or IT and non-I1T
system layer) 15.

The IT/non-IT system layer 15 translates the corporate
and business functions and practices (of corporate layer 13
and business layer 14) into computer application software
solutions and other components (including non-IT system
ones). Layer 15 also translates the corporate and business
layers 13, 14 quality and performance criteria into quanti-
tative requirements and quantitative indicators. There is a
many-to-many correspondence between business processes
of layer 14 and application or other components (IT and
non-IT systems) of layer 15. Application (IT and non-IT)
architecture layer 15 effectively outputs to the next layer 16
a blueprint on how the computer application architecture is
distributed vertically (application layers such as presentation
layer, management, logic, data and associated communica-
tion) as well as horizontally (cycles corresponding to back
office activity, mid and front office, client access, etc.).

Data and technical architecture layer 16 translates the
high level definitions (logical structures and performance
criteria) produced by corporate layer 13, business layer 14
and application architecture layer 15 into physical defini-
tions and implementation constraints. That is, layer 16
identifies the physical requirements (processing speed,
memory, storage, infrastructure services, etc.) to achieve and
support the business processes and corresponding applica-
tion/software components. Layer 16 describes in detail data
and information structures including metadata, storage,
retrieval and security. Layer 16 also defines transaction rate,
memory capacity and speed, processing speed and similar
physical requirements. Interfaces, monitoring and data man-
agement alternatives are also determined, modeled and
prototyped here. Although this layer 16 is technology depen-
dent, the considerations involved in layer 16 are not platform
dependent, i.e., determinations at this layer are made without
regard to or independent of platform.

The infrastructure architecture layer 17 is the technology
or platform specific layer. The definitions and requirements
produced in the preceding layers 13, 14, 15, 16 are imple-
mented by layer 17. In particular, layer 17 determines
platform specific hardware and network components, imple-
mentation language(s), program applications and techniques
and standards (e.g., for communication, signal transmission,
circuits, routing mechanisms, etc.) to carry out the architec-
ture direction. In one embodiment, this may be an IP
network or MPLS (multi-protocol label switching) network.

Mathematical models are defined and utilized at each
layer 13, 14, 15, 16, 17, and performance metrics are
determined for constructing the IS architecture. The con-
struction of mathematical models and determination of
performance metrics preferably follows the techniques
described in U.S. Pat. No. 6,990,437 (herein incorporated by
reference). The multilayer mathematical modeling and IS
architecture optimization is represented at (includes), for
example, the MPLS layer 18 in FIG. 1, which represents the
network layer. In some embodiments, the multilayer math-
ematical model of the enterprise IS architecture has a
business layer, an application/data layer and a technology
layer.

In practice, assembly 12 models the IS architecture of the
subject enterprise and in particular for each layer of the
multilayer mathematical model, provides cost modeling (a
cost architecture model) and quality of service modeling (a
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service architecture model). This is preferably accomplished
as illustrated in FIGS. 2 and 3.

With reference to FIG. 2, a corporate analytical modeling
stage 11 provides a graphical layout interface through which
a system architect inputs or otherwise provides details and
parameters of corporate plans, financial practices and tar-
gets, and service and quality requirements.

The business service analysis module 10 provides a
graphical layout interface, through which the system archi-
tect inputs a business process design. A business process
design identifies business processes within a business orga-
nization and the flow of communication and workload
among them. Furthermore, the business process design
defines a set of business requirements (including business
service requirements) for each individual business process.

A business architecture stage or module 20 provides a
graphical user interface through which the system architect
constructs a multi-layer mathematical model of an enterprise
IS architecture. The IS architecture has a business architec-
ture which supports the business process design that was
input at business service analysis module 10. Likewise at a
service architecture module 21, the system architect con-
structs a respective multi-layer mathematical model that
supports the enterprise description (plans and practices)
input at the corporate modeling stage 11. In particular,
service architecture module 21 defines contractual, opera-
tional, service and cost constraints (i.e., service and cost
architectures) of the respective multi-layer mathematical
model and applicants refer to this as the enterprise dynamic
model.

Preferably, the structure of the above multi-layer math-
ematical models are as described in U.S. patent application
Ser. No. 09/127,191 (now U.S. Pat. No. 6,311,144) entitled
“Method and Apparatus for Designing and Analyzing Infor-
mation Systems Using Multi-Layer Mathematical Models,”
filed Jul. 31, 1998, the entire contents of which are incor-
porated herein by reference.

The model construction module 30 combines the business
architecture of business architecture stage 20, the service
architecture of module 21 and the cost architecture of
module 21 to form a three dimensional enterprise manage-
ment model. Construction module 30 also calculates perfor-
mance metrics for each component and determines interde-
pendencies. The results of construction module 30 is a three
dimensional (e.g., business, cost and service) model of the
IS architecture of the subject enterprise. Thus each of the
multi-layers of the mathematical model of the IS architec-
ture has these three dimensions.

The comparison module 40 compares the modeled per-
formance metrics output by construction module 30 with the
defined set of enterprise requirements and business require-
ments provided at corporate analytical modeling stage 11
and business design module 10. In particular, comparison
module 40 compares the calculated performance metrics for
the service architecture and cost architecture to the enter-
prise requirements and the business service requirements.
The comparison module 40 produces indications of whether
one or more enterprise practices or business processes
exhibit unacceptable performance metrics that do not satisfy
the respective input enterprise requirements or business
service requirements.

If unacceptable modeled enterprise and/or business per-
formance metrics are identified, a rule-based modification
engine 25 determines appropriate improvement inducing
modifications to the three dimensional (e.g., throughput,
service, cost), multi-layer model of the enterprise IS archi-

10

15

20

25

30

35

40

45

50

55

60

65

8

tecture. The modification engine 25 displays and proposes
the modifications to the system architect for acceptance.

If accepted, the service architecture module 21 automati-
cally incorporates the proposed modifications into the three
dimensional multi-layer model of the enterprise IS architec-
ture without further assistance from the system architect.
The performance metrics for the modified IS architecture are
updated by the construction module 30 and compared again
by the comparison module 40. If the modeled performance
metrics of the cost architecture and that of the service
architecture do satisfy the enterprise requirements and the
business service requirements, an output module 28 pro-
vides a detailed description of the enterprise IS architecture
to the system architect for use in subsequent implementation
stages. Otherwise, assembly 12 continues to iterate through
the modification, modeling, and comparison stages of mod-
ules 25, 21, 30, and 40. This process continues until either
(1) the modeled performance metrics of the cost architecture
and the service architecture of each business process satisfy
the enterprise and business service requirements or (ii) the
performance metrics of the supporting hardware and soft-
ware component models cannot be improved further without
a change to the enterprise practices/plans and/or the business
process design.

FIGS. 3a and 3b provide a flow diagram illustrating the
operations of FIG. 2 in more particular detail.

At step 31, assembly 12 obtains from the system architect
(user) details and parameters of corporate plans and targets
as described above at corporate analytical modeling stage
11. In response, step 31 generates a depiction of corporate
plans and enterprise financial practices and targets.

At step 33, assembly 12 defines the business model,
management metrics and monitoring process. This is accom-
plished based on user input at the business service analysis
module 10 and business architecture module 20.

Step 35 of FIG. 3a defines contractual service, cost and
operational constraints based on user input at the service
architecture module 21.

Step 37 constructs the three dimensional (business, ser-
vice and cost) enterprise model of model construction mod-
ule 30. In one embodiment, step 37 combines the business
architecture, service architecture and cost architecture
parameters and definitions from steps 31, 33 and 35 into a
full enterprise dynamic model. Further data toward defining
the enterprise IS architecture (three dimensional multi-layer
model) is obtained through an interactive interface.

For example, at step 110, the business service analysis
module 10 provides a graphical layout interface through
which a system architect provides various information
regarding business processes and the flow of process inter-
actions of the subject enterprise. According to one embodi-
ment, the graphical layout interface is implemented with a
graphical scripting language, such as Universal Modeling
Language (UML) or a hierarchy of graphical representa-
tions.

At step 120, the business service analysis module 10
provides a graphical layout interface through which the
system architect defines the business service requirements
for each business process. According to one embodiment,
the business service requirements define business con-
straints and business drivers. Business drivers, in general,
represent the workload that a business process is expected to
receive. Typical business drivers include the expected num-
ber and kind of business events and the rate at which the
events are received.

Business constraints refer to time and volume constraints
imposed by the business needs. Typical time constraints



US RE50,192 E

9

include business response time, while typical volume con-
straints include events processed per day or events processed
per second or events to be processed by a certain date or
events that impose a certain definiteness on other events, for
example. The business constraints provide a standard of
comparison for determining whether the proposed system
architecture meets the needs of the business unit.

At step 130, the business architecture module 20 provides
a graphical user interface through which a system architect
maps each business process to a business application or
infrastructure. According to one embodiment, step 130 gen-
erates and displays to the system architect a list of premod-
eled business applications. Each listed business application
is coupled to a default set of supporting hardware and
software component models. The initial model is con-
structed by simply mapping the available business applica-
tions to corresponding business processes defined in the
business process design. Thus, the system architect is
relieved from defining all of supporting hardware and soft-
ware components, further simplifying the automated pro-
cess.

After mapping all of the business processes, the business
architecture module 20/step 130 generates the multi-layer
mathematical model of the subject enterprise IS architecture.
In turn, at steps 140 and 141, the construction module 30
models performance metrics for each layer of the multi-layer
mathematical model. Such metrics include service and cost
(i.e., elongation, response time, volume of processed trans-
actions, transaction processing rates, and cost of resources
involved). According to one embodiment, the business driv-
ers defined at step 120 are included in the modeling of the
performance metrics. Step 141 calculates enterprise perfor-
mance metrics for each component and determines explicit
dependencies. The modeled performance metrics are then
forwarded to the comparison module 40.

At step 150, the comparison module 40 makes an initial
determination as to whether the modeled performance met-
rics of the enterprise practices and business processes satisfy
the enterprise requirements and the business service require-
ments as defined in stages 10 and 11 of FIG. 2 (steps 110 and
120, FIG. 3a). According to one embodiment, the compari-
son is performed as the difference between the value of a
modeled performance metric and the value of a correspond-
ing business constraint, such as response time. Advance
reasoning and fuzzy logic may also be used to ascertain
whether a modeled performance metric satisfies a defined
business constraint.

If, at step 160, the modeled performance metrics satisfy
the enterprise/business service requirements of each busi-
ness process, the modeled system architecture (generated at
step 37) is forwarded to the output module 28 at step 170 to
output a detailed description of the specifications of the
model based IS architecture of the enterprise. The output
module 28 formats the system architecture model (including
service, cost and business dimensions at each layer) into a
detailed set of “blueprints” describing the construction and
implementation of the service oriented architecture. Accord-
ing to one embodiment, the format of the output is a
Universal Modeling Language (UML) document, which can
be displayed readily through an Internet browser. The UML-
generated display shows the subject IS architecture contain-
ing hyperlinks between components within the business,
application, and technology layers.

If, at step 160, at least one of the business processes
exhibits unacceptable business performance metrics, the
comparison module 40 at step 180 in FIG. 3b attempts to
identify the supporting component models in the application

20

25

30

35

40

45

50

10

and technology layers causing their unacceptable perfor-
mance metrics. Toward that end, comparison module 40
evaluates the performance metrics of the supporting hard-
ware and software component models linked to the one or
more business processes exhibiting unacceptable perfor-
mance metrics. According to one embodiment, the modeled
performance metrics of the supporting component models
are compared against vendor-provided or modeled bench-
marks in order to determine if there are any inefficiencies
associated with their operation.

If, at step 190, none of the supporting component models
exhibits unacceptable modeled performance metrics, then
the system architect is notified at step 200, through a
graphical user interface, that the unacceptable performance
metrics are caused by flaws in the business process design
and/or enterprise plan. These flaws may include inefficient
business process interactions or unrealistic business service
requirements. The process returns to step 110 providing the
system architect with the graphical layout interface of the
business service analysis module 10 or service architecture
module 21 to modify the business process or the service or
cost architectures.

If, at step 190, one or more of the supporting component
models do exhibit unacceptable performance metrics, then
step 210 forwards the identity of the supporting components
and the unacceptable performance metrics to the rule-based
modification engine 25 to determine modifications to the
subject IS architecture for improvement.

At step 210, the modification engine 25 determines modi-
fications to the subject IS architecture to address the unac-
ceptable performance metrics of supporting hardware and
software components modeled therein. According to one
embodiment, the rule-based modification engine 25 searches
libraries (e.g., a logic tree implemented within a data store)
using the identity of the supporting component models and
their unacceptable metrics. The search results provide rec-
ommended modifications according to prior modeled results
stored in tables (business ephemeris tables discussed below)
22, 24, 26 of FIG. 1. For example, if an increase in memory
size is the recommended modification, the recommended
size is a value obtained from previous modeled results. Such
modifications may include replacement of the one or more
supporting component models with alternate component
models.

If, at step 220, the search is successful in finding recom-
mended modifications to the subject IS architecture, then the
modifications are proposed to the system architect through a
graphical user interface for acceptance at step 230.

If, at step 240, the system architect rejects all of the
proposed modifications, the logic tree is searched again at
step 210 to locate alternative modifications to the subject IS
architecture. If, at step 220, the search fails to find additional
recommended modifications, then at step 220 the system
architect is notified through a graphical user interface that
the unacceptable performance metrics are caused by flaws in
the enterprise plan or the business process design and the
process returns to step 110 providing the system architect
with the graphical layout interface of the business service
analysis module 10 and/or service architecture module 21 to
modify the business process design or enterprise plan com-
ponents.

If, at step 240, the architect accepts one or more of the
proposed modifications, the model of the IS architecture is
automatically modified by the source architecture module 21
with the accepted modifications at step 250.

After modifying the IS architecture model, the process
returns back to step 140 for further modeling, repeating the
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process until (i) the modeled performance metrics of each
business process either satisfy the enterprise and business
service requirements or (ii) the performance metrics of the
supporting hardware and software component models can-
not be improved further without a change to the enterprise
practices/plans and/or the business process design.

Once the modeled performance metrics do satisty the
enterprise and business service requirements, the model of
the enterprise IS architecture (i.e., a service oriented archi-

12

(return on investments), limits, aging, margins, throughput,
cost, cache hit ratio, response time, profiles, number of
responses, queue length, used bandwidth, latency and lost
packets. Monitor member 42 preferably employs collectors
29 for this purpose as shown in FIG. 1.

Monitor member 42 passes the detected information to
interpreter 44. In response, interpreter 44 determines the
current detected/sampled service, cost and throughput triplet
{s1,c1,T1}. Interpreter 44 feeds this triplet data point to a

tecture) is formatted into a detailed description, which may 10 management element 46 which employs rules engine 38. In
be output from the output module 28 at step 170. turn, based on the rules 32 discussed above, rules engine 38

Referring back to FIG. 1, assembly 12 provides the model produces an optimization or modification (solution 39) for
of an IS architecture, and in particular a model of a service management element 46 to take action with. That is, rules
oriented architecture of the subject enterprise according to s engine 38/rules 32 use the received triplet as an indication of
the multi-layer mathematical modeling techniques of FIGS. state of the enterprise and look up (cross reference) through
2 and 3A-3B. As such, assembly 12 models the quality of business ephemeris/precalculated situation-remedy table 22,
service, cost and throughput at each mathematical model 24, 26 a corresponding remedy (e.g., modification/optimi-
layer (business, application, technology). From an initial zation 39).
model of assembly 12, triplet data points {si,ci,Ti} are 20 Management element 46 passes the solution (modifica-
formed with a respective quality of service value s, a cost tion/optimization) 39 to interpreter 44 which translates the
value ¢ and throughput value T, each at the same moment in solution 39 into proposed changes at the different levels 13,
time i in a layer of the mathematical model. Each triplet data 14, 15, 16, 17 of abstraction of the enterprise IS architecture.
point represents a state of the enterprise or more generally a Monitor 42 is responsive to the proposed changes and
“situation” of the enterprise. For each such state or situation, 5 implements them through action managers 48. In the
the model of assembly 12 can optimize or otherwise suggest example of FIG. 4, monitor 42 implements the changes as
modification to the IS architecture toward goal or target migration planning, cost, margins, and productivity, SLA/
service, cost and/or throughput levels. Such optimization/ SLG (service level agreement/service level guarantee), user
modification poses or otherwise defines a remedy for the satisfaction, aging, efficiency, parallelism, concurrency, rep-
given state/situation. lication, utilization, distribution, priorities, locks, workload

L . . 30 - . . .

The situation-remedy pairs are stored in a lookup table. balancing, resilience, rerouting, latencies and traffic.
The table then serves as a business ephemeris or a precal- In another example, excessive response time is observed
culated table indexed and searchable by situation (e.g., by monitor member 42 and interpreter 44. Table I shows
quality of service value, cost value and throughput value). sample solutions 39 generated for implementation through
Thus given a situation {s,c,T}, the table provides the cor- action managers 48.

TABLE I
Solutions 39 for Observed Excessive Response Time
Root Cause Goal Solution (39) Action (42,44,46,48)

Excessive Physical VO
Insufficient CPU resource
Software limits parallelism

Key process bottlenecked
Excessive logical VO

Increase cache hit ratio
Reallocate data on disks
Add more processors in
application server,
Redistribute workflows
Redesign application
Change process priority
Index critical tables
Redesign application

Decrease Physical /O
Spread VO
Increase parallelism

allocate more resources
Reduce logical /O

responding remedy as results of the table lookup. FIG. 1 %0

illustrates this business ephemeris (the predefined or pre-
modeled table) feature implemented as Parameters 22 (time
i and layer, e.g., business, application or technology), Diag-
nostic (state or situation) 24 and Action (remedy) 26. Each
of these members 22, 24, 26 support the rules 32 of rule
engine 38. Rules 32 cover each layer of the assembly 12
model and each dimension (service, cost, throughput) of
each layer.

In practice, assembly 12 models the IS architecture of the
subject enterprise in real time. This is accomplished by the
multi-layer mathematical modeling with cost, service and
throughput dimensions at each layer described above. For
each layer (business, application, technology) of the math-
ematical model, a monitor 42 calculates and manages ser-
vice and cost levels. For example, as shown in FIG. 4,
monitor member 42 detects on the business layer ROI

Continuing with FIG. 1, off-line mathematical modeling
provides further system feedback for purposes of improving
business ephemeris/pre-modeled table 22, 24, 26. Solutions
39 are further investigated in an off-line mathematical model
49 that determines network impact of the changes proposed
by solutions 39.

Based on an enterprise dynamic architecture description
that covers all layers of the assembly 12 model, the off-line
mathematic modeling member 49 calculates the impact of
each application message (solution 39) on the different
components of the enterprise dynamic architecture. The
mathematical modeling member 49 takes into account each
protocol used in the enterprise dynamic architecture for the
message impact repartition. At each level of the assembly 12
model, the off-line mathematical modeling member 49 adds
resource utilization due to the protocols. At this point, the
mathematical model 49 has a realistic view of the load of
each enterprise dynamic architecture component.
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Into passive elements, such as links, algorithms known in
the art (such as analytic methods derived from perturbation
theory and/or stochastic analysis) are used to determine the
response time, throughput and the cost. Into active elements,
such as routers, links are made between the different pas-
sages on each ingress or egress port and the different router
application components or processes. The impact of the
enterprise dynamic architecture load is associated to each
process to reflect the real use of the component. To deter-
mine the response time, throughput and cost in such com-
plex systems, a predictive mathematical algorithm, based on
perturbation theory, gives results with a maximum 1%
variation from the physical observation. Other techniques
for determining throughput, cost and response time given
the above are suitable.

Into passive elements, such as links, algorithms known in
the art (such as analytic methods derived from perturbation
theory and/or stochastic analysis) are used to determine the
response time, throughput and the cost. Into active elements,
such as routers, links are made between the different pas-
sages on each ingress or egress port and the different router
application components or processes. The impact of the
enterprise dynamic architecture load is associated to each
process to reflect the real use of the component. To deter-
mine the response time, throughput and cost in such com-
plex systems, a predictive mathematical algorithm, based on
perturbation theory, gives results with a maximum 1%
variation from the physical observation. Other techniques
for determining throughput, cost and response time given
the above are suitable.

The off-line mathematical model 49 then feeds the deter-
mined impact results to parameters 22, diagnostics 24 and
action 26 for purposes of updating the rule base 32. In a
preferred embodiment, techniques of U.S. patent application
Ser. No. 10/005,481, filed on Oct. 26, 2001 (herein incor-
porated by reference) are employed to implement this feed-
back and updating.

Turning to FIG. 6 and given the above, further embodi-
ments provide modeling and analysis of existing IS archi-
tectures as well as that of future (contemplated, to be
designed) IS architectures. The basis of each such modeling
is the multi-layer mathematical model 62 having a business
layer 54, an application/data layer 56 and a technology layer
58 with the added corporate/enterprise layer 13 on top and
multi-protocol label switching (MPLS network) layer 18 as
a bottom layer.

The mathematical model 62 produces an initial reference
model 64 from which various stress analysis and sensitivity
analyses may be made. Various “what-if” scenarios and
diagnostics for improvement purposes and the like may be
applied to the initial model 64 to produce predictive
model(s) 66. Only one such predictive model is shown for
simplicity of presentation but it is understood that many
such predictive models 66 may be produced.

Based on the predictive model(s) 66, suggested optimi-
zations and/or solutions 39 may be generated to improve/fix
areas using the business ephemeris 22, 24, 26 and rules
engine 38 previously described. Examples of actions iden-
tified and indications of improvement opportunities are
shown at 68, while the model predicted effect is shown at 72
in FIG. 6.

In some embodiments, techniques of U.S. application Ser.
No. 10/014,317 filed Oct. 26, 2001 (herein incorporated by
reference) are employed in calculating business perfor-
mance metrics in construction module 30.
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The modeling of a service oriented architecture and a cost
architecture as described above is a quantitative modeling.
However, qualitative modeling may be suitable for some
embodiments.

The above described embodiment of FIG. 1 provides real
time online diagnostics and problem solving. The modeling
of cost, quality of service and throughput on each model
layer and the business ephemeris/premodeled situation in
remedy table 22, 24, 26 enables impact of any combination
of quality (class) of service, cost, throughput or business
capacity to be diagnosed. This is graphically illustrated in
FIG. 5 where cost is one axis, quality of service is a second
axis and throughput a third axis. In one embodiment, along
the cost axis is provided a vector of resource and support
consumption for a business event (particular and/or global).
Along the quality of service axis required response (or time
window) to deliver the business event is measured. The
number of delivered business events per second is measured
along the throughput axis. Similarly cost-based pricing is
enabled.

Further, latency may be used as a measure of throughput
in the foregoing.

FIG. 7 is a diagram of the internal structure of a computer
system (e.g., client processor/device 50 or server computers
60). Each computer 50, 60 contains system bus 79, where a
bus is a set of hardware lines used for data transfer among
the components of a computer or processing system. Bus 79
is essentially a shared conduit that connects different ele-
ments of a computer system (e.g., processor, disk storage,
memory, input/output ports, network ports, etc.) that enables
the transfer of information between the elements. Attached
to system bus 79 is /O device interface 82 for connecting
various input and output devices (e.g., keyboard, mouse,
displays, printers, speakers, etc.) to the computer 50, 60.
Network interface 86 allows the computer to connect to
various other devices attached to a network. Memory 90
provides volatile storage for computer software instructions
92 and data 94 used to implement an automated manage-
ment system using a model based architecture assembly
(e.g., multilayered mathematical model 12 and monitor 42,
interpreter 44, rules engine 38 and supporting code 32, 34,
36, business ephemeris 22, 24, 26 and other features code
detailed above in FIGS. 1-6), as well as other embodiments
of the present invention (detailed below). Disk storage 95
provides non-volatile storage for computer software instruc-
tions 92 and data 94 used to implement an embodiment of
the present invention. Central processor unit 84 is also
attached to system bus 79 and provides for the execution of
computer instructions.

In one embodiment, the processor routines 92 and data 94
are a computer program product (generally referenced 92),
including a computer readable medium (e.g., a removable
storage medium such as one or more DVD-ROM’s, CD-
ROM’s, diskettes, tapes, etc.) that provides at least a portion
of the software instructions for the invention system. Com-
puter program product 92 can be installed by any suitable
software installation procedure, as is well known in the art.
In another embodiment, at least a portion of the software
instructions may also be downloaded over a cable, commu-
nication and/or wireless connection. In other embodiments,
the invention programs are a computer program propagated
signal product embodied on a propagated signal on a propa-
gation medium (e.g., a radio wave, an infrared wave, a laser
wave, a sound wave, or an electrical wave propagated over
a global network such as the Internet, or other network(s)).
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Such carrier medium or signals provide at least a portion of
the software instructions for the present invention routines/
program 92.

In alternate embodiments, the propagated signal is an
analog carrier wave or digital signal carried on the propa-
gated medium. For example, the propagated signal may be
a digitized signal propagated over a global network (e.g., the
Internet), a telecommunications network, or other network.
In one embodiment, the propagated signal is a signal that is
transmitted over the propagation medium over a period of
time, such as the instructions for a software application sent
in packets over a network over a period of milliseconds,
seconds, minutes, or longer. In another embodiment, the
computer readable medium of computer program product 92
is a propagation medium that the computer system 50 may
receive and read, such as by receiving the propagation
medium and identifying a propagated signal embodied in the
propagation medium, as described above for computer pro-
gram propagated signal product.

Generally speaking, the term “carrier medium” or tran-
sient carrier encompasses the foregoing transient signals,
propagated signals, propagated medium, storage medium
and the like.

Referring back to FIG. 1, as described above, a model
business architecture assembly 12 can be monitored in real
time. Results of the monitoring, once interpreted, may be
applied to the rule engine 38, which is supported by the rule
base 32. The rule base 32 is, in turn, supported by the
business ephemeris comprising parameters 22, diagnostic 24
and proposed action 26. Once a solution 39 is found, it is
employed by the management element 46 for modifying the
information system accordingly. The solution is also applied
to the mathematical model 49 for further analysis off-line,
the results of which may be applied to update the ephemeris
22, 24, 26.

In further embodiments, the ephemeris 22, 24, 26 may be
employed to create cases that are specific to a subset of the
enterprise or business information system, where the cases
provide characteristics, diagnosis and fixing action specific
to that subset. The cases may also be specific to metrics of
the information system. To generate such cases, a model of
the information system (such as the assembly 12) is used to
generate several possible states of the model (e.g., normal
operation, extreme operation, etc.). From these states the
corresponding diagnosis and fixing options are determined
for each state, thereby building a case base of cases com-
prising system characteristics, diagnosis and proposed solu-
tions.

Through a matching process, parameters required to iden-
tify a case are extracted at a desired frequency, and the
parameters are matched to a case form the case base. These
parameters are measured characteristics of the enterprise.
These characteristics may be measured by monitors that
monitor the mathematical model as shown by monitor 42 in
FIG. 1, or measured by monitoring the subject enterprise
directly. Once a matching case is identified, a corresponding
diagnosis and proposed fixing action are reported, which can
include reporting to a user through a user interface and/or
reporting to a hardware or software agent. The agent may
respond with a fixing action that is applied through a
self-healing process. If a matching case cannot be identified,
then the extracted parameters are applied to the model to
generate a matching case, thereby updating the case base.

It should be noted that a “business function,” as used
herein, relates to an operation performed in furtherance of a
business transaction or a business relationship. For example,
opening a new client account and processing a payment are
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business functions. A “business process,” as used herein,
relates to an operation performed by an information system
in furtherance of a business function. For example, a busi-
ness function of processing a payment may include several
business processes, such as (i) receive payment, (ii) post
payment, (iii) retrieve balance, and (iv) update balance.
Embodiments of the present invention may provide report-
ing in terms of business functions and/or business processes,
and thus reference to either a business function or a business
process may be considered to incorporate the other.

FIG. 8 is a high-level flow diagram of a system 800
according to the present invention implementing a set of
cases in an enterprise information system. The system 800
includes a model based architecture (MBA) assembly 870,
which may incorporate features described above with ref-
erence to the assembly 12 of FIG. 1. The MBA assembly 870
includes a multi-layered mathematical model 875 and a
reference model 880, which may incorporate features of the
mathematical model 62, reference model 64 and predictive
model 66, described above with reference to FIG. 6. The
MBA assembly 870 produces a business ephemeris 850 as
described above with respect to elements 22, 24, 26 in FIG.
1. The rule/matching engine 810 receives content from the
ephemeris 850 relating to states of the reference model 880,
and generates a set of cases (a case base 915, FIG. 9), each
case including characteristics, diagnosis and proposed solu-
tions for each state. The rule/matching engine 810 then
compares the generated cases to characteristics of the enter-
prise or business information system 820. These character-
istics may be obtained by monitoring a mathematical model
875 of the business system, such as the monitoring described
above with respect to the monitor 42 in FIGS. 1 and 4.
However, the rule/matching engine 810 only requires infor-
mation pertinent to comparison with the content of the cases.
Thus, monitoring the mathematical model 875 for matching
a case may be limited to monitoring system workloads,
profiles, availability of resources, and critical or other states,
enabling efficient matching between the mathematical
model 875 and cases of the case base 915. Because this
information pertains to characteristics of the information
system, the business information system may be monitored
directly, rather than through the mathematical model, to
obtain the information necessary to obtain a matching case.

If a match between the system 820 and a case is found,
then the matching case is reported by case agent 830. The
agent 830 may take a number of actions depending on the
matching case, such as reporting diagnosis and proposed
solutions to a user and acting on a proposed solution,
without user intervention, by applying a self-healing algo-
rithm to the business information system 820.

If a match between the system 820 and a case is not found,
then the state of the system 820 is considered to be an
“outstanding case.” The outstanding case is collected to an
outstanding cases store 840. In order to maintain a case base
915 that includes cases matching all states of the business
information system 820, outstanding cases may be
employed as parameters to generate new cases in the case
base 915. Through an algorithm comprising steps 861-867,
the outstanding case may be reported to a user 863 or a
virtual user 864. The outstanding case may be submitted
(step 865) as a scenario to the assembly 870, before which
it is transformed (step 866) into business, logic and infra-
structure data corresponding to respective layers of the
mathematical model 875. With the corresponding data, the
assembly 870 may generate a model corresponding to the
business system 820. Alternatively, the assembly 870 may
apply further analysis to generate a predictive model (not
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shown), comparable to the predictive model 66 described
above with reference to FIG. 6. A corresponding business IS
model (a reference model or predictive model) is interpreted
(step 867) to provide modeled performance metrics.

The modeled performance metrics are compared with a
set of corporate and business service requirements (step
861), producing respective indications of unacceptable per-
formance metrics of one or more business processes. For
business processes having unacceptable performance met-
rics, modifications to the enterprise IS architecture are
determined and proposed to the system architect (user 863)
for acceptance. If accepted, the model of the model IS
architecture 875 is modified with the accepted modifications
and the performance metrics are updated at each layer.

With the updated metrics, the model based assembly 870
updates the business ephemeris 850 with the updated met-
rics, including, for example, corresponding situations and
remedies associated with the business information system
820. The updated ephemeris 850 may in turn be employed
by the rule/matching engine 810 to generate a new case
corresponding to the updated metrics of the ephemeris 850.
The new case is then added to the case base, thereby
updating the set of cases. As a result, the new case may
provide diagnosis and proposed solutions to the business
information system 820, allowing the case agent 830 to take
reporting, self-healing or other actions as described above.

FIG. 9 is a flow diagram of system 800 matching and
reporting cases. The rule/matching engine 810, case base
915, ephemeris 850, interpreter 867 and an action agent 830
are as described above with reference to FIG. 8. The system
800 further provides for multiple modes of reporting, which
may be configured to report information, diagnosis and
proposed actions that are specific to components of the
business information system. Here, four modes of reporting
are provided: corporate reporting 961, business reporting
962, infrastructure reporting 963, and network reporting
964. Each mode of reporting provides a view of relevant
system metrics, such as throughput, cost efficiency, service
quality and scalability. Alternatively, reporting may be spe-
cific to such metrics of the information system. The report-
ing may be provided in real time, which allows a case to be
matched to an information system in its current state a
provides an immediate, relevant diagnosis and proposed
action for the information system. Moreover, case reporting
can provide reports in terms of business functions and/or
business processes. By operating interchangeably in terms
of business functions and business process, the case report-
ing can provide a common language between business
functions and business processes. Thus, embodiments of the
present invention can present a business information system
as an integrated part of an overall business model, thereby
improving accessibility between all levels of the corporation
or business.

In matching a case to the state of a business or enterprise
information system, a number of monitors 42a-e monitor the
various operations of the instant system. This monitoring
incorporates features of the monitor 42 described above with
reference to FIGS. 1 and 4. For example, the monitors 42a-e
may each monitor one or more levels of a model business
architecture that is updated in real time. A corporate monitor
42a monitors large-scale system connectivity between mul-
tiple business information systems; a business monitor 42b
monitors structure, connectivity and changes to a particular
business; the applications/data monitor 42¢ monitors soft-
ware operation of the information system; the data center
monitor 42d monitors system databases; and the network
monitor 42e¢ monitors the system network. Data from each
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of'the monitors 42a-e are collected by the data collector 935,
and relevant parameters are extracted by the data trans-
former 936.

By interpreting the data at interpreter 867, parameters of
the system are arranged in a format for matching to a case
in the case base 915. The rule/matching engine 810 performs
the matching, and, if a case is found (step 918), the matching
case is received by the interpreter 867. Depending on the
matching case, the interpreter 867 may provide the corre-
sponding diagnosis and proposed action or solution to one or
more of the reporting modes 961-964. Further, the inter-
preter 867 may provide a corresponding action (step 940),
where the action agent 830 may take action as directed by a
user to modify the business information system. The action
agent 830 may also take such action automatically (e.g., a
self-healing action) without user intervention. If a case is not
found (step 918), then parameters of the outstanding case are
applied to the ephemeris 850 for off-line ephemeris compu-
tation, which in turn updates the case base 915 with a new
case providing a matching diagnostic and proposed action.

For corporate management, the monitoring, reporting and
action may be done with a given frequency (e.g., monthly),
measuring global metrics spanning all business of the enter-
prise. Responsive action may be taken at the high-level
business structure of each business. The corporate monitor
42a monitors corporate operations as described above, and
such data is collected by the data collector 935. If a matching
case is found (step 918), the case is reported as corporate
reporting 961. The corporate reporting may be configured to
provide a corporate officer with relevant information on the
corporate information system. For example, the reporting
961 may provide a view of cost effectiveness of current
hardware and software, productivity, scalability and quality
of' service, accompanied by proposed actions regarding each.
A user may respond by initiating the proposed actions to the
interpreter 867, which controls the action agent 830 to
modify the system accordingly.

End-to-end business management may function compa-
rably to the corporate management described above,
wherein the business monitor 42b collects information
regarding the business information and the business report-
ing 962 shows a diagnosis and proposed action of a match-
ing case. Here, the frequency of the business monitoring and
reporting may be higher than for corporate management
(e.g., daily or weekly), and the metrics relate to business
processes, with proposed action directed to cost and scal-
ability.

Further, in application and data management, the appli-
cation/data monitor 42¢ and data center monitor 42d provide
updated information on software operation, data allocation
and other hardware and software resources. From a match-
ing case, diagnostic and proposed actions on these resources
is reported to the business reporting 962 and infrastructure
reporting 963 on a periodic basis (e.g., hourly or daily). The
reporting metrics may include cache-hit ratio (CHR) and
elongation, which is a measure of time in which business
processes are scheduled. Proposed actions may be directed
to distribution of resources and priority of business functions
and processes.

Network management may further be provided by match-
ing data collected from the network monitor 42e and iden-
tifying a matching case from the case base 915. The match-
ing case is reported to the network reporting 964, and may
be reported frequently (e.g., every second) to give up-to-date
information on the state of the information system network.
Relevant network diagnosis and proposed actions are thus
provided to a user accessing the network reporting 964, and
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may also be provided to business reporting 962. The
reported metrics may include round-trip delay (RTD) and
service level agreement (SLA), and proposed actions may be
directed to rerouting traffic through the network, modifying
priority to network access points, or reconfiguring network
routers in other ways.

FIG. 10 is a chart 1000 illustrating content of an exem-
plary case, as well as mechanisms of identifying, acting
upon and updating the case. Each of the columns comprises
information derived from a business ephemeris and pertains
to a case in the case base, as described above. The workload
column 1010 includes a number of variables E ,, Eg and E .,
which correspond to different classes of business functions
or business processes that are to be completed by the
business information system. Such business processes and
business functions may be referred to more generally as
“events” that are completed by the business information
system. The value of each variable E ,, Ez, E_ indicates the
number of such processes to be performed. The service time
column 1020 includes variables T,, Tz and T., which
correspond to the aforementioned workload variables and
indicate an estimated time to complete each event. The
theoretical throughput column 1030 also comprises three
values that correspond to the respective classes of business
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constraints) available for each event. Theoretical throughput
may be derived from a range of information about the
business information system and the respective business
process, such as available system resources, active and
queued events, and the service time and resource cost of the
business function or process.

The elongation column 1040 and elongation differential
column 1050 provide measures of any delays in performing
the presently requested events, as well as the change in this
delay from a specified previous time. Elongation may be
calculated from the measured response time and the mea-
sured execution time. By comparing this value with the
reported elongation in a previously-matched case, an elon-
gation differential, indicating a change in elongation over
time, can also be determined. In the elongation differential
column 1050, the case provides three ranges in which the
elongation differential may fall: less than 20%, less than
100%, and greater than 100%. Likewise, the cost differential
column 1060 may indicate the change in operating cost of
the business information system over a given time.

Some of the parameters that may be used in performing
diagnostic and remedial actions, including identifying criti-
cal and other system states, generating a case and matching
a case, are reproduced in Table II, below.

TABLE 1I

Parameters to Monitor the System and Identify System States

Total number of events per unit of time.

THROUGHPUT

Theoretical Throughput

Current Throughput

Throughput Limit:

Throughput Ceiling

Throughput New Ceiling

RESPONSE TIME

The maximum throughput a system will be able to
deliver without any contention, conflicts, delays
and/or locks.

The number of events per unit of time a business
system delivers.

The maximum number of events per unit of time the
system will be able to deliver at acceptable level of
service quality.

The maximum number of events per unit of time with
the assumption that the physical resources are over
dimensioned and the data model as well as the
applications is properly tuned
Performance oriented redesign, predicted new
throughput, monitored and managed
Total time of execution of an event charged with all

Volumel type(i)*
Volumel,type(i)
Volumel,type(i)
Volumel,type(i)

delays, contentions, conflicts and locks during the
event life time
<TO
<T1
<T2
>Tmax

*Where i = number of distinct classes of events

profiles
EXECUTION TIME

Total time of execution free from any delays,

Volumel,type(i)
Volumel,type(i)
Volumel,type(i)
Volumel,type(i)
ELONGATION

contentions, conflicts and locks during the event life
time
<TO
<T1
<T2
>Tmax (service quality time limit)
Amount of wait due to any delays, contentions,

conflicts and locks during the event life time as
percentage of the execution time.
Elongation = (Response Time/Execution Time-1) x
100 %

functions or business processes. The theoretical throughput

values indicate the maximum throughput (i.e., number of

events that can be delivered per unit time, within given
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Because change in elongation is a factor in determining a
correct diagnosis of the information system, the exemplary
case implements the elongation differential as such. After a
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case is matched, the elongation of the matching case is
compared to that of a previously matched case. The resulting
elongation differential is then matched to one of the value
ranges in column 1050. Alternatively, the case matching
process could include matching to a precalculated elonga-
tion differential, where the matching case would include
specific elongation differential values rather than a range of
values.

Each elongation differential range in column 1050 is
associated with one or more diagnostic statements, regarded
as system diagnoses, indicated in the diagnostic column
1070. For example, if the change in elongation is less than
20%, the case indicates a diagnosis that a content change is
required, that a database contention has occurred, or both.
From these diagnoses the case further suggests a number of
remedial actions to implement in the information system
and/or the modeling architecture, as indicated in the reme-
dial actions column 1080. For example, a diagnosis of a
database contention may be associated with remedial actions
to modity operations of the information system, such as
redistributing the structured query language (SQL), or
decreasing logical 1/O throughput. Larger elongation differ-
entials may be associated with more severe diagnoses, such
as a physical bottleneck at a point in the information system,
aging of the infrastructure, and reaching performance limits
due to system design. Accordingly, associated remedial
actions are indicated in column 1080, such as redistributing
workload across the system, redistribute data and logic, and
reengineering the information system infrastructure.

Moreover, the matching diagnoses and proposed remedial
actions, along with characteristics of the information system,
may be reported to a user, such as in the reporting modes
961-964 described above with reference to FIG. 9. Certain
remedial actions may also be implemented automatically,
without user intervention, on the information system by way
of an agent such as the action agent 830.

Referring back to FIG. 10, as a result of implementing one
or more of the proposed remedial actions, the matching case
may no longer accurately characterize the resulting state of
the information system. To again obtain a matching case, the
case-matching process may be repeated as described above
with reference to FIG. 9. However, certain remedial actions
may result in case parameters that can be accurately pre-
dicted without monitoring the information system. If so, a
case update process 1090 may be executed to update the
content of a case based on these predicted parameters, rather
than repeating the case matching process. One such case
update process is described in further detail above with
respect to FIG. 8. As a result, the matching case may
continue to accurately reflect the information system after
certain remedial actions are taken upon the information
system.

The performance of an information system, and, by
extension, the performance of a enterprise, may depend on
a number of factors that reside outside of the information
system. These factors, referred to hereinafter as “external
resources” and “dynamics,” or “non-information technology
(IT) resources,” can introduce latencies, utilize resources of
the information system, and otherwise affect the perfor-
mance of the information system and, ultimately, the per-
formance of the enterprise. For example, a business process
often involves a number of human operators (e.g., employ-
ees of the enterprise) to initiate, oversee and confirm
completion of the business process. In addition, business
operations can include the use of third-party services, such
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as transportation, consulting and accounting, which may
influence the time, cost, efficiency and other qualities of a
delivered product or service.

Emulation of an IS architecture, as described above, may
therefore be extended to external resources and dynamics to
further predict the operation of an enterprise. In providing
such emulation, a model of a business service may be
introduced to direct emulation at the model IS architecture
and at the model of the external resources and dynamics. A
business service is a service, provided by the enterprise, that
comprises a number of operations completed by the IS
architecture and external resources, and may further account
for dynamics, constraints and performance requirements
associated with that service. For example, a business service
may include a number of business processes, as described
above, and provide a particular sequence directing the
emulation of each business service and other operations
under a number of constraints and dynamics. Each business
process, in turn, may include a workflow directing opera-
tions to be emulated by the IS architecture and external
resources model, as well as facilitating communication
between the IS architecture and external resources corre-
sponding to such emulation. Alternatively, a business service
may be exclusive to operations at the IS architecture, or may
include only operations completed by resources (e.g., human
operators) external to the IS architecture. Through this
emulation, an enterprise may be optimized at multiple levels
(e.g., IS architecture, corporate or business structures, etc.)
to improve delivery of the emulated service.

FIG. 11 is a block diagram illustrating an enterprise model
500. The enterprise model includes an assembly mathemati-
cal model 512 and a business services model 510. The
assembly mathematical model 512, a model of the IS
architecture of the enterprise, may be comparable to the
assembly 12 and the mathematical model 875, described
above with respect to FIGS. 1 and 8, and may incorporate
features of the mathematical model 62, reference model 64
and predictive model 66, described above with reference to
FIG. 6. The enterprise model 500 further includes a business
services model 510, described below with reference to
FIGS. 12-15c¢. The business services model 510 includes a
number of models of business services to be emulated by the
mathematical model 512, and further includes models of
external (e.g., non-1T) resources and dynamics. As a result,
the enterprise model 500 enables emulation of business
services by a broad scope of elements associated with an
enterprise.

FIG. 12 is a block diagram illustrating a business services
model 510. The business services model 510 includes a
number of business service models 521, 522, a register of
operational parameters 535, and a model of external
resources and dynamics 530. The external resources and
dynamics model 530 includes a number of models of
elements of an enterprise external to the IS architecture, such
as human operators, as well as other factors associated with
a business service, such as third party services and trans-
portation of products. Such resources and dynamics are
described in further detail below with reference to FIGS.
15a-c. A resource model library 540 includes a number of
models of external resources and dynamics that may be
imported to the external resources and dynamics model 530.
The library 540 can include general process routines appli-
cable to one of several external operators or dynamics, and
may include more specific process routines designated to
model a particular external operator or dynamic. In response
to a revision to the business services model 510 (e.g.,
generation of a prediction model), the external resources and
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dynamics model 530 may require additional operators or
dynamics not present in the model 530. For example, the
revision may include a new human operator, or may intro-
duce a new third party service. Accordingly, the external
resources and dynamics model 530 may import models
corresponding to those services, operators and dynamics
from the resource model library 540.

The business services model 510 may include models
corresponding to each service that is performed by the
enterprise, including (and in addition to) the models 521,
522 as shown. A business service model 521 defines a
workflow to be executed by the mathematical model (e.g.,
model 512 in FIG. 11) and one or more elements of the
external resources and dynamics model 530. For example,
the business service model may include a sequence of
processes (i.e., “process 1,” “process 2,” etc.) that in turn
specify business processes residing at the mathematical
model 512, as well as other operations. The business service
model 521 thus directs emulation of a respective business
service via communication with the mathematical model
512 of the IS architecture and the external resources and
dynamics model 530. The emulation of the business service
may be monitored, for example by the monitor 42 described
above with reference to FIG. 1, and results of the emulation
may be compiled with the results of the emulation of other
business services and compared against established opera-
tional parameters 535 for the enterprise. The operational
parameters 535 may define a number of properties relating
to the design constraints and performance goals of the
enterprise. For example, the operational parameters 535 may
specify the particular services (and quantity of each service)
that must be supported over a given time (i.e., throughput),
the resources that may be utilized or consumed in complet-
ing such services, and an acceptable length of time to
complete each service (i.e., response time and quality of
service). A mathematical engine emulating the business
services may refer to the operational parameters 535 to
determine the quantity of each business service to emulate,
as well as determine whether the results of the emulation
meet the performance goals established for the enterprise.

FIG. 13 is a flow diagram depicting an example process
of emulating a business service model 521. With reference
to FIG. 12, described above, the business service model 521
includes a workflow defining one or more processes and
operations to be emulated by the mathematical model 512
and external resources and dynamics model 530. The busi-
ness service model 521 itself is also emulated, for example
by a mathematical modeling engine 49 (described above
with reference to FIG. 1) or enterprise emulator 1110 (de-
scribed below with reference to FIG. 16). The depicted
service being emulated, referred to as “process payment”
555, includes business processes “receive payment” 556 and
“post payment” 566, which in turn define a sequence of
operations to be completed by the IS architecture and
external resources. Accordingly, the business service model
521 begins the service “process payment” 555 by initiating
the first defined business process, “receive payment” 556. In
doing so, corresponding instructions 560A, 560B are
received by the external resources and dynamics model 530
and mathematical model 512, respectively. With respect to
the mathematical model 512, the received instructions 5608
may direct the model 512 to emulate a business process
(e.g., business process labeled “receive payment” 561B)
defined by a layer (e.g., a business layer) of the model 512.
Alternatively, the instructions may direct emulation at other
layers of the model 512, such as a logic layer or a technology
layer.
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Similarly, the external resources and dynamics model 530
may receive detailed instructions 560A specifying the par-
ticular resources required to complete the process “receive
payment,” and may further define (step 561A) the sub-
processes of “receive payment” to be emulated by the model
530. Emulation at the models 530, 512 may require com-
munications between the models; for example, the business
process at the mathematical model 512 may include a step
requiring action by a human operator. In response, the
mathematical model may transmit a detailed request for
emulation of the required action to the external resources
model 530, and the external resources model 530 may reply
to the mathematical model 512 when emulation of the action
is complete.

At step 265, the business service model 521 receives
confirmation when respective operations for “receive pay-
ment” 556 are completed by the models 530, 512. Results of
the emulation may be received further by a monitoring
element (e.g., monitor 42, described above with respect to
FIG. 1) for determining performance of the enterprise model
in emulating the business process. The business service
model then initiates the next business process, “post pay-
ment” (566), leading through a sequence, comparable to the
process described above, of execution (570A-B) and
completion (571A-B) at each of the models 530, 512, and
returning results 575 to the business service model 521.
Once results (e.g., 575) for the final process in the service is
completed, the business service model 521 may compile 576
the results received from the models 530, 512, and may
calculate derivative results, such as response time (including
time to complete each process and to complete the service in
its entirety), utilization of resources, and throughput. Such
results may be calculated by an emulator, such as the
enterprise emulator 1110 described below with reference to
FIG. 16.

FIG. 14a is a block diagram illustrating structure of an
example business service model, such as the business ser-
vice models 521, 522 described above with reference to
FIGS. 12 and 13. Index “Banking Services” 580 indicates a
number of business services related to banking, and thus
may be performed by an enterprise providing banking
services. Each of the business services (e.g., “billing col-
lection,” “payment processing,” etc.) may be modeled as a
business service model such as business service models 521,
522 and maintained in a business services model 510 as
described above with reference to FIGS. 12 and 13.

Business service index 585 represents a model of a
business service, “payment processing,” provided in the
“Banking Services” index 580. The index 585 represents a
business service model, comparable to the models 521, 522
described above, and indicate a sequence of business pro-
cesses (i.e., “receive payment,” “post payment”) and other
operations associated with the business service. Business
process index 586 represents a model of a business process,
“receive payment,” provided in the “payment processing”
index 585. The business process index 586 includes a
sequence of tasks to be performed by an IS architecture and
external resources in completing the business process. The
indexed tasks (e.g., “match customer,” “verify account,”
etc.) may be organized further into more specific processes,
instructions, routines and operations to direct operation of
particular components of the IS architecture and external
resources.

The business process index 586 may also be associated
with indexes of processes and resources required by the
respective business process. For example, IT processes
index 590 indicates the processes supported by the IS
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architecture that are utilized in completing the business
process, such as software applications, messaging services,
management services and networking services. IT resources
index 591 corresponds with the IT processes index 590 by
indicating the IT infrastructure required to support the
indexed applications, such as particular data servers, net-
work routers, and other IT components. Likewise, the exter-
nal processes index 595 indicates processes supported by
external resources 596 that are utilized in completing the
business process (e.g., “receive payment”), such as actions
that are completed by a human operator or are provided by
third-party services. The business service model thus may be
organized in a manner indicating all processes and
resources, both integral and external to the IS architecture,
that are required to support the business service.

FIG. 14b illustrates a graphic user interface (GUI) view of
a structure 670 of an example business service model, such
as the business service model 521, 522 described above with
reference to FIGS. 12 and 13. The structure 670 may be
comparable to the structure described above with reference
to FIG. 14a. The structure 670 includes 4 “layers” 680-683
(shown here as excerpts to illustrate relation between the
layers). The uppermost layer 680 illustrates the workflow, or
service process, of a business service. The example business
service relates to a service to process a trade, such as a trade
of equities in a market environment. A number of business
processes, such as “Analyze Trades” 690, are ordered in a
sequence to be executed in delivering the respective busi-
ness service.

The second layer 681 depicts a number of service com-
ponents that constitute a respective business process. For
example, the service components “Trading” and “Settlement
1” each describe a number of operations undertaken by one
or more of the IS architecture and external resources, and in
turn constitute a sequence of operations performed to com-
plete the business process “Analyze Trades” 690. The third
layer 682 depicts a number of service tasks that constitute a
respective business component. For example, the aforemen-
tioned service component “Settlement 1” includes service
tasks “Stream 2,” “Per Unit 21,” and “Per Unit 22.” Lastly,
the fourth layer 683 depicts a number of service activities
that constitute a respective service task. These service activi-
ties represent the lowest level of operations undertaken to
deliver a business service, and each service activity is
directed to a specific operation performed by a component of
the IS architecture or an external resource. For example, the
aforementioned service task “Per Unit 22” includes service
activities “JVM,” “Algo Loop,” “Operator,” and “Tape
Drive,” each of which is executed by a particular component
of an enterprise model. By providing a multi-layered struc-
ture 670 for each business service model to be emulated with
an enterprise model (e.g., enterprise model 500 in FIG. 11),
operations of the IS architecture and external resources can
be organized in a logical hierarchy, thereby simplifying
analysis and optimization for each business service model.
The structure 670 is an example organization of business
service constituents; alternative embodiments of a business
service structure may include a greater or lesser number of
layers.

FIG. 15a is a table 598 of a database maintaining prop-
erties of external resources and dynamics. The table 598
provides primary information about the operators and
dynamics constituting an external resources and dynamics
model, such as the model 530 described above in FIGS. 12
and 15, and may be a component of the model 530. The table
598 identifies each of the operators and dynamics by name,
and provides appropriate information for each. For example,
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the entry “account operator” identifies a total of 72 such
operators included in the external resources, and provides a
quantity of time available to utilize the operators This time
quantity, in turn, may be organized into a calendar or other
schedule for determining the availability of resources at a
particular time during the emulation process. Each account
operator may also be associated with particular IT resources
of the IS architecture (e.g., a workstation computer).

The table 598 accounts for each of the operators and
dynamics of an external resources and dynamics model 530.
The operators, in turn, may be modeled by a number of
individual operator models. Example operator models are
described below with reference to FIGS. 15b-c. Further, a
revision to the external resources and dynamics model 530
(e.g., by adding or removing operators), as in the process of
a design revision or generation of predictive models, may be
accounted for by updating corresponding entries in the table
598. Alternatively, a revision to the external resources and
dynamics model may be initiated by updating the table 598,
which, in turn, directs the model to be updated accordingly.

Entries in the table 598 may further include descriptions
of resources and dynamics other than operator models. For
example, the entry “account audit” describes a third-party
service that may be requested by the enterprise and utilized
within a business service. The entry specifies a length of
time anticipated to complete the third-party service, and may
also specify a cost (not shown) and resources (of the IS
architecture and/or external resources) that are utilized to
complete the third-party service. The entry may further be
associated with an operator model, comparable to the opera-
tor model described below with reference to FIG. 15¢, to
emulate the operation of the third-party service. Alterna-
tively, if the third-party service can be represented accu-
rately without an operator model, then the entry in the table
598 may be sufficient. For example, during emulation of a
business service, a third party service may reliably be
accounted for by imputing static information about the
third-party service, such as length of time (response time),
cost, and enterprise resources required. In such a case, the
table 598 may provide sufficient information to represent the
third-party service.

The table 598 may also account for additional dynamics,
latencies and costs that affect the outcome of a business
service. For example, the entry “ship product” may account
for the latency introduced by transporting a product to a
customer. An emulated business service may therefore
receive this table entry, in addition to the relevant output of
any operator models or third-party services, to determine the
properties of a service involving shipment of a product.

FIG. 15b is a flow diagram illustrating operation of a
management model 600. The management model 600 may
be a component of the external resources and dynamics
model 530, described above with reference to FIGS. 12 and
13. In particular, the model 600 may be utilized to emulate
process segments of a business service 521, 522 such as the
processes of executing the “receive payment” and “post
payment” business processes (560A, 570A) as in FIG. 13.

The management model 600 may be configured to emu-
late one or more management type processes, and, more
specifically, determines how tasks are divided among a
plurality of operators. During emulation, the model 600
receives a new task (at 650), which may include one or more
operations of a business process or other constituent of a
business service 521, 522. The task may identify an operator
required to complete the task, as well as a description of the
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particular operations of the task to be completed. An
example task is described below with reference to FIG. 15¢
and an operator model 601.

Upon receiving a new task, the management model 600
selects an operator (at 652) to which the task is assigned. The
task may identify a class of operators (e.g., “account opera-
tor”), where any one member of the class is suitable to
complete the task, or may identify a unique (certain) opera-
tor. Identifying a unique operator may be required, for
example, when the task relates to a previous task completed
by a specific operator, or when the identified operator itself
is unique. Thus, at step 652 the model 600 selects an
operator according to a class of operators or a unique
identifier as specified by the task. Further, the management
model 600 may be configured to consider one or more
additional conditions in determining assignment of the task.
For example, the model 600 may monitor the task queue at
each of the operators and, in response, allocate tasks in a
manner to equalize workload among the operators in a
common class. In alternative embodiments, the management
model 600 may be configured to allocate work in a manner
more particularly representing how a manager in the enter-
prise (i.e., an employee of the enterprise) assigns work to
other employees under his or her supervision. For example,
the management model 600 can be configured to be asso-
ciated with a particular group of operators, and may assign
tasks in accordance with a time schedule based on actual or
expected management/employee interaction.

Once an operator is selected, the management model 600
inquires as to the task queue of the selected operator (654).
If the task queue at the operator is not excessive, meaning
that the operator can be expected to complete the task within
an acceptable length of time, then the model 600 forwards
the task to the operator model for emulation (656). If the task
queue is excessive, the model 600 may review the properties
of'the task to determine whether an alternative operator (e.g.,
another operator within the same class of operators) is
acceptable to emulate the task (658). If so, then the task is
forwarded to an acceptable alternative operator (660); oth-
erwise, the task is forwarded to the originally selected
operator regardless of its task queue.

FIG. 15c¢ is a flow diagram illustrating an example process
of an operator model 601. The operator model 601 may be
a component of the external resources and dynamics model
530, described above with reference to FIGS. 12 and 13. In
particular, the model 601 may be utilized to emulate process
segments of a business service 521, such as the processes of
executing the “receive payment” and “post payment” busi-
ness processes (560A, 570A) as in FIG. 13 or external
processes indicated by the index 595 in FIG. 14a.

The operator model 601 receives a new task (610), for
example from a management model 600, and places the new
task in a task queue (612). The task database 605 maintains
operational data for the operator model, including the task
queue, information on the availability of other operators
related by a common class or task, and an account of
overhead costs and other resources associated with the
operator. The new task may be assigned a place in the queue
based on its priority (as defined by the task) relative to the
priority of other tasks in the queue.

At step 614, the operator model 601 selects the next task
in the queue and proceeds to emulate the task by computing
a number of properties regarding the task upon its comple-
tion. For example, the operator model 601 computes 616 the
length of time that the selected task has resided in the task
queue, and then computes 618 the length of time to complete
the task. In performing this computation, the model 601 may
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communicate with one or more components of an associated
IS architecture model (e.g., model 512 in FIGS. 11 and 13),
thereby accounting for any latencies or additional use of
resources that are introduced by the operator interacting with
the IS architecture. Further, the calculation may incorporate
a number of other parameters, constraints and latencies in
order to more closely emulate the behavior of a human
operator within the enterprise. For example, the model 601
may utilize additional latencies and a time schedule to
approximate the availability and productivity of an operator.

At step 620, the operator model 601 then calculates the
total response time for the task, which is based on the queue
time, the time to complete the task, and any additional
latencies. A rate of tasks completed over time, or throughput,
may also be calculated based on the productivity in com-
pleting the task and other tasks over a given length of time
(622). Based on the total response time and data regarding
overhead (managing and supporting) resources, at step 624
the model 601 may calculate the occupation rate and man-
agement overhead associated with completing the task,
which in turn enables calculation of the total cost of the task
(626). Upon completing the above calculations, the operator
model 601 provides a report indicating, response time,
throughput, cost and other data regarding completion of the
task (628). The report may be aggregated with information
regarding the emulation of other components of the business
service, thereby providing information on performance of
the business service and the enterprise as a whole. For
example, the report may be included in performance vectors
for throughput, quality and cost as described above and
below with reference to FIGS. 5 and 16.

Once the calculation of the task is complete, the operator
model 601 inquires as to whether a new task is received
(630). The model 601 places any newly received tasks in the
task queue 605 (steps 610 and 612) and repeats the above
process (steps 614-628) for the next task in the queue 605.

FIG. 16 is a block diagram illustrating system parameters
produced by an enterprise emulator 1110. Here, embodi-
ments of the invention are adapted for qualitative modeling
of a service oriented architecture and a cost architecture. A
system providing business service emulation as described
above may be implemented to report and act upon qualita-
tive business metrics such as throughput, response time and
cost as illustrated in FIG. 5.

The enterprise emulator 1110 receives an enterprise model
500, including the IS architecture model 512 and business
services model 510 (further including the external resources
and dynamics model 530, described above), and emulates
the enterprise through execution of one or more specified
business services. The enterprise emulator 1110 provides
vectors for throughput 1115, response time 1116 and con-
sumption 1117, which are derived from the emulation of the
business service(s). The vectors may also include maximum
values or vectors of throughput, response time and con-
sumption that may result from implementing a proposed
action of the case.

The vectors 1115-1117 are translated and applied to
additional business information to provide four reporting
“views™: productivity and revenue 1150, service quality
1151, cost and cost effectiveness 1152, and scalability 1153.
For example, the throughput vector 1115 indicates a rate of
business events delivered per unit time. This vector 1115 is
applied to a pricing book 1120 that indicates a value for each
delivered business event. The resulting application is
reported in the productivity and revenue view 1150, which
reports the total productivity achieved in the present emu-
lation. Moreover, the view 1150 can also report a predicted
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productivity that would result from implementing the emu-
lated business service. To do so, the throughput vector 1115
is applied to the pricing book 1120 as described above. The
vector 1115 represents the predicted throughput of the
business service. As a result, the productivity and revenue
view 1150 may provide a report on the productivity of the
emulated business or enterprise system, as well as the
predicted productivity of one or more proposed scenarios as
emulated. This in turn enables a user to consider the effect
of implementing proposed configurations of IS architecture
and external resources.

In a similar manner, the cost view 1152 indicates overall
cost and cost efficiency of the subject business information
system. The consumption vector 1117 is applied to a cost
index 1121 having an associated cost for each operation of
the information system. Because response time and, accord-
ingly, service quality also affect system cost, a cost of quality
metric 1122 is also applied to the cost index 1121. The
resulting cost is indicated to the cost view 1152. Further,
additional system costs may not be accounted for by the
vectors 1115-1117 generated from the emulation. If so, these
cost factors are captured in the exceptional costs metric
1124, and provided with a corresponding cost by the cost
accounting index 1123 to the cost view 1152. As a result, the
cost view 1152 enables a user to view the overall cost and
cost effectiveness of the enterprise, including the IS archi-
tecture and external resources.

The reporting views 1150-1153 may provide a more
detailed window of information to a user regarding a par-
ticular emulated enterprise model 500. For example, the
corporate reporting 961 of FIG. 9 may be implemented as
vectors 1115-1117 to produce one or more of the views
1150-1153 of FIG. 16. Corresponding vectors 1115-1117 are
applied as described above, resulting in the four views
1150-1153 indicating productivity, service quality, cost and
scalability of the present emulation. Further, predicted out-
comes of proposed solutions or remedial actions may also be
represented by vectors 1115-1117. By applying these vectors
as described above, a user may further observe one or more
views 1150-1153 indicating productivity, service quality,
cost and scalability as a predicted outcome of implementing
the present enterprise configuration or a proposed solution.
Thus, a user may view various characteristics of the present
enterprise, as well as compare those characteristics to pre-
dicted characteristics of an enterprise after a proposed
solution is implemented. Through this comparison, a user
can determine the effects of implementing a proposed solu-
tion.

FIG. 17 is a flow diagram of a process 700 of generating
and emulating a predictive model of an enterprise. The
process may be comparable to (and incorporate) the pro-
cesses of generating and analyzing mathematical models
described above with reference to FIGS. 1-6, while further
providing for the emulation and analysis of an enterprise
model including business services and external resources
and dynamics. For example, the mathematical modeling 49
and monitoring 42 applied to the mathematical assembly
model 12, as provided in FIG. 1, may be applied further to
the enterprise model 500 in FIG. 11.

Beginning at step 710, the process 700 initially emulates
an enterprise, based on a present enterprise model, to
determine the present operational characteristics of the
enterprise, including quality of service (response time),
capacity to deliver services (throughput) and cost (utilization
of resources). A description of a revision to the enterprise
may be received (712). This revision may indicate an actual
modification to the enterprise itself, or may reflect a predic-
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tive scenario for analyzing a potential modification to the
enterprise. With reference to FIGS. 11 and 12, for example,
the revision could pertain to a change in the IS architecture
512 (e.g., by introducing new hardware or software, or by
reconfiguring a network), a change to a business service
model 521, 522 (e.g., by adding or removing business
processes), a change to the external resources and dynamics
model 530 (e.g., by adding a new operator or modifying the
quantity of an existing operator), or by changing the opera-
tional parameters (e.g., by requiring a shorter response time
for delivering a service, or by increasing the number of
business services that must be supported over a given length
of time). The operational revision may be introduced by a
user or by an automated process of optimization.

From the description of the operational revision, a pre-
dictive model is generated (714). The predictive model is
then emulated through the execution of one or more business
service model(s) (716). For example, a set of business
services, corresponding to a required capacity of business
services as indicated in the operational parameters 535, may
be emulated at the enterprise model 500. Based on such
emulation, a system may output a predicted performance for
the predictive model (718). As a result, a user can determine
the performance to be expected to result from introducing
the operational revision, including, for example, the pre-
dicted throughput, quality of service, and cost of the enter-
prise.

FIG. 18 is a flow diagram of a process 701 of determining
properties of a model enterprise to meet scalability or other
design requirements. The process 701 may be comparable to
the process 700 described above, with the addition of further
processes for generating and analyzing predictive models.
Under this process, a description is received pertaining to
performance requirements for the enterprise (730). For
example, if the enterprise is predicted to require a higher
capacity of delivered services in the future, then the require-
ments can include a quantity of services delivered, minimum
throughput, and other considerations. From these require-
ments, corresponding operational parameters may be gen-
erated 732, which may then be utilized to update the
operational parameters (e.g., parameters 535) of a predictive
enterprise model.

Once updated, the enterprise model may then be emulated
through one or more business services (734). From this
emulation, it can be determined at 736 whether the emulated
enterprise is capable of performing to the standard imposed
by the operational parameters (e.g., parameters 535). If so,
then the enterprise model is determined at 742 to be scalable
to the operational parameters. If the enterprise model fails to
meet the operations parameters, for example by delivering a
throughput lower than the minimum required throughput,
then a design system may undergo a process of generating
and emulating one or more predictive models, comparable to
the process described above with reference to FIGS. 3a-b.
One or more predictive models may be generated in an
automated and/or user-controlled process of introducing
acceptable changes to the emulator model, and generating a
predictive model incorporating those changes (738). Such
modifications may include changes to the models of the IS
architecture, the external resources, and the business ser-
vices.

The predictive model(s) are then emulated at step 740 and
step 736 to determine whether the proposed changes result
in an enterprise meeting the new operational parameters. If
so, then the corresponding changes to the enterprise may be
proposed to a user as a solution to meet the new (or future)
operational parameters. If not, then the process at steps 738,
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740 may be repeated until such a solution is found. A user
may respond to the proposed changes by accepting the
changes as a revision to the enterprise model. Accordingly,
the user (e.g., a manager, executive or director of the
enterprise) can direct the changes to be implemented in the
enterprise itself, for example by upgrading computer hard-
ware, reconfiguring a database system, or hiring additional
employees. Thus, as a result of predictive modeling of
business services within a model enterprise, including both
an IS architecture and resources and dynamics external to
the architecture, an enterprise can be revised and updated
continuously to meet and exceed operational parameters
over time.

Predictive Deconstruction of Dynamic Complexity

Embodiments of the present invention provide for decon-

struction and analysis of dynamic complexity within a
complex environment or system, such as a business enter-
prise. Embodiments may be adapted to a range of applica-
tions related to complex environments or systems, where a
complex environment or system may be a coordinated
environment or system that is made-up of a large number of
parts or units. In general, complexity in a system increases
with the number of constituent parts or units. Such environ-
ments or systems may have a number of characteristics that
determine its complexity, including:

Each part or unit may be the same or may be different; in
general, complexity increases as the number of types
increases.

Each part or unit is connected to another part or unit; in
general, complexity increases as the number of con-
nections increases.

Changes occur within the environment or system to parts,
units and connections; a larger number or changes, or
the magnitude of those changes, may in turn change the
complexity and behavior of the system to an increasing
degree.

Changes flow through the environment or system and
cause it to alter its behavior; this flow of changes causes
the dynamic complexity of the environment or system
to change. Actions and reactions occur within and
around the environment.

Changes in managing the environment that may result of
creation of feedback processes, more combinatorial or
further distribution (e.g. virtualization).

The changes can be the result of many factors like growth,
aging, failures, lack of information, bottlenecks.

Example environments or systems include weather sys-

tems, economic systems, information technology (IT) sys-
tems, biological systems, and manufacturing systems.

Embodiments of the invention provide for determining

when the behavior of a complex environment or system
becomes unexpected and “singular,” also referred to as a
“singularity.” Such behavior can be destabilizing and dan-
gerous not only for the system itself but the environments
that surround the system. The term “singular,” as used
herein, may be understood as having a quality beyond or
deviating from the usual or expected, or that is highly
unusual, exceptional, or remarkable. The term “singularity,”
as used herein, may be understood as a point or event that
is singular. Examples of singularities in mathematics include
a point at which a function is not differentiable although it
is differentiable in a neighborhood of that point, a discon-
tinuity, or a point at which the rate of change of some
quantity becomes infinite or increases without limit.

Much of the current understanding of such unexpected or

singular behavior is based upon the probability of an unex-
pected big event occurring, as well as the reactions that
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occur outside the system as a result of this. Today much
effort is spent on remedying unexpected results without
understanding their cause. Embodiments of the invention
serve to identify a cause or causes that may produce unex-
pected results.

Example embodiments provide for predicting the time
and amplitude when an unexpected event will happen and
what combinations of actions within the system are affected.
A change may have a frequency (how frequent it may occur)
and amplitude (how great a change may be).

FIG. 19 is a chart broadly illustrating the concept of
changing behavior of a system over time. The behavior
pattern, as measured on the vertical axis, may include one or
more variables that are characteristic of the behavior of the
subject system. For example, a behavior pattern might
include one or more of the following:

The cost of operations or maintenance of an environment

or system

The effort to produce a unit of production

The time to deliver a service

The selling activity when a crisis occurs (e.g., equities)

A pandemic spreading and the demand for medicine to

combat it

Access to information on a web site when an event occurs

Over time, as represented by the horizontal axis, it may be
expected that the behavior pattern will change. For example,
as the number of units produced by a system increases, one
or more bottlenecks may develop within a production chan-
nel of the system, thereby causing an increase in the time to
deliver a product (the time to deliver a product being a
behavior pattern). In a relatively simple system, or in a
system configured to account for dynamic interactions, the
behavior pattern may be expected to change in a linear or
otherwise predictable manner over time, as illustrated for
example by line 1905. In contrast, systems with high
dynamic complexity that are not properly configured may
exhibit unpredictable behavior patterns over time, as illus-
trated by the lines 1910A-C. The lines 1910A-C may
represent a singularity in the behavior pattern, which in turn
may adversely effect the system itself. For example, as the
time to deliver a product increases exponentially (as in line
1910A), the system may quickly fail to deliver all expected
products, effectively shutting down the system’s production
channels. Alternatively, if the cost of operations (e.g., num-
ber of CPU cycles) to deliver a service increases exponen-
tially, then the system may crash shortly thereafter. Thus,
singularities in the behavior pattern of a system may be
viewed generally as chaotic events having an acute or
immediate and adverse effect on the system.

Defining, understanding and predicting the definition of
the static complexity of a complex environment or system,
by itself, may not be sufficient to enable accurate predictions
to be made about its behavior because such analyses fail to
account for dynamic complexity. Dynamic complexity can
be accounted for by defining a “layer” of characteristics of
the system, which is distinct in that it defines how the static
complexity of the system changes over time. Such changes
may be so fast and dynamic that they can cause behaviors
that are both sudden and extreme. Static complexity alone
does not allow prediction of these sudden and extreme
changes or when they will happen. Dynamic complexity and
how it influences actions and reactions within and around a
complex environment or system is the missing link that is
needed to address this problem that affects many forms of
our human, business and global experiences.

Prior to analyzing dynamic complexity through simula-
tion as described above, a system must first be deconstructed
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to provide a model of the system’s dynamic complexity.
Embodiments of the invention use a structural framework to
discover, identify, emulate, predict and project both static
and dynamic complexity and their effect on an environ-
ment’s or system’s properties and dynamics behavioral
patterns.

Embodiments of the invention may employ the methods
described above, particularly with reference to FIGS. 1-5, to
construct a mathematical model of a system. In addition to
the aforementioned methods, embodiments employ further
methods, described below, to provide a further dimension of
dynamic complexity to the mathematical model of the
system, enabling analysis of the model as it exhibits both
static and dynamic complexity as the model is emulated.
Thus, embodiments employ a number of stages to decon-
struct or decompose the environment or system into its parts
or units and then mathematics to compute the changes in the
complexity of the internal dynamic working of the environ-
ment or system and show how changes within these, even
though these may be small, can cause the unexpected to
happen at a specific time. Changes to the whole or parts of
the system or environment can be modeled and predicted
initially and then on an ongoing basis.

Static Complexity

The static complexity of an environment or system is a
perception that is based upon the numbers and types of units
and how these are joined together. This is a static view of a
system, and may be illustrated as a diagrammatic model or,
for more complex environments, a computer model. Such
models suffer from two distinct limitations toward managing
complexity of some of the advanced environments or system
for which analysis is desired. First, the whole description
may become too complex in itself to be understood without
the assistance of computer-based modeling. Second, a static
model is most suitable for understanding the static structure
of a system, yet it is often the changes on the system over
time that must be understood. Given a particular set of
inputs, a model can change over time in various ways not
predictable under a static model. For example, a unit might
change only by a small delta but this change might cause all
other units to change and when added together this is a
significant change in the environment.

The rapid increase in the use of inter-connected computer
systems means that the speed at which a change could be
communicated increase dramatically in terms of time and
global reach. Thus changes in the behavior of an environ-
ment or system and its complexity can start small and very
quickly become big and dramatic. The understanding of
static complexity does not address such a challenge.
Dynamic complexity, in contrast, accounts for change over
time to address more than a few states of static complexity.
For many such inter-connected computer systems, as well as
other systems and environments, there may be a time lag
between the cause and the effects that we observe. Embodi-
ments of the invention, by accounting for dynamic com-
plexity, provide insight into the time at which such effects
will occur, thereby predicting when one or more variables
causes a change and when the system or environment must
react to stop that change from causing a singularity or other
unintended, adverse effect.

Much of traditional complexity theory has focused on the
analysis and definition of static problems. Some environ-
ments start with a complex structure. Other environments
become complex as more units and connections are added
through aging and growth. Many financial systems, for
example, have grown like this. They evolve through the
addition, and sometimes the subtraction, of stringent objects.
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Dynamic Complexity

As described above, restricting analysis to only the static
side of complexity (also called detailed complexity) leaves
the real problem of discovering, understanding and manag-
ing the changes untouched. In fact, dynamic complexity
represents the real cause of many of the phenomena that
environments and their systems face during their life time
(degradations, diseconomy, sudden collapse, sudden
changes in behavior etc). In short, it is the cause of a very
significant change behavior at which point the mathematics
and logic that defined them no longer applies.

Dynamic complexity arises from the interactions of the
units or parts of an environment of a system over time. It can
be viewed as the change of the complexity state over time.
What may begin as a system having a stable and well-
understood order tends towards disorder, with a resulting
loss of control and predictability. Examples of such turns
toward disorder include economic crises, pandemics, and the
failure of a global enterprise. These changes can happen due
to external events and actions (e.g., changes in workload,
applied forces, macro or micro economic fluctuations or
perhaps accidental occurrences). Likewise, internal changes
in components may induce impact, or multiple impacts, on
other components or connections as well as the overall
system dynamics (e.g. bottlenecks appear, mortgages are
foreclosed, blood pressure rises).

Through the application of deconstructive theory and
predictive analysis, embodiments of the invention support
the creation of new, efficient environments and their ser-
vices, and determine how current systems may be better
understood and improved. In example embodiments
described below, a subject system or environment is broken
down (deconstructed) into its basic units. From the infor-
mation gained through deconstruction, the subject system is
defined and modeled in terms of its constituent units and
how they are inter-connected, and then provides for predic-
tive analysis in one or more states.

Complexity Metrics

It would be useful to any assessment of complexity,
whether static or dynamic, if there was a manner in which
it could be measured as a standard metric. The base metric
for such a metric is not obvious. However, complexity can
be measured in relative terms as it is changed. That is, a
system can be determined to be more or less complex after
a change to the system.

Accordingly, embodiments can be employed to detect
changes in the underlying complexity (static or dynamic) of
a system or an environment that lead to changes in its
behavior and that are sudden and divergent from an expected
trend. Changes in behavior of a system can be categorized
by relative size.

FIG. 20 is a graph illustrating categorized changes in the
behavior of a subject system, encompassing dimensions of
quality of service, cost and throughput. The graph is com-
parable to the graph described above with reference to FIG.
5, and is applicable to example systems encompassing
financial services, business enterprises or other systems
delivering services or products. Behavior of such a system
is plotted in three dimensions, where cost is a first axis 2001,
throughput a second axis 2002, and quality of service is a
third axis 2003. In one embodiment, along the cost axis is
provided a vector of resource and support consumption for
a business event (particular and/or global). Along the quality
of service axis required response (or time window) to deliver
the business event is measured. The number of delivered
business events per second is measured along the throughput
axis. Similarly, cost-based pricing is enabled.
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Change along each of the axis 2001-2003 is measured as
a percentage relative to prior behavior or behavior patterns.
Changes in behavior are divided into three possible out-
comes based on this percentage. An optimal outcome 2010,
having a minimal tolerance of behavior change (e.g., 5%),
describes the behavior change in a system performing in a
predictable manner, where the system exhibits expected
behavior. Under such optimal conditions, the underlying
complexity of the system is therefore changing within
expected results.

An acceptable outcome 2015, having a moderate toler-
ance of behavior change (e.g., 25%), describes the behavior
change in a system performing in a sub-optimal manner,
which may indicate a new, adverse trend in the behavior of
the system. Such a result may indicate a need to intervene in
the configuration or design of the system in order to prevent
a more severe change in behavior. Under such conditions,
the underlying complexity is changing close to the limits of
the expected results.

An unacceptable, or “chaotic” outcome 2020, having a
large tolerance of behavior change (e.g., 50%), describes the
behavior change in a system encountering a singular or other
unacceptable state. Under such conditions, a singularity may
be predicted because the actual behavior has quickly and
severely departed from an expected behavior trend, which
can be interpreted as a chaotic or out-of-control state. Under
such conditions, the underlying complexity has changed, or
will change, beyond the expected results. Although the
outcomes 2010, 2015, 2020 are shown having thresholds
forming cubic shapes, thresholds can be configured having
other dimensions.

Embodiments of the invention provide for assessing how
the complexity of an environment or system is changing
based upon a set of axes (dimensions) which is specific to an
environment or system. As a result, it can be determined how
the system behavior is moving along any one of the axes
(dimensions) and how the effects of complexity change are
causing such movement.

In order to accommodate a given system, a Complexity
Index can be defined as the summation of a set of constitu-
ents, where the constituents are chosen based on the relevant
characteristics of the system to be measured.

These complexity constituents are changing as both
classes of complexity change. In general, a growth in static
complexity produces positive effect on both quantity and
quality through inflating cost. Growth in dynamic complex-
ity on the other hand produces generally a degradation
impact on quality, quantity and cost. Below are several
examples of quantifying complexity as a relative value in
order to assess relative change in complexity over time.

Complexity Index 1100=change (QualityxQuantity*Cost)

Complexity Index 1100=ElongationxErosion*Inflation

Complexity Index 1100=Foreclosurex
Exposure*Insolvency

Complexity Index 1100=Fab time extension*Unfinished
productsxCost ineffectiveness

Complexity Index I100=lifetime shortening*Production
lossxCost to fix

Complexity Index
Inventory*Dynamic ROI

Examples of the above Complexity Index can be config-
ured for different environments such as an IT system, an
economy, a manufacturing system, a bio-system, or a cor-
porate system (enterprise).

FIG. 21 is a flow diagram illustrating a process of
deconstruction, emulation and analysis of a subject system
accounting for dynamic complexity, as employed in

1100=Time to marketx
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example embodiments of the present invention. The process
includes stages that are described above, in particular with
reference to FIGS. 1-5, where a subject system or environ-
ment is defined in terms of static complexity (i.e., the
architecture and characteristics of each component in the
system), the system is modeled and emulated under varying
conditions, and the results of the emulation are analyzed and
quantified, providing for solutions for improving the system.
The process further includes defining the subject system in
terms of dynamic complexity, and those definitions are
incorporated into the stages of modeling, emulation and
analysis.

The stages, as shown in FIG. 21, include: 1) Definition of
the static complexity base and its deconstruction (2105), 2)
Definition of the dynamic complexity base and its decon-
struction (2110), 3) Construction of the emulator based upon
defined Mathematics and Deconstruction (2115), 4) Drive
the emulator (2120), 5) Identify root causes of unexpected
behavior/singularities and define improvements (2125), and
6) Predict the new behavior patterns with the dynamic
complexity (as newly defined at 2110) using the emulator
(2130). Each stage follows the previous stage such that the
outputs of one stage become the inputs of the next stage.
Each stage is described in further detail below.

Stage 1: Definition of the Static Complexity Base and its
Deconstruction (2105)

As an initial stage of preparing a mathematical model of
a subject system or environment, information is collected
regarding each of the components of the subject system, as
well as the operational connections between those compo-
nents. The information to be collected is sufficient for
drawing an accurate mathematical model as described above
with reference to FIGS. 1-5, and an example process of such
information collection can be found in U.S. Pat. No. 6,311,
144 (herein incorporated by reference). Inputs of this stage
(2105) include information regarding the construct of the
environment or system that are its static definition, including
functional definitions (how each component operates and
interacts with other components) and physical and technol-
ogy definitions (capabilities, limitations, and compatibility
requirements of each component). The output of this stage
(2105) is a definition of the static complexity base of the
subject environment or system.

In order to achieve an accurate static deconstruction of the
subject system, the following actions may be taken:

1. Discover and identify the units or parts that make-up
the environment or system. The granularity of this identifi-
cation will vary with degree of precision that is needed to
make the predictions at a later stage.

2. Discover and identify how these units are intercon-
nected

3. Discover and identify what flows along these connec-
tions.

4. Identify constraints and bottlenecks that are important
characteristics of any parts, units, and connections. Such
constraints might include:

a. the finite capacity of a part, unit or connection

b. a known bottleneck at a particular point in the envi-

ronment or system

c. cost and cost thresholds

Stage 2: Definition of the Dynamic Complexity Base and
its Deconstruction (2110)

In order to characterize a model of the system beyond its
static description, additional information about the subject
system and its components is collected and incorporated into
the model as a definition of the dynamic complexity of the
system. Inputs of this stage include the static complexity
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definition produced in stage (2105), as well as information
regarding how the static complexity changes over time. This
information can be obtained through analysis of historical
trends of the same or comparable systems, sub-systems and
components, as well as observed dynamic signatures and
pattern (i.e., how the behavior of a component or group of
components changes over time in response to one or more
inputs). The output of this stage (2110) is a definition of the
dynamic complexity base model of the subject environment
or system. In order to achieve an accurate dynamic decon-
struction of a system, the following actions may be taken:

1. Discover and identify how each part or unit might
change within the static complexity definition, which in turn
indicates dynamic complexity. This could involve changes
in the parts or units themselves, such as:

a. growing through extra workload or tasks that they have

to perform

b. aging through constant maintenance

c. growing in numbers because there are splits or frag-

mentations of the original parts or units.

2. Discover and identify how the connections within the
static complexity base model have changed. These changes
might be:

a. growing increased numbers of connections some of

which are new types

b. increased flows across existing connections

c. time schedules that have to be met

Stage 3: Construction of an Emulator Based Upon
Defined Mathematics Deconstruction (2115)

Given the static and dynamic definitions of the subject
system (2105, 2110), a mathematical model of the subject
system or environments is then constructed for emulation
(2115). The mathematical model may be constructed as
described above with reference to FIGS. 1-5, and as
described in U.S. Pat. No. 6,311,144 (herein incorporated by
reference). Inputs of this stage include the dynamic com-
plexity definition produced in stage (2110), defined math-
ematical techniques for emulation of the model, and com-
puter programming techniques for production of the model.
Outputs of this stage (2115) include the emulator that can be
used to establish the dynamic complexity and the resulting
behavior patterns of the defined environment or systemi.

The mathematics of the emulator may include the follow-
ing definitions: U.S. Pat. No. 7,389,211 establishes the basis
for a mathematical predictive solution that analytically pre-
dict system performance (in general terms), According to
one embodiment such solution can be conceptually
expressed in the form:

X=Xt X I X

Where

X is the initial value of a metric domain (e.g. complexity
impact on performance, cost, capacity etc.)

X, is calculated direct impact due to N causes of static
complexity (number of connections, number of inter-
faces, number of links, number of sites, distances, etc.)

X,, is calculated direct impact due to M causes of
dynamic complexity (interaction that impact compo-
nents effectiveness, feedback that require higher
throughput, interferences that impact liquidity, pan-
demic that impact health, aging that impact longevity
etc.)

Convolution theorem allows a solution of a combined math-
ematical expression of two function-domains:
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with the combined solution using Laplace Transform £ :

Complexity Function h(G):-E (h):fX(T)-G(t—’r)dT )

Let us denote the vector 6=6(k) that represent the set of
metrics that define a domain
The system of equations that represents the variations is:

do

3)
— _ @D ) ()
m XO(o@) + XO(o)

From (1) and (2) the impact of complexity on the domain
metrics and using Laplace transform, is:

o, //(s) Q)

dX,
/(d) //(d) Z ) 0As

Z(d) dX,,
k da’k
d and s denote the 2 types of complexities and,

dX
doy

X
doy

are computed by the method proposed in NA(3)

where (6"°,6"?%) and ((6"*,6™?) are representing G
through different coordinates and G** °" ¢ represent the
complexity (i order) derivative, expressed in exponential
form

FO=L, P, O C, | ex 5)

where z is a complex variable that represent the two com-
plexities

7=6“4i6®@ where i=VT,6®”) and 6@) the static and
dynamic complexity respectively

The set of equations 3, 4 and 5 allow the computation of all
domain metrics as a function of varying the two portions of
complexity representation.

We propose an aggregative concept, let us call it Complexial
that represents the aggregated impact produced in each
domain X, of the vector X, where X,(1) is performance,
Xo(2) denotes cost, X(3) means quality of service and X(4)
represents availability etc.

From the above:

Complexial=£=I1,(X, (n)+X/(n)+X"(n)+ . . . ) where X’ are
the complexity contribution of higher order perturbations
(direct and indirect) of domain metrics n.

Stage 4 Drive the Emulator (2120)

Once the mathematical model of the subject system or
environment has been defined, the model is then emulated.
The mathematical model may be constructed as described
above with reference to FIGS. 4-18, and as described in U.S.
Pat. No. 6,311,144 (herein incorporated by reference).
Inputs of this stage (2120) include the mathematical model
(emmlator) from the previous stage (2115), as well as one or
more sets of operational scenarios that will be the actions
that drive the emulation of the subject environment or
system. Outputs of this stage (2120) include a set of reac-
tions of the emulated system that shows its behavior under
a set of varying scenarios and how its complexity changes,
as well as conditions and points in time when the behavior
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of the environment or system becomes singular or encoun-
ters another adverse or unacceptable outcome.

The outputs of this stage (2120) allow for discovery and
identity of when the behavior of the emulated environment
or system becomes ‘unexpected’ due to a sudden change.
This may comprise running a number of starting positions
and controlling the emulator to run for a number of different
time lines under different initial conditions.

In short, to establish a “system limit” due to complexity,
two results in particular are identified. First, the system limit
due to static complexity (the “ceiling”) is what may be
deemed to be the predictable limit that we understand from
simple extrapolations, statistical trending and actual expe-
riences. The “ceiling” is what is normally understood as the
operational limits of a system. Second, the system limit due
to dynamic complexity (a singularity), which is unpredict-
able by conventional methods (e.g. statistical trending) is
identified. A singularity may occur at any point in time,
predictable and governable through the present invention’s
mathematical methods that emulate interactions, feedback
and interferences.

Stage 5: Identify Root Causes of Unexpected Behavior/
Singularities and Define Improvements (2125)

Once the mathematical model has been emulated through
one or more test scenarios as described above, the results of
the emulation can be analyzed to identify the root causes of
the various detected results, including adverse effects (e.g.,
a singularity), and changes to the system to avoid such
adverse effects. Inputs at this stage (2125) include the
calculated results of emulation from the previous stage
(2120), as well as measurements and observations of the
actual system to condition and verify the outputs of the
previous stage (2120). Outputs of this stage (2125) include
improvement directions, which are suggested changes or
improvements to the system. Such improvement directions
can include utilization scenarios, technology improvements,
cost justifications, and immediate actions that can be taken
to modify the system. Outputs also include re-engineering
directions, which may include long-term transformations,
technology improvements, and cost justifications (e.g., re-
prioritization of operations).

Operations at this stage (2125) include various methods of
analyzing the emulation results, including discovering
aging, discovering architecture drawbacks, detecting imple-
mentation defects, determining technology limitations, and
building and computing further scenarios for emulation.
Further, the results of the previous stage (2120) may be
quantified and qualified in a number of ways, including
assessing the result for each scenario; combining scenarios
to build improvement plans; classifying the actions consti-
tuting the emulation in terms of resources, implementation,
architecture, algorithmic, and processes; evaluating cost
versus gain (e.g., QoS, Throughput, availability etc.), and
defining the plan (e.g., steps, monitoring execution, effort
etc.). Amethod of determining whether an adverse effect has
occurred is described below with reference to FIG. 23.
Further, one method of diagnosing an emulated system to
determine the cause of adverse effects is described below
with reference to FIG. 24.

Stage 6 Predict the New Behavior Patterns with the New
Dynamic Complexity Using the Emulator (2130)

In response to recommended changes to the system pro-
vided in the previous stage (2125), those changes are incor-
porated into a revised model of the system, and the revised
model may be emulated to determine the specific benefits
incurred by those changes. Inputs of this stage (2130)
include the outputs of the previous stage (2125), as well as
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defined improvement scenarios. Such improvement sce-
narios may include changes to the system intended to
remove bottlenecks, increase productivity, reduce cost and
increase effectiveness, expand more for less cost, and
increase scalability. Such improvements may be suggested
as a result of a process as described above with reference to
FIGS. 6 and 8-12. In particular, the outputs of this stage
(2130), following emulation of the system incorporating the
suggested revisions, may include an improvement plan
specifying improved utilization scenarios, technology
improvements, cost justifications, and superior sequences of
actions. Outputs may also include a re-engineering plan,
long term transformation, and recommended improvements
to technology.

Operations at this stage (2130) include use of the refer-
ence predictive emulator to compute the improvement sce-
narios and define the plan. Further, the emulator may driven
to provide ongoing monitoring of complexity (e.g., over
long-term simulated scenarios) to identify degradation due
to increase in complexity, determining the impact of such
degradation, define actions to address the degradation, and
determine the frequency of complexity monitoring and
analysis (e.g., continuous, daily, weekly).

Stage 7 Dynamic Complexity Under Control

As a result of the previous stages, once implemented to
identify and take preventive action against adverse events
resulting from dynamic complexity within an emulated
system, the dynamic complexity of the system can be
deemed to be controlled and predictable within an accept-
able tolerance. An adverse event may be identified based on
a rate of change in performance metrics or other character-
istics, where one or more of those metrics exceed a threshold
rate of change. A singularity may be an example of such an
adverse event, as well as other rapid changes to the perfor-
mance or characteristics of a system. Thus, the results, and
particularly the proposed changes to the system, can be
exported from the model as recommendations to modify and
improve the real-world system corresponding to the model.

Inputs of this stage include the outputs, knowledge and
experiences of all previous stages, a change management
plan, and information on the identified problems and chal-
lenges underlying the system.

The outputs and ongoing states of this stage include a
proposal regarding reporting structure, destination, frequen-
cies, and content; the operations of a control function to
implement the plan; and ongoing maturity improvements.

FIG. 22 is a flow diagram illustrating a process of
emulating a system under varying parameters accounting for
dynamic complexity. This process may be incorporated into
the process described above with reference to FIG. 21, and
in particular expands upon the aforementioned steps of
driving an emulator (2120) and identifying root causes and
defining improvements (2125).

Initially, a mathematical model is obtained for emulation
(2205). The mathematical model may be constructed
according to the process described above with reference to
FIG. 21 (i.e., steps 2105-2115), and so may incorporate
definitions of both static and dynamic complexity. In order
to drive emulation of the model, a first set of parameters
(operating conditions) are defined. The first set of param-
eters may be defined, as described above with reference to
FIGS. 3a-b, 6, 8 and 9, to simulate the model as it operates
through a given workload (or other set of inputs) over time.
With the first set of parameters defined, the model is then
simulated under the first set of parameters to generate a
corresponding first set of performance metrics (2210). The
first set of performance metrics may be quantified in a
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manner as described above with reference to FIGS. 5, 6, 10
and 20. The first set of performance metrics may also include
a dimension of time (referred to, for example, as time “T1”),
indicating that the results correspond to the first set of input
parameters upon simulation for a given length of (simulated)
time.

Embodiments of the invention, as described above, pro-
vide for emulating a model system through a number of
differing scenarios, where the results of such emulations can
be analyzed to identify problems and potential solutions for
the system. One method of this emulation is to permutate a
set of input parameters, by altering one or more values, to
generate one or more additional scenarios for emulation.
Such selection of differing parameters is described above
with reference to FIGS. 3a-b, 6, 8 and 9. When selecting
input parameters to detect an adverse effect resulting from a
system’s dynamic complexity, a number of variables can be
selected for permutation. For example, input parameters can
be permutated to simulate the failure of a component of the
system architecture, a delay of an operation, a change in a
sequence of operations, or an alternative mode of operation.
Further, the length of time over which the model system is
emulated may be varied. Such variation in time may be
employed, with or without other permutations, to determine
whether the input parameters result in an adverse event (e.g.,
a singularity) over a different (e.g., longer) length of time.
With one or more variables selected, the first parameters are
permutated to generate a second set of parameters (2215),
and the model is again simulated to generate a correspond-
ing second set of performance metrics (2220).

Following obtaining the results of the first and second
performance metrics, those metrics may be compared (2230)
and reported to a user (2230) to determine the effect of the
different input parameters on the performance of the system.
The performance metrics can be analyzed further, as
described below with reference to FIG. 24, to identify the
cause or causes of the modeled results (2235). The steps of
permutation, simulation and analysis (2215-2235) may be
repeated to determine performance and identify adverse
events under a range of scenarios corresponding to different
input parameters.

FIG. 23 is a flow diagram illustrating a process for
determining whether an adverse event has occurred. The
process may augment the process of emulating a model
system under different parameters as described above with
reference to FIG. 22, whereby performance metrics are
generated and compared against performance thresholds as
the model system is emulated over varying lengths of time.

At an initial stage, changes to a set of input parameters are
identified (2305) and incorporated into a new set of param-
eters (2310) for emulation. These steps may correspond to
step 2215 described above with reference to FIG. 22.
Further, a time dimension T1 is selected as a simulated time
over which to emulate the model system. The model system
is then emulated under the new set of parameters over time
T1 to obtain performance metrics for time T1 (2315). The
resulting performance metrics may then be quantified and
compared against one or more thresholds (2330). For
example, performance metrics may be quantified in terms of
cost, throughput and quality, and then plotted on a chart as
shown for example in FIG. 5. The plotted metrics may then
be compared against one or more thresholds corresponding
to the relative change in system performance, as shown for
example in FIG. 20, to determine whether the change in
behavior of the model system has exceeded an acceptable
threshold. If so, then an adverse outcome (e.g., a singularity
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or less-severe event) is reported (2360). If not, then the
simulation may be continued through to a further time T2
(2340).

Due to the dynamic complexity of a system, an adverse
event may only develop after an extended length of oper-
ating time, and may develop despite the failure to predict
such an adverse event over a shorter length of simulated
time. Thus, by extending the simulation through time T2, a
model system can be tested more thoroughly to determine
whether adverse outcomes result over greater lengths of
time. If the resulting performance metrics after time T2
exceed an acceptable threshold (2345), then an adverse
outcome is reported (2360). Otherwise, an acceptable out-
come can be reported (2350), indicating that the model
system performs in a controlled, predictable manner under
the given set of input parameters.

FIG. 24 is a flow diagram illustrating a process for
diagnosing a system following detection of an adverse
event. The process may be implemented to analyze the
results obtained from the processes described above with
reference to FIGS. 21-23. Given at least two different sets of
performance metrics generated by corresponding sets of
input parameters, the differences between the input param-
eter sets are identified as the “changes” introduced into the
model system (2405). Those changes may be viewed as the
initial (but not necessarily proximate) cause of an adverse
event in the performance metrics. For example, those
changes may include simulating the failure of a component
of the system architecture, a delay of an operation, a change
in a sequence of operations, or an alternative mode of
operation.

Next, a component is identified that is most proximate to
the adverse event (2410). For example, a model system may
include a computer server that exhibits a sudden spike in
cost (in CPU cycles) to provide a given service, which in
turn causes an unacceptable change in production cost for
the system as a whole. Once the initial and proximate causes
are identified, a path may then be traced between them
(2415), where the path encompasses all operations and
activities connecting the initial causes to the proximate
causes. From this path, a series of components can be
identified in the path, each of which can be considered to
have contributed to the operations leading to the adverse
event (2420). Each of these components can then be evalu-
ated individually for failures, degradation, and other changes
in behavior that may have contributed to the adverse event
(2430). For example, it may be determined that a computer
workstation, in response to the initial causes in combination
with degradation over time, exhibited a crash, which in turn
contributed to the adverse event further down the stream of
operations. In addition, recognizing that other components
(outside of this path) may also contribute to an adverse
event, those other components may be evaluated in the same
manner. With the components contributing to the adverse
event identified, those components, as well as the specific
problems inherent in each, may be reported for further
analysis and remedial measures (2440).

Further description of deconstruction of dynamic com-
plexity and prediction of adverse events, including example
applications, is provided in U.S. Pub. No. 2012/0197686, the
entirety of which is incorporated herein by reference.

Applications to Additional Systems and Entities

In some example embodiments of the invention,
described above, the subject system to be modeled includes
a business enterprise, such as a corporation. Referring back
to FIG. 1, for example, a corporation may be modeled by a
multi-layer mathematical model assembly 12, comprising a
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number of layers 13-18 representing the components of the
corporation as well as operations performed by the corpo-
ration. A simplified mathematical model 62 is shown in FIG.
6, including a business layer 54, an application layer 56, and
a technology layer 58. The services provided by a business
or other system, as well as their constituent operations, may
be modeled as described above with reference to FIGS.
11-14b. Further, elements that are not included in such
layers, but nonetheless are components of (or otherwise
influence) the system, can be modeled as external resources
and entities as described above with reference to FIGS.
15a-18.

In further embodiments, the modeling techniques
described above, with reference to FIGS. 1-24, can be
applied to any system, including organizations and services
that are not dependent on IT architecture, or that extend far
beyond such architecture. In addition to the business enter-
prises described above, such systems can include, for
example, a government-provided service (e.g., a postal
service), an industry (e.g., a national or global banking
system), a national or global economy, a supply chain, a
human-provided service or organization, or a living organ-
ism. Further applications can include systems delivering
automated services (e.g., robotics, manufacturing), automo-
tive systems (e.g., automobiles, automotive services), sys-
tems delivering or administering health care, systems pro-
cessing genetic information, and an economic system (e.g.,
the United States economy, or a given market). This range
of systems may be modeled by a multi-layer mathematical
model that is configured with attention to the elements of
that system, the dependencies between those elements, the
operations conveyed by the system, and external influences
on the system. An example mathematical model of a system
may include one or more of the following layers:

1) A process layer describes and models the processes
performed by the system. Each modeled process may be
described in this layer as one or more constituent operations
performed by the system, including dependencies between
those operations, resources, and output. Example process
layers include the business layer described above with
reference to FIGS. 1-6, as well as the business service model
described above with reference to FIGS. 11-14b.

2) An implementation layer describes and models the
operations and sub-operations performed by the physical
layer (described below) to complete the processes of the
process layer. An example implementation layer includes the
application layer described above with reference to FIGS.
1-6.

3) A physical layer describes and models the physical
components of the system, including resources. An example
of a physical layer includes the infrastructure architecture
layer described above with reference to FIGS. 1-6.

Applying the modeling techniques described above, a
range of systems can be simulated as a multi-layer math-
ematical model having a process layer, an implementation
layer and a physical layer. In some embodiments, one or
more such layers may be partially or wholly merged, or
otherwise reconfigured to accommodate the particular sys-
tem being modeled. For example, in a relatively simple
system, where processes can be described easily with direct
relation to the physical components, the process and imple-
mentation layers may be implemented in a common layer.
Similarly, the implementation and physical layers may be
implemented in a common layer.

Predictive Risk Assessment

The possibility of an adverse event, as described above,
presents an apparent risk to the operation of a system, or
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even to the integrity of the system itself. An adverse event
may be identified based on a rate of change in performance
metrics or other characteristics, where one or more of those
metrics exceed a threshold rate of change. A singularity, as
described above, may be an example of such an adverse
event, as well as other rapid changes to the performance or
characteristics of a system. By identifying outcomes includ-
ing adverse events and their causes, as described above,
embodiments of the invention can enable a system to be
reconfigured to avoid such adverse events.

Further, embodiments of the invention can be applied, in
a more comprehensive manner, to the identification and
avoidance of a range of adverse events. By modeling per-
formance metrics of a system under a range of operational
parameters, the risk of an outcome including an adverse
event can be ascertained as a probability. The risk can be
qualified by a particular adverse event, as well as a pre-
defined period of time. Several such risks can be reported
simultaneously when warranted.

In an example embodiment of identifying and reporting
one or more risks, a multi-layer mathematical model of a
system bay be provided as described above. Layers of the
multi-layer model may comprise a process layer, an imple-
mentation layer, and a physical layer. Performance metrics
of the multi-layer model may be modeled under plural sets
of operational parameters, where the performance metrics
include dimensions of cost, quality of service and through-
put. From these performance metrics, one or more adverse
events may be identified based on a rate of change in the
performance metrics exceeding at least one predetermined
threshold. Given the identified adverse event(s), a map can
be generated to relate the adverse event(s) to corresponding
instances of the plural sets of operational parameters. Based
on this map, one or more risks can be determined and
reported, where the risk(s) define a probability of an out-
come including the at least one adverse event.

Example embodiments providing predictive risk assess-
ment and management are described in further detail below.

FIG. 25 is a state diagram illustrating a process 2500 for
determining risk in one embodiment. The process 2500 may
incorporate features of the processes for emulating a system
and identifying adverse events as described above with
reference to FIGS. 21-24. Further, this process 2500 may be
incorporated into the process described above with reference
to FIG. 21, and in particular expands upon the aforemen-
tioned steps of driving an emulator (2120) and identifying
root causes and defining improvements (2125).

Initially, a mathematical model is obtained for emulation
(2505). The mathematical model may be constructed
according to the process described above with reference to
FIG. 21 (i.e., steps 2105-2115), and so may incorporate
definitions of both static and dynamic complexity. Embodi-
ments may be applied to a model of any system as described
above, and the model may encompass a multi-layer math-
ematical model as described above. Layers of the multi-layer
model may comprise a process layer, an implementation
layer, and a physical layer. In order to drive emulation of the
model, plural sets of parameters (operating conditions,
which can define a number of aspects internal and external
to the system) are defined. The sets of parameters may be
defined, as described above with reference to FIGS. 3a-b, 6,
8 and 9, to simulate the model as it operates through a given
workload (or other set of inputs) over time.

Embodiments of the invention, as described above, pro-
vide for emulating a model system through a number of
differing scenarios, where the results of such emulations can
be analyzed to identify problems and potential solutions for
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the system. One method of this emulation is to permutate a
set of input parameters, by altering one or more values, to
generate one or more additional scenarios for emulation.
Such selection of differing parameters is described above
with reference to FIGS. 3a-b, 6, 8, 9 and 22. When selecting
input parameters to detect an adverse effect resulting from a
system’s dynamic complexity, a number of variables can be
selected for permutation. For example, input parameters can
be permutated to simulate the failure of a component of the
system architecture, a delay of an operation, a change in a
sequence of operations, or an alternative mode of operation.
Further, the length of time over which the model system is
emulated may be varied. Such variation in time may be
employed, with or without other permutations, to determine
whether the input parameters result in an adverse event (e.g.,
a singularity) over a different (e.g., longer) length of time.

In an example embodiment, a first of the sets of param-
eters may correspond to an initial (i.e., measured or
observed) state of a system, or may correspond to a hypo-
thetical or predicted state of the system. Further, additional
instances of the sets of parameters may correspond to a
range of permutations of the first set of parameters, which
may correspond to deviations from the initial state of the
system. Such deviations can include the permutations
described above, and in particular, 1) output volume, 2)
external resource volume, 3) structure of the system archi-
tecture, and 4) allocation of resources internal and external
to the system architecture.

With the sets of parameters defined, the model may then
be simulated under each of the sets of parameters to generate
corresponding sets of performance metrics (2510). The sets
of performance metrics may be quantified in a manner as
described above with reference to FIGS. 5, 6, 10 and 20, and
may include dimensions of cost, quality of service and
throughput. The sets of performance metrics may also
include a dimension of time (referred to, for example, as
time “T1”), indicating that the results correspond to the first
set of input parameters upon simulation for a given length of
(simulated) time.

Following obtaining resulting performance metrics, those
metrics may be analyzed, as described above with reference
to FIGS. 22-24, to identify one or more adverse events
(2515). The performance metrics can be analyzed further, as
described above with reference to FIG. 24, to identify the
cause or causes of the modeled results. The steps of simu-
lation and analysis (2510-2515) may be repeated, with
further permutations, to determine performance and identify
adverse events under a range of scenarios corresponding to
different input parameters.

Given the identified adverse event(s), a map can be
generated to relate the adverse event(s) to corresponding
instances of the plural sets of operational parameters (2520).
An example map is described below with reference to FIG.
26. Based on this map, one or more risks can be determined
and reported, where the risk(s) define a probability of an
outcome including the at least one adverse event (2525). In
particular, the risk may be calculated based on the occur-
rence probability of each of the instances of the plural sets
of operational parameters that are related to the identified
adverse events. The risks may then be reported to a user in
a manner comparable to the reporting as described above
(2530), and may be provided for further analysis as
described in further detail below with reference to FIGS.
26-28. Reports can include a metric representing dynamic
complexity of the system (e.g., dycom), as well as a metric
representing risk (e.g., risk index) both of which are
described in further detail below. The reported risk can
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encompass one or more of: 1) degree of dependencies of the
system, 2) degree of dependencies that produce feedback,
and 3) degree of deepness the dependencies of the system.

FIG. 26 is a diagram of a map 2600 relating operational
parameters and adverse events in one embodiment. The map
2600 may be generated as a result of the process 2500
described above with reference to FIG. 25, and connects an
initial system state 2605 to a range of operational parameters
2610A-N, which in turn are related to corresponding out-
comes 2620A-N and, where applicable, corresponding
adverse events 2630A-D. The operational parameters
2610A-N may correspond to each of the scenarios modeled
as described above, and the outcomes 2620A-N may include
corresponding performance metrics resulting from the mod-
eling. Further, if an adverse event (e.g., adverse event
2630A) is identified from modeling the system under a given
set of operational parameters, the adverse event is associated
with the outcome (e.g., outcome 2620A). Over a range of
different (e.g., permutated) operational parameters 2610A-
N, some of the corresponding outcomes 2620A-N may be
associated with adverse events 2630A-D, while others may
not. In an alternative embodiment, a map may be generated
to include only outcomes that are associated with adverse
events.

From the map 2600, one or more risks to the system can
be determined. A risk, as described above, may indicate a
probability that the system will encounter an outcome that
includes an adverse event. Such risks can be calculated
through a number of means and may be expressed in a
number of different ways, and examples of such analysis and
presentation are provided in further detail below. In one
example, an occurrence probability may be assigned to each
of the operational parameters 2610A-2610N, where the
occurrence probability indicates a likelihood that the system
will move from the initial state 2605 to the given operational
parameters. For example, the set of operational parameters
2610A is assigned an occurrence probability of 3%. Such an
occurrence probability may be determined based on histori-
cal data about the system, historical simulation data, data
about comparable systems, and/or other sources. Based on
the occurrence probability of each of the operational param-
eters 2610A-N, one or more risks (e.g., the probability of an
outcome including one or more of the adverse events
2630A-D) can be determined. The risks may be reported to
a user, including details of the predicted adverse events and
the likelihood of each. The risks may also be further
processed, for example, to generate a lookup table, an
example of which is described below with reference to FIG.
27.

FIG. 27 is a diagram illustrating a lookup table 2700
cross-referencing system states 2710, risks 2720, and cor-
responding remedial actions 2730 in one embodiment. Such
a table 2700 may incorporate features of the business
ephemeris and case base described above with reference to
FIGS. 1, 6 and 8-10. Further, the table 2700 may be
generated based on the information resulting from the pro-
cess 2500 of identifying risks as described above with
reference to FIG. 25. In particular, the system states 2710
may be populated from a number of different iterations of
the system, each of which may have been modeled under a
range of permutated operational parameters. Likewise, the
risk metrics 2720 indicate, for each of the system states
2710, the risks associated with the given state. The remedial
actions 2730 may be populated by actions and/or modifica-
tions to the system and/or external resources that are effec-
tive in preventing or avoiding adverse events associated with
a given risk. Such remedial actions 2730 may be determined
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by the methods described above with reference to FIGS. 1,
6 and 8-10. For example, the system may be modeled under
operational parameters that include a prospective remedial
action, and, if the prospective remedial action is determined
to mitigate or avoid a predicted adverse event, then the
prospective remedial action may be included in the table
2700 as a solution to a corresponding risk.

The lookup table 2700 may be accessed using information
on a given state of the information system. For example, for
diagnostic applications, the state of the system may be
analyzed and then compared to entries in the lookup table to
determine the risk inherent in the system. The remedial
actions 2730, including remedies and/or suggested actions
(e.g., modifications to the system) to avoid the risk(s), can
also be reported, such that they may be implemented by the
system itself.

FIG. 28 is a flow diagram illustrating a process 2600 for
risk management in one embodiment. The process 2800 may
incorporate a process of modeling a system, determining
risks, and deriving solutions to those risks as described
above with reference to FIGS. 21-27. The process 2800 may
be understood as a cycle that is repeated to improve the
perception and management of risk within a system.

Prior to implementing embodiments for determining risk
as described above, initial risk perception 2805 (phase one)
may be incomplete. Accordingly, in phase two (risk mod-
eling) 2810, information is collected as necessary to perform
the deconstruction and causal analysis based on gathered
information from experience and benchmarks of similar
situations. From this data, the investigation and provocative
scenarios that will reveal the risk and singularities may be
built. Using the mathematical formulation and the decon-
structed characteristics, dependencies and content behavior,
a mathematical emulator that represents the system dynam-
ics and the dynamic complexity is delivered. Using this
emulator, scenarios can be deployed under different patterns
of initial conditions and dynamic constraints to identify the
risk and the conditions under which the risk will occur, as
well as the possible mitigation strategies. The emulator can
be continuously updated to replicate any changes that may
happen over time with impacts on the problem definition,
due to the evolution of dynamic complexity, environmental
changes or content dynamics. Success is enhanced by the
ability to keep the emulator representative, accurate, and
able to capture all risks with sound projection of predictions.

After building the emulator in phase two 2810, in phase
three 2815 (risk discovery), modified scenarios are run to
identify possible risks. By modifying the parameters of each
scenario within the emulator, one by one, by group or by
domain, to represent possible changes, one may extrapolate
each time the point at which the system will hit a singularity
and use the corresponding information to diagnose the case.
The emulator supports risk categorization based on the
severity of impact, the class of mitigation, and many other
characteristics that support decision making such as urgency,
complexity of implementation of mitigating actions, and the
cost dimension.

For each of scenario, the ripple effect is particularly
important to results interpretation. By using perturbation
theory as the analytical vehicle to represent system dynam-
ics involving direct and indirect effect on components, as
well as trajectorties representing sequence of components,
the ripple effect is exerted on tightly or loosely coupled
interactions.

Other scenarios may be created during this phase 2815 to
explore viable and proactive remedial options that secure an
acceptable risk mitigation strategy and allow the system to
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be fixed prior to realizing negative business outcomes
caused by an eventual risk. This last dimension may be
considered crucial in risk management, which supposes that
most of the risk is discovered during this phase—including
risks generated by dynamic complexity.

Mitigation is the identification, assessment, and prioriti-
zation of risks as the effect of uncertainty on objectives
followed by coordinated and economical application of
resources to minimize, monitor, and control the impact of
unfortunate events or to maximize the realization of oppor-
tunities. Risk management’s objective is to assure uncer-
tainty does not deviate the endeavor from the business goals.
Thus, in phase four 2820, the information derived in the
previous phases is implemented to mitigate risk to the
system. The risk is identified and diagnosed, and then
remediation plans may be built ahead of time to eliminate,
eventually reduce or at minimum counterbalance the impact
of the risk. It is the application of the knowledge gained in
the earlier phases that allows us to be ready with awareness
of what may happen and plans of how to remediate the risk.
Example embodiments may utilize the knowledge database
to continuously monitor systems to cover the risk of both the
knowns as well as the unknowns (e.g., risks) that are caused
by the evolutionary nature of dynamic complexity.

In phase five, risk monitoring 2825, the monitoring pro-
cess is implemented based on the concept of Optimal
Business Control (OBC). Using the database that contains
all risk cases generated in phase three 2815 and enhanced
with remedial plans in phase four 2820, the system may be
put under surveillance using automation technologies. Simi-
lar in functionality to what is used for planes, cars, and
nuclear plants, the auto piloting capabilities may observe the
system in operations to identify eventual dynamic charac-
teristics that may lead to a pre-identified risk situation. If a
matching case is found, an alert will be generated and the
pre-approved remedial actions will become active.

Each stored case may contain an identifier, a diagnosis,
and one or more options for remediation. If the auto piloting
system does not find a matching case, but has identified
critical symptoms that may cause a risk, the monitoring
controller sends back the characteristics to the predictive
modeling phase two 2810. The corresponding scenario may
be run to estimate the risk, diagnose the case, and propose
remedial options, which may then be sent back to the
database, enriching the knowledge base with the new case.
Using this approach, the auto piloting, monitoring and
control system may gradually become more intelligent and
exhaustive, which, over time, may serve to considerably
reduce the occurrence of risks of adverse events.

Calculation of Risk

Example indicators or risk exhibited by a system may be
referred to as a Dynamic Complexity Indicator (Dycom) and
a Risk Index (RI). Dycom and RI may be implemented in the
embodiments described above with reference to FIGS.
25-28, and are described in further detail below.

Dycom may be understood as a vector for dynamic
complexity metrics that shows the health of a business
dynamics: Dycom may represent: A) The degree of depen-
dencies among components forming a business system.
High degree of dependencies shows high risk of generating
dynamic complexity that threats efficiency, increases unpro-
ductive cost portion and reduces the quality of service. B)
Degree of dependencies that produces a feedback: example,
a feedback could be equivalent to n dependencies. That
happens if the production line produces leftover that needs
to be further treated. C) Degree of deepness (elements like
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priorities, locks, volumes, discriminant factors such as pay-
in at the right moment, default payment etc.)

All elements of the Dycom vector are computed by the
Perturbation theory, so the indicator will be given in the
form of Dycom=(x,, X5, X5 . . ., X,;)

From Dycom, three more management indicators may be
driven:

A) Complexity index (Lost opportunity): is the loss due to
the degree of dependencies among the vector of indicator.
Also computed by the Perturbation Theory. It is also a vector
that shows the loss or gain in each business and system
process.

B) Complexity Disruptors (vector of causes): that one will
be the causes that make dynamic complexity visible and
eventually disruptive. It is shown as a vector (where the
cause, impact and qualification appear one by one).

C) Operational Risk Index: derived directly from the
above three indicators.

The metrics that we will use as components to determine
the indicators are expanded to a number of ratios/percent-
ages for each of the Service dynamic complexity metrics x,,

X, is (throughput Index (TI)=Actual Throughput/Maxi-
mum Throughput)

x, is (Cost Efficiency (CE)=Cost of Optimal Service
Path/Cost of actual Service Path)

X5 is (Quality Index (QI)=Expected Quality (as planned)/
Perceived Quality (response delayed for whatever reason)

x, is (Service Continuity (SC) equivalent to Availability
and Recovery of service=Operable Time/Required Operable
Time)

X5 is (Systemic Response Time Index (RTI)=Service time
(as planned)/Response time (aggregation of service compo-
nents)

X¢ is (Operational Efficiency (OE)=(planned number of
people/actual number of people)xeffectiveness of tools (%)
and efficiency of process (%)

%, is (Loss of service guarantee (SE): current service
index/required service index: Best=1)

Xg is (Loss in Quality (LQ): Perceived quality/best qual-
ity: Best=1)

Xg is the cache hit ratio

The Dynamic Complexity Efficiency Gradient (Dycom)
of a service equal

1 n=m
R Docethy

=1 "

c,, Denote normalization coefficients and x,, is the dynamic
complexity impact on a specific indicator
The Operational Risk Index of a Service therefore equal

1-AV+exp(Dycom)

Where AV is the normalized availability in a time window
of the x,,

The role each metric plays in the formula can be differ-
entiated by affecting a weight that represent a qualitative
perception or a strategic importance, such as:

The dycom or DCE gradient of a service could include
weights, each of which could be associated with each
indicator to represent the criticality of one inequality with
respect to the set of the other inequalities.

In an example embodiment, the above calculations may
be applied as follows. First, each metric in the gradient
should be 1 or less (i.e. 0.8 availability, 0.6 quality of
response means we are only deliver good RT 60% of time
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etc.), then the perception is different from situation/com-
pany/project to another; therefore we need to multiply each
term by a weighting factor for a space mission the avail-
ability is more important than quality so we multiply it by a
factor which will greatly impact the risk and reduce even-
tually the other factors (i.e. 90% availability is worse than
30% quality). A remaining question is whether to normalize
the sum of weights, which will eventually impact to what
extent an elegant the formulae will be. In one embodiment
the sum will equal 1.

Optimal Risk Control Theory

The starting point of risk management, in example
embodiments, is the analysis following the causal decon-
struction of a system:

A) Discover the environment, its dynamics, the infleunc-
ers that may provoke a change, the key performance indi-
cators and the goals in terms of economic, service quality
and volume points of views

B) Collect the detailed (static) complexity elements: pro-
cess flows, structures, configurations, technologies and
geography. Understand the dynamic complexity: dependen-
cies, interactions, combinatorial, operating models: sched-
uling, dispatching, routing mechanisms.

C) Build the Mathematical Predictive dynamic complex-
ity emulator through a top/down hierarchical constructs that
will show: organizational, logic and physical views of the
system (static complexity) and dependencies, feedback,
combinatorial and management parameters patterns (dy-
namic complexity)

D) Computing the mathematical model will produce the
key performance indicators derived from the computation of
the three axis: processed volume, service quality and cost.
The emulator will also assess the risk by estimating the
resources consumptions due to dynamic complexity and the
risk index associated to such estimation.

E) After a proper validation of accuracy and precision, the
emulator will be used to test scenarios and build the knowl-
edge base:

a) By gradually increasing the volume submitted to the

emulator we will identify the singularity point

b) By changing the initial conditions, dependencies and/or
infrastructure, geography, operating parameters and
apply the previous step, other singularity points may
appear and a chaos point may start forming

c¢) By building and compute situational scenarios that may
result from the feedback process.

d) By benchmarking solutions and provide comparisons
for decisions

e) By providing the necessary knowledge for automation,
healing and real-time reconfiguration

f) All along an important number of knowledge items will
be derived and populating the knowledge base: come of
these items may be known; but most interesting lot of
these items may reveal unknown knowledge that were
never been observed yet.

g) Prescribe remediation actions based upon an informed
decision. This is the ultimate goal of modern manage-
ment. But more importantly by using the knowledge
items collected during the previous phases we will be
in a position to control permanently the system and
match an eventual operational situation with one of
such knowledge items.

h) Therefore the approach covers the situation now (cura-
tive) and the future (proactively): Now by continuously
control and fix, Future by continuously creating new
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scenarios and identify the limits, then eventually dis-
cover new singularities (or chaos) and find the way to
bypass crisis.

Such an approach may provide managers a platform to
control, plan and identify problems and consequences ahead
of situations. In short, both goals of reducing uncertainty,
and proactively estimating and fixing problems. Additional
advantages include:

a) The knowledge items could be the base of the auto-
mation of large part of management functions by
replacing time and effort consumed for analysis and
one-at-a-time problem solving analysis by alerts com-
patible with the continuous demand for more speed of
reaction, reducing time to repair, maintenance cost and
human dependencies

b) Long term machine learning process will start by
modest coverage of process proactive fixing to become
over time an intelligent platform that will be able to
deliver fast and comprehensive recommendations for
right time fixing.

EXAMPLE
IT System

In this example application, a hierarchic perturbation
model is provided to emulate the complexity of a transac-
tional system comprised of: (1) application server, (2) pro-
cessor, (3) database, (4-5) data storage and (6-8) data tables.
In this simple case of an IT system, the transaction hits the
application server, which runs a sequence of operational
activities through a processor, and then the database tries to
execute the work in memory. If the data cannot be found in
the database memory, a data storage component will be
accessed. This represents the static view everyone knows.
Overtime observation of the system will produce measure-
ments that provide a fixed picture or snapshot of the system
at a point in time.
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While this does not seem to be a natural outcome, we were
able to pinpoint the cause of this phenomenon by using
Causal Deconstruction and the hierarchic use of perturbation
mathematics to expose the impact of dynamic complexity.
This is a simple example of a complex challenge.

In the perturbation model, we distinguish between two
metrics: 1) the service time, which is the aggregated time the
transactions spend alone with no interruption or contention
(no queues) or any impact of dynamic complexity, at all
service stations; and 2) the response time, which includes the
afore-mentioned service times plus any time spent solving
contentions, conflicts or delays that may occur at each
service station. Service time is generally considered a con-
stant in most existing methods, as it is practically impossible
to measure service time due to system perturbations and
echoes (measurement tooling, operating system, etc.). While
response time degradation has traditionally been considered
an indicator of a risk. But, we will see in this example that
service time can also carry a risk.

To start, the fundamental question we must ask is, “What
if response time degradation is mainly caused by service
time degradation, which is supposed to be constant?” A
decision based on the correlation between resource utiliza-
tion and response time degradation due to conflicts, conten-
tions, and delays will not necessarily be able to deliver the
right conclusion.

The case in Table A, below, was emulated through a
perturbation model populated by the static characteristics of
the system and using the model libraries to compute the
performance numbers. After validation with real life mea-
surements, using common values of workload and system
parameters, the emulator was considered both representative
and accurate to allow for reproducibility scenarios.

TABLE A

Scenario 1. No incident. Data in memory is 100% with no contention

Processor Response  Service Conflicts Data in  Data in
Utilization Time Time Contentions  Storage Memory Arrival System
(%) (seconds)  (seconds) (%) (seconds) (%) Rate  Delivers
56.35 0.25 0.25 0 9 100 3 2.98
TABLE B
Scenario 2. Five percent of the data is off memory.
Processor Response  Service Conflicts Data in  Data in
Utilization Time Time Contentions  Storage Memory Arrival System
(%) (seconds)  (seconds) (%) (seconds) (%) Rate  Delivers
64.65 3.10 2.50 25.60 72 95 3 2.75
60

Today a simple system of this nature will be managed by
drawing a simplistic correlation between processor utiliza-
tion and the response time. Therefore a lack of processor
capability will should into degradation in response time. To
maintain an acceptable level of scalability, we may decide to
increase the processor power. But in some cases, we will find
that this action does not yield the expected improvement.

65

In examining the differences between scenario one and
two, we noticed that the response time was degraded by a
factor of 12.4 times. In this case, common wisdom would
suggest that the problem was caused by a lack of processor
power—so a decision would be made to improve it. The
outcome of a decision to increase processing power is
represented in scenario 3 below.
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TABLE C
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Scenario 3. Increase processing power

Processor Response  Service Conflicts Data in  Data in
Utilization Time Time Contentions  Storage Memory Arrival System
(%) (seconds)  (seconds) (%) (seconds) (%) Rate  Delivers
21.69 02.80 2.20 27 72 95 3 2.764
10

Even with the increase in processing power, we saw
almost no improvement. This demonstrates the hierarchic
impact of dynamic complexity.

Five percent of data requests are outside the database
memory. Therefore, the data request moved to a slower
service station that eventually would find the data or go
further down in the supply chain, while the transaction was
still in a processing state. From this analysis we found that
the response time degradation was not due to lack of
resources, but due to the fact that the service time was not
constant—in fact it increased by 10 times its original value.

The lessons learned from this case were that: A) The
service time, which had been previously used as baseline, is
not always constant. B) The relative variations in speeds
among service stations can produce complexity patterns that
are difficult to measure or derive by simple statistics. C) The
speed and intensity of degradation could be greater than any
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historical data analysis, common sense, and/or popular wis-
dom can support. D) In these conditions, hitting a singularity
point will always come as a big surprise.

So the question becomes, “Is it possible to avoid the
singularity?” And even more important, “Is it possible to
learn about it before it becomes too late?” The answer in all
cases is yes. This becomes possible only through advanced
mathematics. Therefore the predictability, or at least the
ability to understand and derive the predictability, becomes
part of the requirements in building systems and layering
should be explicitly represented in the emulation process to
cover a wider range of dynamic complexity scenarios.

Using the scenarios above, we can extend our predictive
analysis even further to expose the effect of lower level
dynamics by increasing the data hit in memory to 100%
again and measuring its impact on our ability do more
business transactions.

TABLE D

Scenario 4. Increase the arrival rate of business transactions in Scenario 1 by five times.

Processor
Utilization
(%)

Response
Time
(seconds)

Data in
Memory Arrival
(%) Rate

Data in
Storage
(seconds)

Conflicts
Contentions
(%)

Service
Time
(seconds)

System
Delivers

273

0.25

0.25 0 43 100 15 14.6

40

45

50

Scenario 4 allows us to see that the scalability of the
system was perfect. A five times increase in business trans-
actions, used 5 times more processor power and the response
time and service time were equal with no contentions. The
response time and service time remained invariant as the
Cache Hit Ratio (CHR) was equal to 100% and there were
no contentions for resources. Additionally, the service time
remained unchanged (0.25 seconds).

Then, we analyzed what would happen if we again
increased the business transactions, as we did in Scenario 4
by five times, but the data was not entirely in memory. In this
case the execution of the transaction moved first to the data
storage memory then to the physical storage itself (the
spinning disk drive).

TABLE E

Scenario 5. Increase the arrival rate of business transactions in

Scenario 2 by five times with five percent of the data off memory.

Processor
Utilization
(%)

Response

(seconds)

Time

Conflicts Data in  Data in
Contentions

(%)

Service

Time Storage Memory Arrival

(%) Rate

System

(seconds) (seconds) Delivers

151

8.1

2.29 253 136 95 15 6.8
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Scenario 5 was really interesting because it again defied
the generally accepted wisdom. The processor utilization
went down from the previous case. Since a typical business
transaction would stay longer in the system, the average
processor utilization was lower—this allowed some small
improvement in the contention-free service time. But the
conflicts became very high mainly due to a storage bottle-
neck. The storage bottleneck was formed by both the direct
access as well as the data out of memory transformation.
This was an interesting finding because under these condi-
tions the system was only able to deliver 45% of what was
requested.

In order to see how much conflicts/contentions could be
attributed to lack of processing power, we computed Sce-
nario 6.

TABLE F

10
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sive states, each of the plurality of successive states
specifying the operational requirements of a respective
one of the plural sets of operational parameters, the
occurrence probability being calculated based on simu-
lation data of the performance metrics under the plural
sets of operational parameters;

generating a map relating the at least one adverse event to
1) corresponding instances of the operational require-
ments of the plural sets of operational parameters and
2) the occurrence probability of the system transition-
ing from the initial state to the successive states;

determining, based on the map, at least one risk for at least
one of the successive states of the system, the at least
one risk defining a probability of an outcome of the
system including the at least one adverse event;

Scenario 6: Increase the processing power for the previous five scenarios.

Processor Response  Service Conflicts Data in  Data in
Utilization Time Time Contentions  Storage Memory Arrival System
(%) (seconds)  (seconds) (%) (seconds) (%) Rate  Delivers
127 7.7 2.20 250 138 95 15 6.9
25

Scenario 6 proved that a more powerful processor would
not be able deliver more workload (only 46% of the
demand), and would show little improvement in response
time (5%).

Considering our results (as summarized in Figure X), we
believe there is broad impact to a number of traditional
management methods, which are based on many assump-
tions and fail to reveal unknowns as needed to deliver robust
predictions, including: A) Capacity planning management,
which makes assumptions on processor capacity. B) Invest-
ment planning which does not represent the dynamic com-
plexity. C) Operational automation because most alerts are
built on partial knowledge. D) Testing which does not
account for the dynamical relationships between system
components. E) Architecture that only partially handles
dynamics.

While this invention has been particularly shown and
described with references to example embodiments thereof,
it will be understood by those skilled in the art that various
changes in form and details may be made therein without
departing from the scope of the invention encompassed by
the appended claims.

What is claimed is:
1. A computer implemented method for evaluating opera-
tion of a system architecture, comprising:

in a computer processor:

obtaining a multi-layer mathematical model of a system,
layers of the multi-layer model comprising a process
layer, an implementation layer, and a physical layer;

modeling performance metrics of the multi-layer model
under plural sets of operational parameters, said mod-
eling including dimensions of cost, response time and
throughput, each of the plural sets of operational
parameters defining operational requirements for cost,
response time and throughput;

identifying at least one adverse event from a rate of
change in the performance metrics exceeding at least
one predetermined thresholds;

determining an occurrence probability of the system tran-
sitioning from an initial state having an initial set of
operational parameters to each of a plurality of succes-
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reporting the at least one risk to a user;

determining at least one remedy, the at least one remedy
identifying a modification to the system architecture to
avoid the at least one risk; and

updating the multi-layer model to incorporate the modi-

fication.

2. The method of claim 1, further comprising generating
a lookup table cross-referencing states of the system to
corresponding ones of the at least one risk.

3. The method of claim 2, wherein determining the at least
one risk includes accessing the lookup table using informa-
tion on the given state of the system.

4. The method of claim 2, further comprising:

analyzing a state of the system; and

wherein determining the at least one risk includes access-

ing the lookup table using information on the state of
the system.

5. The method of claim 2, wherein the lookup table
cross-references the states of the system to corresponding
ones of the at least one risk and the at least one remedy.

6. The method of claim 5, further comprising reporting the
at least one remedy to the user.

7. The method of claim 1, wherein determining the at least
one risk includes:

calculating the probability of the outcome of the system

including the at least one adverse event based on the
occurrence probability.

8. The method of claim 1, wherein the plural sets of
operational parameters include a set of operational param-
eters corresponding to the given state of the system and at
least one set of operational parameters corresponding to
deviations from the given state of the system.

9. The method of claim 8, wherein the set of deviations
includes at least one of 1) output volume, 2) external
resource volume, 3) structure of the system architecture, and
4) allocation of resources internal to the system architecture.

10. The method of claim 1, wherein modeling the perfor-
mance metrics includes modeling the performance the multi-
layer model over a model time dimension.

11. The method of claim 1, wherein modeling perfor-
mance metrics of the multi-layer model includes:
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modeling performance metrics of the multi-layer model
under a first set of operational parameters, said mod-
eling including dimensions of cost, response time and
throughput;

generating a second set of operational parameters, the

second set being distinct from the first set of opera-
tional parameters by one set of variables, the one set of
variables include at least one of: failure of a component
of the system architecture, a delay of an operation, a
change in a sequence of operations, and an alternative
mode of operation;

modeling performance metrics of the multi-layer model

under the second set of operational parameters, said
modeling including dimensions of cost, response time
and throughput; and

identifying an adverse event from a rate of change in the

performance metrics of the second set of operational
parameters relative to the performance metrics of the
first set of operational parameters, the rate of change
exceeding at least one of the predetermined thresholds.
12. The method of claim 1, wherein the at least one risk
further indicates a time period corresponding to the prob-
ability of the outcome of the system including the at least
one adverse event.
13. The method of claim 1, wherein reporting the risk
includes reporting a metric representing dynamic complex-
ity of the system.
14. The method of claim 1, wherein reporting the risk
includes reporting a metric representing at least one of: 1)
degree of dependencies of the system, 2) degree of depen-
dencies that produce feedback, and 3) degree of deepness of
the dependencies of the system.
15. The method of claim 1, further comprising configur-
ing a computer-readable medium to store instructions that,
when executed by the computer processor, cause the com-
puter processor to perform the identifying, generating, and
determining.
16. A computer implemented method for evaluating
operation of a system architecture, comprising:
in a computer processor:
obtaining a multi-layer mathematical model of a system,
layers of the multi-layer model comprising a process
layer, an implementation layer, and a physical layer;

modeling performance metrics of the multi-layer model
under plural sets of operational parameters, said mod-
eling including dimensions of cost, response time and
throughput, each of the plural sets of operational
parameters defining operational requirements for cost,
response time and throughput;

identifying at least one adverse event from a rate of

change in the performance metrics exceeding at least
one predetermined thresholds;

determining an occurrence probability of the system tran-

sitioning from an initial state having an initial set of
operational parameters to each of a plurality of succes-
sive states, each of the plurality of successive states
specifying the operational requirements of a respective
one of the plural sets of operational parameters, the
occurrence probability being calculated based on simu-
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lation data of the performance metrics under the plural
sets of operational parameters;

generating a map relating the at least one adverse event to

1) corresponding instances of the operational require-
ments of the plural sets of operational parameters and
2) the occurrence probability of the system transition-
ing from the initial state to the successive states;
determining, based on the map, at least one risk for at least
one of the successive states of the system, the at least
one risk defining a probability of an outcome of the
system including the at least one adverse event;
reporting the at least one risk to a user;
determining at least one remedy, the at least one remedy
identifying a modification to the system architecture to
avoid the at least one risk; and

modifying an information system component of the sys-

tem based on the modification, the modified informa-
tion system component causing the system to avoid the
at least one risk.
17. A non-transitory computer-readable medium storing
instructions that, when executed by a computer processor,
cause the computer processor to:
obtain a multi-layer mathematical model of a system,
layers of the multi-layer model comprising a process
layer, an implementation layer, and a physical layer;

model performance metrics of the multi-layer model
under plural sets of operational parameters, said mod-
eling including dimensions of cost, response time and
throughput, each of the plural sets of operational
parameters defining operational requirements for cost,
response time and throughput;

identify at least one adverse event from a rate of change

in the performance metrics exceeding at least one
predetermined thresholds;

determine an occurrence probability of the system tran-

sitioning from an initial state having an initial set of
operational parameters to each of a plurality of succes-
sive states, each of the plurality of successive states
specifying the operational requirements of a respective
one of the plural sets of operational parameters, the
occurrence probability being calculated based on simu-
lation data of the performance metrics under the plural
sets of operational parameters;

generate a map relating the at least one adverse event to

1) corresponding instances of the operational require-
ments of the plural sets of operational parameters and
2) the occurrence probability of the system transition-
ing from the initial state to the successive states;
determine, based on the map, at least one risk for at least
one of the successive states of the system, the at least
one risk defining a probability of an outcome of the
system including the at least one adverse event;
report the at least one risk to a user; and
modify an information system component of the system
based on the risk, the modified information system
component causing the system to avoid the at least one
risk.



