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(57) Abstract: Generating test data includes: 
reading values occurring in at least one field of 
multiple records from a data source (102); 
storing profile information including statistics 
characterizing the values; generating (206) a 
model (300) of a probability distribution for 
the field based on the statistics; generating 
(206) multiple test data values using the gener
ated model such that a frequency at which a 
given value occurs in the test data values cor
responds to a probability assigned to that given 
value by the model (300); and storing (212) a 
collection of test data (114) including the test 
data values in a data storage system (116).
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GENERATING TEST DATA

CROSS-REFERENCE TO RELATED APPLICATIONS

This application claims priority to U.S. Application Serial No. 61/185,797, filed 

on June 10, 2009, incorporated herein by reference.

5 BACKGROUND

This description relates to generating test data.

Some organizations have data they wish to keep confidential (e.g., production 

data that may include customer information). When the confidential data is to be 

processed by programs, it may be necessary for developers to develop such programs

10 without having access to actual production data for security reasons. For example, one 

way to keep the production data confidential is to minimize the number of people who 

see it. However, to ensure that their applications will run correctly with production data, 

the programmers may need realistic test data for development and testing that exhibits 

certain characteristics of production data without exposing any confidential information.

15 SUMMARY

In one aspect, in general, a method for generating test data includes: reading

values occurring in at least one field of multiple records from a data source; storing 

profile information including statistics characterizing the values; generating a model of a 

probability distribution for the field based on the statistics; generating multiple test data

20 values using the generated model such that a frequency at which a given value occurs in 

the test data values corresponds to a probability assigned to that given value by the 

model; and storing a collection of test data including the test data values in a data storage 

system.

Aspects can include one or more of the following features.

25 The generated model includes at least a first portion of an estimate of the

probability distribution that corresponds to a probability density over a continuous range 

of values and at least a second portion of an estimate of the probability distribution that 

corresponds to one or more discrete probability values for discrete values.
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The statistical information includes information that indicates how many values 

fall in each of multiple continuous ranges of values.

The first portion is derived at least in part from information that indicates how 

many values fall in one of the continuous ranges of values.

5 The statistical information includes information that indicates how often each of

multiple particular values occur in the records.

One of the discrete probability values in the second portion is derived at least in 

part from information that indicates how often one of the particular values occurs in the 

records.

10 The method further includes generating the multiple test data values using the

generated model and additional information indicating characteristics of the values read 

from the data source occurring in the field.

The additional information indicates a number of invalid values occurring in the

field.

15 The additional information indicates a fraction of distinct values occurring in the

field.

The method further includes providing a development environment for 

developing at least one program for processing the records from the data source using the 

collection of test data stored in the data storage system.

20 The records from the data source are inaccessible to the development

environment.

The method further includes he data source is inaccessible to the development 

environment.

In another aspect, in general, a system for generating test data includes: a data 

25 source providing records having values in one or more fields; a data storage system; and

one or more processors coupled to the data storage system providing an execution 

environment to: read values occurring in at least one field of multiple records from the 

data source, store profile information including statistics characterizing the values, 

generate a model of a probability distribution for the field based on the statistics, generate

30 multiple test data values using the generated model such that a frequency at which a 

given value occurs in the test data values corresponds to a probability assigned to that

2
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given value by the model, and store a collection of test data including the test data values 

in the data storage system.

In another aspect, in general, a system for generating test data includes: a data 

source providing records having values in one or more fields; a data storage system; and

5 means for processing the records to generate the test data, the processing including: 

reading values occurring in at least one field of multiple records from the data source, 

storing profile information including statistics characterizing the values, generating a 

model of a probability distribution for the field based on the statistics, generating multiple 

test data values using the generated model such that a frequency at which a given value

10 occurs in the test data values corresponds to a probability assigned to that given value by 

the model, and storing a collection of test data including the test data values in the data 

storage system.

In another aspect, in general, a computer-readable medium stores a computer 

program for generating test data. The computer program includes instructions for causing

15 a computer to: read values occurring in at least one field of multiple records from a data 

source; store profile information including statistics characterizing the values; generate a 

model of a probability distribution for the field based on the statistics; generate multiple 

test data values using the generated model such that a frequency at which a given value 

occurs in the test data values corresponds to a probability assigned to that given value by

20 the model; and store a collection of test data including the test data values in a data 

storage system.

Aspects can include one or more of the following advantages.

Test data can be generated randomly, but in such a way that various

characteristics of an original set of production data can be replicated to provide for more

25 realistic testing. Characteristics such as statistical properties and some actual values from 

the original data can be included in the test data, while ensuring that confidential 

information is not included in the test data. An initial profiling process enables the 

statistical properties and actual values to be extracted and summarized within profile 

information, which is then used for generating the test data. As long as no confidential

30 information leaks into the profile information, there will be no confidential information in 

the test data either. The actual values represented in the profile information are the most

3
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common values in respective fields, which is unlikely to correspond to confidential 

information (which is typically unique to a given customer and therefore rare within the 

original data).

Other features and advantages of the invention will become apparent from the

5 following description, and from the claims.

DESCRIPTION OF DRAWINGS

FIG. 1 is an exemplary system for using generated test data to develop programs. 

FIG. 2 is a flowchart for an exemplary test data generation process.

FIGS. 3A-3B are examples of statistical information.

10 FIG. 3C is an example of a model of a probability distribution.

DESCRIPTION

Referring to FIG. 1, a system 100 for using test data to develop programs includes 

a data source 102 that may include one or more sources of data such as storage devices or 

connections to online data streams, each of which may store data in any of a variety of

15 storage formats (e.g., database tables, spreadsheet files, flat text files, or a native format 

used by a mainframe). An execution environment 104 for test data generation includes a 

data profiling module 106 and a test data generation module 112. The execution 

environment 104 may be hosted on one or more general-purpose computers under the 

control of a suitable operating system, such as the UNIX operating system. For example,

20 the execution environment 108 can include a multiple-node parallel computing 

environment including a configuration of computer systems using multiple central 

processing units (CPUs), either local (e.g., multiprocessor systems such as SMP 

computers), or locally distributed (e.g., multiple processors coupled as clusters or MPPs), 

or remotely, or remotely distributed (e.g., multiple processors coupled via LAN or WAN

25 networks), or any combination thereof.

The data profiling module 106 reads data from the data source 102 and stores

profile information describing various characteristics of the data values that occur in the 

data source 102. Storage devices providing the data source 102 may be local to the 

execution environment 104, for example, being stored on a storage medium connected to

30 a computer running the execution environment 104 (e.g., hard drive 108), or may be

4
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remote to the execution environment 104, for example, being hosted on a remote system 

(e.g., mainframe 110) in communication with a computer running the execution 

environment 104 over a local or wide area data network.

The test data generation module 112 uses the profile information generated by the

5 data profiling module 106 to generate a collection of test data 114 stored in a data storage 

system 116 accessible to the execution environment 104. The data storage system 116 is 

also accessible to a development environment 118 in which a developer 120 is able to 

develop and test programs using the test data 114. However, the original production data 

in the data source 102 can be kept secure by keeping it inaccessible to the developer 120.

10 The development environment 118 is, in some implementations, a system for developing 

applications as dataflow graphs that include vertices (components or datasets) connected 

by directed links (representing flows of work elements) between the vertices. For 

example, such an environment is described in more detail in U.S. Publication No. 

2007/0011668, entitled “Managing Parameters for Graph-Based Applications,”

15 incorporated herein by reference.

The data profiling module 106 can profile data from a variety of types of systems 

including different forms of database systems. The data may be organized as records 

having values for respective fields (also called “attributes” or “columns”), including 

possibly null values. The profile information can be organized to provide separate

20 profiles for different fields, called “field profiles” describing values that occur in those

fields. When first reading data from a data source, the data profiling module 106 typically 

starts with some initial format information about records in that data source. (Note that in 

some circumstances, even the record structure of the data source may not be known 

initially and may instead be determined after analysis of the data source). The initial

25 information about records can include the number of bits that represent a distinct value, 

the order of fields within a record, and the type of value (e.g., string, signed/unsigned 

integer) represented by the bits. As the data profiling module 106 reads records from a 

data source, it computes statistics and other descriptive information that reflect the values 

in a given field. The data profiling module 106 then stores those statistics and descriptive

30 information in the form of field profiles for access by the test data generation module 

112. The statistics in the field profile for a given field can include, for example, a

5
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histogram of values in that field, maximum, minimum, and mean values occurring in that 

field, and samples of the least common and most common values occurring in that field. 

The profile information can also include information associated with multiple fields of 

the records in the data source 102 such as total number of records, and total number of

5 valid or invalid records. For example, one description of a process for profiling fields of a 

data source is described in U.S. Publication No. 2005/0114369, entitled “Data Profiling,” 

incorporated herein by reference.

FIG. 2 shows a flowchart of an exemplary test data generation process 200. The 

test data generation module 112 retrieves (202) a stored field profile for a first field for

10 which test data is to be generated. In some implementations, additional information that 

can be derived from information in the field profile can be computed and stored after the 

field profile is loaded. Optionally, the module 112 receives (204) user input about 

characteristics that the generated test data values should have (e.g., information indicating 

the number of distinct values that should be present in the test data values, as described in

15 more detail below). The module 112 generates (206) a model of a probability distribution 

for the field based on statistics in the retrieved field profile for the field. The model 

includes estimates of probabilities for a range of values that are allowed to occur in the 

field, as described below with reference to the example of FIG. 3.

The module 112 calls (208) a test data generator function once for each test data

20 value to be generated. The test data generator function takes as input arguments the 

model of the probability distribution and optional arguments “index” and “limit,” as 

described in more detail below. The test data generator function provides a test data value 

as output according to the model provided as input and other characteristics described 

below. In some cases, the number of test data values to be generated for a given field can

25 be selected to match the total number of records in the profiled dataset from the original 

data source, which is contained in the profile information. In some cases, the user may 

want to generate a particular number of values, which can be provided by the user 

directly (e.g., in step 204). The values output from the function are inserted into the 

appropriate field of the records to be provided as the collection of test data 114. The

30 module 112 determines (210) whether additional fields are to be processed and if so

6
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performs another iteration of test data generation. The module 112 stores (212) the 

generated collection of test data 114 in the data storage system 116.

In some implementations, the number of test data values to be generated for a 

given field is determined implicitly by calling the test data generator function once for

5 each record received in a stream of input records. For example, when development

environment 118 supports development and execution of applications as dataflow graphs, 

the execution environment 104 may also implement the data profiling module 106 and 

the test data generation module 112 as dataflow graphs themselves. In some

implementations, the data profiling module would read the production data from the data

10 source 102 as a stream of N individual records and would provide the records to the 

module 112 as a stream of N individual records. The module 112 would be able to 

replace values in each field of the original records with the generated test data values for 

those fields. The module 112 can perform a separate iteration of processing the stream of 

N records for each of M fields, generating Ntest data values in each of M iterations. The

15 test data values for different iterations can be generated sequentially one after another, or 

in parallel at the same time. In some implementations, certain properties of the original 

values being replaced can be preserved in the generated test data values (such as 

functional dependencies between fields such as State and Zip code, for example). Also, in 

some implementations, a subset of the fields of the original records can be selected for

20 replacement with test data values generated according to the respective models, and the 

remaining fields can keep their original values or be processed according to a different 

technique, such as being replaced with constant values or pseudorandom values generated 

according to a uniform probability distribution.

The test data generator function returns a test data value of a particular data type

25 (e.g., string, decimal, date, or a date-time type that includes both the date and the time),

where the data type is determined based on the field profile for a given field. The test 

data values are collected as values of the given field within records in the collection of 

test data 114. The test data values are generated at least in part based on a random 

selection (e.g., using a pseudorandom number generation techniques) using the model,

30 such that the frequency at which a given value occurs in the test data 114 corresponds to 

the probability assigned to that value by the model provided as input to the test data

7
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generator function. The test data generator function generates test data values such that 

the data profiling module 106 processing the collection of test data 114 would yield 

profile information similar to the profile information used to generate the collection of 

test data 114.

5 FIGS. 3A and 3B show exemplary statistical information in a field profile, and

FIG. 3C shows an exemplary model 300 of a probability distribution for a field. The test 

data values in this example are selected from a range of possible values that have a 

defined order among them (e.g., numbers ordered by numerical value, or strings ordered 

by a defined alphabetical ordering). The statistical in this example includes a plot (FIG.

10 3 A) of deciles indicating what fraction of the values fall within each of 10 deciles

between the minimum and maximum values of the range (real numbers between 0 and 10 

in this example). The horizontal axis of the plot shown in FIG. 3A is labeled to show the 

range of values (0-1, 1-2, etc.) corresponding to each decile. In other examples, the 

horizontal axis would cover the range of values corresponding to whatever field is being

15 modeled. Any domain of potential values, including strings, can be mapped to a 

numerical range (e.g., by interpreting the characters in a string as numbers in the 

appropriate base) of such a plot. The statistical information also includes a list (FIG. 3B) 

of frequent values, which in this example includes the top five most frequent values and 

the number of occurrences of each value. The model 300 of the probability distribution

20 for this field takes into account both the continuous information provided by the deciles 

plot and the discrete information provided by the frequent values list.

For example, the model 300 includes a continuous probability density for values 

within each continuous decile range that are proportional to the fractions given by the 

deciles plot, and discrete probabilities for the values in the frequent values list that

25 correspond to discrete probabilities (e.g., delta functions) at those discrete values that are 

proportional to the number of occurrences in the list. The heights of the continuous parts 

of the probability distribution relative to the heights of the delta functions depend on the 

number of values in the original data represented by the deciles. The heights of the 

continuous parts of the probability distribution are lowered relative to the heights of the

30 deciles by subtracting the total number of occurrences represented by any values in the 

frequent values list that fall within each decile (so that those frequent values are not
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counted twice). If a frequent value falls on the border between deciles (e.g., the value 4.0 

in FIG. 3C), the number of occurrences of that value is subtracted from the decile that 

included that value. For example, the number of occurrences of that value are subtracted 

from the decile to the left in an implementation in which values are assigned to deciles

5 based on an equal-to-or-less-than test. The absolute value of the probabilities are 

determined such that the integral of the distribution is unity (i.e., the sum of all 

probabilities is equal to one). Other types of statistical information can be used to derive 

the model, such as histograms of values appearing in a field of the profiled data. 

Statistical information that indicates how many values fall in a certain range leads to

10 continuous portions of the model, and statistical information that indicates how often a 

particular value occurs leads to discrete portions of the model (e.g., delta functions).

By matching the model to the probability distribution of the profiled data, 

characteristics of the generated test data determined by the probability distribution such 

as mean, standard deviation, common values (e.g., values at the delta functions in the

15 model), and maximum and minimum allowable values are automatically matched to 

those characteristics of the profiled data.

In addition to characteristics that are determined by the probability distribution, 

the test data generator function is able to take into account additional characteristics to 

achieve a closer match to the profile information for the field. The following are some

20 exemplary characteristics that the test data generator function is able to take into account 

when performing the random selection based on the provided model.

• fraction of invalid values', the test data generator function is able to

generate invalid values in the field at approximately the same fraction as 

in the profiled data. In some cases, the field profile may include a list of

25 common invalid values from which to choose. In some cases, if the field

profile includes a validity specification of what constitutes a valid value 

for the field, the test data generator function is able to select an invalid 

value that violates that specification. Alternatively, if no sample invalid 

values or validity specification exists, the function can select a value that

30 is invalid with respect to a data type for the field (e.g., letters in a decimal

or improperly formatted dates).

9
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20

25

• fraction of distinct values', the test data generator function is able to 

generate distinct values in the field at approximately the same fraction 

(i.e., number of distinct values / total number of values) as in the profiled 

data. To do this, the function receives as input the optional “index” and 

“limit” arguments. The index argument is a non-negative integer that is 

different for each call of the function (e.g., an integer that increments for 

each record), and the limit argument is equal to or larger than any value 

that has been or will be provided as the index argument. The limit 

argument can be determined once at the beginning of generating test data 

values for a field, and can be provided based on user input (e.g., step 204). 

For example, the value of the limit argument can be set to the number of 

records a user is going to request, which may be known in advance by the 

user, but would not be known in advance by the processor (or processors) 

running the test data generator function.

• maximum and minimum length', the test data generator function is able to 

generate values with the same maximum and minimum lengths as in the 

profiled data. For example, for strings the length corresponds to the 

number of characters, and for numbers the length can be defined the 

number of digits, including digits after a decimal place.

• observed characters', the test data generator function is able to generate 

values, such as strings, composed of only the characters that appear in the 

profiled data (as indicated in the field profile).

One example of a technique that can be used for the test data generator function to 

determine output test data values, for a given value of the limit argument L, as the index 

argument I goes from 0 to L-\ involves generating a pseudorandom permutation of the all 

of the values of I from 0 to L-\ and scaling these values so that they fall in the range of 0 

to 1 (e.g., dividing by L). In this way, each input value of I can be mapped to a different 

range of numbers that define a corresponding portion of the modeled probability 

distribution. For example, for L = 10, the 10 index values from 0 to 9 are mapped 

pseudorandomly using the permutation to 10 different ranges between 0 and 1: 0 to 0.1, 

0.1 to 0.2, etc. The probability distribution is sliced into a corresponding number of

30

10
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slices (in this example 10 slices) of equal probability, and an output value somewhere 

within a selected slice is chosen as the output test data value. The function takes into 

account the number of unique values to be output by reducing the number of slices 

accordingly and outputting values within different slices more than once. For example, if

5 there are half as many unique values as total values, then each value is output twice. Any 

of a variety of techniques can be used to generate the permutation (e.g., techniques based 

on a Luby-Rackoff type of algorithm described in “A simplified and generalized 

treatment of Luby-Rackoff pseudorandom permutation generators” by Ueli Maurer, in 

“Advances in Cryptology - EUROCRYPT '92 (Lecture Notes in Computer Science),”

10 Berlin: Springer Verlag, vol 658, pp 239-255, 1992, incorporated herein by reference).

The test data generation approach described above can be implemented using

software for execution on a computer. For instance, the software forms procedures in one 

or more computer programs that execute on one or more programmed or programmable 

computer systems (which may be of various architectures such as distributed,

15 client/server, or grid) each including at least one processor, at least one data storage

system (including volatile and non-volatile memory and/or storage elements), at least one 

input device or port, and at least one output device or port. The software may form one 

or more modules of a larger program, for example, that provides other services related to 

the design and configuration of computation graphs. The nodes and elements of the

20 graph can be implemented as data structures stored in a computer readable medium or 

other organized data conforming to a data model stored in a data repository.

The software may be provided on a storage medium, such as a CD-ROM, 

readable by a general or special purpose programmable computer or delivered (encoded 

in a propagated signal) over a communication medium of a network to the computer

25 where it is executed. All of the functions may be performed on a special purpose

computer, or using special-purpose hardware, such as coprocessors. The software may 

be implemented in a distributed manner in which different parts of the computation 

specified by the software are performed by different computers. Each such computer 

program is preferably stored on or downloaded to a storage media or device (e.g., solid

30 state memory or media, or magnetic or optical media) readable by a general or special 

purpose programmable computer, for configuring and operating the computer when the

11
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3 storage media or device is read by the computer system to perform the procedures 

described herein. The inventive system may also be considered to be implemented as a 

computer-readable storage medium, configured with a computer program, where the 

storage medium so configured causes a computer system to operate in a specific and 

predefined manner to perform the functions described herein.

A number of embodiments of the invention have been described. Nevertheless, it 

will be understood that various modifications may be made without departing from the 

spirit and scope of the invention. For example, some of the steps described above may be 

order independent, and thus can be performed in an order different from that described.

Throughout this specification and the claims which follow, unless the context 

requires otherwise, the word "comprise", and variations such as "comprises" and 

"comprising", will be understood to imply the inclusion of a stated integer or step or group 

of integers or steps but not the exclusion of any other integer or step or group of integers or 

steps.

The reference to any prior art in this specification is not, and should not be taken as, 

an acknowledgement or any form of suggestion that the prior art forms part of the common 

general knowledge in Australia.

It is to be understood that the foregoing description is intended to illustrate and 

not to limit the scope of the invention, which is defined by the scope of the appended 

claims. For example, a number of the function steps described above may be performed 

in a different order without substantially affecting overall processing. Other 

embodiments are within the scope of the following claims.
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5 What is claimed is:

1. A method for generating test data, the method performed by one or more 

computer systems and including:

reading values occurring in at least one field corresponding to multiple records from 

a first dataset;

storing profile information for the at least one field, the profile information

including a list identifying, for two or more of the values in the at least one 

field, information about the frequency at which each value occurs in the at 

least one field;

generating a model of a probability distribution for the at least one field based on 

the list;

based on the model of the probability distribution, generating a second dataset 

including multiple test data values for the at least one field such that a 

frequency at which a given value occurs in the test data values in the second 

dataset corresponds to a probability assigned to that given value in the first 

dataset by the model; and

storing the test data including the test data values in a data storage system.

2. The method of claim 1, wherein the generated model includes at least a first 

portion of an estimate of the probability distribution that corresponds to a probability 

density over a continuous range of values and at least a second portion of an estimate of the 

probability distribution that corresponds to one or more discrete probability values for 

discrete values.

3. The method of claim 2, wherein the statistical information includes information 

that indicates how many values fall in each of multiple continuous ranges of values.

4. The method of claim 3, wherein the first portion is derived at least in part from 

information that indicates how many values fall in one of the continuous ranges of values.

5. The method of claim 2, wherein the statistical information includes information 

that indicates how often each of multiple particular values occur in the records.
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6. The method of cfaim 5, wherein one of the discrete probabiiity vaiues in the 

second portion is derived at feast in part from information that indicates how often one of 

the particufar vafues occurs in the records.

7. The method of cfaim 1, further incfuding generating the muitipie test data vaiues 

using the generated modei and additionai information indicating characteristics of the 

vaiues read from the first dataset occurring in the at feast one fieid.

8. The method of cfaim 7, wherein the additionai information indicates a number 

of invaiid vaiues occurring in the at feast one fieid.

9. The method of cfaim 7, wherein the additionai information indicates a fraction 

of distinct vaiues occurring in the at feast one fieid.

f0. The method of cfaim 1, further incfuding providing a deveiopment environment 

for deveioping at feast one program for processing the records from the first dataset using 

the coiiection of test data stored in the data storage system.

ff. The method of cfaim f0, wherein the records from the first dataset are 

inaccessibie to the deveiopment environment.

12. The method of cfaim f 1, wherein the first dataset is inaccessibie to the 

deveiopment environment.

13. A system for generating test data, the system incfuding:

a first dataset providing records having vaiues in one or more fieids; 

a data storage system; and

one or more processors coupied to the data storage system providing an execution 

environment to:

read vaiues occurring in at feast one fieid corresponding to muitipie records 

from the first dataset,

store profiie information for the at feast one fieid, the profiie information
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least one field, information about the frequency at which each value 

occurs in the at least one field,

generate a model of a probability distribution for the at least one field based 

on the list,

based on the model of the probability distribution, generate a second dataset 

including multiple test data values for the at least one field such that 

a frequency at which a given value occurs in the test data values in 

the second dataset corresponds to a probability assigned to that given 

value in the first dataset by the model, and

store the test data including the test data values in the data storage system.

14. A system for generating test data, the system including:

a first dataset providing records having values in one or more fields; 

a data storage system; and

means for processing the records to generate the test data, the processing including: 

reading values occurring in at least one field corresponding to multiple

records from the first dataset,

storing profile information for the at least one field, the profile information 

including a list identifying, for two or more of the values in the at 

least one field, information about the frequency at which each value 

occurs in the at least one field,

generating a model of a probability distribution for the at least one field 

based on the list,

based on the model of the probability distribution, generating a second

dataset including multiple test data values for the at least one field 

such that a frequency at which a given value occurs in the test data 

values in the second dataset corresponds to a probability assigned to 

that given value in the first dataset by the model, and

storing the test data including the test data values in the data storage system.

15. The system of claim 13, wherein the generated model includes at least a first 

portion of an estimate of the probability distribution that corresponds to a probability
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probability distribution that corresponds to one or more discrete probability values for 

discrete values.

16. The system of claim 15, wherein the statistical information includes information 

that indicates how many values fall in each of multiple continuous ranges of values.

17. The system of claim 16, wherein the first portion is derived at least in part from 

information that indicates how many values fall in one of the continuous ranges of values.

18. The system of claim 15, wherein the statistical information includes information 

that indicates how often each of multiple particular values occur in the records.

19. The system of claim 18, wherein one of the discrete probability values in the 

second portion is derived at least in part from information that indicates how often one of 

the particular values occurs in the records.

20. The system of claim 13, wherein the execution environment generates the 

multiple test data values using the generated model and additional information indicating 

characteristics of the values read from the first dataset occurring in the at least one field.

21. The system of claim 20, wherein the additional information indicates a number 

of invalid values occurring in the at least one field.

22. The system of claim 20, wherein the additional information indicates a fraction 

of distinct values occurring in the at least one field.

23. The system of claim 13, wherein the execution environment provides a 

development environment for developing at least one program for processing the records 

from the first dataset using the collection of test data stored in the data storage system.

24. The system of claim 23, wherein the records from the first dataset are 

inaccessible to the development environment.
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25. The system of claim 24, wherein the first dataset is inaccessible to the 

development environment.

26. The system of claim 14, wherein the generated model includes at least a first 

portion of an estimate of the probability distribution that corresponds to a probability 

density over a continuous range of values and at least a second portion of an estimate of the 

probability distribution that corresponds to one or more discrete probability values for 

discrete values.

27. The system of claim 26, wherein the statistical information includes information 

that indicates how many values fall in each of multiple continuous ranges of values.

28. The system of claim 27, wherein the first portion is derived at least in part from 

information that indicates how many values fall in one of the continuous ranges of values.

29. The system of claim 26, wherein the statistical information includes information 

that indicates how often each of multiple particular values occur in the records.

30. The system of claim 29, wherein one of the discrete probability values in the 

second portion is derived at least in part from information that indicates how often one of 

the particular values occurs in the records.

31. The system of claim 14, wherein an execution environment generates the 

multiple test data values using the generated model and additional information indicating 

characteristics of the values read from the first dataset occurring in the at least one field.

32. The system of claim 31, wherein the additional information indicates a number 

of invalid values occurring in the at least one field.

33. The system of claim 31, wherein the additional information indicates a fraction 

of distinct values occurring in the at least one field.
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development environment for developing at least one program for processing the records 

from the first dataset using the collection of test data stored in the data storage system.

35. The system of claim 34, wherein the records from the first dataset are 

inaccessible to the development environment.

36. The system of claim 35, wherein the first dataset is inaccessible to the 

development environment.

37. A non-transitory computer-readable medium storing a computer program for 

generating test data, the computer program including instructions for causing a computer to:

read values occurring in at least one field corresponding to multiple records from a 

first dataset;

store profile information for the at least one field, the profile information including 

a list identifying, for two or more of the values in the at least one field, information about 

the frequency at which each value occurs in the at least one field;

generate a model of a probability distribution for the at least one field based on the

list;

based on the model of the probability distribution, generate a second dataset 

including multiple test data values for the at least one field such that a frequency at which a 

given value occurs in the test data values in the second dataset corresponds to a probability 

assigned to that given value in the first dataset by the model; and

store the test data including the test data values in a data storage system.

38. The non-transitory computer-readable medium of claim 37, wherein the 

generated model includes at least a first portion of an estimate of the probability 

distribution that corresponds to a probability density over a continuous range of values and 

at least a second portion of an estimate of the probability distribution that corresponds to 

one or more discrete probability values for discrete values.
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statistical information includes information that indicates how many values fall in each of 

multiple continuous ranges of values.

40. The non-transitory computer-readable medium of claim 37, wherein the 

statistical information includes information that indicates how often each of multiple 

particular values occur in the records.

41. The non-transitory computer-readable medium of claim 37, wherein the 

computer program further includes instructions for causing the computer to provide an 

execution environment to: generate the multiple test data values using the generated model 

and additional information indicating characteristics of the values read from the first dataset 

occurring in the at least one field.

42. The non-transitory computer-readable medium of claim 37, wherein the 

computer program further includes instructions for causing the computer to provide a 

development environment for developing at least one program for processing the records 

from the first dataset using the collection of test data stored in the data storage system.
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