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ABSTRACT

A set of virtualized computing services may include multiple
types of virtualized data store differentiated by characteristics
Such as latency, throughput, durability and cost. A sequence
of captures of a data set from one data store to another may be
scheduled to achieve a variety of virtualized computing Ser
Vice user and provider goals such as lowering a probability of
data loss, lowering costs, and computing resource load level
ing. Data set captures may be scheduled according to policies
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ing flexible scheduling windows, target capture frequencies,
probability of loss targets and/or cost targets. Capture life
times may also be managed with capture retention policies,
which may specify fixed and flexible lifetimes and conditions
including cost targets. Such data set capture policies may be
specified with a Web-based administrative interface to a con
trol plane of the virtualized computing services.
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DATASET CAPTURE MANAGEMENT WITH
FORECASTING

2
FIG. 5 is a schematic diagram depicting aspects of an
example virtual data store service in accordance with at least
one embodiment;

BACKGROUND

FIG. 6 is a sequence diagram depicting aspects of an
example loss and recovery of data set redundancy in accor

Networked computing environments continue to grow in dance with at least one embodiment;
FIG. 7 is a flowchart depicting example steps for data set
terms of both the number and type of computing components,
as well as the complexity of component arrangements in the capture management in accordance with at least one embodi
computing environments. Some such computing environ ment;
ments offer virtualized computing services decoupled to Vari- 10 FIG. 8 is a flowchart depicting example steps for enforcing
ous degrees from the underlying computing hardware that data set capture policies in accordance with at least one
ultimately implement the computing services. There are vari embodiment;
FIG. 9 is a flowchart depicting example steps for data set
ous advantages to Such virtualization for both users and pro capture
viders of virtualized computing services. For example, virtu- is ment; optimization in accordance with at least one embodi
alized computing service users may quickly (e.g., on the order
FIG. 10 is a flowchart depicting example steps for capture
of minutes or seconds) add virtual computing resources in retention optimization in accordance with at least one
response to increased demand and, just as quickly, release the embodiment; and
virtual computing resources for other purposes if demand
FIG. 11 is a flowchart depicting example steps for a control
falls. Such flexibility for users of virtualized computing ser- 20 plane in accordance with at least one embodiment.
vices can entail both challenges and opportunities for provid
Same numbers are used throughout the disclosure and fig
ers of virtualized computing services.
ures to reference like components and features, but Such
A virtualized file system volume is an example of a virtu repetition of number is for purposes of simplicity of explana
alized computing service. Users of virtualized file system tion and understanding, and should not be viewed as a limi
volumes (“virtual volumes) may create, delete, resize and 25 tation on the various embodiments.
otherwise reconfigure virtual volumes without concern for
DETAILED DESCRIPTION
the details of how underlying computing resources are allo
cated. However, virtual volumes may be associated with a set
of performance expectations, such as relatively low read/ 30 In the following description, various embodiments will be
write latency and/or relatively high data throughput, that can described. For purposes of explanation, specific configura
and details are set forth in order to provide a thorough
constrain the allocation of the underlying computing tions
understanding
the embodiments. However, it will also be
resources and may be associated with various costs including apparent to oneof
skilled
the art that the embodiments may be
financial costs. Some providers of virtualized computing Ser practiced without the inspecific
details. Furthermore, well
vices offer multiple types of virtualized data storage, for 35 known features may be omitted or
simplified in order not to
example, each associated with a different set of performance obscure the embodiment being described.
expectations and/or costs. Where multiple types of virtual
In at least one embodiment, a set of virtualized computing
ized data storage are available, users typically move data services includes multiple types of virtualized data storage.
between the different types of virtualized data storage on a For example, different types of virtualized data storage may
manual and/or ad hoc basis. This can be problematic.
40 have characteristics with respect to read/write latency (e.g.,
Unmanaged movement of data between different types of time to respond to read/write requests), data throughput (e.g.,
virtualized data storage can be suboptimal from the perspec amounts of data that may be read/written during a time
tives of both the user and provider of virtualized computing period), data durability (e.g., probability of avoiding data loss
services. For example, unmanaged data movement may be due to hardware and/or component failure) and cost. In at
incur more costs than necessary to achieve the same and/or 45 least one embodiment, the virtualized data storage types
similar goals. Such costs may include financial costs and/or include a relatively low latency data store and a relatively high
computing resource costs. Unmanaged data movement may durability data store. For example, the relatively low latency
exacerbate peak demands on computing resources that Sup data store may include virtual Volumes accessible with con
ventional file system interfaces, and the relatively high dura
port virtualized computing services.
50 bility data store may be a purpose-built high redundancy data
BRIEF DESCRIPTION OF THE DRAWINGS
store accessible with a purpose-built interface.
The low latency data store may maintain one or more data
Various embodiments in accordance with the present dis sets that are modified over a period of time. For example, one
closure will be described with reference to the drawings, in data set may include data for a Web-based application that is
which:
55 updated in accordance with application user actions and/or
FIG. 1 is a schematic diagram illustrating aspects of an input. Another data set may include raw and/or processed data
example environment for implementing aspects in accor transmitted from a recording instrument. In at least one
dance with at least one embodiment;
embodiment, a data set maintained by the low latency data
FIG. 2 is a schematic diagram depicting aspects of an store may be captured at various moments in time, and the
example program execution service in accordance with at 60 captures stored in the high durability data store. A capture of
a data set is a representation of the data set at a moment in
least one embodiment;
FIG. 3 is a schematic diagram depicting aspects of an time. Multiple captures of a particular data set may be taken
example storage policy enforcement component in accor at various moments in time, and later captures may depend on
one or more earlier captures. For example, an initial capture
dance with at least one embodiment;
FIG. 4 is a load diagram depicting aspects of an example 65 of the data set may involve making a full copy of the data set,
computing resource utilization load optimization in accor whereas a later capture of the data set may involve copying
data that has changed since an earlier capture.
dance with at least one embodiment;
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A sequence of captures of a data set may be scheduled to
achieve a variety of virtualized computing service user and
provider goals. For example, the sequence of captures may be
scheduled to reduce a probability of loss of data in the data set,
to lower data storage costs, and/or to level one or more utili
Zation loads on computing resources Supporting the virtual
ized computing service. The captures may be scheduled at
particular times and dates, that is, in accordance with a
“fixed' schedule. Alternatively, or in addition, the captures
may be performed in accordance with a flexible schedule
and/or according to at least one data set capture policy. For
example, a flexible schedule may specify that a particular
capture occur within a time period (e.g., hours or days in
duration), and/or that a sequence of captures occur with a
target frequency over a time period. In at least one embodi
ment, a sequence of captures may be scheduled in accordance
with probability of loss and/or cost targets.
Different lifetimes may be specified for various captures.
For example, a data set capture policy may specify that daily
captures are to be stored in a high durability data store for
seven days, and that weekly captures are to be stored for a
month. Different permissions may be specified for certain
captures. For example, monthly captures may be specified as
having an unlimited lifetime and as requiring manual deletion
by an authenticated user. In at least one embodiment, captures
may be specified as having a flexible lifetime. For example, a
data set capture policy may specify a target cost, and captures
in a capture set may be deleted to keep costs associated with
the high durability data store less than the target cost while
minimizing impacts to other goals and/or conditions specified
by the policy. Specification of capture schedules and/or poli
cies may be performed using any appropriate interface
exposed to a user, Such as a Web-based user interface.
Various approaches may be implemented in various envi
ronments for various applications. For example, FIG. 1 illus
trates aspects of an example environment 100 for implement
ing aspects in accordance with various embodiments. As will
be appreciated, although a Web-based environment may be
utilized for purposes of explanation, different environments
may be utilized, as appropriate, to implement various

4
The illustrative environment 100 includes at least one
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or clustered environment.
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and the like.

The network 104 may include any appropriate network,
including an intranet, the Internet, a cellular network, a local
area network, a wide area network, a wireless data network, or

55

any other such network or combination thereof. Components
utilized for Such a system may depend at least in part upon the
type of network and/or environment selected. Protocols and
components for communicating via Such a network are well
known and will not be discussed herein in detail. Communi

60

cation over the network may be enabled by wired or wireless
connections, and combinations thereof. In this example, the
network 104 includes the Internet, as the environment

includes a Web server 106 for receiving requests and serving
content in response thereto, although for other networks an
alternative device serving a similar purpose could be utilized
as would be apparent to one of ordinary skill in the art.

The application server 108 may include any appropriate
hardware and Software for integrating with the data store as
needed to execute aspects of one or more applications for the
client device 102, and may even handle a majority of the data
access and business logic for an application. The application
server 108 provides access control services in cooperation
with the data store 110, and is able to generate content such as
text, graphics, audio, and/or video to be transferred to the
user, which may be served to the user by the Web server 106
in the form of HTML, XML, or another appropriate struc
tured language in this example.
The handling of all requests and responses, as well as the
delivery of content between the client device 102 and the
application server 108, may be handled by the Web server
106. It should be understood that the Web and application
servers 106, 108 are not required and are merely example
components, as structured code discussed herein may be
executed on any appropriate device or host machine as dis
cussed elsewhere herein. Further, the environment 100 may
be architected in such away that a test automation framework
may be provided as a service to which a user or application
may subscribe. A test automation framework may be pro
vided as an implementation of any of the various testing
patterns discussed herein, although various other implemen
tations may be utilized as well, as discussed or Suggested
herein.

embodiments. The environment 100 shown includes both a

testing or a development portion (or side) and a production
portion. The production portion includes an electronic client
device 102, which may include any appropriate device oper
able to send and receive requests, messages, or information
over an appropriate network 104 and convey information
back to a user of the device 102. Examples of such client
devices include personal computers, cell phones, handheld
messaging devices, laptop computers, tablet computers, set
top boxes, personal data assistants, electronic book readers,

application server 108 and a data store 110. It should be
understood that there may be several application servers,
layers, or other elements, processes, or components, which
may be chained or otherwise configured, which may interact
to perform tasks such as obtaining data from an appropriate
data store. As used herein the term “data store' refers to any
device or combination of devices capable of storing, access
ing, and/or retrieving data, which may include any combina
tion and number of data servers, databases, data storage
devices, and data storage media, in any standard, distributed,

65

The environment 100 may also include a development
and/or testing side, which includes a user device 118 allowing
a user Such as a developer, data administrator, or tester to
access the system. The user device 118 may be any appropri
ate device or machine, such as is described above with respect
to the client device 102. The environment 100 may also
include a development server 120, which functions similar to
the application server 108 but typically runs code during
development and testing before the code is deployed and
executed on the production side and becomes accessible to
outside users, for example. In some embodiments, an appli
cation server may function as a development server, and
separate production and testing storage may not be utilized.
The data store 110 may include several separate data tables,
databases, or other data storage mechanisms and media for
storing data relating to a particular aspect. For example, the
data store 110 illustrated includes mechanisms for storing
production data 112 and user information 116, which may be
utilized to serve content for the production side. The data
store 110 also is shown to include a mechanism for storing
testing data 114, which may be utilized with the user infor
mation for the testing side. It should be understood that there
may be many other aspects that are stored in the data store
110. Such as for page image information and access right
information, which may be stored in any of the above listed
mechanisms as appropriate or in additional mechanisms in
the data store 110.

The data store 110 is operable, through logic associated
therewith, to receive instructions from the application server

US 8,515,910 B1
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tion efficiency. From a perspective of a user of the virtualized
computing services, the distributed program execution ser
Vice 200 may supply computing resources elastically and/or
on-demand, for example, associated with a per resource unit
commodity-style pricing plan.
The distributed program execution service 200 may further
utilize the computing resources to implement a service con
trol plane 206 configured at least to control the virtualized
computing services. The service control plane 206 may

5
108 or development server 120, and obtain, update, or other
wise process data in response thereto. In one example, a user
might Submit a search request for a certain type of item. In this
case, the data store 110 might access the user information 116
to Verify the identity of the user, and may access the catalog
detail information to obtain information about items of that

type. The information then may be returned to the user, such
as in a results listing on a Web page that the user is able to view
via a browser on the user device 102. Information for a par
ticular item of interest may be viewed in a dedicated page or

10

window of the browser.

Each server typically will include an operating system that
provides executable program instructions for the general
administration and operation of that server, and typically will
include a computer-readable medium storing instructions
that, when executed by a processor of the server, allow the
server to perform its intended functions. Suitable implemen
tations for the operating system and general functionality of
the servers are known or commercially available, and are
readily implemented by persons having ordinary skill in the
art, particularly in light of the disclosure herein.

15

The environment 100 in one embodiment is a distributed

computing environment utilizing several computer systems
and components that are interconnected via communication
links, using one or more computer networks or direct connec
tions. However, it will be appreciated by those of ordinary
skill in the art that such a system could operate equally well in
a system having fewer or a greater number of components
than are illustrated in FIG.1. Thus, the depiction of the system
100 in FIG. 1 should be taken as being illustrative in nature,
and not limiting to the scope of the disclosure.
In at least one embodiment, one or more aspects of the
environment 100 may incorporate and/or be incorporated into
a distributed program execution service. FIG. 2 depicts
aspects of an example distributed program execution service

25

30

35

200 in accordance with at least one embodiment. The distrib

The service administration interface 208 may further
enable users and/or administrators to specify and/or
re-specify virtualized computing service policies. Such poli
cies may be maintained and enforced by a service policy
enforcement component 214 of the service control plane 206.
For example, a storage administration interface 216 portion
of the service administration interface 208 may be utilized by
204 to specify virtual data store service policies to be main
tained and enforced by a storage policy enforcement compo
nent 218 of the service policy enforcement component 214.
Various aspects and/or facilities of the virtual computer sys
tem service 202 and the virtual data store service 204 includ

vice 202 and a virtual data store service 204, with a wide

40

45

reference to FIG. 1, one or more data stores such as the data
store 110 of FIG. 1, as well as communication bandwidth in

the interlinking network. The computing resources managed
by the distributed program execution service 200 are not
shown explicitly in FIG. 2 because it is an aspect of the
distributed program execution service 200 to emphasize an
independence of the virtualized computing services from the
computing resources that implement them.
The distributed program execution service 200 may utilize
the computing resources to implement the virtualized com
puting services at least in part by executing one or more
programs, program modules, program components and/or
programmatic objects (collectively, “program components”)
including and/or compiled from instructions and/or code
specified with any suitable machine and/or programming lan
guage. For example, the computing resources may be allo
cated, and reallocated as necessary, to facilitate execution of
the program components, and/or the program components
may be assigned, and reassigned as necessary, to the comput
ing resources. Such assignment may include physical reloca
tion of program components, for example, to enhance execu

are shown.

users and/or administrators of the virtual data store service

uted program execution service 200 provides virtualized
computing services, including a virtual computer system ser
variety of computing resources interlinked by a relatively
high speed data network. Such computing resources may
include processors such as central processing units (CPUs),
Volatile storage devices such as random access memory
(RAM), nonvolatile storage devices such as flash memory,
hard drives and optical drives, servers such as the Web server
106 and the application server 108 described above with

include a service administration interface 208. The service

administration interface 208 may include a Web-based user
interface configured at least to enable users and/or adminis
trators of the virtualized computing services to provision,
de-provision, configure and/or reconfigure (collectively,
“provision') suitable aspects of the virtualized computing
services. For example, a user of the virtual computer system
service 202 may provision one or more virtual computer
system instances 210, 212. The user may then configure the
provisioned virtual computer system instances 210, 212 to
execute the user's application programs. The ellipsis between
the virtual computer system instances 210 and 212 indicates
that the virtual computer system service 202 may support any
Suitable number (e.g., thousands, millions, and more) of Vir
tual computer system instances although, for clarity, only two

ing the virtual computer system instances 210, 212, the low
latency data store 220, the high durability data store 222,
and/or the underlying computing resources may be controlled
with interfaces Such as application programming interfaces
(APIs) and/or Web-based service interfaces. In at least one
embodiment, the control plane 206 further includes a work
flow component 246 configured at least to interact with and/or
guide interaction with the interfaces of the various aspects
and/or facilities of the virtual computer system service 202
and the virtual data store service 204 in accordance with one
or more workflows.

50

55

In at least one embodiment, service administration inter

face 208 and/or the service policy enforcement component
214 may create, and/or cause the workflow component 246 to
create, one or more workflows that are then maintained by the
workflow component 246. Workflows, such as provisioning
workflows and policy enforcement workflows, may include
one or more sequences of tasks to be executed to perform a
job. Such as provisioning or policy enforcement. A workflow,
as the term is used herein, is not the tasks themselves, but a

task control structure that may control flow of information to
60

65

and from tasks, as well as the order of execution of the tasks

it controls. For example, a workflow may be considered a
state machine that can manage and return the state of a pro
cess at any time during execution. Workflows may be created
from workflow templates. For example, a provisioning work
flow may be created from a provisioning workflow template
configured with parameters by the service administration
interface 208. As another example, a policy enforcement

US 8,515,910 B1
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workflow may be created from a policy enforcement work
flow template configured with parameters by the service
policy enforcement component 214.
The workflow component 246 may modify, further specify
and/or further configure established workflows. For example,
the workflow component 246 may select particular comput
ing resources of the distributed program execution service
200 to execute and/or be assigned to particular tasks. Such
selection may be based at least in part on the computing
resource needs of the particular task as assessed by the work
flow component 246. As another example, the workflow com
ponent 246 may add additional and/or duplicate tasks to an
established workflow and/or reconfigure information flow

8
may be relatively low latency but limited in other ways, for
example, with respect to reliability, durability, size, through
put and/or availability. Furthermore, data in local storage
allocated to particular virtual computer system instances 210,
212 may have a validity lifetime corresponding to the virtual
computer system instance 210, 212, so that if the virtual
computer system instance 210, 212 fails or is de-provisioned,
the local data is lost and/or becomes invalid. In at least one
10

between tasks in the established workflow. Such modification

of established workflows may be based at least in part on an
execution efficiency analysis by the workflow component
246. For example, some tasks may be efficiently performed in
parallel, while other tasks depend on the Successful comple
tion of previous tasks.
The virtual data store service 204 may include multiple
types of virtual data store such as a low latency data store 220
and a high durability data store 222. For example, the low
latency data store 220 may maintain one or more data sets
224, 226 which may be read and/or written (collectively,
“accessed') by the virtual computer system instances 210,
212 with relatively low latency. The ellipsis between the data
sets 224 and 226 indicates that the low latency data store 220
may support any suitable number (e.g., thousands, millions,
and more) of data sets although, for clarity, only two are
shown. For each data set 224, 226 maintained by the low
latency data store 220, the high durability data store 222 may
maintain a set of captures 228, 230. Each set of captures 228,
230 may maintain any suitable number of captures 232, 234,

15

25

30

that data center.

236 and 238, 240, 242 of its associated data set 224, 226,

respectively, as indicated by the ellipses. Each capture 232,
234, 236 and 238,240, 242 may provide a representation of
the respective data set 224 and 226 at particular moment in
time. Such captures 232, 234, 236 and 238,240, 242 may be
utilized for later inspection including restoration of the
respective data set 224 and 226 to its state at the captured
moment in time. Although each component of the distributed
program execution service 200 may communicate utilizing
the underlying network, data transfer 244 between the low
latency data store 220 and the high durability data store 222 is
highlighted in FIG. 2 because the contribution to utilization
load on the underlying network by Such data transfer 244 can
be significant.
For example, the data sets 224, 226 of the low latency data
store 220 may be virtual file system volumes. The low latency
data store 220 may include a low overhead virtualization
layer providing access to underlying data storage hardware.
For example, the virtualization layer of the low latency data
store 220 may below overhead relative to an equivalent layer
of the high durability data store 222. Systems and methods for
establishing and maintaining low latency data stores and high
durability data stores in accordance with at least one embodi
ment are known to those of skill in the art, so only some of
their features are highlighted herein. In at least one embodi
ment, the sets of underlying computing resources allocated to
the low latency data store 220 and the high durability data
store 222, respectively, are Substantially disjoint.
The low latency data store 220 and/or the high durability
data store 222 may be considered non-local and/or indepen
dent with respect to the virtual computer system instances
210, 212. For example, physical servers implementing the
virtual computer system service 202 may include local stor
age facilities Such as hard drives. Such local storage facilities

embodiment, data sets 224, 226 in non-local storage may be
efficiently shared by multiple virtual computer system
instances 210, 212. For example, the data sets 224, 226 may
be mounted by the virtual computer system instances 210,
212 as virtual file system volumes.
Data stores in the virtual data store service 204, including
the low latency data store 220 and/or the high durability data
store 222, may be facilitated by and/or implemented with a
block data storage (BDS) service 248, at least in part. The
BDS service 248 may facilitate the creation, reading, updat
ing and/or deletion of one or more block data storage Vol
umes, such as file system Volumes, with a set of allocated
computing resources including multiple block data storage
servers. A block data storage Volume, and/or the data blocks
thereof, may be distributed and/or replicated across multiple
block data storage servers to enhance Volume reliability,
latency, durability and/or availability. As one example, the
multiple server block data storage systems that store block
data may in Some embodiments be organized into one or more
pools or other groups that each have multiple physical server
storage systems co-located at a geographical location, such as
in each of one or more geographically distributed data cen
ters, and the program(s) that use a block data Volume stored
on a server block data storage system in a data center may
execute on one or more other physical computing systems at

35

40

45

50

55

60

65

The BDS service 248 may facilitate and/or implement
local caching of data blocks as they are transferred through
the underlying computing resources of the distributed pro
gram execution service 200 including local caching at data
store servers implementing the low latency data store 220
and/or the high durability data store 222, and local caching at
virtual computer system servers implementing the virtual
computer system service 202. In at least one embodiment, the
high durability data store 222 is an archive quality data store
implemented independent of the BDS service 248. The high
durability data store 222 may work with sets of data that are
large relative to the data blocks manipulated by the BDS
service 248. The high durability data store 222 may be imple
mented independent of the BDS service 248. For example,
with distinct interfaces, protocols and/or storage formats.
Each data set 224, 226 may have a distinct pattern of
change over time. For example, the data set 224 may have a
higher rate of change than the data set 226. However, in at
least one embodiment, bulk average rates of change insuffi
ciently characterize data set change. For example, the rate of
change of the data set 224, 226 may itself have a pattern that
varies with respect to time of day, day of week, seasonally
including expected bursts correlated with holidays and/or
special events, and annually. Different portions of the data set
224, 266 may be associated with different rates of change, and
each rate of change 'signal” may itself be composed of inde
pendent signal sources, for example, detectable with Fourier
analysis techniques. Any suitable statistical analysis tech
niques may be utilized to model data set change patterns
including Markov modeling and Bayesian modeling.
As described above, an initial capture 232 of the data set
224 may involve a substantially full copy of the data set 224
and transfer 244 through the network to the high durability
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data store 222 (may be a “full capture'). The data set 224 may
be associated with various kinds of metadata. Some, none or

all of such metadata may be included in a capture 232, 234,
236 of the data set 224 depending on the type of the data set
224. For example, the low latency data store 220 may specify
metadata to be included in a capture depending on its cost of
reconstruction in a failure recovery scenario. Captures 234,
236 beyond the initial capture 232 may be “incremental, for
example, involving a copy of changes to the data set 224 since
one or more previous captures. Captures 232, 234, 236 may
be arranged in a hierarchy of classes, so that a particular
capture may be incremental with respect to a Sub-hierarchy of
capture classes (e.g., a capture scheduled weekly may be
redundant with respect to daily captures of the past week, but
incremental with respect to the previous weekly capture).
Depending on the frequency of subsequent captures 234,236.
utilization load on the underlying computing resources can be
significantly less for incremental captures compared to full
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captures.

For example, a capture 232, 234, 236 of the data set 224
may include read access of a set of servers and/or storage
devices implementing the low latency data store 220, as well
as write access to update metadata, for example, to update a
data structure tracking “dirty” data blocks of the data set 224.
For the purposes of this description, data blocks of the data set
224 are dirty (with respect to a particular class and/or type of
capture) if they have been changed since the most recent
capture (of the same class and/or type). Prior to being trans
ferred 244 from the low latency data store 220 to the high
durability data store 222, capture 232, 234, 236 data may be
compressed and/or encrypted by the set of servers. At the high
durability data store 222, received capture 232,234,236 data
may again be written to an underlying set of servers and/or
storage devices. Thus each capture 232, 234, 236 involves a
load on finite underlying computing resources including
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server load and network load.

Captures 232,234,236 of the data set 224 may be manually
requested, for example, utilizing the storage administration
interface 216. In at least one embodiment, the captures 232,
234, 236 may be automatically scheduled in accordance with
a data set capture policy. Data set capture policies in accor
dance with at least one embodiment may be specified with the
storage administration interface 216, as well as associated
with one or more particular data sets 224, 226. The data set
capture policy may specify a fixed or flexible schedule for
data set capture. Fixed data set capture schedules may specify
captures at particular times of day, days of the week, months
of the year, and/or any suitable time and date. Fixed data set
capture schedules may include recurring captures (e.g., every
weekday at midnight, every Friday at 2am, 4am every first of
the month) as well as one-off captures.
Flexible data set capture policies may specify that a capture
is to occur within a particular time window (e.g., 2am-6am
everyday, sometime on Sunday, after close of business on the
last day of the month) or with a particular frequency (e.g.,
once perhour, twice per day, once per week, once per month).
In at least one embodiment, flexible data set capture policies
may specify that captures be scheduled to meet Suitable goals,
targets and/or conditions (collectively, “capture conditions').
For example, each capture 232, 234, 236 may have an asso
ciated cost, financially and/or in terms of computational
resources, and the flexible data set capture policy may specify
a cost target and/or cost cap for the capture 232, 234, 236 or
set of captures 228 including a budget per time period and/or
an average cost per capture. As another example, in at least
one embodiment, a probability of data loss of a portion of a
data set 224 is a function at least of an amount of uncaptured
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data in the data set 224 at a given time. Accordingly, a flexible
data set capture policy may specify a target probability of data
loss of a portion of the data set 224, and the storage policy
enforcement component 218 may schedule captures of the
data set 224 to meet the target by keeping the amount of
uncaptured data in the data set 224 below an associated
uncaptured data target and/or cap.
Data set capture policies may specify any Suitable combi
nation of fixed schedules, flexible schedules, and capture
conditions. Data set capture policies may further specify cap
ture lifetimes and/or capture retention goals, targets and/or
conditions. For example, a seven day lifetime may be speci
fied for daily captures, a four week lifetime may be specified
for weekly captures, and/or an annual lifetime may be speci
fied for monthly captures. Captures may have an unspecified
and/or unlimited lifetime, thus requiring manual deletion.
Furthermore, particular captures may be protected, for
example, may require manual deletion by a designated set of
authenticated users. Captures 232, 234, 236 and/or capture
sets 228,230 may be associated with costs (e.g., a periodic fee
for storage per gigabyte), and the data set capture policy may
specify that captures 232, 234, 236 be automatically deleted
to meet a cost target and/or cap. Enforcement of data capture
retention policies may analyze associated capture sets 228.
230 to prioritize deletion of redundant captures and/or pro
hibit deletion of a capture that would prevent restoration of
the data set 224 to its state in time corresponding to the most
recent capture 232.
Enforcing data set capture polices may involve multivari
able optimizations. FIG. 3 depicts aspects of an example
storage policy enforcement component 302 in accordance

with at least one embodiment. The storage policy enforce
ment component 302 is an example of the storage policy
enforcement component 218 of FIG. 2. The storage policy
enforcement component 302 may maintain one or more col
lections of data set capture policies 304 specifying schedules
and/or conditions for data set capture creation, and one or
more collections of capture retention policies 306 specifying
schedules and/or conditions for data set capture deletion. For
example, the storage administration interface 216 may pro
vide the collections 304, 306 to the storage policy enforce
ment component 302 separately. Alternatively, the storage
administration interface 216 may provide a unified collection
of data set capture policies, and the storage policy enforce
ment component 302 may create the collections 304,306 in
accordance with the unified collection. As another example,
the storage policy enforcement component 218 may maintain
the unified collection received from the storage administra
tion interface 216.
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The storage policy enforcement component 302 may
include a data set capture scheduler 308 configured at least to
cause data set captures according to fixed schedules. For
example, Some such fixed schedules may have been explicitly
specified by a first collection of the data set capture policies
304, and some may have been determined and/or derived
(collectively, “determined') based at least in part on flexible
schedules and/or capture conditions specified by a second
collection of the data set capture policies 304. A data set
capture optimization component 310 may perform such fixed
schedule determinations. The data set capture optimization
component 310 may draw on any suitable distributed pro
gram execution service 200 (FIG. 2) parameter and/or param
eter predictions provided by an optimization parameter pre
diction engine 312 to create fixed schedules for data set
captures in accordance with the data set capture polices 304.
Such parameters may include attributes of data set captures
already scheduled with the data set capture scheduler 308
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including historical and estimated data transfer 244 volumes
and durations, historical and forecast data store server loads

and network loads, current computing resource costs includ
ing financial costs, historical and forecast data set change
patterns, historical and scheduled pre-capture data transfers,
and distributed program execution service 200 component
characteristics Such as time taken by the low latency data store
220 to recover from loss of redundancy.
The data set capture optimization component 310 may
schedule data set captures to optimize, distribute and/or level
(collectively, "optimize') computing resource utilization
load. Computing resource utilization load may be further
optimized with pre-capture data transfers. Where justified by
forecast data set change patterns and/or forecast computing
resource utilization loads, dirty portions of the data set 224
(FIG. 2) may be transferred 244 to the high durability data
store 222 in advance of a scheduled capture time with a goal
of reducing data transfer 244 in the period following the
scheduled capture time (reducing "post-capture data trans
fer'). For example, pre-capture data transfers may be justified
when a resultant benefit from computing resource utilization
load reduction following the scheduled capture time exceeds
a computing resource utilization load penalty. Such load pen
alties can occur due to premature pre-capture data transfer,
Such as the pre-capture transfer of dirty data that becomes
re-dirtied before the scheduled capture time. A pre-capture
data transfer component 314 may determine when pre-cap
ture transfers are justified based at least in part on suitable
distributed program execution service 200 parameters and/or
parameter predictions provided by the optimization param
eter prediction engine 312.
The storage policy enforcement component 302 may fur
ther include a capture deletion scheduler 316 configured at
least to delete data set captures 232-242 (FIG. 2) when their
specified lifetimes expire. For example, the capture retention
policies 306 may specify explicit lifetimes for some captures,
and a capture retention optimization component 318 may
determine lifetimes for other captures in accordance with the
capture retention policies 306. The capture retention optimi
Zation component 318 may make Such determinations based
at least in part on Suitable distributed program execution
service 200 parameters, including attributes of the capture
sets 228, 230, and/or parameter predictions provided by the
optimization parameter prediction engine 312.
As an example, Suppose the data set capture policies 304
include policies specifying data set captures with fixed and
flexible schedules. FIG. 4 depicts aspects of a corresponding
example computing resource utilization load optimization
that may be performed by the data set capture optimization
component 310 in accordance with at least one embodiment.
FIG. 4 shows a base load 402 varying overtime. The base load
402 corresponds to a distributed program execution service
200 (FIG. 2) computing resource load. For example, the base
load 402 may correspond to a data store serverload, a network
load, or a combination thereof. The base load 402 may cor
respond to a computing resource load incurred independent
of computing resource loads imposed by data set capture. For
example, the base load 402 may be due to activities of virtual
computing service user applications hosted by the virtual
computer system instances 210, 212. The base load 402
depicted in FIG. 4 includes a peak 404 (corresponding to a
potential period of over-utilization) and a trough 406 (corre
sponding to a potential period of under-utilization), however
Such base load curves may include any Suitable number of
peaks and troughs.
In the example depicted in FIG. 4, the data set capture
optimization component 310 (FIG. 3) is scheduling data set
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captures in accordance with data set capture policies speci
fying fixed schedules 408 (unfilled rectangles), and data set
captures in accordance with data set capture policies speci
fying flexible schedules 410 (rectangles filled with diagonal
lines). The pre-capture data transfer component 314 further
schedules pre-capture transferS 412 (crosshatched rect
angles). The size of the rectangles 408, 410, 412 corresponds
to the depicted amount of load (L) placed upon the computing
resources for the depicted amount of time (t). The storage
policy enforcement component 302 is scheduling the data set
captures and pre-capture transfers over a particular time
period from time t to time t. In this example, the storage
policy enforcement component 302 is performing the sched
uling at a time prior to time t, so the time period from time t
to time t is in the future and is called the forecast period.
The optimization parameter prediction engine 312 (FIG.3)
may forecast the base load 402 over the forecast period. For
example, the optimization parameter prediction engine 312
may forecast the base load 402 based at least in part on
associated historical computing resource load patterns. The
historical computing resource load patterns may be with
respect to the distributed program execution service 200
(FIG. 2) as a whole, the virtual data store service 204, par
ticular data sets 224, 226 and/or a particular user of the virtual
computing services. The optimization parameter prediction
engine 312 may further take into account the data set captures
408 scheduled according to a fixed schedule during the fore
cast period. Given that forecast load during the forecast
period, the data set capture optimization component 310 may
then schedule data set captures 410 associated with flexible
schedules, with a goal of keeping the total forecast load less

than a target load L. The pre-capture data transfer com

ponent 314 may then schedule pre-capture data transfers 412
where justified and, again, with the goal of keeping the total
35

forecast load less than the target load L. Each type of
a different target load L.,

computational resource and/or combination thereofmay have
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In at least one embodiment, the low latency data store 220
(FIG. 2) may maintain data sets 224, 226 with redundant
components. For example, the set of computing resources
allocated to the low latency data store 220 may be utilized to
maintain at least one redundant copy of each data set 224,
226. FIG. 5 depicts aspects of an example virtual data store
service 500 in accordance with at least one embodiment. The
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virtual data store service 500 is an example of the virtual data
Store service 204 of FIG. 2. The virtual data Store Service 500
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includes a low latency data store 502 and a high durability
data store 504 corresponding to the low latency data store 220
and the high durability data store 222, respectively, of FIG. 2.
In this example, the low latency data store 502 maintains a
data set DS corresponding to the data set 224 of FIG. 2. The
low latency data store 502 also maintains a redundant copy
DS of the data set DS to guard against data loss due to
underlying hardware failures. To further guard against data
loss, the a corresponding collection 506 of captures C,
C. . . . . C., of the data set DS has also been established.
FIG. 6 depicts aspects of an example loss and recovery of
data set redundancy in accordance with at least one embodi
ment. Prior to time t, data set DS and redundant data set DS
are being maintained as normal by the low latency data store
502 of FIG. 5, so that data set redundancy exists for the data
set DS. At time t, a scheduled capture of the data set DS is
carried out, creating most recent capture C. At time t, a
hardware failure occurs resulting in the loss of the redundant
data set DS. Immediately, the low latency data store 502
begins the process of restoring redundancy by establishing
data set DS (not shown in FIG. 5). However, data set DS
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begins empty, and may require an initialization period before
it is ready to receive data. For example, the data sets DS and
DS may be virtual file system volumes. At time t, the new
data set DS is ready to receive data, and begins receiving data
both from the collection 506 of captures C. C. . . . . C
(collectively denoted C) and the data set DS.
The data sets DS, DS, DS may be large. For example, on
the order of gigabytes, terabytes and more. Thus complete
restoration of redundancy may take significant time. How
ever, it is typical for virtual computing services user applica
tions to access a relatively small proportion of a given data set
DS, during a particular time period. Utility may begained by
restoring redundancy in an on-demand or “lazy' manner.
Until redundancy is restored, the data set DS may be vulner
able to data loss, for example, due to further hardware fail
ures. A first phase in redundancy restoration may be to copy
that portion of the data set DS that has changed since the
most recent capture C, at time t (i.e., the uncaptured portion
of the data set DS). FIG. 6 depicts the first phase as complet
ing at time ta. At time t, a partial or lazy redundancy resto
ration may be considered to have occurred, with full redun
dancy restored later at time ts, when data transfer from the
collection of captures C completes.
Once partial redundancy restoration has occurred at time
ta, a risk of data loss from data set DS may be significantly
reduced. The time period from time t to time t, may depend
upon a redundancy restoration characteristic of the low
latency data store 502 (FIG. 5), for example, available band
width for copying uncaptured data between the data sets DS
and DS. In at least one embodiment, the time period from
time t to time t may be reduced by reducing the amount of
uncaptured data in data set DS, for example, by more fre
quent captures of the data set DS. The data set capture
optimization component 310 (FIG. 3) may have access to the
redundancy restoration characteristic of the low latency data
store 502 and thus may determine suitable capture frequen
cies to achieve probability of data loss targets. The timest, t,
ts, tats on the time line in FIG. 6 indicate a sequence of events
and are not necessarily to Scale.
FIG. 7 depicts example steps for data set capture manage
ment that may be performed in accordance with at least one
embodiment. At step 702, one or more data set capture poli
cies may be edited. For example, a user and/or administrator
of the distributed program execution service 200 (FIG.2) may
edit data set capture policies associated with various data sets
224, 226 with the storage administration interface 216. At
step 704, one or more data set capture retention policies may
be edited. Again, the user may edit Such retention policies
with the storage administration interface 216. In at least one
embodiment, data set capture policies may include data set
capture retention policies, hence step 702 may include step
704. At step 706, edits to data set capture policies and/or data
set capture retention policies may be committed. For
example, the storage administration interface 216 may submit
policy updates and/or updated policies to the storage policy
enforcement component 218. The edits and/or policies com
mitted may be selected by the user. The dashed line 708
enclosing steps 702-706 indicates that the steps 702-706 may
be integral and/or performed by the storage administration
interface 216 responsive to user interaction.
At step 710, one or more policy updates may be received.
For example, the storage policy enforcement component 302
(FIG. 3) may receive the policy updates. At step 712, one or
more policy aggregates and/or collections may be updated
and/or maintained. For example, one of the collections of data
set capture policies 304 and/or the collections of capture
retention policies 306 may be updated in accordance with the
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policy updates received at step 710. At step 714, the updated
policies may be enforced, for example, by the storage policy
enforcement component 302. Steps 710-714 are enclosed by
dashed line 716 to indicate that the steps 710-714 may be
performed by the storage policy enforcement component 218
(FIG. 2) responsive to received data set capture policies.
FIG. 8 depicts example steps for enforcing data set capture
policies in accordance with at least one embodiment. At step
802, information with respect to data set change patterns may
be collected. For example, the storage policy enforcement
component 218 (FIG. 2) may collect information with respect
to data set 224, 226 change patterns. At step 804, information
with respect to server load may be collected. For example, the
storage policy enforcement component 218 may collect
information with respect to loadings of data store servers
allocated to the low latency data store 220 and/or the high
durability data store 222. At step 806, information with
respect to network load may be collected. For example, the
storage policy enforcement component 218 may collect
information with respect to network utilization load associ
ated with data transfer 244 between the data stores 220 and
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222. The collection steps 802-806 are enclosed in a dashed
line 808 to indicate that the collection steps 802-806 may be
performed in a distributed manner by and/or as part of the
normal operation of the distributed program execution Ser
vice 200. For example, the distributed program execution
service 200 may monitor the consumption of various com
puting resources as part of its computing resource allocation
procedures, and data set 224, 226 change pattern information
may be more efficiently collected and/or summarized by the
low latency data store 220.
At step 810, pertinent server load(s) may be forecast. For
example, the optimization parameter prediction engine 312
(FIG. 3) may forecast server loads associated with the data
stores 220 and 222 (FIG. 2) based at least in part on the
historical information collected at step 804. At step 812,
pertinent network load(s) may be forecast. For example, the
optimization parameter prediction engine 312 may forecast
network loads in the distributed program execution service
200 based at least in part on the historical information col
lected at step 806. At step 814, data set capture may be
optimized. For example, the data set capture optimization
component 310 may schedule data set captures in accordance
with data set capture policies 304 specifying flexible sched
ules and/or capture conditions, and/or based at least in part on
one or more forecasts provided by the optimization parameter
prediction engine 312 such as the forecasts of steps 810 and
812. At step 816, capture retention may be optimized. For
example, the capture retention optimization component 318
may schedule capture deletions in accordance with capture
retention policies 306 specifying flexible capture lifetimes
and/or retention conditions, and/or based at least in part on
one or more forecasts provided by the optimization parameter
prediction engine 312 such as the forecasts of steps 810 and
812.

FIG. 9 depicts example steps for data set capture optimi
Zation in accordance with at least one embodiment. At step
902, a next (e.g., a first) flexible data set capture policy may be
obtained. For example, the data set capture optimization com
ponent 310 (FIG. 3) may obtain the flexible data set capture
policy from one of the collections 304 maintained by the
storage policy enforcement component 302. At step 904, a
size of dirty data may be forecast. For example, the optimi
Zation parameter prediction engine 312 may forecast an
amount of dirty data in a data set subject to the flexible data set
capture policy obtained at step 902 based at least in part on the
data set change information collected at step 802 of FIG.8. At

US 8,515,910 B1
15
step 906, a capture of the data set may be scored. For example,
the data set capture optimization component 310 may score
the capture of the data set with respect to a flexible schedule
and/or capture conditions specified by the flexible data set
capture policy, and based at least in part on one or more
forecasts provided by the optimization parameter prediction
engine 312 such as the forecasts of steps 810 and 812 of FIG.
8 and/or the forecast of step 904. The capture of the data set
may be scored with respect to immediate scheduling, for
example, on a scale of +1 to -1, with +1 corresponding to
certainly desirable, and -1 corresponding to certainly unde
sirable. Alternatively, or in addition, the score for the capture
may be forecast throughout a forecast period Such as the
forecast period from time t to time t depicted in FIG. 4. For
example, Such scoring may tend to schedule captures during
periods of computing resource under-utilization and/or avoid
scheduling captures during periods of computing resource

16
step 910 (e.g., in order of desirability as indicated by the
scores) and as constrained by available computing resources
and/or associated utilization loads.
5
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over-utilization.

At step 908, one or more probabilities that currently dirty
data in the data set will be re-dirtied (i.e., change again)
between now and a scheduled and/or likely time of capture for
the data set may be forecast. For example, the optimization
parameter prediction engine 312 may forecast Such probabili
ties based at least in part on the data set change information
collected at step 802 of FIG.8. The optimization parameter
prediction engine 312 may forecast one such probability for
the data set as a whole and/or one or more such probabilities
for one or more blocks of the data set. At step 910, one or more
pre-capture transfers of data in the data set may be scored. For
example, the pre-capture data transfer component 314 may
score a desirability of the pre-capture transfer of one or more
blocks of the data set based at least in part on one or more
forecasts provided by the optimization parameter prediction
engine 312 such as the forecasts of steps 810 and 812 of FIG.
8 and/or the forecasts of steps 904 and 908. The desirability of
pre-capture transfer(s) may be scored with respect to imme
diate scheduling, for example, on a scale of +1 to -1, with +1
corresponding to certainly desirable, and -1 corresponding to
certainly undesirable. Alternatively, or in addition, the
score(s) for the pre-capture transfer(s) may be forecast
throughout the forecast period.
At step 912, it may be determined whether there are further
flexible capture policies to consider. If so, a procedure incor
porating step 912 may progress to step 902. Otherwise, the
procedure may progress to step 916. The steps 902-912 are
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enclosed in a dashed line 914 to indicate that, as will be

apparent to one of skill in the art, the flexible capture policies
of one of the collections 304 (FIG. 3) need not be processed
one by one in an iterative loop as illustrated in FIG.9, but may
be processed as a collection utilizing equivalent set and/or
matrix operations for efficiency.
At step 916, one or more data set captures in accordance
with data set capture policies specifying flexible schedules
and/or capture conditions may be scheduled and/or re-sched
uled. For example, the data set capture optimization compo
nent 310 (FIG.3) may select the captures to schedule with the
data set capture scheduler 308 based at least in part on the
scores determined at step 906 (e.g., in order of desirability as
indicated by the scores) and as constrained by available com
puting resources and/or associated utilization loads. The data
set capture scheduler 308 may maintain a collection of tenta
tively scheduled data set captures that is periodically updated
by the data set capture optimization component 310. At step
918, one or more pre-capture data transfers may be scheduled
and/or re-scheduled. For example, the pre-capture data trans
fer component 314 may select candidate pre-capture transfers
to schedule based at least in part on the scores determined at
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FIG. 10 depicts example steps for capture retention opti
mization in accordance with at least one embodiment. At step
1002, a next (e.g., a first) flexible capture retention policy may
be obtained. For example, the capture retention optimization
component 318 (FIG. 3) may obtain the flexible capture
retention policy from the collection 306 maintained by the
storage policy enforcement component 302. At step 1004, a
size of a collection of captures may beforecast. For example,
the optimization parameter prediction engine 312 may fore
cast the size of the collection 228 (FIG. 2) of captures based
at least in part on data set 224 change information collected at
step 802 of FIG. 8 (including rates of change) and/or captures
of the data set 224 scheduled with the data set capture sched
uler 308. At step 1006, one or more capture deletions may be
scored. For example, the capture retention optimization com
ponent 318 may score the capture deletions with respect to the
flexible lifetimes and/or retention conditions specified by the
flexible capture retention policy, and based at least in part on
one or more forecasts provided by the optimization parameter
prediction engine 312 such as the forecasts of steps 810 and
812 of FIG. 8 and/or the forecast of step 1004. The desirabil
ity of capture deletion(s) may be scored with respect to imme
diate scheduling, for example, on a scale of +1 to -1, with +1
corresponding to certainly desirable, and -1 corresponding to
certainly undesirable. Alternatively, or in addition, the
score(s) for the capture deletion(s) may be forecast through
out the forecast period.
At step 1008, it may be determined whether there are
further flexible capture retention policies to consider. If so, a
procedure incorporating step 1008 may progress to step 1002.
Otherwise, the procedure may progress to step 1012. The
steps 1002-1008 are enclosed in a dashed line 1010 to indicate
that, as will be apparent to one of skill in the art, the flexible
capture retention policies of the collection 306 (FIG. 3) need
not be processed one by one in an iterative loop as illustrated
in FIG. 10, but may be processed as a collection utilizing
equivalent set and/or matrix operations for efficiency. At step
1012, one or more capture deletions in accordance with cap
ture retention policies specifying flexible lifetimes and/or
retention conditions may be scheduled and/or re-scheduled.
For example, the capture retention optimization component
318 may select the captures to delete based at least in part on
the scores determined at step 1006 (e.g., in order of desirabil
ity as indicated by the scores) and as constrained by available
computing resources and/or associated utilization loads.
FIG. 11 depicts example steps for a control plane in accor
dance with at least one embodiment. At step 1102, a request
may be received by an interface of the control plane. For
example, the service administration interface 208 (FIG. 2) of
the service control plane 206 may receive the request from a
user and/or administrator of the distributed program execu
tion service 200. The request may be a call to a programmatic
interface Such as an application programming interface (API)
or a Web services interface, e.g., utilizing a Simple Object
Access Protocol (SOAP) call. Alternatively, or in addition,
the request may be received through a Web-based GUI. At
step 1104, the request may be analyzed to determine one or
more actions required to Successfully complete the request.
For example, the service administration interface 208 may
analyze the request, and determine a set of actions required to
establish a data set capture policy. In an embodiment where
the interface receiving the request corresponds to a specific
action to be performed, the interface may extract information
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from the request to be utilized in determining aspects and/or
parameters of the action to be performed.
At step 1106, a request may be sent to create a workflow
based at least in part on the one or more actions determined at
step 1104. For example, service administration interface 208
(FIG. 2) and/or the service policy enforcement component
214 may send the request to the workflow component 246.
The request to create the workflow may include the action(s),
action metadata Such as type of action, and/or action param
eters. In at least one embodiment, the control plane 206 and/or
the workflow component 246 maintains a job queue for Such
requests, and workflows are created responsive to new addi
tions to the job queue. At step 1108, a workflow and one or
more component tasks may be created. For example, the
workflow component 246 may analyze the request of step
1106 to determine the appropriate workflow and component
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tasks to create.

At step 1110, execution of the component task(s) may be
guided in accordance with the workflow. For example, the
workflow component 246 may activate elements of interfaces
of components of virtual data store service 204 and/or the
virtual computer system service 202. Alternatively, or in addi
tion, the workflow component 246 may manage bids for
execution of the component task(s) by components of the
distributed program execution service 200. At step 1112, it
may be determined whether the workflow has finished. For
example, the workflow component 246 may determine
whether a final task in a sequence of tasks managed by the
workflow has completed. If so, a procedure including step
1112 may progress to step 1114. Otherwise the procedure
may return to step 1110 for a next task and/or task sequence.
Workflows may guide multiple task sequences executing in
parallel. In this case, it may be that the workflow is not
finished until each of the multiple task sequences completes
and/or an explicit workflow finished flag is set by one of the
component tasks. At Step 1114, the sender of the request of
step 1102 may be informed of the result(s) of the action(s).
The various embodiments described herein may be imple
mented in a wide variety of operating environments, which in
Some cases may include one or more user computers, com
puting devices, or processing devices which may be utilized
to operate any of a number of applications. User or client
devices may include any of a number of general purpose
personal computers, such as desktop or laptop computers
running a standard operating system, as well as cellular, wire
less, and handheld devices running mobile Software and
capable of supporting a number of networking and messaging
protocols. Such a system also may include a number of work
stations running any of a variety of commercially-available
operating systems and other known applications for purposes
Such as development and database management. These
devices also may include other electronic devices, such as
dummy terminals, thin-clients, gaming systems, and other
devices capable of communicating via a network.
Most embodiments utilize at least one network that would

be familiar to those skilled in the art for Supporting commu
nications using any of a variety of commercially-available
protocols, such as TCP/IP. OSI, FTP, UPnP, NFS, CIFS, and
AppleTalk. Such a network may include, for example, a local
area network, a wide-area network, a virtual private network,
the Internet, an intranet, an extranet, a public Switched tele
phone network, an infrared network, a wireless network, and
any combination thereof. The network may, furthermore,
incorporate any suitable network topology. Examples of Suit
able network topologies include, but are not limited to, simple
point-to-point, star topology, self organizing peer-to-peer
topologies, and combinations thereof.
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In embodiments utilizing a Web server, the Web server may
run any of a variety of server or mid-tier applications, includ
ing HTTP servers, FTP servers, CGI servers, data servers,
Java servers, and business application servers. The server(s)
also may be capable of executing programs or Scripts in
response requests from user devices, such as by executing one
or more Web applications that may be implemented as one or
more scripts or programs written in any programming lan
guage, such as Java R., C, C# or C++, or any scripting lan
guage, such as Perl, Python, or TCL, as well as combinations
thereof. The server(s) may also include database servers,
including without limitation those commercially available
from Oracle(R, Microsoft(R), Sybase(R), and IBM(R).
The environment may include a variety of data stores and
other memory and storage media as discussed above. These
may reside in a variety of locations. Such as on a storage
medium local to (and/or resident in) one or more of the
computers or remote from any or all of the computers across
the network. In a particular set of embodiments, the informa
tion may reside in a storage-area network ("SAN) familiar to
those skilled in the art. Similarly, any necessary files for
performing the functions attributed to the computers, servers,
or other network devices may be stored locally and/or
remotely, as appropriate. Where a system includes comput
erized devices, each Such device may include hardware ele
ments that may be electrically coupled via abus, the elements
including, for example, at least one central processing unit
(CPU), at least one input device (e.g., a mouse, keyboard,
controller, touch screen, or keypad), and at least one output
device (e.g., a display device, printer, or speaker). Such a
system may also include one or more storage devices, such as
disk drives, optical storage devices, and solid-state storage
devices such as random access memory (“RAM) or read
only memory (“ROM), as well as removable media devices,
memory cards, flash cards, etc.
Such devices also may include a computer-readable stor
age media reader, a communications device (e.g., a modem, a
network card (wireless or wired), an infrared communication
device, etc.), and working memory as described above. The
computer-readable storage media reader may be connected
with, or configured to receive, a computer-readable storage
medium, representing remote, local, fixed, and/or removable
storage devices as well as storage media for temporarily
and/or more permanently containing, storing, transmitting,
and retrieving computer-readable information. The system
and various devices also typically will include a number of
Software applications, modules including program modules,
services, or other elements located within at least one work
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ing memory device, including an operating system and appli
cation programs, such as a client application or Web browser.
It should be appreciated that alternate embodiments may have
numerous variations from that described above. For example,
customized hardware might also be utilized and/or particular
elements might be implemented in hardware, software (in
cluding portable software. Such as applets), or both. Further,
connection to other computing devices such as network input/
output devices may be employed.
Storage media and computer readable media for containing
code, orportions of code, may include any appropriate media
known or used in the art, including storage media and com
munication media, Such as but not limited to volatile and
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non-volatile, removable and non-removable media imple
mented in any method or technology for storage and/or trans
mission of information Such as computer readable instruc
tions, data structures, program modules, or other data,
including RAM, ROM, EEPROM, flash memory or other
memory technology, CD-ROM, digital versatile disk (DVD)
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or other optical storage, magnetic cassettes, magnetic tape,
magnetic disk storage or other magnetic storage devices, or
any other medium which may be utilized to store the desired
information and which may be accessed by the a system
device. Program modules, program components and/or pro
grammatic objects may include computer-readable and/or
computer-executable instructions of and/or corresponding to
any Suitable computer programming language. In at least one
embodiment, each computer-readable medium may be tan
gible. In at least one embodiment, each computer-readable
medium may be non-transitory in time. Based on the disclo
Sure and teachings provided herein, a person of ordinary skill
in the art will appreciate other ways and/or methods to imple
ment the various embodiments.

The specification and drawings are, accordingly, to be
regarded in an illustrative rather than a restrictive sense. It

20
What is claimed is:

1. A computer-implemented method for data set capture
management, comprising:
under control of one or more computer systems configured
with executable instructions,
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will, however, be evident that various modifications and

changes may be made thereunto without departing from the
broader spirit and scope of the invention as set forth in the
claims.
The use of the terms “a” and “an and “the' and similar

referents in the context of describing embodiments (espe
cially in the context of the following claims) are to be con
Strued to cover both the singular and the plural, unless other
wise indicated herein or clearly contradicted by context. The
terms "comprising.” “having.” “including.” and “containing
are to be construed as open-ended terms (i.e., meaning
“including, but not limited to) unless otherwise noted. The
term “connected' is to be construed as partly or wholly con
tained within, attached to, or joined together, even if there is
Something intervening Recitation of ranges of values herein
are merely intended to serve as a shorthand method of refer
ring individually to each separate value falling within the
range, unless otherwise indicated herein, and each separate
value is incorporated into the specification as if it were indi
vidually recited herein. All methods described herein can be
performed in any suitable order unless otherwise indicated
herein or otherwise clearly contradicted by context. The use
of any and all examples, or exemplary language (e.g., “Such
as') provided herein, is intended merely to better illuminate
embodiments and does not pose a limitation on the scope
unless otherwise claimed. No language in the specification
should be construed as indicating any non-claimed element as
essential to the practice of at least one embodiment.
Preferred embodiments are described herein, including the
best mode known to the inventors. Variations of those pre
ferred embodiments may become apparent to those of ordi
nary skill in the art upon reading the foregoing description.
The inventors expect skilled artisans to employ such varia
tions as appropriate, and the inventors intend for embodi
ments to be constructed otherwise than as specifically
described herein. Accordingly, suitable embodiments include
all modifications and equivalents of the Subject matter recited
in the claims appended hereto as permitted by applicable law.
Moreover, any combination of the above-described elements
in all possible variations thereof is contemplated as being
incorporated into some Suitable embodiment unless other
wise indicated herein or otherwise clearly contradicted by
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the utilization load of said at least one of the set of
SOUCS.
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2. A computer-implemented method according to claim 1,
wherein specifying a flexible schedule with respect to capture
of the data set comprises specifying a window of time during
which to perform a capture.
3. A computer-implemented method according to claim 1,
wherein specifying a flexible schedule with respect to capture
of the data set comprises specifying a target frequency of
captures of the data set.
4. A computer-implemented method according to claim 1,
wherein specifying a flexible schedule with respect to capture
of the data set comprises specifying a target probability of
loss of at least a portion of the data set from both the first data
store and the second data store during a time period.
5. A computer-implemented method according to claim 1,
wherein specifying a flexible schedule with respect to capture
of the data set comprises specifying a target cost incurred by
performing one or more captures in accordance with the
flexible schedule.

6. A computer-implemented method according to claim 1,
wherein the forecast of the utilization load of said at least one
50
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of the set of resources of the program execution service is
based at least in part on at least one historical pattern of
utilization of said at least one of the set of resources by a
plurality of users of the program execution service.
7. A computer-implemented method according to claim 1,
wherein the first data store has a low access latency relative to
the second data store.

8. A computer-implemented method according to claim 1,
wherein the second data store has a high data durability rela
tive to the first data store.
60

COInteXt.

All references, including publications, patent applications,
and patents, cited herein are hereby incorporated by reference
to the same extent as if each reference were individually and
specifically indicated to be incorporated by reference and
were set forth in its entirety herein.

maintaining a collection of data set capture policies includ
ing at least one data set capture policy specifying a
flexible schedule with respect to capture of a data set;
forecasting a utilization load of at least one of a set of
resources of a program execution service, the forecast
ing including determining at least one time period of
resource under-utilization with respect to a resource uti
lization target, the set of resources including a first data
store maintaining at least the data set, and a network at
least connecting the first data store to a second data store
configured at least to store at least one capture of the data
set for later inspection; and
scheduling at least one capture of the data set based at least
in part on said at least one time period of resource under
utilization while satisfying one or more scheduling con
straints specified by said at least one data set capture
policy, the scheduling arranged at least to optimize uti
lization of the set of resources of the program execution
service, the optimization based at least in part on the
collection of data set capture policies and the forecast of
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9. A computer-implemented method according to claim 1,
wherein the optimization further comprises:
forecasting at least one time period of resource over-utili
Zation with respect to a resource utilization target; and
scheduling said at least one capture of the data set so as to
avoid said at least one time period of resource over
utilization while satisfying the one or more scheduling
constraints specified by said at least one data set capture
policy.
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10. A computer-implemented method according to claim 1,
further comprising scheduling at least one pre-capture trans
fer of at least a portion of the data set to further optimize the
utilization of the set of resources of the program execution

22
16. The computing system of claim 11, wherein the fore
cast of the utilization load of said at least one of the set of

service.

11. A computing system, comprising:
at least one processor; and
memory including instructions that, when executed by the
at least one processor, cause the computing system to:
maintain a collection of data set capture policies includ
ing at least one data set capture policy specifying a
flexible schedule with respect to capture of a data set;

10

cies and the forecast of the utilization load of said at
least one of the set of resources.

12. The computing system of claim 11, wherein specifying
a flexible schedule with respect to capture of the data set
comprises specifying a window of time during which to per
form a capture.
13. The computing system of claim 11, wherein specifying
a flexible schedule with respect to capture of the data set
comprises specifying a target frequency of captures of the
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forecast a utilization load of at least one of a set of

resources of a program execution service, the forecast
ing including determining at least one time period of
resource under-utilization with respect to a resource uti
lization target, the set of resources including a first data
store maintaining at least the data set, and a network at
least connecting the first data store to a second data store
configured at least to store at least one capture of the data
set for later inspection; and
schedule at least one capture of the data set based at least in
part on said at least one time period of resource under
utilization while satisfying one or more scheduling con
straints specified by said at least one data set capture
policy, the scheduling arranged at least to optimize uti
lization of the set of resources of the program execution
service, the optimization based at least in part on the
collection of data set capture policies and the forecast of
the utilization load of said at least one of the set of
SOUCS.

35

data set.

14. The computing system of claim 11, wherein specifying
a flexible schedule with respect to capture of the data set
comprises specifying a target probability of loss of at least a
portion of the data set from both the first data store and the
second data store during a time period.
15. The computing system of claim 11, wherein specifying
a flexible schedule with respect to capture of the data set
comprises specifying a target cost incurred by performing
one or more captures in accordance with the flexible sched

ten to:

maintain a collection of data set capture policies including
at least one data set capture policy specifying a flexible
Schedule with respect to capture of a data set;

forecast a utilization load of at least one of a set of

resources of a program execution service, the fore
casting including determining at least one time period
of resource under-utilization with respect to a
resource utilization target, the set of resources includ
ing a first data store maintaining at least the data set,
and a network at least connecting the first data store to
a second data store configured at least to store at least
one capture of the data set for later inspection; and
Schedule at least one capture of the data set based at least
in part on said at least one time period of resource
under-utilization while satisfying one or more sched
uling constraints specified by said at least one data set
capture policy, the scheduling arranged at least to
optimize utilization of the set of resources of the pro
gram execution service, the optimization based at
least in part on the collection of data set capture poli

resources of the program execution service is based at least in
part on at least one historical pattern of utilization of said at
least one of the set of resources by a plurality of users of the
program execution service.
17. A non-transitory computer readable storage medium
storing one or more sequences of instructions that, when
executed by one or more processors, cause a computing sys
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18. The non-transitory computer readable storage medium
of claim 17, wherein specifying a flexible schedule with
respect to capture of the data set comprises specifying a
window of time during which to perform a capture.
19. The non-transitory computer readable storage medium
of claim 17, wherein specifying a flexible schedule with
respect to capture of the data set comprises specifying a target
frequency of captures of the data set.
20. The non-transitory computer readable storage medium
of claim 17, wherein specifying a flexible schedule with
respect to capture of the data set comprises specifying a target
probability of loss of at least a portion of the data set from both
the first data store and the second data store during a time
period.

