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INPUT PROCESSING

Background

Computing systems accept a variety of inputs. Some computer

applications accept gestures provided by input devices to enable easier control

and navigation of the applications.

Gestures are ways to invoke an action, similar to clicking a toolbar button

or typing a keyboard shortcut. Gestures may be performed with a pointing device

(including but not limited to a mouse, stylus, hand and/or finger). A gesture

typically has a shape, pose or movement associated with it. Such a gesture may

be as simple as a stationary pose or a straight line movement or as complicated

as a series of movements or poses.

Computer systems may comprise sensors such as cameras and

microphones for detecting user inputs and/or gestures. Such sensors can be

arranged to continuously capture signals from the surrounding environment.

Robust detection of user inputs and/or gestures is therefore a factor that can

influence a user's interaction experience with a system.

Brief Description of the Drawings

For a better understanding, embodiments will now be described, purely by

way of example, with reference to the accompanying drawings, in which:

Fig. 1 is depicts the arrangement of apparatus according to an

embodiment;

Fig. 2 is block diagram depicting the operation of an embodiment;

Fig. 3 illustrates an algorithm for detecting lip movements according to an

embodiment;

Figs.4a-4d illustrate optical flow direction caused by facial movement of a

user;

Fig. 5 depicts optical flow caused by movement of a user performing a

gesture;

Fig. 6 is a flow diagram of a method according to an embodiment;



Fig. 7 depicts a portable computing device according to an embodiment.

Detailed Description

Embodiments provide a method for robust processing of user inputs which

takes accounts of user activity. Taking account of user activity, such as user

movement, attention, etc., may help provide context to a detected user input,

thereby assisting the correct determination of a user input. For example, the

attention and activity of a user may be determined by detecting the facial position

and movement of the user which, in turn, may enable the determination of a level

of engagement of the user with the system.

A plurality of user activity properties may be combined to obtain a more

robust understanding of the user's engagement with system and place a

detected user input in context. Such information about the context of user inputs

may be used to reject detected input signals as not being deliberate and, instead,

identify the signals as relating to other activity (such as human-to-human

interactions or background discussion/noise) in the vicinity of the system so that

the system does not respond to them. Thus, a determined level of attention and

engagement of a user may be used to reject ambient/background user activities

which may otherwise interfere with the detection of user inputs and/or prevent

correct user interaction with a system.

In a multiple user scenario, embodiments may be adapted to determine

the passing of controls or an input device from one user to another user based

on determined user activity. Also, the detected identity of a user may be used to

personalize the behavior, appearance and/or interaction methods of

embodiments.

Embodiments provide a method of processing a user input provided by

input devices, the method comprising: detecting the user input; obtaining visual

and audio representations of the user's actions; determining a user activity from

the a combination of the visual and audio representations of the user's actions;

and determining a user command based on the detected user input and the

determined user activity. Accordingly, there is provided a natural and intuitive

interface method by which to command an action using natural activities, such as



gestures. Such a method may also be suitable for use in a multiple user

environment.

Embodiments comprise an architecture and related computational

infrastructure such that the activity of a user may be used to provide context to a

detected user input so as to assist in determining the intention of the detected

user input in more detail (in other words, disambiguate or qualify the detected

user input). Once detected, a user input may be combined with the determined

activity of a user to determine a command or action desired by the user. Thus,

embodiments may employ hardware and software such that the user is free to

move and perform gestures when providing an input, as well as hardware and

software such that the movement or activity of the user can be detected and

determined. A variety of architectures may be used to enable such functions.

One exemplary way of enabling the detection of user activity is to employ

conventional voice recognition technology which is adapted to detect and

determine the speech of a user. In such a system, a user may provide an audible

parameter (for example, by speaking) which disambiguates an input. By adapting

the voice recognition process to recognize the audible parameters spoken by a

particular user (such as the user controlling the input device), detected sound

that is determined to originate from other users may be ignored as not relating to

the detected input signal(s).

Similarly, video or image recognition technology may be employed to

detect and determine user activity that is visible. For example, a video camera

may be arranged to detect a user's movement or facial expression and determine

whether or not the user's attention is directed towards a -user interface or to

another source of interest (such as other users).

A natural and intuitive means of interaction is provided, enabling a user of

such a system to feel as though he or she is interacting with the system, for

example, by controlling the system only when their attention is directed towards a

user interface of the system. Thus, a unique and compelling user interface is

hereby disclosed as a means of interacting with a graphical user interface (GUI).

Commands or operations may be associated with user activities such as

gestures. These operations may include navigation forward, backward, scrolling



up or down, changing applications, and arbitrary application commands. Further,

a user activity need not have a predefined meaning but rather may be

customizable by a developer or user to perform an action or combination of

actions so that a user may have quick access to keyboard shortcuts or macros,

for example.

An embodiment, pictured in Fig. 1, provides apparatus for processing a

gesture performed by a user 90 of an input device. The apparatus comprises a

display surface 10; an input device 20, for performing a gesture; a video camera

30 for producing a video recording of user movements; and a processor 50. The

field of view of the video camera 30 includes the input device 20. The processor

50 is adapted to detect, from the video recording (or otherwise), a gesture

performed by a user of the input device 20. It is also adapted to determine the

attention direction of the user 90.

The processor then uses the determined attention direction to specify a

detected gesture in more detail (in other words, disambiguate or qualify the

gesture).

In the embodiment of Fig. 1, the input device 20 comprises part of the

body of a user 90. In particular, the input device comprises the user's hand.

Using the input device 20, the user 90 can select, highlight, and/or modify

items displayed on the display surface 10. The processor 50 interprets gestures

made using the input device 20 in order to manipulate data, objects and/or

execute conventional computer application tasks.

Other types of input devices, such as a mouse, stylus, trackball, or the like

could be used. Additionally, a user's own hand or finger could be the input device

20 and used for selecting or indicating portions of a displayed image on a

proximity-sensitive display. Consequently, the term "user input device", as used

herein, is intended to have a broad definition and encompasses many variations

on well-known input devices.

The video camera 30 is also adapted to perform as a depth camera. This

is an imaging system which provides two-dimensional arrays of depth values -

that is, depth images. Thus, in the illustrated embodiment, the video camera 30 is

adapted to produce normal (grayscale or color) video images in addition to the



depth images. In the present example, the depth camera is based on the time-of-

flight principle: pulses of infra-red light are emitted to all objects in the field of

view and the time of arrival of the reflected pulses is measured, to determine the

distance from the sensor.

Note that depth cameras of other types may also be used. The skilled

person will be familiar with a variety of other potentially suitable distance-sensing

technologies. These include stereo imaging, or stereo triangulation, in which two

(or more) image sensors are used to determine a depth image by making

disparity measurements. Another possibility is to illuminate a scene with so-called

"structured light", where a geometric pattern such as a checkerboard is projected,

and depth/distance information is determined from the distortions observed when

this known pattern falls on the objects in the scene.

In the arrangement of Fig. 1, the depth camera 30 is positioned to observe

the display surface 10, from a relatively short distance of about 0.5m to 1m. The

camera 30 is spatially positioned such that the display surface 10 is visible in the

field-of-view of the camera.

A simple, one-time calibration procedure can be used to locate the four

corners of the display surface. This may be either manual, whereby the user

indicates the positions of the vertices, or could be automatic, by analysis of the

image of the scene. To help with automatic or semi-automatic detection of the

surface, its boundaries may be identified with markers of distinctive color or

brightness. If calibration is manual, then the camera should be manually

recalibrated if it is disturbed.

Repeated calculation of the distance from the hand to the display surface

10, for example, can be analyzed to determine user activity. The user activity can

be used to provide context to a detected user input so as to assist in determining

the intention of the detected user input in more detail (in other words,

disambiguate or qualify the detected user input). The processor 50 can use the

user activity to control the user interaction. Thus, a user input may be combined

with the determined activity of a user to determine a command or action desired

by the user.



It will be understood that the location of the input device 20 may be made

relative to other predetermined locations instead of the display surface 10. For

example, the distance of a user's body may be determined from the depth image,

thus enabling the distance of the input device 20 from the user's body to be

determined and used to determine a user' activity and specify an input in more

detail (in other words, disambiguate or qualify a detected input).

It will also be understood that alternative camera arrangements may be

used such as a conventional arrangement of the camera in the same plane as

the display and observing the user so that the display is not in the field of view of

the camera.

The processor 50 can comprise hardware of various types. In this

example, the processor is a central processing unit (CPU) of a personal

computer (PC). Accordingly, the display surface 10 is the display of the PC,

which is under the control of the CPU 50. The apparatus allows the user 90 to

provide input to the PC using speech or making hand gestures, for example. The

processor 50 acts on this user input by controlling an operation depending on the

determined activity of the user. The operation could be of almost any type: for

example, the activation of a software application or the pressing of a button or

selection of a menu item within an application. Of course, as will be readily

apparent to those skilled in the art, the processor may be comprised in another

hardware device, such as a set-top box (STB). The range of suitable operations

which may be controlled will vary accordingly. With a STB, for example, the

operation controlled may involve changing channels or browsing an electronic

program guide (EPG).

Identification of the context of a user input may be useful for multi-user

systems and/or systems having a microphone and video camera arrangement. It

may be advantageous for such systems to ignore interactions or user-inputs that

are not directed to the system. Further, in a multi-user interaction scenario, the

detection of user context may enable a transfer of interactive control from one

user to another.

It has been identified that the following information may be useful for

determining the context of a user input:



i) Attention Detection

ii) Movement Detection

iii) User Identification

Attention detection

A user's attention can be inferred from explicit and implicit cues, like head

pose, gaze, facial expression etc. Although attention is the state of the mind of a

user in response to their surroundings, it may manifest itself in several

observable cues from the. user. Embodiments may use observable cues in order

to determine the attention of a user. For example, if a user's gaze is directed

towards a system display, but the user is thinking of something else,

embodiments may still conclude that the user's attention it directed towards the

system.

Common, observable cues include posture, gaze, hand position, etc.,

which are visually detectable and used to determine the attention level and/or

direction of the user.

Movement Detection

Although a user's attention may directed towards the system, the user

may not be interacting with the system and may, instead, be a silent observer

whilst another user actively interacts with the system. Observable cues including

speech, hand gestures, pointing, lip activity etc. may be used to determine a user

engagement with the system.

Determination of the attention of users may inform the system which users

to monitor for movement. For example, the presence of a required attention level

may be used to activate the system for listening to user commands.

Determination of "genuine" activity may require a combination of

evidences from multimodal cues.

For example, when users are gazing towards a display of a system and

there is some background speech, a speech detection unit will indicate activity

whilst a processor may detect lip activity of the users using a video camera. This

may be used to determine jointly with the lip activity whether or not the detected

speech was from a user whose attention is directed towards the display.



Another example of combining detected clues may be the situation when

users are gesturing with their hand whilst talking to each other. Combined with

the cue of attention, embodiments may be arranged to determine that even

though there is gesture activity, the gestures are not directed towards the system.

Similarly, speech activity between the users can also be rejected by combining

the evidence that the attention of the users is not towards the system.

User Identification

The identity of the user may be used to personalize interaction. User

identities may be registered with a system. A face recognition engine may be

used to detect the identity of a user from an image or video. The identity of the

user can then be used to personalize a user interface, speaker dependent

models, gesture training data, etc.

Cues/Modalities

According to embodiments, some of the observable cues that may be

detected and tracks include: user attention; user gaze direction; user pose; user

face; change of depth of the user (front-most user, lunged forward etc.); user

gestures; user lip movement; user speech

Evidence Fusion

While detected cues can be used individually to provide information about

the state of a user, cues may be combined to provide a more robust and complex

understanding of the context within which a user input is provided. For example,

combining information regarding a user's face, lip activity, and audio activity from

a particular direction may help infer whether detected speech was from a

particular user and directed towards the system, or whether it was a spurious,

background speech utterance (i.e. background noise). Further, combination of

frontal face detection and gesture activity detection can be used to reject

spurious gestures.

Figure 2 depicts an embodiment which uses a video camera 60 and a

microphone array 70. Here, the multimodal cues of Lip Activity Detection (LAD),

Sound Source Localization using microphone array (SSL), Face Detection (FD)

and Gesture Activity Detection (GAD) are used to determine an engagement

level of a user with the system.



User activity is determined from speech activity (LAD + SSL) and gesture

activity (GAD). The speech activity is determined by a speech determination unit

75 which is input with signals from the video camera 60 and the microphone

array 70. The gesture activity is determined by a gesture determination unit 80

which is input with signal from the video camera 60. Thus, it will be understood

that LAD and GAD are captured using the video camera 60 and the SSL is

captured using the microphone array 70. In other words, the user activity is

determined using multiple cues that are provided from a visual representation of

the user and/or an audio representation of the user.

Such use of multiple cues may help to disambiguate and/or qualify a

detected user input. For example, the detection of lip activity in a visual

representation of the user without the detection of concurrently occurring speech

in an audio recording/representation of the user may indicate spurious lip

movements like chewing a gum, lip biting, etc. Conversely, the detection of

speech from a direction of the user without concurrently occurring lip movement

in the visual representation may indicate background speech from the direction of

the user and not directed at the system. Also, the presence of speech audio from

a direction without any user detected in that direction may indicate an

ambient/background sound from that direction.

The speech determination unit 75 detects speech activity using a using a

visual cue of lip activity (from a video input provided by the video camera 60) and

the presence of an audio cue from the direction of the user whose lips are

moving (from an audio input provided by the microphone array 70).

Here, the speech determination unit 75 comprises a lip activity detector

(LAD) 77 and a Sound Source Localization (SSL) unit 79.

The LAD 77 uses a detected frontal face in a video signal to identify the lip

region of a user as a Region of Interest (ROI) and looks for vertical optical flow in

the ROI. For example, an algorithm for detecting lip movements is illustrated in

Figure 3. In a video image 100, the lip region 105 is identified as the ROI by a lip

ROI localizer 77a of the LAD 77. Since inadvertent movements (left-right, front-

back) of the face can also result in optical flow in the mouth region, optical flows

from patches of a user's left and right cheek regions 110 is also determined.



Accordingly, as shown in Figure 3, the amount of optical flow in the lip region

105, the left cheek region 110 and right check region 110 is determined in steps

115, 120 and 125, respectively. These steps are undertaken by a motion detector

77b of the LAD 77. Next, in step 130, the amounts of optical flow in the left and

right cheek regions are averaged to obtain a single reference value 135 of optical

flow for the cheek regions. A ratio of the determined optical flow of mouth region

to the value 135 of optical flow of the cheek region is then determined in step

140. The ratio value 150 is used as an indicator of lip movement by comparing it

to a reference/threshold value in step 155 (using a lip activity thresholding unit

77c of the LAD 77). If the ratio value 150 is determined to be equal to or greater

than the reference/threshold value, the algorithm proceeds to step 160 where the

lip activity thresholding unit 77c determines that there is significant vertical flow in

mouth region compared to the other regions of the face, therefore determining

the existence of genuine lip activity. If, on the other hand, the ratio value 150 is

determined to be less than the reference/threshold value, the algorithm proceeds

to step 165 where the lip activity thresholding unit 77c determines that there no

significant vertical flow in mouth region compared to the other regions of the face,

therefore determining the no genuine lip activity.

In another embodiment for the LAD 77, the direction of optical flow in the

mouth region to decide whether the optical flow was due to lip movement or

movement of whole face (sideways, forward-backward) as shown in Figures 4a

to 4d.

The SSL unit 79 receives a signal from the microphone array 70 which is

adapted to continuously detect audible sounds. The signal from the microphone

array 70 is processed by an audio activity thresholding unit 79a of the SSL unit

79. The audio activity thresholding unit 79a compares the signal from the

microphone array 70 with a predetermined threshold value to determine whether

or not audio activity of interest has occurred. If audio activity of interest is

detected, the audio signal is passed to a time delay estimation unit 79b of the

SSL unit 79. The time delay estimation unit 79b is adapted to estimate time delay

between the microphones of the microphone array 70 using any suitable known

method, such as generalized cross correlation method with the phase transform



(PHAT) frequency weighting for example. Using the obtained time delay

information, a mapping unit 79c of the SSL unit 79 determines which region (such

as left, right or center) the detected audio activity is located in (relative to the front

of the system, for example).

The gesture activity determination unit 80 is input with a signal from the

video camera 60. In this example, the GAD of the gesture activity determination

unit 80 uses a detected face of the video signal to identify the chest region of the

user as the ROI 180 (as illustrated in Figure 5). Here, an assumption made is

that, whenever the user makes a gesture directed at the system, the user's face

185 will be visible in the video image and can be used to identify the location of

the chest region of the user (which is also where the gesture is expected to be

performed by the user). Using such an approach, the ROI detector 80a of the

gesture activity determination unit 80 identifies the user's chest region as the ROI

180.

Optical flow of a value exceeding a predetermined threshold which occurs

in the ROI 180 (i.e. around the chest region) is considered to be genuine gesture

activity. Such an assumption may help to reject background movement activity

(like a person walking past behind the user, or inadvertent movement of the

user's hand, for example). Also, when the user is not facing the system and

talking to another user (i.e. when the user's face is not detected in the video

signal), detected gesture activity may be rejected on the basis that is not directed

towards the system (but to the other user instead). Accordingly, the gesture

activity determination unit 80 comprises a motion detector 80b which is adapted

to detect user motion in the ROI 180 of the video signal. Here, the motion

detector 80b is adapted to determine optical flow in the ROI 180 of the video

signal. A value of optical flow is therefore provided by the motion detector 80b

which is passed to a gesture activity thresholding unit 80c of the gesture activity

determination unit 80. The gesture activity thresholding unit 80c compares the

value of optical flow to a reference/threshold value. If the value of optical flow is

determined to be equal to or greater than the reference/threshold value, the

gesture activity thresholding unit 80c determines that there is significant optical

flow and therefore determines the existence of genuine gesture activity. If, on the



other hand, the value of optical flow is determined to be less than the

reference/threshold value, the gesture activity thresholding unit 80c determines

that there is no significant optical flow in the ROI 180 and therefore determines

that there is no genuine gesture activity.

The different levels of detected user activity from the various units (LAD,

GAD and SSL) of the gesture activity determination unit 80 and the speech

determination unit 75 are combined (using a suitable algorithm) by the evidence

fusion unit 85 to provide a value/score representing the user's engagement level

with the system.

In the current example, a rule-based fusion/combination is used where,

when a lip activity is detected from a particular direction, audio activity is also

checked using SSL in the same direction and time interval. If it is determined that

there is co-occurring lip activity and audio activity, a genuine speech activity is

reported, along with a confidence score which is the product of the confidence

scores of the LAD and SSL components.

Gesture activity may be reported as another parallel activity stream along

with its corresponding confidence score. More sophisticated embodiments may

combine confidence scores from individual components, and come up with a joint

interpretation of the engagement level (i.e. score) for the user.

The obtained value/score is then passed to a multi-modal application 90 to

provide a context for a detected user input. As has been explained above, this

context may enable different kinds of user interactions (ranging from complete

sensor input rejection to complete interactions).

A detected input may therefore be interpreted in combination with a

measure of user activity to (which places the detected input in context) to

determine a command or action as may be desired by the user. Such an input

which is combined with a representation of user-activity is hereinafter referred to

as a context-based (CB) input since a single input may provide multiple modes of

operation, the chosen mode being dependent on the context (i.e. measure of

user activity) of the user input. The context may determine, for example, a target

software program or desired command.



The context-based input concept specifies a general pattern of interaction

where there is an input command part and there is context-based parameter part

of an interaction. For example, a CB input according to an embodiment may be

represented as follows:

CB Input = Input Command + User Activity Parameter.

Thus, a CB input as an interaction consists of a user input provided in

combination with user activity. When the user provides a speech input, for

example, the activity of the user is used as an extra parameter to provide context

to the speech input and specify the speech input in more detail. Such a CB

speech input may therefore be represented as follows:

CB Speech Input = Speech + User Activity Parameter.

Embodiments may use different forms of user activities like gesture, gaze,

pose, speech, face or torso movement, etc. to determine a context for a user

input. Such embodiments may jointly interpret multiple forms of user activity to

identify a context for a user input. This may provide user context information to a

multimodal application which can make use of the information to disambiguate or

qualify user inputs or interactions.

For example, embodiments may determine the occurrence of any one of

the following user activities when a user input is provided:

The user is gesturing to another user, therefore providing spurious hand

movements which are not part of a gesture directed towards the system;

The user is exhibiting unexpected lip activity caused by the user chewing

gum or taking to another user, for example;

Background speech from another person or nearby devices such as a

radio or mobile phone, etc;

The user is gazing or blankly staring at the display without paying actual

attention to the system;

The user gets up and walks away from the system; and

The user is sleeping.

The detection of such exemplary user activities may be used to indicate

that a detected user input is not valid for example.



A combination of user activities can be used to disambiguate whether a

user's attention and/or activity is directed towards the system. All available cues

may be captured using sensors like cameras and microphones.

A user input may be a gesture. Gestures may be performed without

requiring the user to enter any special mode when using an application -

although a mode requirement may used in alternative embodiments, for example,

requiring the user to hold a button while performing a gesture. The occurrence of

a gesture may be determined based on a profile of the physical or logical x and y

co-ordinates charted against time. A gesture may also be determined based

upon timing information. Because a gesture of a human may be a quick gesture,

one or more predefined thresholds can be chosen. A movement threshold may

be, for example, greater than 1 cm and the time threshold greater than 0.2

milliseconds and less than 700 milliseconds. These values of course may be

varied to accommodate all users. In some embodiments a threshold may be

defined based upon the size of a screen and/or the distance of the graphical

element from an edge of the screen. In other embodiments, a velocity threshold

may be used instead of or in addition to a speed threshold, wherein the velocity

threshold defines a minimum velocity at which the user must move his/her finger

or hand for it to qualify as a gesture. Other aspects of a gesture may be

compared against other thresholds. For instance, the system may calculate

velocity, acceleration, curvature, lift, and the like and use these derived values or

sets of values to determine if a user has performed a gesture.

Turning now to Figure 6, a method 600 according to an embodiment is

depicted. A processor like that of Figure 1 may be adapted to execute such a

method.

The method 600 comprises: detecting 610 a user input; obtaining 620 an

electronic representation of the user's actions; determining 630, from the

electronic representation, a user activity; and determining 640 a user command

based on the detected user input and the determined user activity.

Here, the electronic representation of the user's actions is a digital video of

comprising a visual and audio recording of the user. Thus, the electronic



representation may be obtained using a convention digital video camera having a

microphone arrangement (of any suitable number of microphones).

The user's hand is one simple and intuitive example of the input device 20.

However, other user devices may also be used. For example, the user may hold

a wand or other pointer in his/her hand. This could be colored distinctively or

exhibit characteristic markers, to aid detection in the image. Equally, another

body part could be used, such as an extended finger or the head. In each case,

the position of the input device can be calculated from a depth image for

example.

Embodiments provide an architecture and related computational

infrastructure such that the context of a detected use input may be determined

and used to disambiguate or qualify the input. Embodiments may therefore be

robust to noise conditions by rejecting spurious speech and gesture activities. In

this way, embodiments may identify user inputs accurately. Multiple cues such as

attention direction, posture, lip movement, etc., may be used to determine user

activity.

While specific embodiments have been described herein for purposes of

illustration, various other modifications will be apparent to a person skilled in the

art and may be made without departing from the scope of the concepts disclosed.

For example, an embodiment as shown in Fig. 7 comprises a portable

computing device 700 having a touch screen 701 which functions both as an

output of visual content and an input device for the device 700. A conventional

touch screen interface enables a user to provide input to a graphical user

interface ("GUI") 701a by manually touching the surface of the screen as a

means of targeting and selecting displayed graphical elements. In general,

simulated buttons, icons, sliders, and/or other displayed elements are engaged

by a user by directly touching the screen area at the location of the displayed

user interface element.

The computing device 700 further comprises a processing unit 702, user

activity detection means 704 and data storage means 706. The user activity

detection means 704 comprises a video camera 704a and a microphone 704b



arranged to obtain a visual and audio recording, respectively, of the user of the

device 700.

The data storage means 706 store one or more software programs for

controlling the operation of the computing device. The software program includes

routines for determining user activity such that an input provided by the user can

be disambiguated or further defined by the determined user activity (determined

from the visual and audio recordings). These routines may be implemented in

hardware and/or software and may be implemented in a variety of ways. In

general, the routines are configured to determine when a user provides an input

and to determine an activity of a user when the input is provided.



Claims:

1. A method of processing a user input provided by a user of an input device,

the method comprising:

using a computer, detecting the user input;

using a computer, obtaining a visual representation of the user's actions;

using a computer, obtaining an audio representation of the user's actions,

using a computer, determining a user activity based on the obtained visual

and audio representations; and

using a computer, determining a user command based on the detected

user input and the determined user activity.

2. The method of claim 1, wherein the audio representation is provided by a

microphone arrangement and wherein the step of determining a user activity

comprises, using a computer, processing the audio representation in accordance

with a sound recognition process.

3. The method of claim 2, wherein the sound recognition process is adapted

to determine at least one of: the location of a sound source; speech content of a

sound; and the volume of a sound.

4. The method of claim 1, wherein the visual representation is provided by a

video capture device and wherein the step of determining a user activity

comprises, using a computer, processing the visual representation in accordance

with a feature recognition process.

5 . The method of claim 4, wherein the feature recognition process is adapted

to determine at least one of: an attention direction of the user; facial movement of

the user; lip movement of the user; and a body pose of the user.

6. The method of claim 4, wherein the video capture device is a depth

camera adapted to provided one or more depth images, and wherein the step of



determining a user activity comprises, using a computer, processing the one or

more depth images in accordance with a depth recognition process so as to

determine the distance of an object or the user from a predetermined location.

7. The method of claim 1, wherein the step of detecting the user input

comprises:

using a computer, detecting movement or shape of the input device;

using a computer, comparing the detected movement or shape with a

predetermined threshold value; and

using a computer, determining a gesture has occurred if the detected

movement or shape is equal to or exceeds the predetermined threshold value.

8. The method of claim 7, wherein the predetermined threshold value is at

least one of: a value of speed; a velocity value; a duration of time; a measure of

straightness; a coordinate direction; a description of a shape and acceleration

value.

9. A system for processing a user input provided by a user of an input

device, the system comprising:

detection means adapted to detect the user input;

image capture means adapted to obtain a visual representation of the

user's actions;

a microphone arrangement adapted to obtain an audio representation of

the user's actjons

activity determination means adapted to determine a user activity from the

obtained visual and audio representations of the user's actions; and

a processing unit adapted to determine a user command based on the

detected user input and the determined user activity.

10. The system of claim 9, wherein the activity determination means are

adapted to determine a user activity by processing the audio representation in

accordance with a sound recognition process.



1. The system of claim 9, wherein the image capture means comprise a

video capture device and wherein the activity determination means are adapted

to determine a user activity by processing the visual representation in

accordance with a feature recognition process.

12. The system of claim 11, wherein the feature recognition process is

adapted to determine at least one of: an attention direction of the user; facial

movement of the user; lip movement of the user; and a body pose of the user.

13 . The system of claim 9, wherein the detection means comprise:

input device detection means adapted to detect movement or shape of the

input device;

a comparison unit adapted to compare the detected movement or shape

with a predetermined threshold value; and

a gesture determination unit adapted to determine a gesture has occurred

if the detected movement or shape is equal to or exceeds the predetermined

threshold value.

14. A computer program comprising computer program code means adapted

to perform, when run a computer, the steps of:

detecting a user input provided by a user of an input device;

obtaining a visual representation of the user's actions;

obtaining an audio representation of the user's actions,

determining a user activity based on the obtained visual and audio

representations; and

determining a user command based on the detected user input and the

determined user activity.

15. A computer program as claimed in claim 14 embodied on a computer

readable medium.
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