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(57) ABSTRACT 

The load on access points (APs) in wireless, local area 
networks (WLANs) is minimized using a number of meth 
ods and associated devices. One method minimizes the load 
of the most congested APs while a second balances the load 
on both congested and uncongested APS using an optimal 
min-max (priority) load balanced solution. The optimal 
Solution is obtained without requiring complex modifica 
tions, among other things. Both methods include adjust 
ments to the transmission power levels of AP beacon mes 
sages to reduce congestion, but do not require adjustments 
to the transmission power levels of AP data traffic channels. 
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FIG. 3 

Routine Calc Bottleneck set (s = {(a,p)}, B, Y) 
B- 1 = Ilused for the termination condition, 
i = 0 0. 

while (Bi - Bi-1) and (vae Bi, p > 0)do 
as i + 1 
IGet the simulated state S'by performing set Bi-1 
Ilpower reduction operation from states init 

for every APae Bi- 1 let P. =p. 
for every APaeA - Bi-1 let P. -p 

lEvaluate the new user association and 
all compute the load on on each AP in state Sl. 

y = The load of APain state Si. 
Bi = Bi-1 Uaia e A Ay2 Ya y > y i. 

end while 
B = Bi 
return B 

end 

FIG. 4 
Alg CKMin Congestion Load Alg (A,U) 

for every AP a e A let pa = K 
End Flag as FALSE 
while (End Flag = FALSE) do 

lFind congested APs and their load, 
Y = n.a. a6Aya 
D = ?ala e AAya= Y 
B = Calc Bottleneck Set (a,p)},D,Y) 
if ((B = A) v ( exist aeBs.tpa= 0) then 

End Flag = TRUE 
else 

for every APae Blet Pa = pa -1 
end if 

end while 
return (a,p)}laeA) 

end 
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F.G. 6 

Alg LK Min Congestion Load Alg (A,U) 
for every APa e A letpa = K 

flSet power indices of all APs to Kandevaluate AP load. 
s e {(a, Pa ) 
Y F maxa 6Aya 
End Flag = FALSE 
while (End Flag = FALSE) do 
Y a maxa 6A ya 
D = {ala e A Aya = Y 
if (exist aeD s.t. pa=0) then 

End Flag = TRUE 
else 

lDecrease power indices of attaPs in D by t 
land evaluate AP load. 

for every APaeD let Pa= pa -1 
Y = maxa e A Wa 
if (YC then 

S = (a,p) 
Y = Y 
end if 

end if 
end while 
return S. 

end 
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After first iteration, D=(c) 
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FIG. 8 

Alg Min Max Priority Load Balancing Alg(A,U) 
S .. p =K)}Wae. A 
Fs 
while (fif A) do 

(S,d)=LK Minimize m Coordinate (SF) 
F = F U{d} 

end while 
return S 

end 
Routine LK Minimize m Coordinate(S,F) 

S=S init 
Y=Y=max aeA-Fya 
d=d = a s.t.a e A-F Aya = Y 
End Flag = FALSE 
while (End Flag = FALSE) do 
if (pd = 0) then 

End Flag = TRUE 
else 
Pd = Pd-1 IPOWerreduction & load evaluation. 
Y= maxae A-Fya 
d= a s.t.ae A-F A ya =Y 

lCheck if fixed AP load Was increased. 
if (existae F s.t. a =<ya) then 

End Flag = TRUE 
lCheck if a better network state was found. 

else if (Y < Y) then 

end while 
return (S, d). 

end 
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FIG. 10 

2 4 6 8 10 12 14 15 18 20 
AP index 

SSF Min-Max - FRAC ---- 
Min-Congestion - NT - - - 

F.G. 11 

2 4 6 8 10 12 14 15 18 20 
AP index 

SSF Min-Max - F an air as a 
Min-Congestion - NT - - - RAC 

  

  



Patent Application Publication Oct. 25, 2007 Sheet 9 of 10 US 2007/024.8033 A1 

FIG. 12 
2.5 

2 

1.5 
y 
D 

1.0 

“N" -sis 
O 

2 4 6 8 10 12 14 15 18 20 
AP index 

SSF Min-Max - FRAC ---- 
Min-Congestion - INT - - - 

s 

2 4 6 8 10 12 14 15 18 20 
AP index 

1 level SSF 2 Levels - 5 Levels ---- 
10 Levels - 20 Levels - - - 

  



Patent Application Publication Oct. 25, 2007 Sheet 10 of 10 US 2007/0248033 A1 

FIG. 14 

The set of all access points (APs). 
The bottleneck set of APs. 
The set of congested APs. 
The set of fixed APs. 
Attenuation of APa's signal detected by useru. 
The maximal transmission power index. 
Load Contribution of user u to APa. 
Transmission power of AP a. 
Transmission power index ofAPapa e O.K. 
Signal strength of AP a received by Useru. 
A network state, S = {(apa). 
A recorded network state. 
The set of all users. 
The set of users associated with APa. 
The load of APa. 
The network congested load, 
The congestion load of the recorded state. 
The AP load vector, YS (y1 'Al ). 
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METHODS AND DEVICES FOR BALANCING 
THE LOAD ON ACCESS POINTS IN 

WRELESS LOCAL AREANETWORKS 

RELATED APPLICATION 

0001. This application is related to, and claims the benefit 
of priority of U.S. Provisional Patent Application No. 
60/793,305 filed on Apr. 20, 2006 entitled “Cell Breathing 
Techniques for Load Balancing in Wireless LANS”, the 
disclosure of which is incorporated by reference in full 
herein as if set forth in full herein. 

BACKGROUND OF THE INVENTION 

0002. In wireless, local area networks (WLANs), a wire 
less device scans all available channels to detect nearby 
access points (APs) and then associates itself with an AP that 
has the strongest received signal strength indicator (RSSI) 
without taken into consideration the load on such an AP or 
on other nearby APs. Recent studies on operational IEEE 
802.11 WLANs have shown that traffic loads are often 
unevenly distributed among APs within a WLAN. Typically, 
at any given point in time some APS tend to suffer from 
heavy loads (so-called “congested APs) while others do 
not. This situation creates a load imbalance within a WLAN. 
Load imbalances are undesirable because they hamper a 
network from fully utilizing its capacity and prevent the 
network from providing services in a fair and even manner. 
0003. Currently the IEEE 802.11 WLAN standard does 
not provide a set method to resolve load imbalances. To 
overcome this deficiency, various load balancing schemes 
have been proposed by both academia and industry. Most of 
these methods take the approach of directly controlling 
user-AP associations by deploying proprietary client soft 
ware or specially designed WLAN cards in devices (e.g., 
computers) operated by users. In these approaches APS 
broadcast their load levels to user devices (sometimes 
referred to as just “users') via modified beacon messages, 
and each user chooses the least-loaded AP. 
0004 Although such a user selection approach can 
achieve load balancing, the deployment of proprietary client 
software/hardware to all (or most) user devices is difficult to 
achieve. For example, today users access a variety of 
WLANs. Such as hotels, airports, shopping centers and 
university campuses. These different networks are managed 
by different organizations that have most likely adopted 
different load balancing mechanisms. It is unrealistic to 
expect users to have multiple, different client modules; one 
for each different network. 
0005. Therefore, it is desirable to provide new load 
balancing schemes that do not require the use of proprietary 
client modules and the like. 
0006. Other types of networks also face load-balancing 
challenges. For example, in CDMA cellular networks an 
increase in the number of active users in a cell causes an 
increase in the total interference sensed at the cell's base 
stations. This causes the cell to become congested. When a 
cell becomes congested, devices being operated by users 
within the cell need to transmit at higher power levels to 
overcome the effects of interference in order to ensure 
signals they are transmitting to base stations are received at 
acceptable signal-to-interference ratios. As power levels 
within a cell increase, the signals generated cause increased 
interference with neighboring cells. As a result, the overall 
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capacity of a network containing such cells begins to 
decrease. To overcome these unwanted increases in inter 
ference, so-called “cell breathing techniques have been 
developed. Generally speaking, however, existing cell 
breathing techniques developed for CDMA networks do not 
work well in WLANs. 

0007 Because WLANs face similar load-balancing chal 
lenges as in CDMA networks the present inventors began to 
study how to solve these challenges by first realizing the 
shortcomings of existing cell breathing techniques. For 
example, referring to FIG. 1(a), there is shown a WLAN 1 
with three AP's, a, b and c that are assumed to be transmit 
ting at the same maximal power level. For the sake of 
simplicity, we will assign a number of users to each AP. In 
FIG. 1(a), 1 user is initially assigned to APa, 8 to APb, and 
1 to AP c. In this example, we define the load of an AP to 
be the number of its assigned or associated users. Given this 
scenario, APb has a much higher load than APs a and c. In 
accordance with an existing cell breathing technique, to 
reduce the load on AP b its transmission power must be 
reduced. This leads to a reduction in the transmission 
range/cell size of b. In FIG. 1(a) the range shrinks from 
boundary 101 to 102, for example. As is illustrated in FIG. 
1(a), the four users/devices 1-4 located farthest away from 
APb are affected by this reduction in cell size. At its original 
size, users 1-4 are within the cell and, therefore, within range 
of APb transmissions. As the cell shrinks from size 101 to 
102 the users 1-4 find themselves located at the very edge of 
APbS range (and sometimes outside the range of course). 
Being farther away from APb typically results in a decrease 
in signal quality at the devices used by users 1-4. In response 
to the detection of a lower signal quality, the devices used by 
users 1-4 initiate Scanning operations to select an AP asso 
ciated with a higher signal quality. For example, two of the 
users 1-2 in FIG. 1(a) may detect a higher signal quality 
from AP a, while users 3-4 detect a higher signal quality 
from AP c. Once a higher signal quality is detected, in 
accordance with an existing cell breathing technique, the 
users are shifted to APs a and c, respectively. As illustrated 
in FIG. 1(b), the net effect is to more evenly distribute the 
load/users within WLAN 1 (i.e., because 3 users are now 
assigned to APa, 4 to AP b, and 3 to AP c). 
0008. However, a reduction in the transmission power of 
APb affects the signal quality of the channels/links between 
APb and all of the users within its cell, not just users 1-4. 
Thus, users/devices 5-8 that are not shifted to another AP 
(i.e., remain associated with APb) also detect lower signal 
qualities. In response, the devices used by users 5-8 may 
have to communicate at a lower bit rate. At slower bit rates, 
it may take longer for information (sometimes referred to as 
“traffic') to be transmitted from a user 5-8 to AP b. This 
effectively increases the load contributed by each user 5-8 on 
APb (if the AP load is determined by considering not only 
the number of users but also effective user throughput). 
Thus, instead of reducing the load on an AP existing cell 
breathing techniques may actually increase the load. 
0009. Accordingly, it is desirable to provide methods and 
devices that avoid or minimize load imbalances within 
wireless networks. In particular, it is desirable to provide 
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more effective cell breathing methods (and associated 
devices) that can be used to minimize load imbalances 
within WLANs. 

SUMMARY OF THE INVENTION 

0010. The inventors have discovered methods and 
devices that minimize load imbalances within wireless net 
works, such as WLANs, yet avoid the above-described 
imbalances. In accordance with the present invention, the 
transmission power level used to transmit data/traffic is 
separated from the transmission power level used to transmit 
beacon messages; only the latter is reduced. 
0011. By maintaining the power level used by an AP to 
transmit data, the transmission bit-rate of devices within 
range of the AP are maintained. However, because each 
user/device within an AP, or those approaching an AP, 
determines whether or not to remain assigned (or become 
assigned) to an existing AP or switch to another AP by 
detecting and evaluating the signal quality of separate bea 
con messages from the AP it is presently assigned to (or 
seeks to become assigned to), by reducing the power level 
used to transmit beacon messages the present invention, in 
effect, shrinks the size of an AP's cell(s). Consequently, this 
discourages new users from becoming assigned to an AP. In 
the case where an AP is already congested, this prevents the 
AP from becoming further congested. 
0012 Reducing the traffic load on an AP is part of the 
Solution to avoiding load imbalances. The other part is 
directing or re-directing (collectively "directing) traffic 
from one AP to a neighboring AP that is not overloaded. 
0013 The combination of reducing the traffic load on one 
AP while increasing the load on a suitable, neighboring AP 
balances the traffic load within a WLAN. 
0014. In contrast to previous attempts to balance traffic 
loads within a WLAN that rely mainly on local optimization 
heuristics, the present invention uses optimal cell dimen 
Sioning methods (and associated devices) to find determin 
istic min-max load balancing solutions. 
0015 The methods and devices provided by the present 
invention are also particularly attractive because they do not 
require user assistance or the modification of existing 802.11 
standards, unlike most existing proposals for WLAN load 
balancing. 
0016. Instead, the methods provided by the present 
invention may be implemented by changing software which 
controls existing devices. More particularly, for example, by 
changing software used by a network controller or manage 
ment unit that is located at a network operations center 
(NOC). 
0017. In one embodiment of the invention, such a con 
troller is operable to decrease an AP's cell size by changing 
the transmission power of the AP's beacon messages with 
out changing the transmission power of the AP's data traffic 
channel. Thereafter, the controller directs users/devices near 
a boundary of the cell to less congested APs. Today, avail 
able APs already support multiple transmission power lev 
els, so the inventors believe the present invention may be 
implemented easily by, for example, distributing/download 
ing software updates to existing APs. 
0018. Further, the novel cell breathing methods provided 
by the present invention are not tied to a particular load 
definition, but support a broad range of load definitions. The 
load contributions may be as simple as the number of users 
associated with an AP or can be more sophisticated to take 
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into account factors like effective transmission bit-rate, 
average traffic demand or multiplicative user load contribu 
tions. 

0019. In further embodiments of the invention, methods 
and controllers provided by the invention operating at a 
network operation center (NOC) or the like collect load and 
association information from APs (e.g., via Simple Network 
Management Protocol. “SNMP, messages). Depending on 
the extent of the available information, one of two models or 
methods (the two words may be used interchangeably 
herein) may then be used to carry out load balancing. The 
first is a complete knowledge (CK) model, in which poten 
tial user-AP associations and their corresponding AP loads 
are known a priori for all possible beacon power assign 
ments. Because Such information may not be readily avail 
able, the present invention also provides a limited knowl 
edge (LK) model in which the user-AP associations and AP 
loads for only the current beacon power assignments are 
available. The CK model serves as a building block for the 
more practical LK model. 
0020 Each of the models provided by the present inven 
tion involves, in general, two steps. The first step is mini 
mizing the load on the most congested APS, whose load is 
called the congestion load. The present invention provides 
two polynomial time algorithms/methods (hereafter referred 
to as “methods” or “method”) that find optimal solutions, 
one for each model. This is a significant achievement 
because load balancing problems are known to be strong 
NP-hard (i.e., very difficult to solve within a determinate 
amount of time). Further, it is particularly significant that the 
present inventors have discovered a polynomial-time opti 
mal method that can be used in the LK model. In accordance 
with the present invention, the solutions provided to solve 
load balancing problems are based on the insight discovered 
by the inventors that, as long as current AP power level 
settings dominate optimal power level settings (i.e., each 
AP has the same or higher power level than the power level 
in an optimal Solution), an optimal solution can nonetheless 
be obtained by carrying out a sequence of power reduction 
operations. In one exemplary method provided by the 
present invention, beginning from a maximal power level. 
the power level of a selected set of APs is iteratively 
reduced. In the CK model, the concept of a bottleneck set is 
used to ensure convergence to an optimal solution. After 
reducing the power level of all APs in the bottleneck set, the 
load of each AP is guaranteed to stay the same or strictly 
lower than the initial congestion load before the power level 
reductions. For the LK model a different approach, termed 
optimal state recording, is used in which the power levels of 
congested APs are gradually reduced until the power cannot 
be reduced any further, all the while recording the best 
Solution found after each reduction in power. 
0021. The second step involves solving the problem of 
finding a so-called min-max load balanced solution(s). 
Though the proofs have been omitted for the sake of 
clarity/brevity herein, the inventors have discovered/proved 
that this is also a strong NP-hard problem to solve and that 
there exists no acceptable method of approximating a solu 
tion. More specifically, the inventors proved that there exists 
no method that guarantees any coordinate-wise approxima 
tion ratio, and the approximation ratio of any prefix-sum 
approximation algorithm is at least P(log n), where n is the 
number of APs in the network. Undeterred, the inventors 
discovered a variant of the min-max problem, termed pri 
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ority load balancing, whose optimal Solution can be calcu 
lated in a polynomial-time for both models. In priority load 
balancing, the AP load is defined as an ordered pair of the 
aggregated load contributions of the AP's associated users 
and a unique AP priority. Using optimal state recording, a 
method was constructed that iteratively computes each coor 
dinate of a min-max priority load balanced solution(s). 

BRIEF DESCRIPTION OF THE DRAWINGS 

0022 FIGS. 1(a) and (b) depict examples of WLANs 
used to illustrate features of the present invention. 
0023 FIGS. 2(a) and (b) depict additional examples of 
WLANs used to illustrate features of the present invention. 
0024 FIG. 3 depicts an example of a software program 
that may be used to compute a “bottleneck set in accor 
dance with the present invention. 
0025 FIG. 4 depicts an example of a software program 
that may be used to execute a complete knowledge method 
of the present invention. 
0026 FIGS. 5(a) through (d) depict examples of changes 

to a WLAN as a result of the execution of the compete 
knowledge method of the present invention. 
0027 FIG. 6 depicts an example of a software program 

tat may be used to execute a limited knowledge method of 
the present invention. 
0028 FIGS. 7(a) through (d) depict examples of changes 
to a WLAN as a result of the execution of the limited 
knowledge method of the present invention. 
0029 FIG. 8 depicts an example of a software program 
that may be used to execute a min-max priority load bal 
ancing method of the present invention. 
0030 FIGS. 9(a) and (b) depict examples of changes to 
a WLAN as a result of the execution of the min-max priority 
load balancing method of the present invention. 
0031 FIGS. 10 through 13 depict graphs that illustrate 
the differences between methods provided by the present 
invention and existing load balancing methods. 
0032 Table I is a list of some of the symbols used 
throughout this discussion and their exemplary meanings. 
0033 Table II depicts exemplary run-time statistics for a 
controller or the like that executes a limited knowledge 
method provided by the present invention. 

DETAILED DESCRIPTION OF THE 
INVENTION, WITH EXAMPLES 

0034 Referring again to FIG. 1(a), there is shown a 
WLAN 1000 with a set of APs, denoted by a-c. Though not 
shown, it should be understood that all of the APs a-c may 
be directly attached to a wired infrastructure, e.g., the 
Internet. Each APa-c has a certain transmission range and it 
can serve only those users 1-8 within its range. Further, each 
AP a-c may be configured to use one of a plurality of 
transmission power levels. For the sake of simplicity, it can 
be assumed that the APs a-c are deployed to ensure a high 
degree of overlapping between their ranges so that every 
user 1-8 is covered by at least one AP even when all APs are 
transmitting at a minimal power level. 
0035. Further, it can be assumed that users 1-8 have a 
quasi-static mobility pattern. In other words, users can move 
freely, but they tend to stay in the same relative location for 
a long period of time. At any given period of time, each user 
1-8 is associated with a single APa-c. Each APa-c periodi 
cally transmits beacon messages to “advertise its presence. 
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When a user enters WLAN 1000, her associated device 
scans all channels within the WLAN 1000 in order to detect 
the beacon messages. After detecting beacon messages, the 
user's device is further operable to measure the RSSI of each 
message detected. Typically, the device then initiates a 
process to create a link between it and the AP associated with 
the strongest measured RSSI. Thereafter, whenever the 
signal quality of the link the user has established begins to 
deteriorate below a certain threshold, the device associated 
with the user once again initiates a process that scans all of 
the beacon messages to determine whether there is a stron 
ger signal. If so, the user/device tries to establish a new link 
with the AP associated with the stronger signal. 
0036. The method just described balances the load on 
APs within a WLAN by discouraging new users from 
becoming associated with a congested AP. However, this 
may not provide immediate relief to a congested AP. For 
immediate relief (i.e., load reduction), users/devices already 
associated with the congested AP need to be reassigned 
away from the congested AP. To do so, what is needed is a 
way to encourage, So-to-speak, such users/devices to invoke 
their scanning operations in order to detect a beacon mes 
sage from another AP. There are a number of ways this can 
be done. One way is to trigger association shifts after the cell 
range of an AP is altered. Hereafter, we limit our discussion 
just to the power level of beacon messages. That is, here 
after, when the terms “transmission power” or “power 
levels” or “state' are used, they relate to only the power used 
to transmit beacon messages unless otherwise noted or 
unless the context indicates otherwise. 
0037. As indicated above, the first step in minimizing 
load imbalances is to minimize the load on APs within a 
WLAN. In one embodiment of the invention, the CK model 
is used to minimize loads. In an alternative embodiment the 
LK model is used. 
0038 A network can be said to have “complete knowl 
edge” when it (e.g., a controller within a NOC) is able to 
detect or collect the potential signal attenuations and load 
contributions associated with every user-AP pair within a 
WLAN. A complete knowledge state is feasible when all of 
the users collect RSSI information from all nearby APs and 
send it to a controller located at the NOC. Unfortunately, this 
capability is not currently available in most existing 
WLANs. Nonetheless, the CK model is useful as a building 
block for the LK model which uses current load and user 
assignments. 
0039. A network can be said to have limited knowledge 
when it (e.g., a controller located at an NOC) is only able to 
detect or collect information concerning the set of users that 
are currently assigned to each AP and the load contribution 
of each Such user on the AP it is assigned to. 
0040. In accordance with an embodiment of the inven 
tion, in the CK model, a controller may be able to a priori 
determine user-AP assignments/associations in all potential 
states without actually changing the state of a WLAN. This 
allows the NOC to perform off-line calculations for a desired 
state. Such off-line calculations are not feasible in the LK 
model. 
0041. To overcome problems relating to convergence 

(i.e., though the load on a congested AP decreases, the load 
on another AP increases) of either model to an optimal 
balanced state the present invention provides for the use of 
the following two additional approaches. For the CK model, 
the present invention first computes a so-called bottleneck 
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set power reduction. This approach involves performing a 
sequence of set power reductions that monotonically con 
verges to an optimal state. This ensures that a congestive 
load does not increase. As for the LK model, the present 
invention first uses optimal state recording. In this approach, 
records of the best state found so far are kept. 
0042. In accordance with the present invention, a bottle 
neck set can be defined as the minimal set of APs that 
contains all congested APs (with load Y) as well as all APs 
whose load may elevate to Y or above as a result of carrying 
out set power reductions. The present inventors have devel 
oped a formal expression for the bottleneck set. However, 
this expression is not needed for an understanding of the 
present invention and has been omitted herein. Instead, we 
now present one example of a bottleneck set. 
0043 Consider the WLAN 2000 shown in FIG. 2(a). 
When APs a,b have the same power level a reduction in the 
power level of AP a decreases its load from 3 to 1, while 
increasing the load on AP b to only 2. Thus, the bottleneck 
set at this moment can be said to contain only APa. When 
a has a lower power level than b, as illustrated in FIG. 2(b), 
however, reducing the power level of breduces its load from 
2 to 0 and increases as load to 3. In this case, the bottleneck 
set contains both APs a and b. For the sake of completeness, 
an example of a software program/routine provided by the 
present invention which may be used to compute a bottle 
neck set is depicted in FIG. 3. 
0044. In the case where a controller has complete knowl 
edge of a WLAN, the bottleneck set of the WLAN can be 
easily calculated. First, the RSSI between each AP a and 
each user is calculated. This information allows the control 
ler to determine the initial user-AP assignments/associa 
tions, the load on each APa, and the maximal load Y. From 
these the controller can compute a bottleneck set using 
formulas developed by the present inventors. Again, the 
details of such formulas are not necessary for an understand 
ing of the present invention, though, as noted above, one 
example of a routine to compute a bottleneck set is set forth 
in FIG. 3. Suffice to say that the net result of all of the proofs 
derived by the inventors is the following discovery: that the 
bottleneck set for a given WLAN is the smallest set of APs 
that contains a set of congested APS that is arrived at using 
power reductions which do not increase the load on any 
other AP to a maximal load Y or higher. Having computed 
the bottleneck set of APs, controllers provided by the present 
invention next use this set to minimize congestion on APS 
within a WLAN where the controller has complete knowl 
edge of the WLAN. 
0045. In accordance with one embodiment of the inven 
tion, the CK method minimizes congestion by initially 
assuming that all APs are in a maximal power state and 
transmit at their maximal transmission power. Thereafter, 
the CK method executed by a controller in accordance with 
the present invention iteratively calculates a bottleneck set. 
Using the calculated set, the method next determines 
whether another power reduction operation needs to be 
applied or whether an optimal state is found. To this end, the 
CK method makes use of two termination conditions (i.e., 
conditions which trigger the end of power reductions). The 
first condition determines whether the bottleneck set is equal 
to the complete set of APs. This condition may be satisfied 
when the load on all APs within a WLAN is balanced such 
that further power reductions will cause some of the APs to 
become more congested, not less. The second condition 
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determines whether the bottleneck set contains an AP that is 
transmitting using a minimal power level. If so, the power 
level of all of the APs in the bottleneck set cannot be equally 
decreased and the method is terminated. Such a case typi 
cally occurs when the CK method determines that the load 
on APs within a WLAN is not balanced and continues to 
attempt to reduce the maximal load by repeatedly reducing 
the power level of congested APs. An example of a software 
program or routine for carrying out a CK method in accor 
dance with the present invention is shown in FIG. 4. 
0046 FIG. 5(a) depicts an example of a WLAN 3000 
where the congestion on APs a, b and c within WLAN 3000 
has been minimized using an exemplary CK method of the 
present invention. As shown, in addition to APs a, b and c, 
WLAN 3000 contains exemplary users, uuuu and 
controller 3001. In accordance with embodiments of the 
present invention, APs a, b and c are operable to provide the 
controller 3001 with their associated users, loads and addi 
tional relevant information. Upon receiving and analyzing 
this information, the controller 3001 is operable to execute 
the methods provided by the present invention, including the 
CK method presently under discussion. 
0047 Continuing, each of the APs a, b and c may operate 
at 3 different power levels, 0, 1 and 2. In FIG. 5(a), user-AP 
assignments/associations are depicted as Solid or dotted 
lines, where the solid lines indicate when each of the APs 
transmit at the same power level (default associations) and 
the dotted lines indicate other possible associations. The 
number on each line indicates the contribution by a user to 
the load on its associated AP. For example, u can only be 
associated with a and contributes a load of 4. U can be 
associated with each of the APs, and it contributes a load of 
2. U. preferably chooses the AP with the highest power 
level, but in case of a tie it prefers c. If c is transmitting at 
a lower power level than a and b it prefers b. An asterisk 
indicates that a gap of two power levels is required to shift 
a user, e.g., u can change its association from a to b only if 
the power level of APa is 0 and the power level of APb is 
2 

0048. At an initial state shown in FIG.5(b), all of the APs 
have the same power level/index. 2, and the load on each AP 
a, b and c is 7, 0 and 12, respectively. In a first iteration of 
a CK method provided by the present invention, a bottleneck 
set (“B”) is computed and AP c is identified as being 
contained in the set. In addition, the power level of c is 
reduced to 1. Consequently, us changes its association to AP 
b. The new user-AP associations and loads are shown in 
FIG. 5(c). Note that b is still the congested AP. However, 
additional reductions in the power level used by AP c to 
transmit beacon messages will cause user u to change its 
association to AP b, causing the load on APb to become 17. 
Thus, in a second iteration illustrated in FIG. 5(d), the 
bottleneck set will contain both c and b. This is the last 
iteration, since p-0. The final state shown in FIG. 5(d) 
minimizes congestion but does not balance the loads on the 
non-congested APs. This is left to a second step of the 
present invention discussed later on. 
0049. In yet a further discovery, the inventors discovered 
that the CK methods provided by the present invention 
always find an optimal state that minimizes the congestion 
load of a WLAN. The inventors developed proofs to support 
this discovery. These proofs, however, are not necessary for 
an understanding of the present invention and have been 
omitted for the sake of clarity and brevity. For example, the 
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proofs are not necessary for an understanding of how the CK 
methods may be used to minimize congestion. 
0050 We now turn our attention to an alternative 
embodiment of the present invention which may be used to 
minimize congestion when it is not feasible to obtain com 
plete knowledge of a WLAN. This second embodiment is 
the LK method(s). Unlike CK methods, a bottleneck set of 
APs cannot be computed in advance. 
0051. This hurdle, however, was overcome by the present 
inventors when they discovered that as long as a networks 
(e.g., a WLAN) state is Sub-optimal (e.g., the loads on APS 
in a WLAN are unbalanced) and this state dominates an 
optimal Solution, a sequence of simultaneous reductions to 
the power levels of beacon signals associated with a set of 
congested APs results in convergence to an optimal state 
(i.e., to optimal power levels that balance the loads within a 
WLAN). This discovery created a dilemma of its own: the 
challenge of identifying a termination condition (i.e., when 
to stop the reductions) that is associated with Such an 
optimal solution. Without a termination condition the 
sequence of reductions may have ended up generating a 
Sub-optimal Solution. To determine Such a condition, the LK 
methods provided by the present invention use an optimal 
state recording approach that records/stores the transmission 
power levels of all APs that correspond to a lowest conges 
tion load. In more detail, the optimal state recording 
approach defines two variables. The first keeps a recorded 
state (e.g., levels) and the second keeps a congestion load 
value associated with the recorded state, referred to as the 
recorded congestion load. 
0.052. In accordance with one embodiment of the inven 
tion an LK method comprises the following steps. Initially, 
the method begins where all APs are operating in a maximal 
power state (e.g., maximum power levels) where a recorded 
state (e.g. power levels) and recorded congestion load are 
initialized to some value. Then, the set D of congested APs 
are iteratively computed, and, as long as the set D does not 
contain an AP at a minimal power level, it iteratively reduces 
the power levels of the APs in set D. After each iteration a 
current congestion load of the new state is measured, and if 
the current, measured load is lower than a previously stored/ 
recorded congestion load, then the current (reduced) power 
levels and current congested load are stored in place of the 
previously computed levels and load. In the last iteration the 
power levels of the APs are set using the last stored/recorded 
(reduced) power levels/state. An example of a software 
program for carrying out an LK method of the present 
invention is shown in FIG. 6. An example of how this 
method maybe executed by a controller or the like is as 
follows. 

0053. Using the WLAN 3000 shown in FIG. 5(a), it can 
be seen that at an initial state, all of the APs a, b, and c have 
the same power level/index, 2. Referring now to FIG. 7(a), 
exemplary initial user-AP associations and AP loads are 
shown. In this example, c is the congested AP. In accordance 
with the present invention, the LK method reduces the 
power index of AP c twice in two successive iterations, as 
illustrated in FIGS. 7(b) and 7-(c). After the first iteration, 
the load on c is reduced from 12 to 10 and this state is 
recorded/stored. After the second iteration, AP b becomes 
the congested AP with a congested load of 17. In the third 
iteration, the LK method reduces the power level/index of 
APb and user us changes its association accordingly. As a 
result, AP c becomes the congested AP once again. Because 
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AP c is now transmitting using a minimal power level, the 
method is terminated. At the end, the method (e.g. a con 
troller) configures the APs a, b and c using the recorded State 
(e.g., assigns power levels to the APs), as illustrated in FIG. 
7(b). 
0054 As mentioned before, the inventors discovered that 
the LK method always finds an optimal state that minimizes 
the network congestion load. Again, though the inventors 
developed detailed proofs of this discovery, they have been 
omitted to keep the present discussion as simple as possible. 
0055. The complete and limited knowledge methods dis 
cussed above minimize network congestion loads but do not 
necessarily balance the load on non-congested APs. Realiz 
ing this, the present invention provides for methods (and 
associated devices, e.g. controllers) that do both. 
0056. Unfortunately, achieving this typically requires 
solving problems which are “NP-hard' (i.e., the time it takes 
to arrive at a solution cannot be determined) and it is hard 
to find even an approximate solution. In spite of this, the 
present inventors discovered a variant of the min-max 
problem, referred to as the min-max priority-load balancing 
problem, and further discovered an optimal solution to this 
variant which can be found in polynomial time (i.e., in a time 
period which can be determined/approximated). 
0057. Before presenting the solution discovered by the 
inventors, we first present some additional background 
information. 
0.058 A commonly used approach to evaluate the quality 
of a load balancing method is to determine whether or not it 
generates a minimum-maximum (“min-max”) load balanced 
solution. Informally, a network state is considered to be 
min-max load balanced if there is no way to reduce the load 
of any AP without increasing the load of another AP with the 
same or higher load. The inventors define a load vector, Y. 
of a state S to be the set consisting of the load of each AP 
sorted in decreasing order. Further, a feasible network state 
S is said to be min-max load balanced if its corresponding 
load vector Y has the same or lower lexicographical value 
than any other load vector Y of any other feasible state S. 
0059. As indicated above, the problem of finding a min 
max load balanced state is an NP-hard problem to solve. It 
should be understood that the inventors developed detailed 
proofs demonstrating this but, as before, these proofs have 
been omitted to simplify the explanation of the present 
invention. Further, the inventors also developed proofs to 
demonstrate that even a “simpler problem, i.e., the problem 
of identifying the minimal set of congested APs for a known 
minimal congestion load, is by itself NP-hard. These proofs 
have also been omitted. 
0060 Realizing that the solutions to these problems were 
NP-hard, the inventors next discovered a variant of the 
min-max load balancing problem and then discovered an 
optimal solution to this variant that can be calculated in 
polynomial time. In the variant discovered by the inventors, 
it is assumed that each APa within a set of APs has a unique 
priority, also termed a weight, W. The weight indicates the 
AP's importance. The inventors also developed a new AP 
load definition, referred to as a priority load. 
0061 For example, consider an AP a with priority w. 
and let 1 be the aggregated load of all of its associated users. 
The priority load of AP a, denoted by y is defined as the 
ordered pairy(1, w). For simplicity we refer to an AP’s 
priority load as “AP load’. Therefore, it can be said that AP 
a has higher load than AP b if y(1..W) has a higher 
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lexicographically value than y (l, W.) (i.e., one of the 
following conditions is satisfied: (1) 121, or (2) ll, and 
W>W). 
0062 Because there are no two APs with the same 
priority, it follows that there are no two AP with the same 
(priority) load. This realization led the inventors to discover 
the following property: at any network State, the set of 
congested APs always contains a single AP (“Property 1). 
0063 fter discovering a variant of the min-max load 
balancing problem, the inventors then set to work on finding 
a solution to this problem. The solutions they discovered are 
discussed in the paragraphs which follow. 
0064. To simplify the explanation that follows, the new 
min-max load balancing methods discovered by the present 
invention will be presented in combination with the LK 
model described previously. That said, it should be under 
stood that the min-max methods may also be used in 
combination with the CK model as well. 
0065. In an embodiment of the invention, a min-max load 
balancing method provided by the present invention itera 
tively identifies a min-max priority load balanced state that 
yields an optimal load vector, Y. Further, at any iteration m. 
the method incorporates a routine, such as the LK or CK 
methods/models discussed above, to compute a network 
state that minimizes the priority-load of the m-th coordinate 
of the load vector. The min-max methods provided by the 
present invention satisfy two requirements: 

(1) The initial state of each iteration, m, should dominate the 
optimal state; and 

(2) The calculated network state at the m-th iteration should 
not affect (increase) the load on APs that have already been 
determined by previous iterations. 

0066. To meet the first requirement, one min-max method 
provided by the present invention begins at a maximal 
power State in the first iteration and ensures that each 
iteration ends with a dominate state of an optimal solution. 
Moreover, to meet the second requirement, a set of fixed 
APs, F, whose loads have already been determined by 
previous iterations is defined. Initially, the set F is empty. At 
each iteration a new AP is added to it, until F contains all of 
the APs. We define a congestion load, Y, as the maximal load 
on any non-fixed AP. From Property 1 it follows that at any 
given time there is only a single non-fixed AP termed the 
congested AP, d, that is associated with the congestion load. 
0067. At each iteration m the min-max method may 
invoke a LK method (or CK method) to minimize the m-th 
coordinate of the load vector. Assuming that the first require 
ment is satisfied at the beginning of the iteration, three 
variables are generated and stored: (1) a recorded congestion 
load, Y, that indicates the congestion load value of the 
optimal state found so far; (2) a recorded state variable, S. 
that indicates the first discovered state with congestion load 
Y; and (3) a recorded congestion AP, d, that identifies the AP 
that is associated with the congested load. 
0068. In accordance with a further embodiment of the 
invention, the min-max method first initializes the variables 
S, Y and d. Then, the method iteratively identifies the 
congested AP and it stops if the congested AP is already 
transmitting at a minimal power level. If not, the method 
reduces the power levels of the congested AP and evaluates 
the congestion load as well as the load of the fixed APs (i.e., 
those APs whose transmission power levels have already 
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been computed in a previous iteration are now “fixed' or 
set). The method stops if one of the fixed APs suffers from 
an elevated load. This ensures the second requirement is met 
in order to preserve the load of the fixed APs. Otherwise, if 
a state with a lower congestion load is discovered the 
method keeps a record of this state by updating the variables. 
Finally, the method involves setting the power levels of the 
APs according to the last stored state (power levels) and 
returns the recorded State S and the corresponding congested 
AP d. Said another way, after a power level reduction the 
power level of one AP becomes fixed. This AP is then added 
to the set of fixed APs. If there are one or more APs 
remaining whose power level has not been fixed, the method 
continues by computing the power level of another non 
fixed AP. 
0069. The method may invoke either the LK or CK 
methods/models for minimizing the load of the (m+1)-th 
coordinate once again. An example of a Software program or 
routine representing a min-max method provided by the 
present invention is shown in FIG.8. The following is one 
example of how a controller may be implemented to execute 
the min-max method provided by the present invention. 
(0070. Once again, consider the WLAN 3000 shown in 
FIG. 5(a). After a first invocation of an LK method, the 
network state depicted in FIG. 9(a) is generated. As dem 
onstrated before, this state dominates any other state that 
minimizes the first coordinate of the load vector. A second 
invocation of the LK method generates the state shown in 
FIG.9(b), which is the only min-max load balanced state of 
this network (regardless of AP priorities). 
(0071. The inventors discovered that the min-max load 
balancing methods provided by the present invention always 
find the optimal load vector and a min-max load balanced 
solution. The proofs, as before, have been omitted to further 
simplify the discussion of the present invention. 
0072 Before moving on to a discussion of other features 
of the present invention one additional point is worthy of 
note. It can be shown (through proofs developed by the 
inventors) that the complexity of the min-max methods 
discovered by the present inventors is O(K-/A/-/U/) (see 
Table I, lines 6, 1 and 13 respectively for definitions of K, 
A and U). 
0073. As has been mentioned before, each of the methods 
provided by the present invention may be executed by a 
controller or the like. Further, once a NOC has executed any 
one of the methods described above, it may be further 
operable to exchange messages, instructions and the like 
with each AP within a WLAN it is a part of in order to ensure 
that the APs implement the power level reductions and user 
assignment/association operations that are generated when 
the controller executes the methods provided by the present 
invention. 
0074 That said, to require a controller or the like to 
execute the optimization methods described above every 
time a user arrives or departs from a WLAN may lead to 
frequent association changes and the potential disruption of 
on-going user sessions. To avoid this, the inventors devel 
oped an on-line Strategy that strikes a balance between the 
number of association changes and the desire to maintain an 
optimal, load balanced WLAN. The underlying concepts of 
Such an on-line strategy combine “global optimization' and 
“local optimization'. 
0075 Local optimization is a strategy where the load of 
a WLAN is continually balanced each time a user arrives 
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and/or departs, while global optimization involves a strategy 
where the methods provided by the present invention are 
only invoked periodically or whenever a local optimization 
strategy fails to maintain a load-balanced State. In accor 
dance with an embodiment of the present invention, an 
on-line Strategy uses three configuration parameters: a mini 
mal load threshold, a cell adaptation threshold, and a time 
threshold. The first two parameters determine when to 
invoke local optimization in order to prevent the use of Such 
optimization when it would only result in negligible gains, 
and to prevent service interruptions to active users. The last 
parameter controls how often global optimization may be 
invoked. 
0076 Local optimization methods are different from glo 

ball optimization methods because they may decrease, or 
increase an AP's power level as explained briefly below. 
0077. In a local optimization method provided by the 
present invention, for each APa, we define a set N of all of 
its neighboring APs and lety be the average load on the APs 
in N. When the load on an AP a is reduced for whatever 
reason (e.g., user movements or local optimization opera 
tions), the on-line method(s) provided by the present inven 
tion check to see whether or not the new load y Satisfies a 
cell enlargement condition, which is determining whether or 
not an APb in the set of neighboring APs has a load that is 
greater than the minimal load threshold and the new loady, 
has a value that is less than a value computed by multiplying 
the average load of the APs in N by the value (1- the cell 
adaption threshold). If this condition is satisfied and the 
power index, p. of APa is not maximal the on-line method 
of the present invention increases the AP as power level by 
O 

0078 Conversely, when the load on the AP a increases, 
the on-line method of the present invention checks a cell 
reduction condition, which is determining whether or noty, 
is greater than the minimal load threshold and greater than 
a value computed by multiplying the average load of the APS 
in N by the value (1+ the cell adaption threshold). If this 
condition is satisfied and the power indeX p, of APa is not 
minimal, the on-line method reduces AP as power level by 
O 

0079 Lastly, if either of the two conditions are satisfied, 
but local optimization operations cannot adjust the power 
level, then global optimization is invoked. 
0080. The inventors conducted simulations to compare 
the performance of their novel load balancing methods with 
two existing methods; a Strongest-Signal-First (SSF) 
method and an association control method. SSF is the 
default user-APassociation method used in the IEEE 802.11 
standard. The association control method determines user 
AP associations to achieve a max-min fair bandwidth allo 
cation, not to determine associations purely based on signal 
strength. Because the max-min fairness problem is NP-hard, 
the association control method first calculates a fractional 
optimal solution (FRAC) under the assumption that a user 
can be simultaneously associated with multiple APS, and 
then obtains an integral Solution (INT) via rounding to 
satisfy a single association constraint. The inventors chose 
these methods as benchmarks because the characteristics of 
their solutions are known. 
0081 FRAC solutions provide a strict performance upper 
bound (i.e., lowest possible congestion load) while INT 
guarantees a 2-approximation type solution. Furthermore, 
INT converges with FRAC as the number of users increases. 
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The inventors did not expect their methods to outperform 
optimal association control methods that have significantly 
higher degrees of freedom. The inventors’ objective in 
comparing the INT solution to their methods was to show 
that their methods achieve comparable performance to the 
association control method without the need for special 
client software on each mobile which is needed in the INT 
method. Surprisingly, however, the results from the inven 
tor's simulations indicate that the methods provided by the 
present invention outperform the INT solution in various 
load conditions. 

0082. The details of how the simulations were conducted 
have been omitted to simplify our discussion. Instead, the 
inventors have included sample graphs of their simulation 
results. For example, FIG. 10 depicts simulation results 
involving a comparison of load balancing techniques that 
included 100 randomly distributed users. This number of 
users was chosen to simulate a moderately loaded network 
in which the ratio of APs to active users is 5. The Y axis 
represents y (the AP load) while the X axis represents the 
AP power level/index. It should be noted that the APs are 
Sorted by their y values in decreasing order. Each y value 
is obtained by averaging 300 simulation runs. Only the 
points corresponding to the integer X indices are meaningful 
(continuous lines are drawn only for presentation purposes). 
The thick solid line represents the inventors’ min-max 
methods and the thin solid line represents the inventors 
minimal congestion methods While both methods generate 
the same maximal y Value, it can be seen that the min-max 
method generates a load vector with a lower lexicographical 
order than the minimal-congestion methods. The thick dot 
ted line represents an INT solution and the horizontal thin 
dotted line represents the FRAC solution. Both the min-max 
and INT solutions are clearly better than the SSF solution. 
Both yield very similar maximal y values, which are about 
35% higher than FRAC. 
I0083. The inventors also ran similar simulations using 50 
users, the results of which are shown in FIG. 11. As depicted, 
the inventors’ min-max method(s) outperform the INT 
method by a significant margin. Interestingly, the relative 
performance of the inventors' min-max methods when com 
pared to FRAC and SSF does not appear to be drastically 
affected by the number of users. The same trend was 
observed in other simulations conducted by the inventors. 
For example, when 200 users (not shown in the Figures) was 
used, the gap between FRAC and the inventors methods 
remained at 35%. The steady, relative performance of the 
inventive min-max methods when compared with FRAC 
Solutions regardless of networkload conditions (i.e., number 
of users) is one of the many strengths of the methods 
provided by the present invention. 
0084. The inventors also considered the case of unbal 
anced user distributions. For example, where only 20% of 
the users are randomly distributed and the rest are concen 
trated on two hotspots which do not overlap with each other. 
Each hotspot may be a circle-shape area with a 75 meter 
radius. One hotspot may contain twice as many users than 
the other. This setting causes a heavy load condition in the 
hotspots. FIG. 12 depicts exemplary results when the total 
number of users is 100. It shows that the min-max methods 
provided by the present invention perform even better in the 
presence of hotspots (i.e., heavy load conditions) and is 
superior to INT. 



US 2007/024.8033 A1 

0085. To examine the impact of the number of power 
levels (up until now the examples described have used 10 
power levels), the inventors simulated 4 different ranges of 
power levels. The results are shown in FIG. 13. As shown, 
the impact of the number of power levels becomes marginal 
beyond a certain number of power levels, which is between 
5 and 10 in the simulations conducted by the present 
inventors 
I0086 To have an understanding of how many operations 
a controller might have to carry out when executing a LK 
method of the present invention, the inventors carried out a 
simulation of Such a method and counted the number of 
power level adjustments and user association changes. The 
collected statistics are summarized in Table II. For each table 
entry, two numbers are given; the first number is for a 
min-max method that evoked a LK method while the second 
number is for the LK (minimal congestion) method/model 
only. Generally, the later method converges fairly quickly, 
while the former takes a little longer. For instance, if the 
power adjustment interval is 1 second, load-balancing in a 
100 random user network takes about 33 seconds using the 
LK (minimal-congestion) method/model, and less than 2 
minutes using the min-max method that evokes a LK 
method. An increase in the number of users does not seem 
to necessarily increase the convergence time, nor does the 
presence of hotspots. In fact, using the LK (minimal con 
gestion) method/model, it decreases. 
0087. The discussion above has set forth some examples 
of the present invention. The true scope of the present 
invention, however, is determined by the claims that follow. 

We claim: 
1. A method for balancing loads within a wireless network 

comprising: 
changing a power level of one or more beacon messages 

transmitted by one or more access points (APs) in the 
network; and 

maintaining a power level of one or more data traffic 
channels of the APs. 

2. The method as in claim 1 further comprising collecting 
information regarding a load on each AP and one or more 
users assigned to each AP. 

3. The method as in claim 2 wherein the information 
comprises a current load and current user assignments for 
each AP 

4. The method as in claim 2 wherein the information 
comprises potential loads and potential user assignments for 
each AP 

5. The method as in claim 1 further comprising minimiz 
ing loads on congested APS within the network in a poly 
nomial time period. 

6. The method as in claim 1 further comprising minimiz 
ing loads on congested APS and balancing loads on non 
congested APS within the network in a polynomial time 
period. 

7. The method as in claim 3 further comprising: 
determining a maximum beacon message power level for 

each AP that is equal to, or greater than, an optimum 
power level setting for the AP: 

iteratively and gradually reducing a beacon message 
power level of congested APs in the network from the 
determined power level until optimum power levels for 
all of the congested APs are reached; 
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storing a set of beacon message power levels that is 
associated with one of the reductions and is further 
associated with a balanced load State in the network; 
and 

applying the set of beacon message power levels to the 
congested APS to minimize congestion. 

8. The method as in claim 7 further comprising: 
determining a congestion load after each iterative power 

level reduction; 
comparing the determined load to a stored, current lowest 

congestion load; and 
storing the determined load as a next lowest congestion 

load if the determined load is lower than the current 
lowest load; 

applying beacon message power levels, associated with a 
stored lowest congestion load after a final iteration, to 
the congested APS to minimize congestion. 

9. The method as in claim 4 further comprising: 
Iteratively determining a minimal set of APs in the 

network where each AP in the set is a congested AP 
having a congested load or an AP whose load may 
increase to a congested load due to a reduction in power 
level; 

determining a maximum beacon message power level for 
each AP in the minimal set that is equal to, or greater 
than, an optimum beacon message power level setting 
for the AP: 

reducing a beacon message power level of congested APS 
in the minimal set from the determined power level 
using one or more iterative reductions until optimum 
beacon message power levels for all of the APs in the 
set are reached; and 

applying the set of beacon message power levels to the 
congested APS to minimize congestion. 

10. The method as in claim 6 further comprising: 
determining a beacon message maximum power level for 

each AP that is equal to, or greater than, an optimum 
beacon message power level setting for the AP: 

iteratively reducing a beacon message power level of a 
congested AP, that is not a part of a stored set of 
identified APs, in the network starting from the deter 
mined power level; 

after each iteration, storing a beacon message power level 
and identification for one or more congested APS whose 
optimum power level has been determined, and deter 
mining a next congested AP from APs whose optimum 
power level has not yet been determined; 

repeating the iterative reduction step from a next reduced 
power level until each of the AP's optimum power level 
has been determined; and 

applying the stored beacon message power levels to the 
APs to minimize congestion. 

11. The method as in claim 1 further comprising: 
when a load on an AP is reduced, determining whether or 

not a new load on the AP satisfies a cell enlargement 
condition, said condition including determining 
whether or not a neighboring AP in a set of neighboring 
APS has a load that is greater than a minimal load 
threshold and the new load has a value that is less than 
a value computed by multiplying an average load of all 
of the neighboring APs by the value (1- a cell adaption 
threshold), and if the condition is met and the AP’s 
power level can be adjusted, increasing the beacon 
message power level of the AP; or 
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when the load on the AP increases, determining whether 
or not the new load satisfies a cell reduction condition, 
said condition including determining whether or not a 
neighboring AP in the set of neighboring APs has a load 
that is greater than the minimal load threshold and 
greater than a value computed by multiplying the 
average load of all of the neighboring APs by the value 
(1+the cell adaption threshold), and if the cell reduction 
threshold condition is met and the AP's power level can 
be adjusted, reducing the bacon message power level of 
the AP; and 

when either condition is met but the beacon message 
power level of the AP cannot be adjusted, invoking a 
global, load balancing optimization method that deter 
mines optimal beacon message power levels of the APS 
within the WLAN without affecting data channel power 
levels of the APS. 

12. The method as in claim 1 wherein the network is a 
wireless, local area network (LAN). 

13. A system for balancing loads on access points (APs) 
within a wireless network, the system comprising at least 
one controller operable to: 

change a power level of one or more beacon messages 
transmitted by one or more APs in the network; and 

maintain a power level of one or more data traffic chan 
nels of the APs. 

14. The system as in claim 13 wherein the controller is 
further operable to collect information regarding a load on 
each AP and one or more users assigned to each AP. 

15. The system as in claim 13 wherein the information 
comprises a current load and current user assignments for 
each AP 

16. The system as in claim 13 wherein the information 
comprises potential loads and potential user assignments for 
each AP 

17. The system as in claim 13 wherein the controller is 
further operable to minimize a load on congested APs within 
the network in a polynomial time period. 

18. The system as in claim 13 wherein the controller is 
further operable to minimize a load on congested APs and 
balance loads on non-congested APS within the network in 
a polynomial time period. 

19. The system as in claim 15 wherein the controller is 
further operable to: 

determine a maximum beacon message power level for 
each AP that is equal to, or greater than, an optimum 
power level setting for the AP: 

iteratively and gradually reduce a beacon message power 
level of congested APs in the network from the deter 
mined power level until optimum power levels for all 
of the congested APs are reached; 

store a set of beacon message power levels that is asso 
ciated with one of the reductions and is further asso 
ciated with a balanced load state in the network; and 

apply the set of beacon message power levels to the 
congested APS to minimize congestion. 

20. The system as in claim 19 wherein the controller is 
further operable to: 

determine a congestion load after each iterative power 
level reduction; 

compare the determined load to a stored, current lowest 
congestion load; and 
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store the determined load as a next lowest congestion load 
if the determined load is lower than the current lowest 
load; 

apply beacon message power levels, associated with a 
stored lowest congestion load after a final iteration, to 
the congested APS to minimize congestion. 

21. The system as in claim 16 wherein the controller is 
further operable to: 

Iteratively determine a minimal set of APs in the network 
where each AP in the set is a congested AP having a 
congested load oran AP whose load may increase to the 
congested load due to a reduction in power level; 

determine a maximum beacon message power level for 
each AP in the minimal set that is equal to, or greater 
than, an optimum beacon message power level setting 
for the AP: 

reduce a beacon message power level of congested APs in 
the minimal set from the determined power level using 
one or more iterative reductions until optimum beacon 
message power levels for all of the APs in the set are 
reached; and 

apply the set of beacon message power levels to the 
congested APS to minimize congestion. 

22. The system as in claim 18 wherein the controller is 
further operable to: 

determine a beacon message maximum power level for 
each AP that is equal to, or greater than, an optimum 
beacon message power level setting for the AP: 

iteratively reduce a beacon message power level of a 
congested AP, that is not a part of a stored set of 
identified APs, in the network starting from the deter 
mined power level; 

after each iteration, store a beacon message power level 
and identification for one or more congested APS whose 
optimum power level has been determined, and deter 
mining a next congested AP from APs whose optimum 
power level has not yet been determined; 

repeat the iterative reduction step from a next reduced 
power level until each of the AP's optimum power level 
has been determined; and 

apply the stored beacon message power levels to the APS 
to minimize congestion. 

23. The system as in claim 13 wherein the controller is 
further operable to: 
when a load on an AP is reduced, determine whether or 

not a new load on the AP satisfies a cell enlargement 
condition, said condition including determining 
whether or not a neighboring AP in a set of neighboring 
APS has a load that is greater than a minimal load 
threshold and the new load has a value that is less than 
a value computed by multiplying an average load of all 
of the neighboring APs by the value (1- a cell adaption 
threshold), and if the condition is met and the AP’s 
power level can be adjusted, increase the beacon mes 
sage power level of the AP; or 

when the load on the AP increases, determine whether or 
not the new load satisfies a cell reduction condition, 
said condition including determining whether or not a 
neighboring AP in the set of neighboring APs has a load 
that is greater than the minimal load threshold and 
greater than a value computed by multiplying the 
average load of all of the neighboring APs by the value 
(1+ the cell adaption threshold), and if the cell reduc 
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tion threshold condition is met and the AP's power 
level can be adjusted, reduce the bacon message power 
level of the AP; and 

when either condition is met but the beacon message 
power level of the AP cannot be adjusted, invoke 
global, load balancing optimization to determine opti 
mal beacon message power levels of the APs within the 
WLAN without affecting data channel power levels of 
the APS. 

24. The system as in claim 13 wherein the network is a 
WLAN. 

25. The system as in claim 13 further comprising one or 
more access points (APs), each AP operable to: 

receive one or more messages related to beacon message 
power level reductions and user associations; and 

implement the reductions and user associations according 
to the received messages while maintaining a power 
level of a data traffic channel. 
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26. A method for balancing loads within a wireless 
network comprising: 

computing a set of congested APS; 
iteratively reducing a power level of a beacon message of 

each AP in the set provided no AP within the set is 
operating at a minimal power level; 

after each iteration, measuring a current congestion load 
and comparing the current load to a previously stored 
congestion load; 

storing the current congestion load and reduced power 
levels when the current load is less than the previously 
stored load; and 

setting the power level of each AP to a level associated 
with a last stored, reduced power level. 


