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PERSISTENT KEY ACCESS TO A RESOURCES IN A COLLECTION

CLAIM OF PRIORITY

This application claims priority to U.S. Provisional Patent Application Serial No. 

61/501,642, filed June 27, 2011, the entire contents of which are hereby incorporated by 

reference.

BACKGROUND

This specification relates to computer data access management.

The digital age has made the creation and distribution of electronic information a 

part of daily life for many people. Users can create data repositories, electronic 

documents, digital multimedia files, or other forms of data and share them with other 

users. In some situations, users who share such data use access control features to limit or 

otherwise control access to the data by other users.

Users may control access to their data by specifying approved users, user accounts 

and/or passwords. For example, a user that has an account in a photograph management 

site for managing photographs on-line can specify particular users that can access the 

user’s on-line photographs, or particular user accounts, and can further specify passwords 

that users must input before access can be granted. Such methods can provide the desired 

access control, but can also involve administration for adding and deleting user accounts, 

maintaining passwords, editing permissions, and other such administrative tasks. These 

tasks can become multiplied when the administering user wishes to independently control 

access to a number of files by a number of accessing users.

SUMMARY

This specification describes technologies relating to managing access to user data 

of a user and as specified by the user.

In general, one innovative aspect of the subject matter described in this 

specification can be embodied in methods that include the actions of receiving a first 

request from a first user device to access one photo album in a collection of photo albums 

for a second user account for which access to the photo album for the second user account 

is restricted to authorized users, the first request including an authorization token and 

associated with a first user identifier that identifies a first user; determining that the first 

user identifier does not identify an authorized user and in response: determining that the
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first user identifier identifies an authorized user for the one photo album of the second 

user account based on the authorization token and providing data from only the one photo 

album to the first user device; receiving a second request for access to the collection of 

photo albums of the second user account, the second request associated with the first user

5 identifier; and based on the first user identifier being determined to identify authorized 

user for only the one photo album, provide access to only the one photo album of the 

second user account in response to the second request. Other embodiments of this aspect 

include corresponding systems, apparatus, and computer programs, configured to perform 

the actions of the methods, encoded on computer storage devices.

10 Another innovative aspect of the subject matter described in this specification can

be embodied in methods that include the actions of receiving a first request from a first 

user device to access a first resource that includes data for a second user account for 

which access to the data for the second user account is restricted to authorized users, the 

first request including an authorization token and associated with a first user identifier

15 that identifies a first user; determining that the first user identifier does not identify an 

authorized user and in response: determining that the first user identifier identifies an 

authorized user based on the authorization token, and providing the first resource to the 

first user device; receiving, by the data processing apparatus, a second request for access 

to data to the second user account, the second request associated with the first user

20 identifier; and based on the first user identifier being determined to identify authorized 

user, providing access to the data to the second user account in response to the second 

request. Other embodiments of this aspect include corresponding systems, apparatus, and 

computer programs, configured to perform the actions of the methods, encoded on 

computer storage devices.

25 These and other embodiments can each optionally include one or more of the

following features. Associating the authorization token with the first user identifier and 

store the association in an access control data store, receiving, from a second user 

identified by a second user identifier associated with the second user account, a 

revocation of the authorization token; and in response to receiving the revocation of the

30 authorization token, determining that the first user identifier does not identify an 

authorized user to preclude access to the data by the first user.

Generating an access link to the first resource, the access link including a resource 

locator of the first resource and the authorization token; and providing the access link as a

2



WO 2013/003265 PCT/US2012/043961

communication to an electronic account associated with the first user identifier. In some 

implementations, generating an access link to the first resource comprises: receiving, 

from a second user identified by a second user identifier associated with the second user 

account, the first user identifier and data indicating the that the first user is to be granted

5 access to the first resource; generating a hash of the user identifier for use in the

authorization token; and determining that the first user identifier identifies an authorized 

user based on the authorization token comprises: generating a hash of the first user 

identifier associated with the request; comparing the hash of the first user identifier 

associated with the request to the authorization token; and determining that the first user

10 identifier identifies an authorized user only when the hash of the user identifier for use in 

the authorization token matches the hash of the first user identifier associated with the 

request.

Receiving respective third requests from respective second user devices to access 

the first resource that includes data for the second user account for which access to the

15 data for the second user account is restricted to authorized users, each of the second 

requests including the authorization token and associated with respective third user 

identifiers that identify respective third users, and for each respective third request: 

determining that the respective third user identified by the respective third user identifier 

is not an authorized user and in response: determining that the respective third user

20 identifier identifies an authorized user based on the authorization token; and providing 

the first resource to the respective second user device; receiving, by the data processing 

apparatus, a respective fourth request for access to data to the second user account, the 

respective fourth request associated with the respective third user identifier; and based on 

the respective third user identifier being determined to identify an authorized user,

25 providing access to the data to the respective second user account in response to the 

respective fourth request.

Associating the authorization token with each of the respective third user 

identifiers and store the association in an access control data store; receiving, from an 

administrator of the section user account, a revocation of the authorization token; and in

30 response to receiving the revocation of the authorization token, determining that each of 

the first user identifier and the respective third user identifiers do not identify an 

authorized user to preclude access to the data by the first user and the respective third 

users.
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In some implementations, determining that the first user identifier identifies an 

authorized user based on the authorization token comprises determining that the first user 

identifier identifies an authorized user only in response to determining that the 

authorization token has not been previously used to identify an authorized user.

In some implementations, determining that the first user identifier identifies an 

authorized user based on the authorization token comprises determining that the first user 

identifier identifies an authorized user only in response to determining that the 

authorization token has not been used to identify more than a maximum number of other 

users as authorized users.

In some implementations, the authorization token is further associated with a set 

of other user identifiers, and wherein determine that the first user identifier identifies an 

authorized user based on the authorization token is further based on determining that the 

first user identifier is included in the set of user identifiers.

In some implementations, authorization token is associated with an expiration 

value that indicates a time period for which the authorization token is valid for use in the 

first request, and after which the authorization token cannot be used to determine that the 

first user identifier identifies an authorized user based on the authorization token.

Particular embodiments of the subject matter described in this specification can be 

implemented so as to realize one or more of the following advantages. A user can grant 

persistent access to other users when inviting users to view content maintained by the user 

simply by specifying persistent access be granted by use of an authorization token and a 

link to the user’s content. By granting access in this manner, administrative steps that are 

typically required (e.g., specifying a particular user to receive access) can be eliminated, 

thereby improving the user experience. Furthermore, the user may specify whether the 

authorization token is specific for a particular user, or promiscuous for many users. In the 

case of the former, the user access can only be granted to the particular user, which allows 

the granting user to maintain access control in the event the link is distributed to others.

In the case of the latter, the user need only publish the link to facilitate access for many 

users. In some implementations, access lists are generated for each corresponding 

authorization token, and if the user revokes an authorization token, access that has been 

granted to users by use of the revoked token is likewise revoked. This facilitates 

management of particular access lists, which may be advantageous if an authorization 

token (e.g., a promiscuous token) is published to users that the granting user did not
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intend to grant access. The granting user may also revoke access to a user who previous 

used the authorization token, thereby preventing previously authorized user from using 

the token again.

The details of one or more embodiments of the subject matter described in this 

specification are set forth in the accompanying drawings and the description below.

Other features, aspects, and advantages of the subject matter will become apparent from 

the description, the drawings, and the claims.

BRIEF DESCRIPTION OF THE DRAWINGS

FIG. 1 is a schematic diagram of an example system for providing a persistent key 

for accessing data.

FIG. 2 is a sequence diagram of example interactions between a client and a 

server for providing a persistent key for accessing data.

FIG. 3 illustrates an example uniform resource locator that includes a user access

token.

FIGs. 4-6 are flow diagrams of example processes for providing a persistent key 

for accessing data.

FIG. 7 is a schematic diagram of an example computer system.

Fike reference numbers and designations in the various drawings indicate like 

elements.

DETAIFED DESCRIPTION

FIG. 1 is a schematic diagram of an example system 100 for providing a persistent 

key for accessing data. As used herein, a persistent key is data that is used by a user to be 

granted access to data for which the access persists beyond a single instance or session.

In general, the system 100 provides a way for one user to grant access privileges for one 

or more other users to access electronic data 105 (e.g., electronic documents, digital 

photos, digital video, digital photo albums, folders of digital fdes) through a token 110. 

Although the examples described in this specification are directed to digital photographs, 

access to other types of digital content can be facilitated in a similar manner.

In some implementations, a first user can grant a second user access to a digital 

photo posted on a photo hosting service by providing the second user with a special 

hyperlink to the photo. The hyperlink includes the token 110, and references the photo 

hosting service. The token 110 is an authorization token that is used to grant the second
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user permission to view the photo. Once used by the second user, the photo hosting 

persists an association of an identifier of the second user with data indicating the user has 

been granted access to the photographic content. The association allows the second user 

to view the photo again later without the use of the token 110 or the special hyperlink.

Referring again to FIG. 1, a user 115 uses a client computer 120 to generate the 

token 110. The token can, in some implementations, be generated at the client computer; 

in other implementations, the token is generated by a data processing apparatus of the 

web site hosting the digital content (e.g., a server computer 150). In some

implementations, the token 110 is a hash or other code that identifies the electronic data 

105, a repository of data 125, or any other appropriate electronic data, resource, or 

collection of data (e.g., files, folders, categories, albums). In some implementations, the 

token 110 can also include or be derived (e.g., hashed) from the information that 

identifies a user 130.

The user 115 provides the token 110 to the user 130, e.g., by an e-mail or by 

instructing the server 150 to send a communication to the user 130. In some 

implementations, the token 115 is appended to a uniform resource locator (URF) or other 

form of network address that can be provided to the user 130 (e.g., copied into an email or 

text message string). An example of a URF that includes a token is discussed in the 

description of FIG. 3 A.

The user 130 enters the token 110 into a computer application (e.g., a web 

browser, a file browser) executing on a computer 135 as part of a request 140 for the data 

105. For example, the user 130 can click on the hyperlink (e.g., a URF that includes the 

token 110) to generate an HyperText Transfer Protocol (HTTP) request for the content 

the user 115 desires to share with the user 130.

The request 140 is transmitted over a network 145 (e.g., the Internet) to the server 

computer 150. In some implementations, the request includes a user identifier of the user 

making the request. The identifier 112 can be transmitted in a cookie, in the URF itself, 

or as part of the token 110. The identifier 112 may be obtained explicitly or implicitly. 

For example, the identifier 112 may be explicitly included in the request 140, e.g., by the 

user having been logged into a user account. Alternatively, the user 130 may provide the 

identifier 112 as part of an account login process for the client computer 135 or the server 

computer 150, and the request 140 may be automatically associated with the user’s 130 

account and/or identifier 112.

6



WO 2013/003265 PCT/US2012/043961

The server computer 150 determines whether the token 110 is valid for granting 

the user 130 access to the data 105. If the token 110 is valid, then the server computer 

150 grants the request 140 by providing the data 105 as part of a response 160. The 

server computer 150 also associates the granted permission with the identifier 112 of the

5 user 130, with the data 105, and/or with the repository of data 125. For example, the 

server computer 150 may store information in association with the data 105 to describe 

the identifiers of users who have been granted access through use of the token 105. In 

another example, the server computer 150 may store information in association with the 

identifier 112 (e.g., within the collection of user identifiers 155) to identify the data 105

10 and/or other data that the user 130 has been granted access to. In some implementations, 

the server computer 150 can instruct the computer 135 to remember that the user 130 has 

access to the data 105. For example, the server computer 150 can instruct the computer 

135 to store the token in a client-side cookie with or without a cookie expiration date.

In some implementations, the token 110 may be valid for only one user or group

15 of users. For example, the token 110 may include a hash of the use identifier 112. In

response to the request 140, the server computer 150 compares the token 110 to a hash of 

the identifier 112 associated with the request to determine whether the token 110 is valid 

for the user 130. If the token is valid, then the server 150 associates the user identifier 

with an authorization list (e.g., stores the user identifier in an authorization list) to identify

20 the user 130 as being a user that is authorized to view content of the user’s 115 account. 

To identify a group of users, the token 112 may include a hash of each identifier, or, 

alternatively, may include a reference to a list of identifier that is accessible by the server 

150.

With the permissions associated between the user 130 and the data 105, the user

25 130 can make subsequent requests 140 for the data 105 without providing the token 110.

In these subsequent requests, the server computer 150 determines if the user 130 

associated with the identifier 112 has been previously granted permission to access the 

data 105, and if so, grants the subsequent requests by providing the data 105.

In some implementations, the token 110 may be made valid for a predetermined

30 period of time. For example, the user 130 may be required to first use the token 110

within 30 days of issuance, after which the server computer 150 will not grant permission 

to access the data 105 or associate such permission with the user 130. In another 

example, the user 130 may be required to use the token during a predefined 5-day period

7
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in the future (e.g., during a professional conference), before and/or after which the token 

110 may be rejected.

In some implementations, the token 110 may be a one-time-use token. For 

example, the server computer 150 may grant the request 140, based upon the token 110,

5 and grant future requests from the user 130. The server 150 then stores the token in an 

expired token list. Thereafter, the server computer 150 denies subsequent requests from 

other uses based upon the same token 110 by checking the token 110 against the expired 

token list.

The user 115 may interact with the server computer 150 at a later time to revoke

10 permissions associated with the token 110. For example, the user 115 can delete the 

token 110 from the server computer 150, and the server computer 150 can respond by 

removing permissions that had been previously granted between the data 105/user 

account of the user 115 and user identifiers, based on the token 110.

FIG. 2 is a sequence diagram of example interactions 200 between a client

15 computer 202 and a server computer 204 for providing persistent key access to data. In 

some implementations, the client computer 202 can be the client computer 135, and the 

server computer 204 can be the server computer 150 of FIG. 1.

The client computer 202 issues a request 210 for data (e.g., the data 105). The 

client computer 202 also sends a transmission 215 that includes a user identifier (e.g., the

20 identifier 112) and a token (e.g., the token 110). For example, the request can be an

HTTP request that is generated by accessing a link that was sent to the client computer 

202.

The server computer 204 determines that the token and/or combination of the 

token and user identifier correspond to the requested data, and grants 220 the identified

25 user access to the data. The data is then provided to the client computer 202 in a 

transmission 225.

The client computer 202 issues a subsequent request 235 for the data, and a 

transmission 240 that includes the user identifier without the token. For example, after 

the user views a first photo in response to the request 210, the user may request to view

30 another photo from the same user account.

The server computer 204 determines 245 that the identified user has been 

previously granted permission to access the data of the user account, and thus responds by 

sending the data to the client computer in a transmission 255.

8
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FIG. 3 illustrates an example uniform resource locator (URL) 300 that includes a 

user access token 310. Use of a URL with the token attached as a query parameter is one 

example way in which a user can grant access to content to another user. Other 

appropriate communication protocols can also be used to facilitate access to user content.

5 The URL 300 includes a location address 320 and a file identifier 330. The URL

300 also includes a key 340 and the token 310. In use, the key 340 and the token 310 

together form a query string field-value pair that a server computer (e.g., the server 

computer 150) processes to determine whether to grant access to the file 330 based upon 

permissions granted by the token 310. In some implementations, the URL 300 can be

10 provided as the request 210 in transmission 215 of FIG. 2. In some implementations, the 

file identifier 330 may be omitted. For example, the URL 300 may be the address of a 

folder, photo album, or other resource to which access is granted by the token 310.

FIGs. 4-6 are flow charts of example processes for providing a persistent key for 

accessing data. In some implementations, the processes discussed in the descriptions of

15 FIGs. 4-6 can be performed by the server computer 150 of FIG. 1 or the server computer 

204 of FIG. 2. Referring to FIG. 4, an example process 400 begins at step 402 when a 

first request is received from a first user device to access a first resource. In some 

implementations, the first resource can be a file (e.g., a digital photo or video), a folder 

(e.g., a photo album or document collection) a web page, or any other appropriate online

20 resource that one user can share with another, The first request can include data for a

second user account to which access to the data for the second user account is restricted to 

authorized users. For example, the first resource can include a photograph of a second 

user’s on-line photo album, and be referenced by a URL to the photograph. The first 

request includes an authorization token and is associated with a first user identifier that

25 identifies a first user. For example, the server computer 150 can receive request 140 from 

the client computer 135, and the request 140 can include the token 110. The request is 

also associated with the identifier 112, e.g., the first user identifier is provided with the 

request to identify the requestor.

Step 404 determines if the user identifier identifies an authorized user. An

30 authorized user is a user (identified by a user identifier) that has been authorized access to 

the content of the second user’s second user account. For example, the server computer 

may access an access control list that list user identifiers of authorized users. If in step 

404 it is determined that the first user identifier identifies an authorized user, then the

9
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requested resource is provided. For example, the server computer 150 can provide the 

data 105 to the client computer 135.

If step 404 determines that the first user identifier does not identify an authorized 

user, then at step 410 the process 400 determines if the user identifier identifies an 

authorized user based on the token. The determination of step 410 can be done in a 

variety of appropriate ways, and is described in more detail below.

If at step 410 it is determined that the first user identifier identifies an authorized 

user based on the authorization token, then the requested resource is provided at step 406. 

Otherwise the request is denied at step 412.

At step 408, a second request for access to data to the second user account is 

received. The second request does not, however, include an authorization token. 

Accordingly, step 414 determines if the user is an authorized user based on the user 

identifier. For purposes of illustration, assume the second request is associated with the 

first user identifier. For example, the first user may have typed in the URL at a later time, 

or may have requested a different photo from the second user’s account. Because the first 

user identifier has been determined to identify an authorized user, the requested resource 

is provided in step 416.

However, assume that the second request does not identify an authorized user. 

Because there is no token with the request by which the system can determine whether 

the user should be identified as an authorized user, the request is denied in step 412.

In some implementations, the process 400 can also include steps for associating 

the authorization token with the first user identifier and store the association in an access 

control data store. This allows the second user to manage access control based on 

authorization tokens the second user has published. For example, a second user may have 

sent a promiscuous authorization token to a family member identified by a first user 

identifier, expecting that the family member would only distribute the link and token to 

other family members, each of which are identified by respective third user identifiers. 

However, assume the content of the user’s account includes a humorous video, and the 

family member distributes the link to other individuals, and the link thereafter goes viral. 

Thus, multiple other third user identifiers may be determined to identify authorized users. 

To manage such situations, the first user, by means of a user interface, can view the 

number of users that have been granted access by use of particular authorization tokens.

If the user notices that many other users have been granted access to the user’s account,

10
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then the user can simply revoke the authorization token, which, in turn, revokes the 

access to the account for each user identifier that was granted access to the user’s account 

using the now revoked token.

For example, the user 115 can revoke the token 110 to cause the server computer

5 150 to deny subsequent requests for the data 105 by the user 130. Thus, the server

computer, upon receiving a revocation of the authorization token, determines that the first 

user identifiers associated with that token do not identify authorized users and precludes 

access to the data by those users.

In some implementations, revocation of a particular authorization token does not

10 affect the access status of other user identifiers associated with other authorization tokens. 

For example, if a user published two authorization tokens, and revokes one of the tokens, 

only the access status of the user identifiers that used the revoked token to be granted 

access to the user’s account are changed. In some implementations, if a user identifier is 

included in two or more access lists associated with respective authorization tokens, and

15 one of the authorization tokens is revoked, the status of the user identifier is not changed, 

as it is still listed in the other authorization lists associated with other tokens that have not 

been revoked.

In variations of these implementations, authorization tokens can also be associated 

with a particular subset of content of the user account. For example, a user may have

20 multiple sets of content, e.g., virtual photo albums. With each set of content, the user can 

specify a corresponding token that grants access to only the particular set of content, and 

does not grant access to other sets of content. For example, a user may have a collection 

of family vacation photos, and a collection of work-related photos. The user may send a 

link to the family photos with a corresponding token to his family members, and may

25 send another link to the collection of work-related photos to work colleagues. The family 

members will only be granted access to the family photos, and the work colleagues will 

only be granted access to the work-related photos.

How the determination of step 410 is done depends on the type of token used. 

Example authorization token types include promiscuous, specific, time limited, and use

30 limited. For example, if the token is promiscuous, then any user identifier provided with 

the request will become an authorized user. Alternatively, if the token is specific (e.g., 

designated for only one user identified by a particular user identifier, or a set of users 

identified by a set of user identifiers), then only the specific user identifier will result in a
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determination that the identifier identifies an authorized user. For example, the process 

400 can also include steps for the associating the authorization token with a set of user 

identifiers (e.g., a user may specify that the token is associated only with the user’s family 

members, as identified in a profile). Thus, the user identifier associated with a request is 

determined to identify an authorized user only if the user identifier is included in the set 

of user identifiers.

For use limited tokens, where the use is limited to N grants of access (e.g., N = 1, 

2, 3 or some other value), the step 410 can determine the first user identifier identifies an 

authorized user only in response to determining that the authorization token has not been 

previously used to identify an authorized user in excess of N times. For example, the 

token 110 can be a single use token in which the first user who uses the token 110 to 

request the data 105 will be granted access and subsequent access, and another user who 

tries to use the token 110 will be denied access.

For time limited tokens, the authorization token of the process 400 can be 

associated with an expiration value that indicates a time period for which the 

authorization token is valid for use in the first request, and after which the authorization 

token cannot be used to determine that the first user identifier identifies an authorized 

user based on the authorization token. For example, the token 110 can be valid for 

authorizing the user’s 130 request 140 for a predetermined period of time, such as 60 

days.

An authorization token can also be a combination of types, e.g., promiscuous and 

time limited; specific and time limited; promiscuous, time limited and use limited; etc. 

The user may specify such parameters when generating the token.

FIG. 5 is a flow chart of an example process for generating an access link that 

includes an authorization token. The example process 500 is used to generate a specific 

token for a particular user identifier.

The process 500 begins at step 502 when a first user identifier and data indicating 

that the first user is to be granted access to the first resource is received. For example, the 

user 115 can use the client computer 120 to interact with the server computer 150 to 

indicate that the user 130 is to be granted access to the data 105.

At step 504, an access link to the first resource is generated. The access link 

includes a resource locator of the first resource and the authorization token. For example, 

the URL 300 can be generated, which includes a resource locator made up of the location
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address 320 and the fde identifier 330, and the authorization token 310. The server 

computer 150 generates a hash of the first user identifier for use in the authorization 

token. For example, the authorization token 310 may be the hash of the first user 

identifier, or may include the hash of the first user identifier and other data (e.g., a hash of 

the URL, or a hash of the content (e.g., a hash of the image file) that is referenced by the 

URL.

At step 506, the access link is provided as a communication to an electronic 

account associated with the first user identifier. For example, the user 115 may send the 

link as an e-mail to an e-mail account of the second user 130. In another example, the 

user 115 may send the link as a text or instant message, as a written (e.g., paper message) 

that the user 130 can type into the computer 135, or sent in any other appropriate form 

that can transport the token to the user 130.

FIG. 6 is a flow chart of an example process for determining whether a request is 

associated with an authorized user using the token generated by the process of FIG. 5.

The process 600 begins at step 602, at which a hash of the first user identifier associated 

with the request is generated. For example, upon receiving the request from a user device 

when a user selects the URL link, the server computer 150 generates a hash of the user 

identifier associated with the request. As describe above, the user identifier can be 

obtained explicitly or implicitly.

At step 604 the hash of the first user identifier associated with the request is 

compared to the authorization token, and step 608 determines if the first user identifier 

identifies an authorized user based on the comparison. For example, when the hash of the 

user identifier for use in the authorization token matches the hash of the first user 

identifier associated with the request, then step 608 determines that first user identifier 

identifies an authorized user. Accordingly, at step 610 the resource is provided. 

Otherwise, if the hashes do not match, then at step 612 the access to the resource is 

denied.

Although described in the context of digital photographs, the features of this 

disclosure not limited to digital photographs, and can be used to access for other types of 

containers or collections of resources, e.g., video playlists, audio playlists, webpages 

within a website, or other containers owned by a user.

Embodiments of the subject matter and the operations described in this 

specification can be implemented in digital electronic circuitry, or in computer software,
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firmware, or hardware, including the structures disclosed in this specification and their 

structural equivalents, or in combinations of one or more of them. Embodiments of the 

subject matter described in this specification can be implemented as one or more 

computer programs, i.e., one or more modules of computer program instructions, encoded 

on computer storage medium for execution by, or to control the operation of, data 

processing apparatus. A computer storage medium can be, or be included in, a computer- 

readable storage device, a computer-readable storage substrate, a random or serial access 

memory array or device, or a combination of one or more of them. The computer storage 

medium can also be, or be included in, one or more separate physical components or 

media (e.g., multiple CDs, disks, or other storage devices).

The operations described in this specification can be implemented as operations 

performed by a data processing apparatus on data stored on one or more computer- 

readable storage devices or received from other sources.

The term “data processing apparatus” encompasses all kinds of apparatus, devices, 

and machines for processing data, including by way of example a programmable 

processor, a computer, a system on a chip, or multiple ones, or combinations, of the 

foregoing. The apparatus can also include, in addition to hardware, code that creates an 

execution environment for the computer program in question, e.g., code that constitutes 

processor firmware, a protocol stack, a database management system, an operating 

system, a cross-platform runtime environment, a virtual machine, or a combination of one 

or more of them. The apparatus and execution environment can realize various different 

computing model infrastructures, such as web services, distributed computing and grid 

computing infrastructures.

A computer program (also known as a program, software, software application, 

script, or code) can be written in any form of programming language, including compiled 

or interpreted languages, declarative or procedural languages, and it can be deployed in 

any form, including as a stand-alone program or as a module, component, subroutine, 

object, or other unit suitable for use in a computing environment. A computer program 

may, but need not, correspond to a file in a file system. A program can be stored in a 

portion of a file that holds other programs or data (e.g., one or more scripts stored in a 

markup language document), in a single file dedicated to the program in question, or in 

multiple coordinated files (e.g., files that store one or more modules, sub-programs, or 

portions of code). A computer program can be deployed to be executed on one computer
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or on multiple computers that are located at one site or distributed across multiple sites 

and interconnected by a communication network.

The processes and logic flows described in this specification can be performed by 

one or more programmable processors executing one or more computer programs to 

perform actions by operating on input data and generating output. Processors suitable for 

the execution of a computer program include, by way of example, both general and 

special purpose microprocessors, and any one or more processors of any kind of digital 

computer. Generally, a processor will receive instructions and data from a read-only 

memory or a random access memory or both. The essential elements of a computer are a 

processor for performing actions in accordance with instructions and one or more 

memory devices for storing instructions and data. Generally, a computer will also 

include, or be operatively coupled to receive data from or transfer data to, or both, one or 

more mass storage devices for storing data, e.g., magnetic, magneto-optical disks, or 

optical disks. However, a computer need not have such devices. Moreover, a computer 

can be embedded in another device, e.g., a mobile telephone, a personal digital assistant 

(PDA), a mobile audio or video player, a game console, a Global Positioning System 

(GPS) receiver, or a portable storage device (e.g., a universal serial bus (USB) flash 

drive), to name just a few. Devices suitable for storing computer program instructions 

and data include all forms of non-volatile memory, media and memory devices, including 

by way of example semiconductor memory devices, e.g., EPROM, EEPROM, and flash 

memory devices; magnetic disks, e.g., internal hard disks or removable disks; 

magneto-optical disks; and CD-ROM and DVD-ROM disks. The processor and the 

memory can be supplemented by, or incorporated in, special purpose logic circuitry.

To provide for interaction with a user, embodiments of the subject matter 

described in this specification can be implemented on a computer having a display device, 

e.g., a CRT (cathode ray tube) or LCD (liquid crystal display) monitor, for displaying 

information to the user and a keyboard and a pointing device, e.g., a mouse or a trackball, 

by which the user can provide input to the computer. Other kinds of devices can be used 

to provide for interaction with a user as well; for example, feedback provided to the user 

can be any form of sensory feedback, e.g., visual feedback, auditory feedback, or tactile 

feedback; and input from the user can be received in any form, including acoustic, 

speech, or tactile input. In addition, a computer can interact with a user by sending 

documents to and receiving documents from a device that is used by the user; for
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example, by sending web pages to a web browser on a user’s client device in response to 

requests received from the web browser.

Embodiments of the subject matter described in this specification can be 

implemented in a computing system that includes a back-end component, e.g., as a data

5 server, or that includes a middleware component, e.g., an application server, or that

includes a front-end component, e.g., a client computer having a graphical user interface 

or a Web browser through which a user can interact with an implementation of the subject 

matter described in this specification, or any combination of one or more such back-end, 

middleware, or front-end components. The components of the system can be

10 interconnected by any form or medium of digital data communication, e.g., a

communication network. Examples of communication networks include a local area 

network (“LAN”) and a wide area network (“WAN”), an inter-network (e.g., the 

Internet), and peer-to-peer networks (e.g., ad hoc peer-to-peer networks).

The computing system can include clients and servers. A client and server are

15 generally remote from each other and typically interact through a communication

network. The relationship of client and server arises by virtue of computer programs 

running on the respective computers and having a client-server relationship to each other. 

In some embodiments, a server transmits data (e.g., an HTML page) to a client device 

(e.g., for purposes of displaying data to and receiving user input from a user interacting

20 with the client device). Data generated at the client device (e.g., a result of the user 

interaction) can be received from the client device at the server.

An example of one such type of computer is shown in FIG. 7, which shows a 

block diagram of a programmable processing system (system) 710 suitable for 

implementing apparatus or performing methods of various aspects of the subject matter

25 described in this specification. The system 700 includes a processor 710, a memory 720, 

a storage device 730, and an input/output device 740. Each of the components 710, 720, 

730, and 740 can, for example, be interconnected using a system bus 750. The processor 

710 is capable of processing instructions for execution within the system 700. In one 

implementation, the processor 710 is a single-threaded processor. In another

30 implementation, the processor 710 is a multi-threaded processor. The processor 710 is

capable of processing instructions stored in the memory 720 or on the storage device 730.

The memory 720 stores information within the system 700. In one 

implementation, the memory 720 is a computer-readable medium. In one
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implementation, the memory 720 is a volatile memory unit. In another implementation, 

the memory 720 is a non-volatile memory unit.

The storage device 730 is capable of providing mass storage for the system 700.

In one implementation, the storage device 730 is a computer-readable medium. In

5 various different implementations, the storage device 730 can, for example, include a 

hard disk device, an optical disk device, or some other large capacity storage device.

The input/output device 740 provides input/output operations for the system 700. 

In one implementation, the input/output device 740 can include one or more of a network 

interface device, e.g., an Ethernet card, a serial communication device, e.g., and RS-232

10 port, and/or a wireless interface device. In another implementation, the input/output

device can include driver devices configured to receive input data and send output data to 

other input/output devices, e.g., keyboard, printer and display devices 760.

While this specification contains many specific implementation details, these 

should not be construed as limitations on the scope of any inventions or of what may be

15 claimed, but rather as descriptions of features specific to particular embodiments of 

particular inventions. Certain features that are described in this specification in the 

context of separate embodiments can also be implemented in combination in a single 

embodiment. Conversely, various features that are described in the context of a single 

embodiment can also be implemented in multiple embodiments separately or in any

20 suitable subcombination. Moreover, although features may be described above as acting 

in certain combinations and even initially claimed as such, one or more features from a 

claimed combination can in some cases be excised from the combination, and the claimed 

combination may be directed to a subcombination or variation of a subcombination.

Similarly, while operations are depicted in the drawings in a particular order, this

25 should not be understood as requiring that such operations be performed in the particular 

order shown or in sequential order, or that all illustrated operations be performed, to 

achieve desirable results. In certain circumstances, multitasking and parallel processing 

may be advantageous. Moreover, the separation of various system components in the 

embodiments described above should not be understood as requiring such separation in

30 all embodiments, and it should be understood that the described program components and 

systems can generally be integrated together in a single software product or packaged into 

multiple software products.
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Thus, particular embodiments of the subject matter have been described. Other 

embodiments are within the scope of the following claims. In some cases, the actions 

recited in the claims can be performed in a different order and still achieve desirable 

results. In addition, the processes depicted in the accompanying figures do not

5 necessarily require the particular order shown, or sequential order, to achieve desirable 

results. In certain implementations, multitasking and parallel processing may be 

advantageous.
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CLAIMS

1. A system, comprising:

a data processing apparatus including one or more computers; 

a computer-readable medium coupled to the data processing apparatus and storing

instructions executable by the data processing apparatus and that when executed by the 

data processing apparatus cause the data processing apparatus to perform operations 

comprising:

receive, by the data processing apparatus, a first request from a first user 

device to access one photo album in a collection of photo albums for a second user 

account for which access to the photo album for the second user account is restricted to 

authorized users, the first request including an authorization token and associated with a 

first user identifier that identifies a first user;

determine that the first user identifier does not identify an authorized user 

and in response:

determine that the first user identifier identifies an authorized user 

for the one photo album of the second user account based on the authorization token; and 

provide data from only the one photo album to the first user device;

receive, by the data processing apparatus, a second request for access to 

the collection of photo albums of the second user account, the second request associated 

with the first user identifier; and

based on the first user identifier being determined to identify authorized 

user for only the one photo album, provide access to only the one photo album of the 

second user account in response to the second request.
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2. A system, comprising:

a data processing apparatus including one or more computers; 

a computer-readable medium coupled to the data processing apparatus and storing

instructions executable by the data processing apparatus and that when executed by the 

data processing apparatus cause the data processing apparatus to perform operations 

comprising:

receive, by the data processing apparatus, a first request from a first user 

device to access a first resource that includes data for a second user account for which 

access to the data for the second user account is restricted to authorized users, the first 

request including an authorization token and associated with a first user identifier that 

identifies a first user;

determine that the first user identifier does not identify an authorized user 

and in response:

determine that the first user identifier identifies an authorized user 

based on the authorization token; and

provide the first resource to the first user device; 

receive, by the data processing apparatus, a second request for access to

data to the second user account, the second request associated with the first user 

identifier; and

based on the first user identifier being determined to identify authorized 

user, provide access to the data to the second user account in response to the second 

request.

3. The system of claim 2, wherein the instructions cause the data processing 

apparatus to:

associate the authorization token with the first user identifier and store the 

association in an access control data store;

receive, from a second user identified by a second user identifier 

associated with the second user account, a revocation of the authorization token; and

in response to receiving the revocation of the authorization token, 

determine that the first user identifier does not identify an authorized user to preclude 

access to the data by the first user.
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4. The system of claim 2, wherein the instructions cause the data processing 

apparatus to:

generate an access link to the first resource, the access link including a resource 

locator of the first resource and the authorization token; and

provide the access link as a communication to an electronic account associated 

with the first user identifier.

5. The system of claim 4, wherein:

generating an access link to the first resource comprises:

receiving, from a second user identified by a second user identifier

associated with the second user account, the first user identifier and data indicating the 

that the first user is to be granted access to the first resource;

generating a hash of the user identifier for use in the authorization token; 

and

determining that the first user identifier identifies an authorized user based on the 

authorization token comprises:

generating a hash of the first user identifier associated with the request; 

comparing the hash of the first user identifier associated with the request to

the authorization token; and

determining that the first user identifier identifies an authorized user only 

when the hash of the user identifier for use in the authorization token matches the hash of 

the first user identifier associated with the request.
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6. The system of claim 2, wherein the instructions cause the data processing 

apparatus to:

receive, by the data processing apparatus, respective third requests from respective 

second user devices to access the first resource that includes data for the second user 

account for which access to the data for the second user account is restricted to authorized 

users, each of the second requests including the authorization token and associated with 

respective third user identifiers that identify respective third users, and for each respective 

third request:

determine that the respective third user identified by the respective third 

user identifier is not an authorized user and in response:

determine that the respective third user identifier identifies an 

authorized user based on the authorization token; and

provide the first resource to the respective second user device; 

receive, by the data processing apparatus, a respective fourth request for

access to data to the second user account, the respective fourth request associated with the 

respective third user identifier; and

based on the respective third user identifier being determined to identify an 

authorized user, provide access to the data to the respective second user account in 

response to the respective fourth request.

7. The system of claim 6, wherein the instructions cause the data processing 

apparatus to:

associate the authorization token with each of the respective third user identifiers 

and store the association in an access control data store;

receive, from an administrator of the section user account, a revocation of the 

authorization token; and

in response to receiving the revocation of the authorization token, determining that 

each of the first user identifier and the respective third user identifiers do not identify an 

authorized user to preclude access to the data by the first user and the respective third 

users.
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8. The system of claim 2, wherein determining that the first user identifier identifies 

an authorized user based on the authorization token comprises determining that the first 

user identifier identifies an authorized user only in response to determining that the 

authorization token has not been previously used to identify an authorized user.

9. The system of claim 2, wherein determining that the first user identifier identifies 

an authorized user based on the authorization token comprises determining that the first 

user identifier identifies an authorized user only in response to determining that the 

authorization token has not been used to identify more than a maximum number of other 

users as authorized users.

10. The system of claim 2, wherein the authorization token is further associated with a 

set of other user identifiers, and wherein determine that the first user identifier identifies 

an authorized user based on the authorization token is further based on determining that 

the first user identifier is included in the set of user identifiers.

11. The system of claim 2, wherein the authorization token is associated with an 

expiration value that indicates a time period for which the authorization token is valid for 

use in the first request, and after which the authorization token cannot be used to 

determine that the first user identifier identifies an authorized user based on the 

authorization token.
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12. A method performed by a data processing apparatus, the method comprising: 

receiving, by a data processing apparatus, a first request from a first user device to

access a first resource that includes data for a second user account for which access to the 

data for the second user account is restricted to authorized users, the first request 

including an authorization token and associated with a first user identifier that identifies a 

first user;

determining that the first user identifier does not identify an authorized user and in 

response:

determining that the first user identifier identifies an authorized user based 

on the authorization token; and

providing the first resource to the first user device; 

receiving, by the data processing apparatus, a second request for access to data to

the second user account, the second request associated with the first user identifier; and 

based on the first user identifier being determined to identify authorized user,

providing access to the data to the second user account in response to the second request.

13. The method of claim 12, further comprising:

associating the authorization token with the first user identifier and store 

the association in an access control data store;

receiving, from a second user identified by a second user identifier 

associated with the second user account, a revocation of the authorization token; and

in response to receiving the revocation of the authorization token, 

determining that the first user identifier does not identify an authorized user to preclude 

access to the data by the first user.

14. The method of claim 12, further comprising:

generating an access link to the first resource, the access link including a resource 

locator of the first resource and the authorization token; and

providing the access link as a communication to an electronic account associated 

with the first user identifier.
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15. The method of claim 14, wherein:

generating an access link to the first resource comprises:

receiving, from a second user identified by a second user identifier

associated with the second user account, the first user identifier and data indicating the 

that the first user is to be granted access to the first resource;

generating a hash of the user identifier for use in the authorization token; 

and

determining that the first user identifier identifies an authorized user based on the 

authorization token comprises:

generating a hash of the first user identifier associated with the request; 

comparing the hash of the first user identifier associated with the request to

the authorization token; and

determining that the first user identifier identifies an authorized user only 

when the hash of the user identifier for use in the authorization token matches the hash of 

the first user identifier associated with the request.

16. The method of claim 12, further comprising:

receiving, by the data processing apparatus, respective third requests from 

respective second user devices to access the first resource that includes data for the 

second user account for which access to the data for the second user account is restricted 

to authorized users, each of the second requests including the authorization token and 

associated with respective third user identifiers that identify respective third users, and for 

each respective third request:

determining that the respective third user identified by the respective third 

user identifier is not an authorized user and in response:

determining that the respective third user identifier identifies an 

authorized user based on the authorization token; and

providing the first resource to the respective second user device; 

receiving, by the data processing apparatus, a respective fourth request for

access to data to the second user account, the respective fourth request associated with the 

respective third user identifier; and

based on the respective third user identifier being determined to identify an 

authorized user, providing access to the data to the respective second user account in 

response to the respective fourth request.
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17. The method of claim 16, further comprising:

associating the authorization token with each of the respective third user 

identifiers and store the association in an access control data store;

receiving, from an administrator of the section user account, a revocation of the 

authorization token; and

in response to receiving the revocation of the authorization token, determining that 

each of the first user identifier and the respective third user identifiers do not identify an 

authorized user to preclude access to the data by the first user and the respective third 

users.

18. The method of claim 12, wherein determining that the first user identifier 

identifies an authorized user based on the authorization token comprises determining that 

the first user identifier identifies an authorized user only in response to determining that 

the authorization token has not been previously used to identify an authorized user.

19. The method of claim 12, wherein determining that the first user identifier 

identifies an authorized user based on the authorization token comprises determining that 

the first user identifier identifies an authorized user only in response to determining that 

the authorization token has not been used to identify more than a maximum number of 

other users as authorized users.

20. The method of claim 12, wherein the authorization token is further associated with 

a set of other user identifiers, and wherein determine that the first user identifier identifies 

an authorized user based on the authorization token is further based on determining that 

the first user identifier is included in the set of user identifiers.

21. The method of claim 12, wherein the authorization token is associated with an 

expiration value that indicates a time period for which the authorization token is valid for 

use in the first request, and after which the authorization token cannot be used to 

determine that the first user identifier identifies an authorized user based on the 

authorization token.
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