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MAPPING OFF-NETWORK TRAFFIC TO AN ADMINISTERED NETWORK

BACKGROUND

Many businesses maintain networks that are connected to much wider networks, of

which they have limited knowledge. As one representative example, many service providers

utilize telecommunication, computer, or other networks in delivering services to customers. The

ability to abstract the network into a database, simulate traffic flows through the network, and

analyze many aspects of the network's operation, allows service providers to optimize existing

networks, plan for future growth, and increase reliability by simulating network failures. The

ability to accurately simulate traffic and analyze a network is limited by the information available

about actual network facilities {e.g., nodes such as routers and switches, and links such as

telecommunication channels). In particular, modeling data flows from a source or to a

destination that is not within the service provider's administered network is difficult, since

traditional point-to-point (i.e., source-to-destination) analysis is impossible due to the inability to

know what off-network facilities the traffic flow is routed through, much less the characteristics

and capacities of the off-network facilities.

However, the need remains for service providers and other network administrators to be

able to perform high fidelity simulations of real-world traffic, to accurately plan and provision the

facilities within their administered network.

SUMMARY

According to one or more embodiments disclosed and claimed herein, off-network traffic

flows through an administered network are simulated and analyzed by selecting an ingress

and/or egress node within the administered network, the ingress node capable of collecting

traffic from an off-network source, and the egress node capable of routing traffic to an off-

network destination. Traffic flow through the administered network from the ingress to the

egress node is simulated and analyzed. Several approaches to selecting the ingress and/or

egress nodes are presented.



One embodiment relates to a method of mapping network traffic flow in an administered

network from a source to a destination, where at least the destination of the traffic is not within

the administered network. Routing information at edge devices of the administered network is

inspected. One or more candidate egress nodes within the administered network that are

capable of routing traffic to the destination address are determined, based on the routing

information. An egress node is selected from among the candidate egress nodes. The traffic

flow is mapped from the source or an ingress node, through the administered network, to the

selected egress node.

Another embodiment relates to a computer readable medium including one or more

computer programs operative to cause a computer to analyze traffic flow in an administered

network from a source to a destination, where at least the destination of the traffic is not within

the administered network. The computer programs are operative to cause the computer to

perform the steps of inspecting routing information at edge devices of the administered network;

determining one or more candidate egress nodes within the administered network that are

capable of routing traffic to the destination address, based on the routing information; selecting

an egress node from among the candidate egress nodes; and mapping the traffic flow from the

source or an ingress node, through the administered network, to the selected egress node.

BRIEF DESCRIPTION OF THE DRAWINGS

Figure 1 is a network diagram depicting a traffic flow from a source to a destination node

through and administered network and other network facilities.

Figure 2 is a network diagram of the administered network of Figure 1.

Figure 3 is a network diagram of the administered network of Figure 1 depicting one

intra-administered network traffic flow.

Figure 4 is a flow diagram of an iterative method of analyzing off-network traffic flow

through an administered network.



DETAILED DESCRIPTION

Figure 1 depicts a representative network 100 carrying a traffic flow 102, depicted as a

solid line, from a source node 104 (RT1 ) to a destination node 106 ( 192.0.2.0). The traffic flow

102 is routed between nodes in an administered network 108, and one or more off-network

nodes such as nodes 109 (CR10) and 110 (CR15). Actual point-to-point route segments, or

hops, are depicted as directed, dashed lines between network nodes. Although node 104 (RT1)

is depicted as a source node, in one embodiment the node 104 (RT1) is a node within the

administered network 108 that collects traffic from an off-network source node (not shown).

In general, when simulating and analyzing the administered network 108, neither the off-

network topology nor any details of off-network facilities are known. Figure 2 depicts the

administered network 108 alone. These are the only facilities about which detailed information is

available for traffic flow simulation and network analysis. To accurately simulate and analyze

traffic flows through the administered network 108, off-network source and/or destination nodes

are mapped to edge nodes of the administered network 108. As used herein, an edge node is a

node with one or more unconnected interfaces (when the administered network 108 is

considered in isolation, as depicted in Figure 2). An off-network source node is mapped to an

ingress node of the administered network 108, and an off-network destination node is mapped

to an egress node. Traffic flows between the ingress node and the egress node may then be

simulated, using the available, detailed information about the administered network 108

facilities.

An off-network destination node may be mapped to an egress node in a variety of ways,

by consulting edge device routing tables. As well known in the art, a routing table is a file or

database structure maintained at a router or other network node that stores routes (i.e., network

paths), and optionally metrics associated with the routes, to network destinations. In modern

networks utilizing structured network addresses, similar addresses imply proximity within the

network. When addresses are structured (such as IP addresses), a partial address, such as a

prefix, may be sufficient to route traffic towards a destination node. If the routing table at an

edge node does not contain any portion of a destination address, the edge node cannot be an



egress node for simulating traffic flows to that destination. Conversely, every edge node with a

routing table entry matching some or all of the destination address is a candidate egress node

for simulating traffic flows to that destination. A set of candidate egress nodes may thus be

determined by inspecting routing tables at all edge nodes. If the routing tables are not available

for some or all edge nodes, the tables may be built by a flow analysis run in a network simulator.

An egress node may be selected from among the set of candidate egress nodes in a variety of

ways.

In one embodiment, an egress node is selected from among the set of candidate egress

nodes prior to performing any simulation of traffic through the administered network 108 to the

off-network destination 106. In one embodiment, prefix graphs are used to formulate a directed

topological graph through the administered network of all paths from the source (or ingress)

node 104 to all candidate egress nodes, based on the routing tables. The egress node may then

be selected by applying known network constraints to the paths. The constraints may, for

example, include least cost, fewest hops, greatest bandwidth, or the like. Alternatively, an

egress node may be selected from the candidate set manually, randomly, or by other criteria.

For example, by inspection of Figure 1, we see that the candidate egress nodes for a

traffic flow to off-network destination node 106 comprise CR1 1 and RT2, both of which include

off-network node 109 (CR10) in their routing tables. One of these nodes may be selected at

random, such as RT2, yielding the intra-network traffic flow 112 depicted in Figure 3 , comprising

nodes RT1 - RT3 - RT4 - RT2. This graphic display of a point-to-point flow is one means of

depicting the mapping of off-network traffic flows through the administered network.

Having a known route through the administered network 108 for the traffic flow to the off-

network destination 106 is useful for transit network planning - that is, planning the capacity of

the transit network. However, the source/ingress-to-egress simulations do not illuminate the

network capacity requirements in the case of failures. For example, if node RT4 failed, traffic to

the off-network destination 106 would likely be routed along the path RT1 - RT3 - CR1 2 -

CR1 1, making node CR1 1 the egress node for traffic flow to the off-network destination 106. In

order to capture all such cases, exit point analysis must be performed to discover all valid



egress nodes. Exit point analysis is performed with a single-point flow 114, as depicted

graphically in Figure 3 .

In one embodiment, only the source (or ingress) node 104, e.g., RT1 , is specified, and

an egress node is selected from among the set of candidate egress nodes by simulating traffic

flow through the administered network 108 to the off-network destination 106. As mentioned

above, node 104 (RT1) may be the source of traffic flow to the off-network destination 106.

Alternatively, the source node may reside outside of the administered network 108, with the

traffic entering the network 108 at the ingress node 104. For the purpose of exit point analysis,

the distinction is irrelevant; the node RT1 may be a source of the traffic flow, or it may be the

ingress node in the administered network 108 for an off-network source.

In the latter case, traffic analysis (of actual traffic or simulations) discovers the edge

nodes that are collection points for traffic routed to the off-network destination 106. If a collection

point is an edge device of the administered network 108, it is treated as an ingress node. If the

collection point is not an edge device, an ingress node may be determined by treating the

collection point as a source and mapping to the off-net source in a manner similar to the search

for egress candidates, i.e., by creating a prefix graph and looking for edge devices with routing

table destinations to the off-net source. Each ingress node may then be specified in a separate

simulation to perform exit point analysis to discover egress node(s).

When specifying only a source/ingress node 104, a simulation of traffic flow through the

administered network 108 to the off-network destination 106 will yield all egress nodes.

However, since the destination 106 is not within the administered network 108, a metric to

evaluate the success or failure of the end point analysis is necessary. In one embodiment, a

traffic flow from a source/ingress node 104 to an egress node is defined as successful if it can

be routed through the administered network 108 until it reaches a node where the next hop for

the destination points to an unconnected interface. However, if a lookup in the routing table for

this destination fails on any of the nodes along the way, the flow is defined as failed. For

example, the traffic flow 112 depicted in Figure 3 is considered successful since the next hop

from RT2 towards the destination 106 is to an unconnected interface. However, if both RT4 and



CR1 2 failed, the lookup on RT3 would fail to find a node to which to forward the traffic, and the

flow would be defined as failed.

Figure 4 depicts an iterative method for traffic flow analysis through an administered

network, where the source and destination addresses of the traffic flow reside outside the

administered network. The method begins by inspecting the routing tables of edge nodes in the

administered network to determine a set of candidate egress nodes capable of routing traffic to

the off-network destination address (block 202). A set of candidate ingress nodes capable of

collecting traffic addressed to the destination into the administered network are determined by

traffic analysis (block 204). This comprises taking the collection point as an ingress node if it is

an edge device, and otherwise, mapping to the off-net source from the collection point to

discover one or more ingress nodes. If two or more candidate ingress nodes are found, one is

selected (block 206). An egress node is selected from among the candidate egress nodes

(block 208). In one embodiment, the egress node is selected prior to simulating traffic flow

through the administered network (block 210), such as by applying network constraints to the

paths from the selected ingress node to all candidate egress nodes. In another embodiment,

only the ingress node is specified, and the egress node is selected during the simulation

(depicted by block 212, merging the functions of blocks 208, 210). The simulated traffic flow

through the administered network to the egress node is analyzed for, e.g., capacity, efficiency,

resiliency, and the like. The method may be repeated for each egress node in the candidate set

of egress nodes (block 2 16).

If the traffic flow source is off-network and more than one ingress node is detected, the

method may be repeated for each ingress node (block 218). In the case that the source of traffic

flow resides within the administered network, blocks 206 and 218 are omitted, and the source

node is treated as the ingress node in the above discussion. When all paths through the

administered network have been analyzed, the method terminates (block 220).

The network addresses {e.g., IP addresses) of devices behind a router or firewall are not always

fixed. That is, the routing device may dynamically assign the address according to the Dynamic

Host Configuration Protocol (DHCP). Network Address Translation (NAT) - the re-writing of

source and/or destination addresses of IP packets as they pass through a router or firewall -



may be implemented to insure that any transmissions originating from devices behind a router

or firewall appear to the outside network as originating from the router or firewall instead of the

devices themselves. NAT also enables any return transmissions to be routed back to the correct

device.

If a source device is in the administered network 108 but behind a router or firewall,

there are three approaches to representing the source. In one embodiment, the flow is simply

terminated at the routing device. In another embodiment, a visual indicator is attached to a

graphic representation of the routing device in a display or graph, indicating that the true source

is unknown. In yet another embodiment, the configuration information of the routing device is

captured to determine the true source, and the flow is terminated at that device.

The off-network traffic flow mapping to an administered network as disclosed and

claimed herein may be implemented by discrete calculations, by specialized software executing

on a general-purpose computer or dedicated network monitoring/optimization workstation, or by

any combination of software, dedicated hardware, firmware, or the like, as known in the

computing arts. In one exemplary embodiment, off-network traffic flow analyses are

implemented as part of a network analysis and optimization software program, such as the

OPNET SP Guru Release 12.0, available from OPNET Technologies, Inc. In one embodiment,

a computer implementation of the off-network traffic flow mapping to an administered network

generates a graphic output of the administered network 108, with the traffic flow mapping

depicted, such as shown in Figure 3 . The graphic output may be to a screen, a printed or plotted

graphic, or the like, as well known in the computing arts.

Although the present invention has been described herein with respect to particular

features, aspects and embodiments thereof, it will be apparent that numerous variations,

modifications, and other embodiments are possible within the broad scope of the present

invention, and accordingly, all variations, modifications and embodiments are to be regarded as

being within the scope of the invention. The present embodiments are therefore to be construed

in all aspects as illustrative and not restrictive and all changes coming within the meaning and

equivalency range of the appended claims are intended to be embraced therein.



CLAIMS

What is claimed is:

1. A method of mapping network traffic flow in an administered network from a source to a

destination, where at least the destination of the traffic is not within the administered network,

comprising:

inspecting routing information at edge devices of the administered network;

determining one or more candidate egress nodes within the administered network that

are capable of routing traffic to the destination address, based on the routing

information;

selecting an egress node from among the candidate egress nodes; and

mapping the traffic flow from the source or an ingress node, through the administered

network, to the selected egress node.

2 . The method of claim 1 further comprising simulating the traffic flow in the administered

network.

3 . The method of claim 2 wherein selecting an egress node from among the candidate

egress nodes comprises selecting the egress node prior to performing the simulation.

4 . The method of claim 3 further comprising:

if the traffic source is not in the administered network, selecting an ingress node within

the administered network capable of collecting traffic from the source address; and

wherein selecting an egress node from among the candidate egress nodes prior to

performing the simulation comprises applying network constraints to routes from the

source or ingress node to each candidate egress node, and selecting the egress node

for which the corresponding route best satisfies the applied constraints.

5 . The method of claim 4 wherein a network constraint comprises least cost.

6 . The method of claim 4 wherein a network constraint comprises fewest hops.

7 . The method of claim 4 wherein analyzing the traffic flow through the administered

network to the egress node comprises performing transit network planning.



8 . The method of claim 4 further comprising outputting a graphic representation of at least

part of the administered network, with the mapped traffic flow depicted as a directed graph from

the source or ingress node to the egress node.

9 . The method of claim 2 wherein selecting an egress node from among the candidate

egress nodes comprises selecting the egress node during the simulation.

10. The method of claim 9 further comprising:

if the traffic source is not in the administered network, selecting an ingress node within

the administered network capable of collecting traffic from the source address; and

wherein selecting an egress node from among the candidate egress nodes comprises

simulating traffic flow from the source or ingress node through the administered network

and selecting the egress node based on the simulated traffic flow.

11. The method of claim 10 wherein selecting an ingress node comprises:

selecting a first ingress node capable of collecting traffic from the source address;

routing the traffic to an egress node; and

treating the egress node as a source, and routing the traffic back toward the first ingress

node to discover a second ingress node.

12 . The method of claim 9 wherein a route from the source or ingress node through the

administered network to a selected egress node is deemed successful if it can be routed

through the administered network until it reaches a node where the next hop for the destination

points to an unconnected interface.

13 . The method of claim 9 wherein a route from the source or ingress node through the

administered network to a selected egress node is deemed a failure if a lookup in the routing

table for the destination fails on any intermediate node in the administered network.

14 . The method of claim 9 further comprising outputting a graphic representation of at least

part of the administered network, with the mapped traffic flow depicted as an open-ended graph

from the source or ingress node.

15 . A computer readable medium including one or more computer programs operative to

cause a computer to analyze traffic flow in an administered network from a source to a



destination, where at least the destination of the traffic is not within the administered network,

the computer programs operative to cause the computer to perform the steps of:

inspecting routing information at edge devices of the administered network;

determining one or more candidate egress nodes within the administered network that

are capable of routing traffic to the destination address, based on the routing

information;

selecting an egress node from among the candidate egress nodes; and

mapping the traffic flow from the source or an ingress node, through the administered

network, to the selected egress node.

16. The computer readable medium of claim 15 wherein the computer programs are further

operative to cause the computer to perform the step of simulating the traffic flow in the

administered network.

17 . The computer readable medium of claim 16 wherein selecting an egress node from

among the candidate egress nodes comprises selecting the egress node prior to performing the

simulation.

18 . The computer readable medium of claim 17 wherein the computer programs are further

operative to cause the computer to perform the step of:

if the traffic source is not in the administered network, selecting an ingress node within

the administered network capable of collecting traffic from the source address; and

wherein selecting an egress node from among the candidate egress nodes prior to

performing the simulation comprises applying network constraints to routes from the

source or ingress node to each candidate egress node, and selecting the egress node

for which the corresponding route best satisfies the applied constraints.

19 . The computer readable medium of claim 18 wherein a network constraint comprises

least cost.

20. The computer readable medium of claim 18 wherein a network constraint comprises

fewest hops.

2 1. The computer readable medium of claim 18 wherein analyzing the traffic flow through

the administered network to the egress node comprises performing transit network planning.



22. The computer readable medium of claim 16 wherein selecting an egress node from

among the candidate egress nodes comprises selecting the egress node during the simulation.

23. The computer readable medium of claim 22 wherein the computer programs are further

operative to cause the computer to perform the step of:

if the traffic source is not in the administered network, selecting an ingress node within

the administered network capable of collecting traffic from the source address; and

wherein selecting an egress node from among the candidate egress nodes comprises

simulating traffic flow from the source or ingress node through the administered network

and selecting the egress node based on the simulated traffic flow.

24. The computer readable medium of claim 23 wherein selecting an ingress node

comprises:

selecting a first ingress node capable of collecting traffic from the source address;

routing the traffic to an egress node; and

treating the egress node as a source, and routing the traffic back toward the first ingress

node to discover a second ingress node.

25. The computer readable medium of claim 22 wherein a route from the source or ingress

node through the administered network to a selected egress node is deemed successful if it can

be routed through the administered network until it reaches a node where the next hop for the

destination points to an unconnected interface.

26. The computer readable medium of claim 22 wherein a route from the source or ingress

node through the administered network to a selected egress node is deemed a failure if a

lookup in the routing table for the destination fails on any intermediate node in the administered

network.
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