(54) Title: SYSTEM AND METHOD FOR SELECTIVE TIMER COALESING

(57) Abstract: A method and apparatus of a device that coalesces the execution of several timers by scheduling the timers using a scheduling window. The device determines a scheduling window for each of several timers. The device selects a coalesced execution time that is within the scheduling window of the timers. The device coalesces the execution of the timers by scheduling the timers to execute at the coalesced execution time. The device can further coalesce multiple timers by opportunistic execution of the timers. In response to a detection of an opportunistic execution trigger event, the device receives multiple timers. The device selects a subset of the timers to execute based on an initial execution time and a latency time for each of the timers. The device schedules each of the subset of timers to execute during or before the opportunistic execution trigger event.
SYSTEM AND METHOD FOR SELECTIVE TIMER COALESCING

FIELD OF INVENTION

[0001] This invention relates generally to operating systems and more particularly to devices for timer management.

BACKGROUND OF THE INVENTION

[0002] An operating system is a collection of software that manages device hardware resources and provides common services for computer programs. The operating system is a vital component of the system software in a device. Application programs usually require an operating system to function.

[0003] Interrupts are part of an operating system, as the interrupt provides for the operating system to interact with and react to its environment. When an interrupt is received, the device suspends the program(s) that are currently executing, saves the status of each program, and runs computer code associated with the interrupt. In a modern operating system, the kernel of the operating system handles interrupts. Interrupts may come from either the device's hardware or from a running program.

[0004] A processor idle state is a low power mode for a computing device that contains at least one processor. When a computing device enters the processor idle state, the processor clock is inactive so that the processor cannot execute instructions, and at least parts of the processor are powered down. This enables the computing device to operate at a reduced power level.

[0005] The operating system uses a time-driven interrupt, called a timer, to trigger periodic activity. Each timer generates an interrupt that is handled by the operating system. The number of interrupts generated by the operating system generally increases as the device runs more application programs and as these application programs utilize more device hardware resources. Consequently, the device will be interrupted more frequently and have fewer opportunities to enter or remain in a sleep mode, a processor idle state, or another low power mode. Accordingly, techniques for allowing a device to remain in a low power mode for longer periods of time in order to reduce power consumption while still providing timers are desirable.

SUMMARY OF THE DESCRIPTION

[0006] A method and apparatus of a device that coalesces the execution of multiple timers
by scheduling the timers using a scheduling window is described. In an exemplary
embodiment, the device receives multiple timers, where each of the timers includes an initial
execution time and a latency time. The device further determines a scheduling window for
each of the timers based on the initial execution time and the latency time for that timer. The
device selects a coalesced execution time that is within the scheduling window of one or more
of the timers. The device further coalesces the execution of the multiple timers by scheduling
each of the timers to execute at the coalesced execution time.

[0007] In a further embodiment, a method and apparatus of a device that coalesces
multiple timers by opportunistic execution of these timers is described. The device detects an
opportunistic execution trigger event. In response to the detection of the opportunistic
execution trigger event, the device receives multiple timers, where each of the timers includes
an initial execution time and a latency time. The device further selects a subset of the timers to
execute based on the initial execution time for each of the timers, the latency time for each of
the timers, and the opportunistic execution trigger event. The device additionally coalesces the
execution of the subset of timers by scheduling each of the subset of timers to execute in
response to a detection of the opportunistic execution trigger event.

[0008] In one embodiment, each of the received timers is a software timer. In one
embodiment, each timer further includes a timer priority. The device further determines the
latency time for one of the timers based on the timer priority of that timer. In one embodiment,
each timer is associated with a task and the timer priority for each timer is based on the task
priority of the associated task. In one embodiment, the latency time of a timer is the amount of
time that the execution of that timer can be delayed.

[0009] In another embodiment, a method and apparatus of a device that rate-limits the
execution of a timer is described. The device receives a timer that includes an initial execution
timer and a timer priority. If the timer priority is low, the device rate-limits the execution of the
timer based on a suppression period associated with the timer priority. In one embodiment, in
order to rate-limit the execution of the timer, the device determines the suppression period
based on the timer priority and schedules the timer to execute at the end of the suppression
period. In one embodiment, different suppression periods are associated with different timer
priorities. In addition, the device schedules the timer to execute at the initial exertion time
when the timer priority is high.

[0010] Other methods and apparatuses are also described.
BRIEF DESCRIPTION OF THE DRAWINGS

[0011] The present invention is illustrated by way of example and not limitation in the figures of the accompanying drawings in which like references indicate similar elements.

[0012] Figure 1 is a block diagram of one embodiment of a device that coalesces and rate-limits the execution of timers.

[0013] Figure 2 (prior art) illustrates an approach for executing timers.

[0014] Figure 3 illustrates in one embodiment coalescing timers by scheduling the timers using a scheduling window.

[0015] Figure 4 illustrates a flowchart of one embodiment of a process to coalesce timers based on scheduling windows of the timers.

[0016] Figure 5 illustrates in one embodiment coalescing timers by opportunistic execution of timers in response to an opportunistic execution trigger event.

[0017] Figure 6 illustrates a flowchart of one embodiment of a process to coalesce timers by opportunistic execution of the timers in response to detecting an opportunistic execution trigger event.

[0018] Figures 7A and 7B illustrate in one embodiment rate-limiting the execution of timers.

[0019] Figure 8 illustrates a flowchart of one embodiment of a process to rate-limit the execution of a timer.

[0020] Figure 9 is a block diagram of the timer management module of one embodiment.

[0021] Figure 10 illustrates one example of a data processing system, which may be used with one embodiment of the present invention.

[0022] Figure 11 illustrates one example of another data processing system, which may be used with one embodiment of the present invention.

DETAILED DESCRIPTION

[0023] A method and apparatus of a device that coalesces and rate-limits the execution of timers is described. In the following description, numerous specific details are set forth to provide thorough explanation of embodiments of the present invention. It will be apparent, however, to one skilled in the art, that embodiments of the present invention may be practiced without these specific details. In other instances, well-known components, structures, and techniques have not been shown in detail in order not to obscure the understanding of this description.

[0024] Reference in the specification to "one embodiment" or "an embodiment" means
that a particular feature, structure, or characteristic described in connection with the embodiment can be included in at least one embodiment of the invention. The appearances of the phrase "in one embodiment" in various places in the specification do not necessarily all refer to the same embodiment.

[0025] In the following description and claims, the terms "coupled" and "connected," along with their derivatives, may be used. It should be understood that these terms are not intended as synonyms for each other. "Coupled" is used to indicate that two or more elements, which may or may not be in direct physical or electrical contact with each other, co-operate or interact with each other. "Connected" is used to indicate the establishment of communication between two or more elements that are coupled with each other.

[0026] The processes depicted in the figures that follow, are performed by processing logic that comprises hardware (e.g., circuitry, dedicated logic, etc.), software (such as is run on a general-purpose device or a dedicated machine), or a combination of both. Although the processes are described below in terms of some sequential operations, it should be appreciated that some of the operations described may be performed in different order. Moreover, some operations may be performed in parallel rather than sequentially.

[0027] The terms "server," "client," and "device" are intended to refer generally to data processing systems rather than specifically to a particular form factor for the server, client, and/or device.

[0028] A method and apparatus of a device that manages the execution of timers in order to reduce power consumption of the device is described. In one embodiment, a timer execution can cause an interrupt on the device. Frequent interrupts can further keep the device from entering or remaining in a low power mode (e.g., processor idle state), which can increase the power consumption of the device. In addition, the operational overhead of the device increases with frequent interrupts and the switching between high and low power modes of the device.

In one embodiment, the device coalesces the execution of the timers based on the scheduling windows of the timers in order to reduce the number of interrupts invoked by the timers. In another embodiment, the method and apparatus of a device opportunistically executes timers in response to detecting an opportunistic execution trigger event in order to reduce the number of interrupts invoked by the timers. In yet another embodiment, the method and apparatus of a device rate-limits the execution of the timers so that lower priority timers execute less frequently and invoke less interrupts on the device.

[0029] Figure 1 is a block diagram of one embodiment of a device 100 that coalesces and rate-limits the execution of timers. In one embodiment, the device 100 can be a desktop
computer, server, smartphone, laptop, personal digital assistant, music playing device, gaming
device, or any other device that can execute multiple processes. In Figure 1, device 100
includes an operating system 102 that is a set of software used to manage device hardware
resources and provides common services for other running computer programs, such as
application programs. The operating system 102 includes a kernel 120 and a timer queue 130,
and manages several tasks 118.

[0030] In one embodiment, the operating system 102 manages several running tasks 118
by scheduling a processor of the device 100 to execute each of the running tasks. The tasks 118
include two categories: high priority tasks 108 and low priority tasks 110. As illustrated in
Figure 1, the high priority tasks 108 include user application tasks 104A and 104B, and a
system task 106C. The low priority tasks 110 include system tasks 106A and 106B, and a user
application task 104C.

[0031] In one embodiment, a task is a process that is an instance of a computer program
that is being executed. In this embodiment, the task may be a user application that is executing
as a result of user input. Another example of a task is a system process that provides one or
more services to a user application, another system process, other process, etc. For example, in
one embodiment, a system process gives a status of wireless hotspot service, lists installed
applications, facilitates a search, monitors and adjusts device power settings, etc. In another
embodiment, a task is a thread that is the smallest sequence of programmed instructions that
can be managed independently by an operating system scheduler. In one embodiment, a thread
is contained inside a process. Multiple threads can exist within the same process and share
resources such as memory, while different processes do not share these resources.

[0032] In one embodiment, some tasks may have a higher or lower priority than other
tasks. A task priority is a property that indicates the urgency with which that task is scheduled
to run (or execute) when there are many tasks that need to be run. This task priority is used by
the operating system to schedule when a task is to be executed and how fast the task is to be
executed. In one embodiment, a task with a higher priority than other tasks would consume a
greater amount of the device resources (e.g., processor resources, etc.). In one embodiment, the
operating system assigns high task priorities to tasks having high quality of service
requirements (e.g., fast service response time) and assigns low task priorities to tasks having
low quality of service requirements.

[0033] In one embodiment, the priority may be assigned based on a range of numbers from
a lowest priority to a highest priority. For example and in one embodiment, a priority range
could range from one to ten, 0-127, low/high, or another range of values.
In one embodiment, user application tasks 104A and 104B could be running in the foreground, while system tasks 106A and 106B running in the background at a priority lower than user application tasks 104A and 104B. A task running in the foreground is a task that is interacting with a user or a task performing real-time operations. A task running in the background is a task that is neither interacting with the user nor performing real-time operations. For example and in one embodiment, a user application task 104A running in the foreground on device 100 may be a user application that is displayed on an output device of the device 100. In this embodiment, the device 100 can concurrently run one or more system tasks that are not displayed on the device and are instead communicating with other tasks. These system tasks would be executing in the background and not directly visible to the user. In another embodiment, the background tasks may be partially or fully viewable, but are not the focus of the device user interface.

In one embodiment, the priority of a task can be changed during the execution of the task. For example and in one embodiment, if the user application task 104A running in the foreground requires the service of the system task 106C, the operating system 102 promotes the system task 106C to become a high priority task in order to prevent the execution speed of user application task 104A from being slowed down. For example and in one embodiment, the operating system 102 will promote a system task managing a hard disk of the device to high priority when a user application running in the foreground requires access to the hard disk. In another example and in another embodiment, when a user application task 104C is no longer interacting with the user or its user interface (UI) is occluded by the UI of another task, the operating system 102 degrades the user application task 104C to a lower priority task.

In one embodiment, the operating system 102 manages the timer queue 130. The timer queue 130 is a timer collection. In one embodiment, the timer queue 130 is implemented as a sorted doubly linked list. A person skilled in the art would recognize that the timer queue 130 can be implemented in many different data structures, such as stack, queue, binary tree, hash table, heap, etc.

A timer provides the operating system 102 with a time-driven interrupt source to trigger periodic activity. In one embodiment, a timer is programmed to expire based on the interrupt interval associated with the timer. If the timer is programmed at system time 0 millisecond and has an interrupt time of 10 milliseconds, the kernel 120 would program the timer to expire at system time equals to 10 milliseconds. The timers can be digital counters that either increment or decrement at a fixed frequency, which can be configurable, and interrupt the processor when reaching zero.
In another embodiment, a timer is programmed to expire periodically based on the interrupt interval associated with the timer. If the timer has an interrupt interval of 10 milliseconds, the kernel 120 would program the timer to expire every 10 milliseconds after the timer is set up. This means the timer interrupts the device every 10 milliseconds.

A device interrupt is a signal to the device 100 emitted by hardware or software indicating an event that needs immediate attention. The device 100 responds by suspending its current activities, saving its state, and executing code called an interrupt handler (or interrupt service routine, ISR) to deal with the event. If the device 100 is in the processor idle state, the device 100 will transition itself to a power mode higher than the processor idle state to handle the event. In one embodiment, the device 100 would transition from a processor idle state to a normal operating mode to handle the associated event. A non-timer device interrupt is a device interrupt that is not caused by the firing of a timer (e.g., a hardware interrupt).

The kernel 120 includes a task management module 122 and a timer management module 125. In Figure 1, and in one embodiment, the kernel 120 handles the tasks 118 and the timer queue 130. In another embodiment, the kernel 120 handles the tasks 118 using the task management module 122 and handles the timer queue 130 using the timer management module 125.

In another embodiment, the timer management module 125 manages the timer queue 130 and the corresponding timers stored in the timer queue 130. For example and in one embodiment, the timer management module 125 enqueues and dequeues each timers. In addition, the timer management module 125 schedules the execution time for each timer and executes the timers at their corresponding execution times. The timer management module 125 coalesces and rate-limits the execution of multiple timers in order to keep the device in the low-power mode for longer periods of time, therefore reducing power consumption.

Figure 2 (prior art) illustrates a timeline 200 for executing timers 202A-C. Specifically, Figure 2 illustrates three timers 202A-C scheduled to execute on a fixed schedule. As shown in the timer attribute table 206 and on the timeline 200, there are three timers 202A-C that are scheduled to execute at three different times 204A-C, respectively. The execution time for each timer is fixed because each of the timers 202A-C has a fixed time in which this timer expires and the operating system executes the interrupt service handler for the interrupt that corresponds to this timer. In one embodiment, since the execution time of the timers is fixed, the execution of timers 202A-C will causes three separate interrupts to the device. In this embodiment, if the device enters a low power mode (e.g., processor idle state) in between each timer expiration, the device will wake up three times to deal with these interrupt requests.
when the device is under the low power mode. These transitions between different operating
modes of the device force the device to spend less time under the low power mode and
increase the power consumption of the device. Moreover, the frequent switching between
different modes increases operating overhead and power consumption of the device.

[0043] In order to keep the device in the low power mode for longer periods of time to
reduce power consumption, the operating system can manage the execution of the timers to
minimize the number of interrupts caused by the timers. Figure 3 illustrates a timeline 300 for
coalescing the timers 302A-C by scheduling these timers 302A-C using scheduling windows
308A-C for each of these timers 302A-C in one embodiment. In Figure 3, these timers 302A-C
can be coalesced by defining a scheduling window 308A-C for each timer 302A-C based on a
latency time associated with the timer. In one embodiment, a scheduling window defines a
time range in which the operating system can delay the execution of the timer. In this
embodiment, the scheduling window for each timer 302A-C is the time range between the
scheduled execution time and the scheduled execution time plus the latency time. Figure 3
identifies several different points of time 304A-F on the timeline 300.

[0044] As illustrated in the timer attribute table 306, there are three timers 302A-C. Each
of the timers 302A-C has a timer priority, an initial execution time, a latency time, and a
scheduled execution time. For example and in one embodiment, timer 302A has a timer
priority of 3, an initial execution time of 304A, a latency time of 1000 milliseconds, and the
scheduled execution time is at time 304C. In this embodiment, the timer 302A has a
scheduling window 308A that spans from times 304A to 304F, which is a time range of 1000
milliseconds. Thus, the operating system can execute the timer 302A between times 304A to
304F.

[0045] In one embodiment, the timer priority is the priority assigned to the timer. In one
embodiment, the assignment of timer priority is based on the priority of the task that the timer
is associated with. For example and in one embodiment, if a timer is associated with a high
priority task, a high timer priority will be assigned to this timer. If a timer is associated with a
low priority task, a low timer priority will be assigned to this timer. In another embodiment,
the assignment of timer priority is not based on the priority of the task that the timer is
associated with and instead is based on the operations associated with that timer. For example,
a low priority task can start a real-time operation (e.g., playing audio signals) that requires
associated timers to have high timer priority. In one embodiment, the higher priority a timer
has, the smaller value the operating system assigns to that timer as timer priority. For example,
timer 302C has a timer priority of 1, which is less than the timer priority of timer 302A.
Therefore, timer 302C has a higher priority than timer 302A.

[0046] The initial execution time is the time when the timer management module initially schedules the timer to execute. However, instead of having a fixed execution time for each timer, the timer management module allows the execution of each time to be delayed for up to a latency time that starts to run at the initial execution time. Therefore, the timer management module can execute a timer at any time between the initial execution time and the initial execution time plus the latency time. The time range between the initial execution time and the end of the latency time is called a scheduling window for the timer. For example, timer 302B has an initial execution time at 304B and a latency time of 500 milliseconds. The latency time of timer 302B starts at 304B, lasts for 500 milliseconds, and ends at 304E. Therefore, the time period between 304B and 304E is the scheduling window 308B for the timer 302B. Similarly, the time period between 304A and 304F is the scheduling window 308A for the timer 302A, the time period between 304C and 304D is the scheduling window for the timer 302C.

[0047] In one embodiment, the operating system determines the length of the latency time based on the timer priority. The higher priority the timer has, the shorter latency time is assigned to the timer. For example, because the timer 302C has a higher timer priority than timers 302A and 302B, the operating system assigns the timer 302C a latency time of 100 milliseconds, which is shorter than the latency times of timers 302A and 302B. Similarly, the operating system assigns the timer 302B a latency time of 500 milliseconds, which is shorter than the latency time of the timer 302A (1000 milliseconds), because the timer 302B has a higher priority than the timer 302A.

[0048] Because each timer has a scheduling window rather than a fixed execution time, the timer management module is able to select an execution time that is within the scheduling windows of multiple timers and schedule those timers to execute at the same selected execution time. For example and in one embodiment, because time 304C is within the scheduling windows 308A-C of timers 302A-C, the timer management module can select time 304C as the coalesced execution time 310 and schedule the timers 302A-C to execute at the coalesced execution time 310. By coalescing the execution of the timers 302A-C using the scheduling windows 308A-C, instead of invoking multiple interrupts, the operating system invoke one interrupt to process those multiple timers. As a result, the device can stay in the low power mode for longer periods of time and power consumption of the device is reduced.

[0049] Figure 4 illustrates a flowchart of one embodiment of a process 400 to coalesce execution of multiple timers based on scheduling windows of the timers. In one embodiment, the timer management module executes process 400 to coalesce timers based on scheduling
windows of the timers. In one embodiment, process 400 uses scheduling windows to
determine a coalesced execution time for multiple timers. In Figure 4, process 400 begins by
receiving (at block 405) multiple timers, where each of these timers has an initial execution
time and a latency time. In one embodiment, the timer management module assigns latency
time to each timer based on the priority of the timer, as described above in Figure 3.

[0050] At block 410, process 400 determines a scheduling window based on the initial
execution time and the latency time for each of the received timers. Different timers have
different initial execution time and different latency times. In one embodiment, the scheduling
window of some timers overlaps with each other in time. For example and in one embodiment,
the scheduling windows of the timers 302A-C in Figure 3 overlap with each other for times
between 304C to 304D, inclusive.

[0051] At block 415, process 400 selects a coalesced execution time that is within the
scheduling window of some or all of the timers. In one embodiment, process 400 selects a
coalesced execution time that is within the overlapped scheduling windows of some or all of
the received timers. For example and in one embodiment, process 400 selects time 304C of
Figure 3 as the coalesced execution time 310 for timers 302A-C because the time 304C is
within the overlapped scheduling windows of the timers 302A-C. Process 400 schedules (at
block 420) each timer to execute at the coalesced execution time. For example and in one
embodiment, process 400 schedules the timers 302A-C of Figure 3 to execute at the coalesced
execution time 310. At block 425, the process executes each timer at the coalesced execution
time. Process 400 then ends.

[0052] In one embodiment, process 400 may not be able to find an overlapped scheduling
window for all the received timers. In this embodiment, process 400 determines the a subset
of the received timers that have an overlapped scheduling window and selects a coalesced
execution time within the overlapped time period of the subset of timers. Process 400
schedules the timers in this determined subset to be executed at the coalesced execution time.
The timers that are not in the determined subset are left for further scheduling. In one
embodiment, Process 400 schedules the timers that are not coalesced to execute at the initial
execution time. In another embodiment, process 400 can go through another iteration to find a
coalesced execution time for timers that have not been coalesced.

[0053] One of ordinary skill in the art will recognize that process 400 is a conceptual
representation of the operations used to perform timer coalescing. The specific operations of
process 400 may not be performed in the exact order shown and described. The specific
operations may not be performed in one continuous series of operations, and different specific
operations may be performed in different embodiments. Furthermore, process 400 could be implemented using several sub-processes, or as part of a larger macro process.

[0054] An opportunistic execution trigger event is an event that triggers the opportunistic execution of timers, such as a non-timer device interrupt or a processor idle state entry. For example, in one embodiment, an opportunistic execution trigger event is a non-timer device interrupt. As described above, the device interrupt is a signal to the device emitted by hardware or software indicating an event that needs immediate attention. The device responds by suspending its current activities, saving its state, and executing a small program called an interrupt handler (e.g., an ISR) to deal with the event. If the device is under the processor idle state, the device will transition itself to a power mode higher than the processor idle state to handle the event. A non-timer device interrupt is a device interrupt that is not caused by the firing of a timer (e.g., a hardware interrupt). Therefore, it would be useful to opportunistically execute pending timers if the device detects a non-timer device interrupt.

[0055] In another embodiment, an opportunistic execution trigger event is a processor idle state entry. It would be useful for the device to opportunistically execute pending timers prior to entering into the processor idle state in order to minimize exits from the processor idle state. In one embodiment, the opportunistic execution of the timers happens immediately before the entering into the processor idle state, which means the opportunistic execution of the timers is the last set of operations performed by the processor before entering into the processor idle state. In another embodiment, there are one or more intervening operations between the opportunistic execution of the timers and entering the processor idle state.

[0056] Figure 5 illustrates a timeline 500 in one embodiment for coalescing timers by opportunistic execution of timers in response to detecting an opportunistic execution trigger event. Figure 5 identifies several different points of time 504A-G on the timeline 500. As illustrated in the timer attribute table 506, there are three timers 502A-C. Each of these timers 502A-C has a timer priority, an initial execution time, a latency time, and a scheduled execution time. For example, for timer 502A, the timer priority is 3, the initial execution time is 504A, the latency time is 1000 milliseconds, and the scheduled execution time is 504C.

[0057] In one embodiment, the timer priority is the priority assigned to the timers and can be based on the priority of the task that the timer is associated with. In another embodiment, the timer priority is not based on the priority of the task that the timer is associated with. In one embodiment, the higher priority a timer has, the smaller value the operating system assigns to that timer as timer priority.

[0058] The initial execution time is the time when the timer is initially scheduled to be
executed. However, instead of having a fixed execution time for each timer, one embodiment allows each timer to be executed within a scheduling window of the timer. Therefore, a timer can be executed at any time in the timer scheduling window, which is defined by the initial execution time and initial execution time plus the latency time. As shown, the scheduling window 508A for the timer 502A is the time period between 504A and 504G, the scheduling window 508B for the timer 502B is the time period between 504B and 504F, the scheduling window 508C for the timer 502C is the time period between 504D and 504E. In one embodiment, the length of the latency time is determined based on the timer priority. The higher priority the timer has, the shorter the latency time that is assigned to the timer.

Because each timer has a scheduling window to determine the timer execution rather than a fixed execution time, the operating system is able to execute multiple timers when an opportunistic execution trigger event occurs within the scheduling window of these timers. For example and in one embodiment, as illustrated in Figure 5, if an opportunistic execution trigger event 510 occurs at the time 504C, the timer management module can execute timers 502A and 502B at the time 504C because the time 504C falls within the scheduling windows 508A and 508B. In addition, the timer management module does not execute timer 502C at the time 504C because the time 504C does not fall within the scheduling window 508C of the timer 502C. By coalescing the execution of the timers 502A and 502B in response to detecting the opportunistic execution trigger event 510, fewer interrupts that will cause the processor to exit from its idle state will be invoked. As a result, the device can stay in the low power mode for longer periods of time and power consumption is reduced.

Figure 6 illustrates a flowchart of one embodiment of a process 600 to coalesce timers by opportunistic execution of the timers in response to detecting an opportunistic execution trigger event. In one embodiment, the timer management module executes process 600 to execute timers opportunistically based on scheduling windows of the timers. Specifically, Figure 6 describes a process 600 that selects a subset of timers to execute in response to detecting an opportunistic execution trigger event based on the initial execution time and the latency time for the timers. In Figure 6, process 600 begins by detecting (at block 605) if an opportunistic execution trigger event has occurred. In one embodiment, this opportunistic execution trigger event is a non-timer device interrupt. In one embodiment, the non-timer device interrupt is a hardware interrupt. For example and in one embodiment, process 600 begins by detecting a key on the keyboard is pressed or a mouse button is clicked. In another embodiment, an opportunistic execution trigger event is a processor idle state entry.
In one embodiment, the opportunistic execution of the timers happens immediately before the entering into the processor idle state, which means the opportunistic execution of the timers is the last set of operations performed by the processor before entering into the processor idle state. In another embodiment, there are one or more intervening operations between the opportunistic execution of the times and entering the processor idle state.

[0061] At block 610, process 600 receives one or more timers, where each timer has an initial execution time and a latency time. In one embodiment, the timer management module assigns latency time to each timer based on the priority of the timer. For example, as illustrated in the timer attribute table 506 of Figure 5 above, the latency time of timer 502A is longer than the latency time of timer 502B because timer 520A has a lower priority than timer 502B.

[0062] At block 615, process 600 determines a scheduling window based on the initial execution time and the latency time for each received timer. In one embodiment, the scheduling window of a timer is defined as the initial scheduled execution time to the initial scheduled execution time plus the latency time. In this embodiment, different timers can have different initial execution times and different latency times. In one embodiment, the scheduling window of some or all of the timers can overlap with each other in time. For example and in one embodiment, the scheduling windows 508A-C of timers 502A-C in Figure 5 overlaps with each other between times 504D and 504E and the scheduling windows 508A-B overlap between times 504B through 504E.

[0063] At block 620, process 600 selects a subset of timers of the received timers, where the detected opportunistic execution trigger event occurs within the scheduling windows of those timers. In one embodiment, process 600 selects a timer if the opportunistic execution trigger event occurs within the scheduling window of that timer. For example, as illustrated in Figure 5, process 600 selects timers 502A and 502B because the opportunistic execution trigger event 510 occurs within the scheduling windows 508A and 508B of timers 502A and 502B, respectively. Process 600 schedules (at block 625) each timer in the subset to execute in response to the detection of the opportunistic execution trigger event. For example and in one embodiment, process 600 schedules timers 502A and 502B of Figure 5 to execute in response to the detection of the opportunistic execution trigger event 510. In one embodiment, process 600 schedules (at block 625) each timer in the subset to execute during the opportunistic execution trigger event. In another embodiment, process 600 schedules (at block 625) each timer in the subset to execute prior to the opportunistic execution trigger event, which means the execution of the subset of timers is the last set of instructions executed by the processor before the occurrence of the opportunistic execution trigger event. At block 630, process 600
executes each timer in the subset at the scheduled execution time.

[0064] One of ordinary skill in the art will recognize that process 600 is a conceptual representation of the operations used to perform timer coalescing. The specific operations of process 600 may not be performed in the exact order shown and described. The specific operations may not be performed in one continuous series of operations, and different specific operations may be performed in different embodiments. Furthermore, process 600 could be implemented using several sub-processes, or as part of a larger macro process.

[0065] Applications use timers to make provisions for events that occur later. Coalescing timers and opportunistic execution of timers can reduce the chance of the device being interrupted during the low power mode and can further save device power consumption. In one embodiment, the timer management module can rate-limit one or more timers to lessen the frequency a reoccurring timer is executed. In this embodiment, reducing the overall frequency of timer execution can save power consumption and system resources because less frequent timer executions can cause less frequent interrupts for the device.

[0066] In one embodiment, the timer management module rate-limits a timer based on the priority of the timer. In one embodiment, the operating system determines the timer priority of each timer based on the task priority of the task associated with the timer. The operating system assigns a high timer priority to a timer when the timer is associated with a high priority task, and assigns a low timer priority to a timer when the timer is associated with a low priority task. For example, real-time tasks have high priorities; therefore the timer management module may not rate-limits timers associated with real-time tasks. On the contrary, the timer management module may rate-limit timers associated with low priority tasks, such as background applications. For example, if a timer is associated with periodically updating the display of an application window (e.g., an animation for the window), when the application window is occluded by another window, the operating system will give a low priority to the timer and rate-limit the execution of the timer in order to save power consumption and system resources.

[0067] Figures 7A and 7B illustrate in one embodiment rate-limiting the execution of a timer. Specifically, Figure 7A illustrates the execution of a timer without rate-limiting it. As illustrated in Figure 7A, the timer management module schedules a timer 702 to execute at time 704A and every 250 milliseconds afterwards. Therefore, without rate-limiting the timer 702, the timer management module schedules the timer 702 to execute at times 704A-E. There is a suppression period 706 associated with the timer 702, which is one second long, as illustrated in Figure 7A. Therefore, the suppression period 706 starts to run at time 704A and
ends at time 704E. In one embodiment, the operating system determines the length of the suppression period 706 based on the priority of the timer 702. In this embodiment, the operating system assigns longer suppression periods to timers with low priority so that low priority timers are rate-limited for a longer period of time. In addition, the operating system assigns shorter (or no) suppression periods to timers with high priority so that high priority timers are rate-limited for shorter period of time. Because the timer priority for timer 702 is 3, the operating system assigns a one second suppression period 706 to timer 702, as illustrated in Figure 7A and 7B.

[0068] Figure 7B illustrates rate-limiting the execution of the timer based on a suppression period. In one embodiment, the timer management module performs rate-limiting operation on timer 702 and timer 702 does not execute at times 704A-704D as originally scheduled. Instead, timer 702 executes at time 704E, when the suppression period 706 for timer 702 has reached the end. Because of the reduced rate of execution for timer 702, the device is less likely to be disrupted from the low power mode, therefore consumes less power.

[0069] Figure 8 illustrates a flowchart of one embodiment of a process 800 to rate-limit the execution of a timer. Specifically, Figure 8 describes a process 800 that rate-limits the execution of the timer based on a suppression period associated with the timer. In Figure 8, process 800 begins by receiving (at block 805) a timer that has an initial execution time and a timer priority. For example and in one embodiment, process 800 begins by receiving timer 702 of Figure 7A that has an initial execution time of 704A and a timer priority of 3.

[0070] At block 810, process 800 determines whether the timer priority of the received timer is low enough for the timer management module to rate-limit the execution of the timer. In one embodiment, the timer priority is low when the timer priority satisfies a pre-determined threshold, e.g., the timer priority is greater than a pre-determined value. For example and in one embodiment, process 800 determines that the timer priority is low enough to rate-limit the timer when the timer priority is less than or equal to 3. Because the timer priority of timer 702 in Figure 7A is 3, process 800 determines that the timer management module should rate-limit the execution of the timer 702. If process 800 determines that the timer priority is not low enough for rate-limiting the timer, process 800 schedules (at block 825) the timer to execute at the initial execution time. Process 800 then ends.

[0071] However, if process 800 determines that the timer priority is low enough for rate-limiting the timer, process 800 determines (at block 815) a suppression period based on the timer priority. In one embodiment, the suppression period is a time period for the timer management module to prevent the timer from execution. In one embodiment, the operating
system assigns longer suppression periods to timers with low priority so that low priority timers are rate-limited for longer periods of time. The operating system assigns shorter suppression periods to timers with high priority so that high priority timers are rate-limited for shorter periods of time. For example and in one embodiment, process 800 determines that the suppression period 706 for timer 702 should be one second long, as illustrated in Figure 7B. At block 820, process 800 schedules the timer to execute at the end of the suppression period. For example and in one embodiment, process 800 schedules the timer 702 of Figure 7B to execute at 704E, which is the end of the suppression period 706. Process 800 then terminates.

[0072] One of ordinary skill in the art will recognize that process 800 is a conceptual representation of the operations used to perform timer coalescing. The specific operations of process 800 may not be performed in the exact order shown and described. The specific operations may not be performed in one continuous series of operations, and different specific operations may be performed in different embodiments. Furthermore, process 800 could be implemented using several sub-processes, or as part of a larger macro process.

[0073] Figure 9 illustrates a detailed diagram of the timer management module 900 of one embodiment. Specifically, this figure illustrates a set of modules for managing the coalescing, opportunistic executing, and rate-limiting of timers. In one embodiment, the timer management module 900 is used by a kernel of an operating system to facilitate the management of the timers, such as kernel 120 of Figure 1. As shown in Figure 9, the timer management module 900 includes a scheduling coalescing module 910, an opportunistic execution module 920, and a rate-limiting module 930.

[0074] The scheduling coalescing module 910 receives several timers, identifies scheduling window for each received timer, and coalesces the execution of the timers based on their scheduling window, as described in Figure 4 above. The scheduling coalescing module 910 includes a scheduling window identification module 912 and an execution time selection module 914. The scheduling window identification module 912 identifies a scheduling window for each received timer based on the initial execution time and the latency time of the timer, as described in Figure 4, block 410 above. The execution time selection module 914 selects a coalesced execution time for the received timers based on their scheduling windows identified by the scheduling window identification module 912. In one embodiment, the execution time selection module 914 chooses a time within an overlapped time period of all scheduling windows as the coalesced execution time, as described Figure 4, block 415 above. The scheduling coalescing module 910 schedules each received timer to execute at the coalesced execution time selected by the execution time selection module 914, as described in
Figure 4, block 420 above.

[0075] The opportunistic execution module 920 selects a subset of timers to execute opportunistically in response to detecting an opportunistic execution trigger event, as described in Figure 6 above. The opportunistic execution module 920 includes trigger event detection module 922 and a timer selection module 924.

[0076] The trigger event detection module 922 detects the occurrence of an opportunistic execution trigger event, as described in Figure 6, block 605 above. Once an opportunistic execution trigger event is detected by the trigger event detection module 922, the timer selection module 924 selects a subset from the received timers based on their scheduling windows. In one embodiment, the timer selection module 924 selects those timers that have a scheduling window that contains the time of the detected opportunistic execution trigger event, as described in Figure 6, block 620 above. The opportunistic execution module 920 schedules the selected subset of timers to execute in response to detecting the opportunistic execution trigger event, as described in Figure 6, block 625 above.

[0077] The rate-limiting module 930 receives a timer and rate-limits the execution of the timer if the timer's priority is low, as described in Figure 8 above. The rate-limiting module 930 includes a rate-limiting determination module 932 and a rate-limiting scheduling module 934. The rate-limiting determination module 932 determines whether the timer's priority is low enough for the timer management module to perform rate-limiting operation on the timer, as described in Figure 8, block 810 above. The rate-limiting scheduling module 934 schedules the execution of the timer based on the determination made by the rate-limiting determination module 932. In one embodiment, if the rate-limiting determination module 932 determines that the timer's priority is low enough for rate-limiting, the rate-limiting scheduling module 934 schedules the timer to execute at the end of a suppression period, as described in Figure 8, block 820 above. In the same embodiment, if the rate-limiting determination module 932 determines that the timer's priority is not low enough for rate-limiting, the rate-limiting scheduling module 934 schedules the timer to execute at the initial execution time of the timer, as described in Figure 8, block 825 above.

[0078] The timer management module 900 was described above for one embodiment of the invention. One of ordinary skill in the art will realize that in other embodiments this module can be implemented differently. For instance, in one embodiment described above, certain modules are implemented as software modules. However, in another embodiment, some or all of the modules might be implemented by hardware, which can be dedicated application specific hardware (e.g., an ASIC chip or component) or a general purpose chip.
(e.g., a microprocessor or FPGA).

[0079] Figure 10 shows one example of a data processing system 1000, which may be used with one embodiment of the present invention. For example, the system 1000 may be implemented including a device 100 as shown in Figure 1. Note that while Figure 10 illustrates various components of a device, it is not intended to represent any particular architecture or manner of interconnecting the components as such details are not germane to the present invention. It will also be appreciated that network computers and other data processing systems or other consumer electronic devices, which have fewer components or perhaps more components, may also be used with the present invention.

[0080] As shown in Figure 10, the device 1000, which is a form of a data processing system, includes a bus 1003 which is coupled to a microprocessor(s) 1005 and a ROM (Read Only Memory) 1007 and volatile RAM 1009 and a non-volatile memory 1011. The microprocessor 1005 may retrieve the instructions from the memories 1007, 1009, 1011 and execute the instructions to perform operations described above. The bus 1003 interconnects these various components together and also interconnects these components 1005, 1007, 1009, and 1011 to a display controller and display device 1013 and to peripheral devices such as input/output (I/O) devices which may be mice, keyboards, modems, network interfaces, printers and other devices which are well known in the art. Typically, the input/output devices 1015 are coupled to the system through input/output controllers 1017. The volatile RAM (Random Access Memory) 1009 is typically implemented as dynamic RAM (DRAM), which requires power continually in order to refresh or maintain the data in the memory.

[0081] The mass storage 1011 is typically a magnetic hard drive or a magnetic optical drive or an optical drive or a DVD RAM or a flash memory or other types of memory systems, which maintain data (e.g. large amounts of data) even after power is removed from the system. Typically, the mass storage 1011 will also be a random access memory although this is not required. While Figure 10 shows that the mass storage 1011 is a local device coupled directly to the rest of the components in the data processing system, it will be appreciated that the present invention may utilize a non-volatile memory which is remote from the system, such as a network storage device which is coupled to the data processing system through a network interface such as a modem, an Ethernet interface or a wireless network. The bus 1003 may include one or more buses connected to each other through various bridges, controllers and/or adapters as is well known in the art.

[0082] Figure 11 shows an example of another data processing system 1100 which may be used with one embodiment of the present invention. For example, system 1100 may be
implemented as a device 100 as shown in Figure 1. The data processing system 1100 shown in
Figure 11 includes a processing system 1111, which may be one or more microprocessors, or
which may be a system on a chip integrated circuit, and the system also includes memory 1101
for storing data and programs for execution by the processing system. The system 1100 also
includes an audio input/output subsystem 1105, which may include a microphone and a
speaker, for example, for playing back music or providing telephone functionality through the
speaker and microphone.

[0083] A display controller and display device 1109 provide a visual user interface for the
user; this digital interface may include a graphical user interface which is similar to that shown
on a Macintosh computer when running OS X operating system software, or Apple iPhone
when running the iOS operating system, etc. The system 1100 also includes one or more
wireless transceivers 1103 to communicate with another data processing system, such as the
system 1100 of Figure 11. A wireless transceiver may be a WLAN transceiver, an infrared
transceiver, a Bluetooth transceiver, and/or a wireless cellular telephony transceiver. It will be
appreciated that additional components, not shown, may also be part of the system 1100 in
certain embodiments, and in certain embodiments fewer components than shown in Figure 11
may also be used in a data processing system. The system 1100 further includes one or more
communication ports 1117 to communicate with another data processing system, such as the
system in Figure 10. The communication port may be a USB port, Firewire port, Bluetooth
interface, etc.

[0084] The data processing system 1100 also includes one or more input devices 1113,
which are provided to allow a user to provide input to the system. These input devices may be
a keypad or a keyboard or a touch panel or a multi touch panel. The data processing system
1100 also includes an optional input/output device 1115 which may be a connector for a dock.
It will be appreciated that one or more buses, not shown, may be used to interconnect the
various components as is well known in the art. The data processing system shown in Figure
11 may be a handheld device or a personal digital assistant (PDA), or a cellular telephone with
PDA like functionality, or a handheld device which includes a cellular telephone, or a media
player, such as an iPod, or devices which combine aspects or functions of these devices, such
as a media player combined with a PDA and a cellular telephone in one device or an embedded
device or other consumer electronic devices. In other embodiments, the data processing
system 1100 may be a network computer or an embedded processing device within another
device, or other types of data processing systems, which have fewer components or perhaps
more components than that shown in Figure 11.
At least certain embodiments of the inventions may be part of a digital media player, such as a portable music and/or video media player, which may include a media processing system to present the media, a storage device to store the media and may further include a radio frequency (RF) transceiver (e.g., an RF transceiver for a cellular telephone) coupled with an antenna system and the media processing system. In certain embodiments, media stored on a remote storage device may be transmitted to the media player through the RF transceiver. The media may be, for example, one or more of music or other audio, still pictures, or motion pictures.

The portable media player may include a media selection device, such as a click wheel input device on an iPod® or iPod Nano® media player from Apple, Inc. of Cupertino, CA, a touch screen input device, pushbutton device, movable pointing input device or other input device. The media selection device may be used to select the media stored on the storage device and/or the remote storage device. The portable media player may, in at least certain embodiments, include a display device which is coupled to the media processing system to display titles or other indicators of media being selected through the input device and being presented, either through a speaker or earphone(s), or on the display device, or on both display device and a speaker or earphone(s). Examples of a portable media player are described in published U.S. patent number 7,345,671 and U.S. patent number 7,627,343, both of which are incorporated herein by reference.

Portions of what was described above may be implemented with logic circuitry such as a dedicated logic circuit or with a microcontroller or other form of processing core that executes program code instructions. Thus processes taught by the discussion above may be performed with program code such as machine-executable instructions that cause a machine that executes these instructions to perform certain functions. In this context, a "machine" may be a machine that converts intermediate form (or "abstract") instructions into processor specific instructions (e.g., an abstract execution environment such as a "virtual machine" (e.g., a Java Virtual Machine), an interpreter, a Common Language Runtime, a high-level language virtual machine, etc.), and/or, electronic circuitry disposed on a semiconductor chip (e.g., "logic circuitry" implemented with transistors) designed to execute instructions such as a general-purpose processor and/or a special-purpose processor. Processes taught by the discussion above may also be performed by (in the alternative to a machine or in combination with a machine) electronic circuitry designed to perform the processes (or a portion thereof) without the execution of program code.

The present invention also relates to an apparatus for performing the operations
described herein. This apparatus may be specially constructed for the required purpose, or it may comprise a general-purpose device selectively activated or reconfigured by a computer program stored in the device. Such a computer program may be stored in a computer readable storage medium, such as, but not limited to, any type of disk including floppy disks, optical disks, CD-ROMs, and magnetic-optical disks, read-only memories (ROMs), RAMs, EPROMs, EEPROMs, magnetic or optical cards, or any type of media suitable for storing electronic instructions, and each coupled to a device bus.

[0089] A machine readable medium includes any mechanism for storing or transmitting information in a form readable by a machine (e.g., a computer). For example, a machine readable medium includes read only memory ("ROM"); random access memory ("RAM"); magnetic disk storage media; optical storage media; flash memory devices; etc.

[0090] An article of manufacture may be used to store program code. An article of manufacture that stores program code may be embodied as, but is not limited to, one or more memories (e.g., one or more flash memories, random access memories (static, dynamic or other)), optical disks, CD-ROMs, DVD ROMs, EPROMs, EEPROMs, magnetic or optical cards or other type of machine-readable media suitable for storing electronic instructions. Program code may also be downloaded from a remote computer (e.g., a server) to a requesting computer (e.g., a client) by way of data signals embodied in a propagation medium (e.g., via a communication link (e.g., a network connection)).

[0091] The preceding detailed descriptions are presented in terms of algorithms and symbolic representations of operations on data bits within a device memory. These algorithmic descriptions and representations are the tools used by those skilled in the data processing arts to most effectively convey the substance of their work to others skilled in the art. An algorithm is here, and generally, conceived to be a self-consistent sequence of operations leading to a desired result. The operations are those requiring physical manipulations of physical quantities. Usually, though not necessarily, these quantities take the form of electrical or magnetic signals capable of being stored, transferred, combined, compared, and otherwise manipulated. It has proven convenient at times, principally for reasons of common usage, to refer to these signals as bits, values, elements, symbols, characters, terms, numbers, or the like.

[0092] It should be kept in mind, however, that all of these and similar terms are to be associated with the appropriate physical quantities and are merely convenient labels applied to these quantities. Unless specifically stated otherwise as apparent from the above discussion, it is appreciated that throughout the description, discussions utilizing terms such as "receiving,"
"determining," "selecting," "coalescing," "executing," "setting," "identifying," "detecting," "scheduling," "rate-limiting," or the like, refer to the action and processes of a device, or similar electronic computing device, that manipulates and transforms data represented as physical (electronic) quantities within the device’s registers and memories into other data similarly represented as physical quantities within the device memories or registers or other such information storage, transmission or display devices.

[0093] The processes and displays presented herein are not inherently related to any particular device or other apparatus. Various general-purpose systems may be used with programs in accordance with the teachings herein, or it may prove convenient to construct a more specialized apparatus to perform the operations described. The required structure for a variety of these systems will be evident from the description below. In addition, the present invention is not described with reference to any particular programming language. It will be appreciated that a variety of programming languages may be used to implement the teachings of the invention as described herein.

[0094] The foregoing discussion merely describes some exemplary embodiments of the present invention. One skilled in the art will readily recognize from such discussion, the accompanying drawings and the claims that various modifications can be made without departing from the spirit and scope of the invention.
CLAIMS
What is claimed is:

1. A non-transitory machine-readable medium having executable instructions to cause one or more processing units to perform a method to coalesce an execution of a plurality of timers, the method comprising:
   receiving the plurality of timers, wherein each of the plurality of timers includes an initial execution time and a latency time;
   determining a scheduling window based on the initial execution time and the latency time for each of the plurality of timers;
   selecting a coalesced execution time that is within each scheduling window of the plurality of timers; and
   coalescing the execution of the plurality of timers by scheduling each of the plurality of timers to execute at the coalesced execution time.

2. The non-transitory machine-readable medium of claim 1, wherein the method further comprises:
   executing each of the plurality of timers at the coalesced execution time.

3. The non-transitory machine-readable medium of claim 1, wherein each of the plurality of timers is a software timer.

4. The non-transitory machine-readable medium of claim 1, wherein each of the plurality of timers further includes a timer priority.

5. The non-transitory machine-readable medium of claim 4, wherein the method further comprises:
   determining the latency time for one of the plurality of timers based on the timer priority of that timer.

6. The non-transitory machine-readable medium of claim 4, wherein each of the plurality of timers is associated with a task and the timer priority for each of the plurality of timers is based on a task priority of the associated task.
7. The non-transitory machine-readable medium of claim 1, wherein the latency time is the amount of time that an execution of that timer can be delayed.

8. The non-transitory machine-readable medium of claim 1, wherein the selecting the coalesced execution time comprises:
   identifying an overlapped scheduling window of all the plurality of timers; and
   selecting the coalesced execution time within the overlapped scheduling window.

9. The non-transitory machine-readable medium of claim 1, wherein the selecting the coalesced execution time comprises:
   identifying an overlapped scheduling window of a set of the plurality of timers, wherein the set of timers comprises more timers than any other set of timers that have overlapped scheduling windows; and
   selecting the coalesced execution time within the overlapped scheduling window.

10. A computer implemented method to coalesce an execution of a plurality of timers, the method comprising:
    detecting an opportunistic execution trigger event of a device; and
    in response to the detecting of the opportunistic execution trigger event:
        receiving the plurality of timers, wherein each of the plurality of timers includes an initial execution time and a latency time;
        selecting a subset of the plurality of timers to execute based on the initial execution time and the latency time for each of the plurality of timers; and
        coalescing the execution of the subset of the plurality of timers by scheduling each of the subset of timers to execute based on the opportunistic execution trigger event.

11. The method of claim 10, wherein each of the plurality of timers further includes a timer priority.

12. The method of claim 11, wherein the method further comprises:
    determining the latency time for one of the plurality of timers based on the timer priority of the timer.
13. The method of claim 11, wherein each of the plurality of timers is associated with a task and the timer priority for each of the plurality of timers is based on a task priority of the associated task.

14. The method of claim 10, wherein the opportunistic execution trigger event is a non-timer device interrupt.

15. The method of claim 10, wherein the opportunistic execution trigger event is a pending entry into a processor idle state.

16. The method of claim 10, wherein the latency time is the amount of time that an execution of that timer can be delayed.

17. The method of claim 10, wherein the selecting the subset of the plurality of timers to execute comprises:
   
   determining a scheduling window for each of the plurality of timers based on the initial execution time and the latency time of the timer; and
   
   selecting a timer when the opportunistic execution trigger event occurs at a time that falls into the scheduling window of the timer.

18. A device to coalesce an execution of a plurality of timers, the device comprising:
   
   a processor;
   
   a memory coupled to the processor though a bus; and
   
   a process executed from the memory by the processor causes the processor to detect an opportunistic execution trigger event, receive the plurality of timers, wherein each of the plurality of timers includes an initial execution time and a latency time, select a subset of the plurality of timers to execute based on the initial execution time and the latency time for each of the plurality of timers, and coalesce the execution of the subset of the plurality of timers by scheduling each of the subset of timers to execute based on the opportunistic execution trigger event.

19. The device of claim 18, wherein the opportunistic execution trigger event is a non-timer device interrupt.
20. The device of claim 18, wherein the opportunistic execution trigger event is a pending entry into a processor idle state.
**FIG. 3**

<table>
<thead>
<tr>
<th>Timer</th>
<th>Timer Priority</th>
<th>Initial Execution Time</th>
<th>Latency Time (ms)</th>
<th>Scheduled Execution Time</th>
</tr>
</thead>
<tbody>
<tr>
<td>Timer 302A</td>
<td>3</td>
<td>304A</td>
<td>1000</td>
<td>304C</td>
</tr>
<tr>
<td>Timer 302B</td>
<td>2</td>
<td>304B</td>
<td>500</td>
<td>304C</td>
</tr>
<tr>
<td>Timer 302C</td>
<td>1</td>
<td>304C</td>
<td>100</td>
<td>304C</td>
</tr>
</tbody>
</table>
Start

405

Receive multiple timers, each of which has an initial execution time and a latency time

410

Determine a scheduling window based on the initial execution time and the latency time for each received timer

415

Select a coalesced execution time that is within the scheduling window of all timers

420

Schedule each timer to execute at the coalesced execution time

425

Execute each timer at the coalesced execution time

End

FIG. 4
Start

Detect an opportunistic execution trigger event

Receive multiple timers, each of which has an initial execution time and a latency time

Determine a scheduling window based on the initial execution time and the latency time for each received timer

Select a subset of timers based on the scheduling window of each received timer and the time of the trigger event

Schedule each timer in the subset to execute in response to the trigger event

Execute each timer in the subset at the scheduled time

End

FIG. 6
Start

Receive a timer that has an initial execution time and a timer priority

Timer priority low?

Yes (N) Schedule the timer to execute at the initial execution time

No (Y) Determine a suppression period based on the timer priority

Schedule the timer to execute at the end of the suppression period

End

FIG. 8
FIG. 9
FIG. 11
A. CLASSIFICATION OF SUBJECT MATTER
INV. G06F9/48
ADD.
According to International Patent Classification (IPC) or to both national classification and IPC

B. FIELDS SEARCHED
Minimum documentation searched (classification system followed by classification symbols)
G06F

Documentation searched other than minimum documentation to the extent that such documents are included in the fields searched

Electronic data base consulted during the international search (name of data base and, where practicable, search terms used)
EPO-Internal , WPI Data

C. DOCUMENTS CONSIDERED TO BE RELEVANT

<table>
<thead>
<tr>
<th>Category</th>
<th>Citation of document, with indication, where appropriate, of the relevant passages</th>
<th>Relevant to claim No.</th>
</tr>
</thead>
</table>

Further documents are listed in the continuation of Box C. See patent family annex.

* Special categories of cited documents:
  *A* document defining the general state of the art which is not considered to be of particular relevance
  *E* earlier application or patent but published on or after the international filing date
  *L* document(s) which may throw doubts on priority claim(s) or which may affect the新颖度 of the claimed invention
  *O* document referred to in the text
  *P* document published prior to the international filing date but later than the priority date claimed

Date of the actual completion of the international search: 22 July 2014

Date of mailing of the international search report: 31/07/2014

Name and mailing address of the ISA:
European Patent Office, P.B. 5818 Patentlaan 2
NL-2280 HJ Rijswijk
Tel. (+31-70) 340-2040,
Fax: (+31-70) 340-3016

Authorized officer:
Archontopoulou, E
<table>
<thead>
<tr>
<th>Category</th>
<th>Citation of document, with indication, where appropriate, of the relevant passages</th>
<th>Relevant to claim No.</th>
</tr>
</thead>
</table>

---