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PARTITIONED REFERENCE COUNTER 

BACKGROUND 

0001 Reference counting is a widely used technique to 
track resource lifetime and decide when it is safe to delete a 
resource. A resource can be an object, pointer, or handle, or 
block of memory, among other things. A reference counter is 
employed to record when a resource is being used to enable a 
decision to be made as to when the resource can be destroyed. 
More particularly, the reference counter can be incremented 
when a resource is used and decremented when the resource 
is not needed anymore. If the reference counter reaches Zero, 
the resource can be safely disposed by the last user of the 
resource since the resource is no longer being used. 
0002 Performance issues can occur in a multi-processor 
computing system when a reference counteris employed with 
respect to a resource that is commonly used by several pro 
cessors. The reference counter is conventionally stored in a 
region of main memory (e.g., RAM). Every time a resource is 
used, the counter can be incremented in this region of 
memory. If the resource is utilized frequently, the memory 
can be incremented quite often. In a very large system with 
several processors, each processor caches (e.g., level 1 (L1) or 
level 2 (L2)) the reference counter. However, if a resource is 
utilized a lot the cache can be invalidated frequently and 
require reloading. This operation can take time, because the 
processor has to be called to throw away the cached data and 
acquire data from main memory. 
0003 Conventionally, a compare-and-swap operation is 
employed for best performance. The compare-and Swap 
operation is an operation for shared memory systems that 
compares content of a memory location to a specified value, 
and if the content of the memory location is the same as the 
specified value, the content of the memory location is 
updated. There are two ways to implement this operation. The 
simple way is to take a lock before the counteris incremented, 
or decremented, and Subsequently release the lock. Here, 
however, performance is hindered by forcing serialization by 
way of locking. There is hardware that allows counters to be 
incremented or decremented atomically across all processors. 
In this case, a lock need not be taken but rather a special 
compare-and-Swap instruction can be called, which will 
increment the counter, for example, atomically without cor 
rupting the value. 

SUMMARY 

0004. The following presents a simplified summary in 
order to provide a basic understanding of some aspects of the 
disclosed Subject matter. This Summary is not an extensive 
overview. It is not intended to identify key/critical elements or 
to delineate the scope of the claimed subject matter. Its sole 
purpose is to present some concepts in a simplified form as a 
prelude to the more detailed description that is presented later. 
0005 Briefly described, the subject disclosure pertains to 
a partitioned reference counter. A reference counter is divided 
into multiple counters or partitions where the sum of all 
partitions is equivalent to the total number of references to a 
resource. A partitioned reference counter spreads access to a 
reference counter, which reduces contention especially in 
multi-processor systems. Whenever a local reference-counter 
partition goes to Zero, all other partitions can be checked for 
Zero to determine whether the resource should be disposed of 
or in other words destroyed. It can be frequent that a local 
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partition reaches zero while a resource is still referenced in 
other remote partitions, causing partitions to be checked for 
no reason, wasting computing resources. To avoid this issue, 
partitions can be coarse-grained to reduce the likelihood that 
a local reference counterpartition reaches Zero. Additionally 
or alternatively, when a resource lifetime is controlled by a 
longstanding reference add/release can be performed on all 
partitions, which prevents local partitions reaching Zero while 
the longstanding reference is held. Furthermore, a resource 
deletion mechanism can be employed that avoids a race con 
dition. 
0006 To the accomplishment of the foregoing and related 
ends, certain illustrative aspects of the claimed Subject matter 
are described herein in connection with the following descrip 
tion and the annexed drawings. These aspects are indicative of 
various ways in which the Subject matter may be practiced, all 
of which are intended to be within the scope of the claimed 
Subject matter. Other advantages and novel features may 
become apparent from the following detailed description 
when considered in conjunction with the drawings. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0007 FIG. 1 is a block diagram of a resource management 
system. 
0008 FIG. 2 is a block diagram of per processor reference 
counter partitioning. 
0009 FIG. 3 is a block diagram of a representative parti 
tion-management component. 
(0010 FIG. 4 is a block diagram illustrating a reference 
counter partitioned across NUMA nodes. 
0011 FIG. 5 illustrates an object lifetime example. 
0012 FIG. 6 is a flow chart diagram of a method of releas 
ing a reference to a resource. 
0013 FIG. 7 is a flow chart diagram of a method adding a 
reference to a resource. 
0014 FIG. 8 is a flow chart diagram of method of releasing 
a reference to a resource. 
0015 FIG. 9 is a flow chart diagram of a resource deletion 
method. 
0016 FIG. 10 is a flow chart diagram of a method of 
adding a reference to a resource. 
0017 FIG. 11 is a flow chart diagram of a method of 
adding a reference to a resource. 
0018 FIG. 12 is a flow chart diagram of a method of 
releasing a reference to a resource. 
0019 FIG. 13 is a schematic block diagram illustrating a 
Suitable operating environment for aspects of the Subject dis 
closure. 

DETAILED DESCRIPTION 

0020 Performance issues can occur in the context of ref 
erence counting when resources are commonly used by sev 
eral processors at a time in a multiple processor-computing 
environment. Conventionally, a reference counter is updated 
with a special compare-and-swap operation for best perfor 
mance. However, the compare-and Swap operation only helps 
to a degree. In extreme cases and/or high-end machines, the 
compare-and-Swap operation alone can cause performance 
bottlenecks for resources that are accessed frequently from 
different processors. 
0021 Details below are generally directed toward a parti 
tioned reference counter. A reference counter can be divided 
into multiple counters, or partitions, where the Sum of all 
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partitions is equivalent to the total number of references to a 
resource. A thread of execution operates in a single partition 
most of the time. Spreading access to the resource counter 
across partitions reduces contention. Further, given that con 
tention increases exponentially with the number of proces 
sors, employment of multiple counters can improve perfor 
mance considerably in multi-processor Systems. 
0022. When one resource counterpartition reaches zero, it 

is possible that the resource should be destroyed. To deter 
mine if this is the case, all other partitions can be checked for 
a value of Zero. If all the partitions are Zero, the resource can 
be destroyed. Accordingly, extra work is required when a 
partition reaches Zero. However, coarse grained partitioning 
and add/release on all partitions, among other things can be 
employed to help avoid this extra work. Coarse-grained par 
titioning increases sharing, which reduces the chance that a 
local reference-counterpartition reaches Zero and reduces the 
number of partitions that need to be checked. When a resource 
lifetime is controlled by a longstanding reference, add/release 
can be performed on all partitions, which prevents a local 
reference-counter partition from reaching Zero so long as the 
longstanding reference is held. Further, destroying ordeleting 
a resource can be accomplished in a manner that avoids a race 
condition, for example by utilizing multiple stages. 
0023 Various aspects of the subject disclosure are now 
described in more detail with reference to the annexed draw 
ings, wherein like numerals refer to like or corresponding 
elements throughout. It should be understood, however, that 
the drawings and detailed description relating thereto are not 
intended to limit the claimed subject matter to the particular 
form disclosed. Rather, the intention is to coverall modifica 
tions, equivalents, and alternatives falling within the spirit 
and scope of the claimed Subject matter. 
0024. Referring initially to FIG. 1, resource management 
system 100 is illustrated. The resource management system 
100 manages the lifetime of resources Such as objects, point 
ers, or handles, or blocks of memory, among other things. 
Lifetime can be managed with a reference counter that 
records resource use, and more particularly a partitioned ref 
erence counter. The resource management system 100 
includes generation component 110, partitioned reference 
counter 120, and partition management component 130. 
0025. The generation component 110 is configured togen 
erate the partitioned reference counter. The partitioned refer 
ence counter 120 is a reference counter that is divided into 
multiple counters, or in other words partitions. The sum of all 
counters, or partitions, can be equivalent to the total number 
of references to a particular resource. Spreading access to the 
resource counter across partitions reduces contention. In 
addition, performance can be improved considerably in 
multi-processor systems given that given that contention 
increases exponentially with the number of processors. The 
number of partitions can vary based on computer system 
infrastructure and/or other factors. 
0026 Turning briefly to FIG. 2, per processor partitioning 

is illustrated in accordance with one embodiment. Here, a 
multi-processor System includes a plurality of central pro 
cessing units 210 (CPU-CPU, where “X” is an integer 
greater than one). Reference counter 220 can be divided 
across the plurality of central processing units 210. More 
particularly, a reference counterpartition can be generated for 
each central processing unit. Accordingly, a plurality of ref 
erence counter partitions 230 (REFERENCE COUNTER 
PARTITION-REFERENCE COUNTER PARTITION, 
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where “X” is an integer greater than one) of the same number 
as the plurality of central processing units 210. The set of 
reference counter partitions 230 corresponds to a partitioned 
reference counteras described and used herein. The reference 
counter partitions 230 can be stored in cache memory for 
corresponding central processing units 210, for example. 
0027. Returning to FIG. 1, the generation component 110 
can be configured to generate the partitioned dynamically in 
accordance with one embodiment. A conventional un-parti 
tioned reference counter can be employed initially and upon 
detecting or inferring performance degradation as defined by 
one or more metrics, the reference counter can be partitioned. 
For example, if contention is detected based on a number of 
compare and Swap operations that fail and that contention 
exceeds a threshold, the generation component 110 can ini 
tiate partitioning in response to the contention. Further, the 
number of partitions can be adjusted (e.g., expand or shrink) 
dynamically as a function of contention to optimize perfor 
mance. Additional performance improving techniques, as 
described later herein, can also be initiated by the generation 
component 110 upon initial partitioning or runtime adjust 
ment. 

0028. The partition management component 130 is con 
figured to manage a reference counterpartition. Accordingly, 
a partition management component 130 can exist for parti 
tion. Management of a reference counter can include, among 
other things, incrementing the counter when a resource is 
used and decrementing the counter once the resource is not 
needed anymore as well as disposing of a resource when all 
partitions have Zero references. Additionally, the partition 
management component 130 can utilize and exploit the ben 
efits of a conventional, non-locking, atomic compare-and 
Swap operation when incrementing and decrementing a ref 
erence COunter. 

0029 FIG. 3 illustrates a representative partition-manage 
ment component 130 in further detail. The partition manage 
ment component 130 includes creation component 308, addi 
tion component 310, release component 312, and delete 
component 314. Further, the partition management compo 
nent 130 interacts with a local reference counterpartition320 
and one or more remote reference counter partitions 330. 
Here, the local reference counterpartition320 is local or near 
the partition management component 130. In other words, the 
reference counter is part of the same partition with the parti 
tion management component 130. By contrast, the remote 
reference counter partition(s) 330 is remote, or relatively far 
from, this partition management component 130 and can 
include another reference counter partition local thereto. 
0030 The creation component 310 is configured to set the 
local reference-counter partition to one upon initial creation 
of a resource. For example, when an object is first created in 
main memory the local reference-counter partition can be 
incremented from Zero to one denoting a single reference to 
the object. Subsequently, references to the object can be 
added and released. 
0031. The addition component 310 is configured to incre 
ment the local reference counter partition 320 each time a 
reference is added to a resource. The release component 312 
is configured to decrement the local reference counter parti 
tion 320 when a reference to a resource is released. However, 
if the local reference-counter partition for a particular 
resource has a count of Zero, the release component 312 can 
be configured to decrement a remote reference counterparti 
tion 330 with a count for a particular resource greater than 
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Zero. There is no harm to correctness because the sum of all 
partitions includes the correct reference count. This is not 
common scenario, however, because add/release happen on 
the same thread/partition most of the time. 
0032. Whenever the local reference counter partition 320 
reaches zero upon release of a reference it is possible that the 
corresponding resource should be deleted, or in other words 
disposed of or destroyed. To determine if this is the case, all 
partitions are checked for a value of Zero including all remote 
reference counter partitions 330. If all reference count parti 
tions have a value of Zero for the same resource, the resource 
can be disposed. Since there is extra work involved when a 
local reference counterpartition reaches zero, it is desirable to 
avoid such a case. However, due to the nature of partitioning, 
it will be frequent that a local partition reaches Zero while the 
resource is still referenced in other partitions. This will cause 
partitions to be re-checked for no reason, wasting cycles. Two 
techniques can be utilized in furtherance thereof, namely 
course grained partition and add/release on all partitions. 
0033 Rather than utilizing fine-grained partitions, course 
grained partitions can be employed. For example, partitions 
can be created per non-uniform memory access (NUMA) 
node instead of per processor. In most cases, contention on a 
reference counter is not so great as to require partitioning on 
a per processor basis. FIG. 4 is a block diagram illustrating a 
reference counterpartitioned across NUMA nodes. Here, two 
NUMA nodes 410 are illustrated, namely “node 0 and “node 
1. Each node includes a plurality of central processing units 
210 that interact with a reference counterpartition 230 stored 
in a local memory 412, or cache, accessible locally by the 
plurality of central processing units 210. Additionally, the 
plurality of central processors 210 can remotely access the 
reference counter partition of another node (a.k.a. remote 
reference-counter partition), for instance to check if the 
counter has a value of Zero for a particular resource. Utilizing 
Such a coarse-grained approach increases sharing and thus 
reduces the chances that a local partition reaches Zero. Fur 
ther, this approach reduces the number of partitions that need 
to be checked, therefore reducing wasted cycles. 
0034. In many cases, resource lifetime is controlled by a 
single longstanding reference. In accordance with the add/ 
release-on-all-partitions technique, any known or predeter 
mined longstanding reference can be added to all partitions 
and released from all partitions. This mechanism avoids local 
partitions becoming Zero so long as this distinctive reference 
is held. If other resources are using the resource, the counter 
will be incremented above zero, but it will not go to zero so 
long as the longstanding reference is held, thus eliminating 
the need to check all other partitions. A resource can have 
multiple special references as long as add and release opera 
tions on all partitions are match. In this context the sum of all 
counts will no longer equal the total number of references, 
however correctness is not an issue if an add to all partitions 
is followed sometime later by a release to all partitions. 
0035. Other techniques and implementations of the above 
techniques are possible and contemplated. By way of 
example, and not limitation, consider again a resource that 
holds reference for a relatively long time. A particular parti 
tion can be incremented in this situation rather than all parti 
tions. This particular partition can be the first partition 
checked when a local reference-counter partition goes to 
Zero. Consequently, all partitions need not be checked. 
Rather, this single partition can be checked to determine if a 
longstanding reference is held. 
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0036. The delete component 314 is configured to dispose 
or destroy a resource when the resource is no longer being 
utilized. In accordance with one embodiment, the delete com 
ponent 314 is configured to avoid a race condition, which is 
where the result of a process is dependent on the sequence or 
timing of events. This can be accomplished utilizing a two 
phase approach. First, the delete component can check 
whether all partitions are zero for a particular resource. How 
ever, this alone is not enough because of the following race 
condition described below with respect to Table 1. 

TABLE 1 

Part O Part 1 Part 2 Part 3 Notes 

Step 1 1 O O 1 Thread 1 decrements 

(T1) partition 0. Other 
partitions O? 

Step 2 O O O 1 T1 reads partitions 0 to 2 
(T1) when another thread (T2) 

comes in before it reads 

partition 3. 
Step 3 O O 1 1 T2 increments partition 2. 
(T2) 
Step 4 O O 1 O T2 decrements partition 3 
(T2) and T1 reads it. T1 will 

See all partitions set to 0, 
which is not true. 

0037 Table 1 includes four partitions (Part 0, Part, 1, Part 
2, and Part3) and steps performed by two threads of execution 
that interact with the partitions. Steps one and two are per 
formed by a first thread (T1) and steps three and four are 
performed by a second thread (T2). The starting condition of 
the partitioned reference counter is (1, 0, 0, 1). Step one 
decrements partition Zero. In step two, a determination begins 
as to whether all partitions are zero. Here, the first thread 
reads partitions Zero, one and two determining that all three 
are zero. However, before the first thread reads partition three, 
the second thread increments partition two and decrements 
partition three. After the first thread reads partition three, a 
conclusion is made that all partitions are Zero when that is not 
in fact the case. 

0038. Such a race condition can be resolved by transition 
ing partitions from Zero to negative one (or some other dis 
tinct value) after detecting all Zeros. If during this process, it 
is determined that any partition is a non-zero (including nega 
tive one), deletion can be aborted and changes undone. Such 
as transitioning partitions from negative one to Zero. If an add 
or release operation finds a partition of negative one, the 
operation can be configured to wait, or spin, until the count is 
no longer negative one. This works because in order to add a 
reference to an existing resource (as opposed to upon loading/ 
creation), another reference should already exist for a 
resource. If during add, it is found that the local partition has 
been marked for deletion (negative one), the operation can 
spin waiting for the other reference that exists to be found by 
the deleting threadin which case the deletion operation can be 
cancelled and the local partition restored to Zero. An example 
of this process is illustrated in Table 2 below. 
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Step 1 (T1) 

Step 2 (T1) 

Step 3 (T2) 
Step 4 (T2) 

Step 5 (T1) 

Step 6 
(T1/T2) 

Part O 

TABLE 2 

Part 1 Part 2 

O O 

-1 1 

-1 (T2 1 (T1 
spins) cancels) 

1 

1 

1 

Part 3 Notes 

Thread 1 decrements partition 
0. Other partitions O? 
T1 reads partitions 0 to 2 when 
another thread (T2) comes in 
before it reads partition 3. 
T2 increments partition 2. 
T2 decrements partition 3 and 
T1 reads it. T1 will see all 
partitions set to 0, which is not 
true. 
Now T1 tries to transition all 
partitions to -1. 
T2 tries to increment reference 
to partition 1 to attempt to hit 
same race condition again. 
Given partition is setto -1, it 
spins until it changes. 
Meanwhile, T1 reads partition 
2 and finds non-zero partition 
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causing it to abort. 
Step 7 (T1) O O (T2 1 O 

spins) 
Step 8 (T2) O 1 1 O 

partition 1. 
Step 9 (T2) O 1 O O 

0039 Table 2 illustrates a similar example as the one 
described with respect to Table 1. Accordingly, description 
begins at step five, after the first thread has determined that all 
partitions are zero. At step five, the first thread attempts to 
transition all partitions from Zero to negative one. Here, par 
titions Zero and one are successfully transitioned. In step six, 
the second thread attempts to add a reference to partition one. 
However, partition one is currently set to negative one, so the 
second thread will spin, or in other words wait in a loop 
repeatedly checking the value of the partition for a value other 
than negative one. Meanwhile, the first thread reads partition 
two and finds a non-Zero partition causing the deletion to be 
aborted. In step seven, the first thread reverts all changes, 
transitioning partitions Zero and one from negative one to 
Zero. Now, in step eight the second thread can increment 
partition one, and Subsequently decrement partition two in 
step nine. Note that a reference can be added if there is another 
reference to a resource. The first thread will find the other 
reference and revert changes to partitions Zero and one, at 
which point the second thread is resumed and the reference 
added. 

0040 Turning attention to FIG. 5 an object lifetime 
example is depicted illustrating the state of partitions This 
example includes a four reference counterpartitions, partition 
Zero, partition one, partition two, and partition three. At 510, 
an object is created and the local partition, partition Zero, is 
incremented. Next, at reference 520, a reference is added to 
partition two. Assume this object is given to the cache or 
another object holds the lifetime of this object for an extended 
time, all partitions are incremented at 530. Subsequently, at 
540, a reference to partition Zero is released. At 550, a release 
is performed on all partitions, for example upon a decision 
that the cache no longer needs this object. Next, the last 
reference is released, at 560, and as part of the first stage of 
deletion, it can be detected that all partitions are equal to Zero. 
At 570, as part of the second stage of deletion, all partitions 
are set to negative one. Here, that operation was successful. 
Thus, at 580, the object is deleted or otherwise destroyed. 

T1 reverts all changes 

Now T2 can increment 

T2 decrements partition 2. 

0041. The included Appendix illustrates exemplary code 
that implements aspects described above. This code is meant 
solely to aid clarity and understanding and not to limit the 
claimed subject matter thereto. The first part is a class defi 
nition that specifies apartitioned reference counteras an array 
where each element in the array is the local counter for a 
partition. 
0042 AddRef gets the counter for the current partition. 
More specifically, “AddRef will get a reference to one of the 
elements of the array and perform compare-and-Swap opera 
tion to increment the counter. There is additional logic there 
for a loop, because the compare-and-Swap operation could 
fail, and if it does, the operation can be retried. AddRefalso 
include protection against minus one with respect to deletion 
and the race condition. What it does is every time the counter 
gets to minus one, all operations stop until that condition goes 
away. 

0043. Release does the opposite of “AddRef.” The current 
counter is acquired first. If the counter is minus one, release 
will spin waiting until the counter becomes something else. 
Release will try to decrement the counter and whenever the 
counter gets to zero will try to delete the resource by calling 
“TryDelete.” which checks if all partitions are Zero in a first 
pass and on the second pass attempts to transition partitions 
from Zero to one and deletes the object if successful. In the 
case where the current partition is Zero and a release is tried, 
an attempt can be made to decrement another non-zero par 
tition. 

0044) The aforementioned systems, architectures, envi 
ronments, and the like have been described with respect to 
interaction between several components. It should be appre 
ciated that Such systems and components can include those 
components or sub-components specified therein, Some of 
the specified components or sub-components, and/or addi 
tional components. Sub-components could also be imple 
mented as components communicatively coupled to other 
components rather than included within parent components. 
Further yet, one or more components and/or Sub-components 
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may be combined into a single component to provide aggre 
gate functionality. Communication between systems, compo 
nents and/or Sub-components can be accomplished in accor 
dance with either a push and/or pull model. The components 
may also interact with one or more other components not 
specifically described herein for the sake of brevity, but 
known by those of skill in the art. 
0045. Furthermore, various portions of the disclosed sys 
tems above and methods below can include or employ of 
artificial intelligence, machine learning, or knowledge or 
rule-based components, Sub-components, processes, means, 
methodologies, or mechanisms (e.g., Support vector 
machines, neural networks, expert Systems, Bayesian belief 
networks, fuZZy logic, data fusion engines, classifiers . . . ). 
Such components, inter alia, can automate certain mecha 
nisms or processes performed thereby to make portions of the 
systems and methods more adaptive as well as efficient and 
intelligent. By way of example, and not limitation, the gen 
eration component 110 can employ such functionality to 
determine or infer when and to what extent to partition a 
reference counter. 
0046. In view of the exemplary systems described supra, 
methodologies that may be implemented in accordance with 
the disclosed subject matter will be better appreciated with 
reference to the flow charts of FIGS. 6-12. While for purposes 
of simplicity of explanation, the methodologies are shown 
and described as a series of blocks, it is to be understood and 
appreciated that the claimed subject matter is not limited by 
the order of the blocks, as some blocks may occur in different 
orders and/or concurrently with other blocks from what is 
depicted and described herein. Moreover, not all illustrated 
blocks may be required to implement the methods described 
hereinafter. 
0047 Referring to FIG. 6, a method 600 of releasing a 
reference to a resource is illustrated. At reference numeral 
610, a local partition counteris decremented. A check is made 
at 620 as to whether the local counter is zero. If the reference 
counter is not zero (“NO”), the method terminates. If the 
reference counter is zero, a determination is made at 630 as to 
whether all counter partitions are zero. If not (“NO”), the 
method terminates. If all counterpartitions are Zero (“YES), 
the resource is disposed, or destroyed at numeral 640. 
0048 FIG.7 depicts a method 700 of adding a reference to 
a resource. At numeral 710, a local counter partition is incre 
mented. A determination is made at 720 as to whether the 
reference is known or otherwise predetermined to make long 
standing use of the resource. If not (“NO”), the method ter 
minates. If so (“YES), all remote counter partitions are 
incremented at reference numeral 730, and the method ends. 
Method 700 corresponds to the add-on-all-partitions tech 
nique. 
0049 FIG. 8 illustrates a method 800 of releasing a refer 
ence to a resource. At reference numeral 810, the local 
counter partition is decremented. At numeral 820, a determi 
nation is made concerning whether the release reference per 
tained to a known or predetermined longstanding use. If it 
does (“YES), all remote counterpartitions are decremented 
at 830, and the method continues at 840. This corresponds to 
the release-on-all partitions technique. If the reference does 
not pertain to a longstanding use (“NO”), the method pro 
ceeds directly to 840, where a determination is made as to the 
local counterpartition is Zero. If the local counterpartition is 
not zero (“NO”), the method terminates. If the local counter 
partition is zero (“YES), the method continues at 850, where 
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a check is made concerning whether all counterpartitions are 
Zero. If so (“YES), the resource is disposed or destroyed. If 
not (“NO”), the method ends. 
0050 FIG. 9 depicts a resource deletion method 900. At 
reference numeral 910, a determination is made as to whether 
all counter partitions are Zero. If not (“NO”), the method 
terminates. If so (“YES”), the method proceeds at 920 where 
a check is made of whether a first counterpartition is equal to 
Zero. If so (“YES), the counter is set to a value indicative of 
a deletion process Such as negative one at 940 and a determi 
nation is made as to whether all counter partitions have been 
processed at 950. If not (“NO”), the method continues back at 
reference numeral 920. Acts 920 and 940 continue to be 
performed until all counter partitions have been processed 
Successfully or a counter partition is encountered that is not 
Zero. If at 920, a counter partition is read that is not zero, all 
previous changes made are reversed at 930 and the method 
terminates. In partitions, any counters that where transitioned 
from Zero to negative one are transitioned back from negative 
one to zero. If all counters are processed (“YES) at 950, the 
method continues at reference numeral 960 where the 
resource is disposed or deleted. Subsequently or concur 
rently, the reference counter partitions are transitioned from 
negative one to zero, at 970, and the method stops. 
0051 FIG. 10 is a flow chart diagram of a method 1000 of 
adding a reference to a reference counterpartition is depicted. 
At numeral 1010, a determination is made as to whether the 
reference counter partition includes a value indicative of a 
deletion processes such as, but not limited to, negative one. If 
the reference counter partition is negative one, this can indi 
cate that a deletion method is in progress. When a reference is 
to be added, another reference already exists, as opposed to 
when a resource is newly created. Accordingly, if the refer 
ence counter of the partition is negative one (“YES), the 
method continues to loop back to 1110 until the reference 
counter changes, which it will once the other reference is 
located and the deletion process is aborted. If the reference 
counter is not negative one (“NO”), the method continues at 
1020 where the local counterpartition is incremented prior to 
the method ending. 
0052 FIG. 11 illustrates a method 1100 of adding a refer 
ence to resource. At reference numeral 1110, a local refer 
ence-counterpartition is incremented to reflect an added ref 
erence to a resource. At numeral 1120, a determination is 
made as to whether the reference to the resource is known, or 
is likely, to be longstanding in accordance with some prede 
termined definition. In other words, the query concerns 
whether resource lifetime is, or is likely, governed by the 
reference. If the reference is not longstanding (“NO”), the 
method terminates. Alternatively (“YES), the designated 
reference counter partition is incremented at reference 
numeral 1130. In one embodiment, the designated reference 
counter partition can a reference counter dedicated solely to 
recording longstanding references. In another embodiment, 
the designated reference-counter partition can be any parti 
tion. Where the local reference counter and the designated 
reference counter are the same, the counter can be incre 
mented twice or only once. 
0053 FIG. 12 depicts a method 1200 of releasing a releas 
ing a reference to a resource. At reference numeral 1210, a 
local reference counter partition is decremented reflecting 
release of a reference to a particular resource. At 1220, a 
determination is made as to whether the release reference is 
longstanding in accordance with some definition or other 
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indication. If the reference is longstanding (“YES), a desig 
nated reference-counterpartition is decremented at numeral 
1230. Alternatively (“NO”), the method proceeds directly to 
1240 where a check is made as to whether decrementing the 
local reference-counter caused the counter to reach zero. If 
not (“NO”), the method terminates. If so (“YES”), the method 
continues at 1250 where a determination is made as to 
whether all partitions are zero. Here, the first reference 
counter partition checked can be the designated reference 
counter partition. In this way if the is a longstanding refer 
ence, it can be identified within the first check, and checking 
other partition is not necessary. As a result, performance is 
improved. If all reference-counter partitions are not zero 
(“NO”), the method terminates. If all reference-counter par 
titions are Zero (“YES), the resource can be disposed at 1260 
prior to terminating. 
0054 Aspects described herein have broad applicability 
beyond a high-end, multi-processor System. By way of 
example, and not limitation, the reference counting tech 
niques described herein can be applied in a distributed com 
puter system. In a distributed computing system, there are 
network traffic and communication delays where it is helpful 
to keep a local count if possible. Accordingly, aspects 
described above are applicable to distributed system cache, or 
in other words a distributed cache. For instance, cached 
objects can be deleted locally, and, if necessary, flushed from 
other nodes in the system. Consider a distributed server with 
multiple nodes where objects are kept in memory locally but 
at a certain time deleted from all nodes. Although the imple 
mentation would be different, the same or similar mecha 
nisms disclosed herein can be employed. 
0055. The word “exemplary” or various forms thereof are 
used herein to mean serving as an example, instance, or 
illustration. Any aspect or design described herein as “exem 
plary” is not necessarily to be construed as preferred or 
advantageous over other aspects or designs. Furthermore, 
examples are provided solely for purposes of clarity and 
understanding and are not meant to limit or restrict the 
claimed subject matter or relevant portions of this disclosure 
in any manner. It is to be appreciated a myriad of additional or 
alternate examples of varying scope could have been pre 
sented, but have been omitted for purposes of brevity. 
0056. As used herein, the terms “component and “sys 
tem, as well as various forms thereof (e.g., components, 
systems, Sub-systems...) are intended to refer to a computer 
related entity, either hardware, a combination of hardware 
and software, software, or software in execution. For 
example, a component may be, but is not limited to being, a 
process running on a processor, a processor, an object, an 
instance, an executable, a thread of execution, a program, 
and/or a computer. By way of illustration, both an application 
running on a computer and the computer can be a component. 
One or more components may reside within a process and/or 
thread of execution and a component may be localized on one 
computer and/or distributed between two or more computers. 
0057 The conjunction “or” as used this description and 
appended claims in is intended to mean an inclusive 'or' 
rather than an exclusive “or, unless otherwise specified or 
clear from context. In other words, “X” or 'Y' is intended to 
mean any inclusive permutations of “X” and “Y” For 
example, if “A employs X,” “A employs Y,” or “A 
employs both X and Y,” then “A employs X or 'Y' is 
satisfied under any of the foregoing instances. 
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0058 As used herein, the term “inference' or “infer 
refers generally to the process of reasoning about or inferring 
states of the system, environment, and/or user from a set of 
observations as captured via events and/or data. Inference can 
be employed to identify a specific context or action, or can 
generate a probability distribution over states, for example. 
The inference can be probabilistic—that is, the computation 
of a probability distribution over states of interest based on a 
consideration of data and events. Inference can also refer to 
techniques employed for composing higher-level events from 
a set of events and/or data. Such inference results in the 
construction of new events or actions from a set of observed 
events and/or stored event data, whether or not the events are 
correlated in close temporal proximity, and whether the 
events and data come from one or several event and data 
Sources. Various classification schemes and/or systems (e.g., 
Support vector machines, neural networks, expert systems, 
Bayesian belief networks, fuzzy logic, data fusion engines. . 
..) can be employed in connection with performing automatic 
and/or inferred action in connection with the claimed subject 
matter. 

0059. Furthermore, to the extent that the terms “includes. 
“contains.” “has.” “having or variations in form thereofare 
used in either the detailed description or the claims, such 
terms are intended to be inclusive in a manner similar to the 
term "comprising as "comprising is interpreted when 
employed as a transitional word in a claim. 
0060. In order to provide a context for the claimed subject 
matter, FIG. 13 as well as the following discussion are 
intended to provide a brief, general description of a suitable 
environment in which various aspects of the Subject matter 
can be implemented. The suitable environment, however, is 
only an example and is not intended to suggest any limitation 
as to scope of use or functionality. 
0061 While the above disclosed system and methods can 
be described in the general context of computer-executable 
instructions of a program that runs on one or more computers, 
those skilled in the art will recognize that aspects can also be 
implemented in combination with other program modules or 
the like. Generally, program modules include routines, pro 
grams, components, data structures, among other things that 
perform particular tasks and/or implement particular abstract 
data types. Moreover, those skilled in the art will appreciate 
that the above systems and methods can be practiced with 
various computer system configurations, including single 
processor, multi-processor or multi-core processor computer 
systems, mini-computing devices, mainframe computers, 
virtual machines in a virtualized environment, as well as 
personal computers, hand-held computing devices (e.g., per 
Sonal digital assistant (PDA), tablet, phone, watch . . . ), 
microprocessor-based or programmable consumer or indus 
trial electronics, and the like. Aspects can also be practiced in 
distributed computing environments where tasks are per 
formed by remote processing devices that are linked through 
a communications network. However, some, if not all aspects 
of the claimed Subject matter can be practiced on stand-alone 
computers. In a distributed computing environment, program 
modules may be located in one or both of local and remote 
memory storage devices. 
0062. With reference to FIG. 13, illustrated is an example 
general-purpose computer 1310 or computing device (e.g., 
desktop, laptop, tablet, server, hand-held, programmable con 
Sumer or industrial electronics, set-top box, game system ... 
). The computer 1310 includes one or more processor(s) 
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1320, memory 1330, system bus 1340, mass storage 1350, 
and one or more interface components 1370. The system bus 
1340 communicatively couples at least the above system 
components. However, it is to be appreciated that in its sim 
plest form the computer 1310 can include one or more pro 
cessors 1320 coupled to memory 1330 that execute various 
computer executable actions, instructions, and or compo 
nents stored in memory 1330. 
0063. The processor(s) 1320 can be implemented with a 
general purpose processor, a digital signal processor (DSP), 
an application specific integrated circuit (ASIC), a field pro 
grammable gate array (FPGA) or other programmable logic 
device, discrete gate or transistor logic, discrete hardware 
components, or any combination thereof designed to perform 
the functions described herein. A general-purpose processor 
may be a microprocessor, but in the alternative, the processor 
may be any processor, controller, microcontroller, or state 
machine. The processor(s) 1320 may also be implemented as 
a combination of computing devices, for example a combi 
nation of a DSP and a microprocessor, a plurality of micro 
processors, multi-core processors, one or more microproces 
sors in conjunction with a DSP core, or any other such 
configuration. 
0064. The computer 1310 can include or otherwise inter 
act with a variety of computer-readable media to facilitate 
control of the computer 1310 to implement one or more 
aspects of the claimed subject matter. The computer-readable 
media can be any available media that can be accessed by the 
computer 1310 and includes volatile and nonvolatile media, 
and removable and non-removable media. Computer-read 
able media can comprise computer storage media and com 
munication media. 
0065 Computer storage media includes volatile and non 
volatile, removable and non-removable media implemented 
in any method or technology for storage of information Such 
as computer-readable instructions, data structures, program 
modules, or other data. Computer storage media includes 
memory devices (e.g., random access memory (RAM), read 
only memory (ROM), electrically erasable programmable 
read-only memory (EEPROM) . . . ), magnetic storage 
devices (e.g., hard disk, floppy disk, cassettes, tape . . . ), 
optical disks (e.g., compact disk (CD), digital versatile disk 
(DVD) . . . ), and solid state devices (e.g., solid state drive 
(SSD), flash memory drive (e.g., card, Stick, key drive...). 
. . ), or other like mediums which can be used to store the 
desired information and which can be accessed by the com 
puter 1310. Furthermore, computer storage media excludes 
signals. 
0066 Communication media typically embodies com 
puter-readable instructions, data structures, program mod 
ules, or other data in a modulated data signal Such as a carrier 
wave or other transport mechanism and includes any infor 
mation delivery media. The term “modulated data signal 
means a signal that has one or more of its characteristics set or 
changed in Such a manner as to encode information in the 
signal. By way of example, communication media includes 
wired media such as a wired network or direct-wired connec 
tion, and wireless media Such as acoustic, RF, infrared and 
other wireless media. Combinations of any of the above com 
munication media can also be included within the scope of 
computer-readable media. 
0067 Memory 1330 and mass storage 1350 are examples 
of computer-readable storage media. Depending on the exact 
configuration and type of computing device, memory 1330 
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may be volatile (e.g., RAM), non-volatile (e.g., ROM, flash 
memory . . . ) or some combination of the two. By way of 
example, the basic input/output system (BIOS), including 
basic routines to transfer information between elements 
within the computer 1310, such as during start-up, can be 
stored in nonvolatile memory, while Volatile memory can act 
as external cache memory to facilitate processing by the 
processor(s) 1320, among other things. 
0068 Mass storage 1350 includes removable/non-remov 
able, Volatile/non-volatile computer storage media for Stor 
age of large amounts of data relative to the memory 1330. For 
example, mass storage 1350 includes, but is not limited to, 
one or more devices such as a magnetic or optical disk drive, 
floppy disk drive, flash memory, Solid-state drive, or memory 
Stick. 
0069 Memory 1330 and mass storage 1350 can include, 
or have stored therein, operating system 1360, one or more 
applications 1362, one or more program modules 1364, and 
data 1366. The operating system 1360 acts to control and 
allocate resources of the computer 1310. Applications 1362 
include one or both of system and application Software and 
can exploit management of resources by the operating system 
1360 through program modules 1364 and data 1366 stored in 
memory 1330 and/or mass storage 1350 to perform one or 
more actions. Accordingly, applications 1362 can turn agen 
eral-purpose computer 1310 into a specialized machine in 
accordance with the logic provided thereby. 
0070 All or portions of the claimed subject matter can be 
implemented using standard programming and/or engineer 
ing techniques to produce Software, firmware, hardware, or 
any combination thereof to control a computer to realize the 
disclosed functionality. By way of example and not limita 
tion, the resource management system 100, or portions 
thereof, can be, or form part, of an application 1362, and 
include one or more modules 1364 and data 1366 stored in 
memory and/or mass storage 1350 whose functionality can be 
realized when executed by one or more processor(s) 1320. 
0071. In accordance with one particular embodiment, the 
processor(s) 1320 can correspond to a system on a chip (SOC) 
or like architecture including, or in other words integrating, 
both hardware and Software on a single integrated circuit 
substrate. Here, the processor(s) 1320 can include one or 
more processors as well as memory at least similar to proces 
sor(s) 1320 and memory 1330, among other things. Conven 
tional processors include a minimal amount of hardware and 
software and rely extensively on external hardware and soft 
ware. By contrast, an SOC implementation of processor is 
more powerful, as it embeds hardware and software therein 
that enable particular functionality with minimal or no reli 
ance on external hardware and Software. For example, the 
resource management system 100 and/or associated function 
ality can be embedded within hardware in a SOC architecture. 
0072 The computer 1310 also includes one or more inter 
face components 1370 that are communicatively coupled to 
the system bus 1340 and facilitate interaction with the com 
puter 1310. By way of example, the interface component 
1370 can be a port (e.g., serial, parallel, PCMCIA, USB, 
FireWire...) or an interface card (e.g., Sound, video . . . ) or 
the like. In one example implementation, the interface com 
ponent 1370 can be embodied as a user input/output interface 
to enable a user to enter commands and information into the 
computer 1310 by way of one or more gestures or voice input 
through one or more input devices (e.g., pointing device Such 
as a mouse, trackball, stylus, touch pad, keyboard, micro 
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phone, touch screen, joystick, game pad, Satellite dish, Scan 
ner, camera, other computer . . . ). In another example imple 
mentation, the interface component 1370 can be embodied as 
an output peripheral interface to supply output to displays 
(e.g., CRT, LCD, plasma...), speakers, printers, and/or other 
computers, among other things. Still further yet, the interface 
component 1370 can be embodied as a network interface to 
enable communication with other computing devices (not 
shown). Such as over a wired or wireless communications 
link. 

0073 What has been described above includes examples 
of aspects of the claimed Subject matter. It is, of course, not 
possible to describe every conceivable combination of com 
ponents or methodologies for purposes of describing the 
claimed subject matter, but one of ordinary skill in the art may 
recognize that many further combinations and permutations 
of the disclosed Subject matter are possible. Accordingly, the 
disclosed subject matter is intended to embrace all such alter 
ations, modifications, and variations that fall within the spirit 
and scope of the appended claims. 

APPENDIX 

class CRefCountPartitioned 

intm count MAX PARTITIONS: 

CRefCountPartitioned::AddRef 
{ 
part = GetCurrentPartition (); 
loop 

cur = m count part: 
if(cur = -1) 
{ 
new = CAS (&m count part, cur + 1, cur); 
if (new == cur) 
{ 

break; 

CRefCountPartitioned::Release 
{ 
part = GetCurrentPartition (); 
loop 
{ 

cur = m count part: 
if(cur = -1 && curl= 0) 
{ 
new = CAS (&m count part, cur - 1, cur); 
if (new == cur) 
{ 

if (cur == 1) 
{ 

TryDelete (): 

break; 

else 

// Partition is in use or (), try another 
partition 

i? until it succeeds. 

part = (part + 1)% MAX PARTITIONS: 
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-continued 

APPENDIX 

CRefCountPartitioned:TryDelete 

i? 1st pass, checks whether all partitions are (). 

for (part = 0; part < MAX PARTITIONS: part++) 

if (m count part = 0) 
{ 

return; 

// 2nd pass, transition ()-> -1 and delete object. 

for (part = 0; part < MAX PARTITIONS: part++) 
{ 

if (CAS (&m count part), -1, 0) = 0) 
{ 

if Failure, revert changes. 

r (p = part -1; p >= (; p--) 

m count p = 0. 

return; 

delete this: 

What is claimed is: 
1. A method of resource management, comprising: 
employing at least one processor configured to execute 

computer-executable instructions stored in memory to 
perform the following acts: 

recording use of a resource with a partitioned reference 
counter, the Sum of counts across partitions is equivalent 
to total references to the resource. 

2. The method of claim 1, recording use comprises decre 
menting the reference counter on a local partition, if a refer 
ence to the resource is released. 

3. The method of claim 2, decrementing a non-zero refer 
ence counter of a remote partition, if the counter on the local 
partition is Zero. 

4. The method of claim 1 further comprises attempting to 
transition the reference counter for each partition from Zero to 
negative one after initially determining that the reference 
counter for each partition is Zero. 

5. The method of claim 4 further comprises: 
ceasing the transition after encountering a reference 

counterpartition greater than Zero; and 
reversing any change made as part of the transition. 
6. The method of claim 4 further comprises disposing of the 

resource after Successfully transitioning the references 
counter for each partition to negative one. 

7. The method of claim 1 recording use comprises incre 
menting the counter of each partition, if a longstanding ref 
erence to the resource is added. 

8. The method of claim 7 recording use further comprises 
decrementing the counter of each partition, if the longstand 
ing reference is released. 

9. The method of claim 1 recording use further comprises 
incrementing the reference counter of a partition designated 
for recording a longstanding reference, if a longstanding ref 
erence to the resource is added. 
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10. The method of claim 1, recording use comprises delay 
ing incrementing the reference counter until the value of the 
reference counter is greater than or equal to Zero. 

11. A resource management system, comprising: 
a processor coupled to a memory, the processor configured 

to execute the following computer-executable compo 
nents stored in the memory: 

a first component configured to record use of a resource 
with one of a plurality of reference counter partitions, 
the sum of counts across the plurality of reference 
counter partitions is equivalent to references to the 
SOUC. 

12. The system of claim 11, the reference counter is parti 
tioned per non-uniform memory access node including two or 
more processors and shared local memory. 

13. The system of claim 11, the reference counter is parti 
tioned per processor in a multi-processor environment. 

14. The system of claim 11 further comprises a second 
component configured to decrement the one of a plurality of 
reference counterpartitions, if a reference is released. 

15. The system of claim 11 further comprises a second 
component configured to increment the plurality of reference 
counterpartitions, if a longstanding reference to the resource 
is added. 
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16. The system of claim 15 further comprises a third com 
ponent configured to decrement the plurality of reference 
counter partitions, if the longstanding reference to the 
resource is released. 

17. The system of claim 11 further comprises a second 
component configured to dispose of the resource upon Suc 
cessful transition of the plurality of reference counter parti 
tions from Zero to negative one after initially determining the 
plurality of reference counter partitions are Zero. 

18. A computer-readable storage medium having instruc 
tions stored thereon that enable at least one processor to 
perform the following acts upon execution: 

partitioning a reference counter to track resource use 
across one or more processors in a multi-processor com 
puter system. 

19. The computer-readable storage medium of claim 18, 
partitioning the reference counter per non-uniform memory 
access node including two or more processors and shared 
local memory. 

20. The computer-readable storage medium of claim 18 
further comprises dynamically partitioning the reference 
counter in response to contention that exceeds a threshold. 

k k k k k 


