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ABSTRACT 

The present invention pertains to the field of computer 
software. More specifically, the present invention relates to 
dynamic discovery of documents or information through a 
focused crawler or search engine. 
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Figure 1 
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Enqueue(URL. QUEUE, staring url). 

While (Empty(URL. QUEUE)) { 
url = Dequeue(URL QUEUE): 
page = Craw page(url), 
Enqueue(CRAWi-ED_PAGES, (uri, page)); 
PAGE TO FETCHLiST = Extracturis(page); 
For each uin PAGETO FETCH_LIST { 

Enqueue(LINKS, (uri, u)); 
if (unot in URL. QUEUE) and (u, -) not in CRAWLED PAGES)) { 

Fetch page(u); 
Enqueue(URL. QUEUE, u); 

Compute PageRank(URL. QUEUE+CRAWLED PAGES); 
Reorder queue(UREQUEUE); . . . 

Figure 3 
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METHOD AND APPARATUS FOR FOCUSED 
CRAWLNG 

CROSS REFERENCE TO RELATED 
APPLICATIONS 

0001. This application is a divisional of U.S. application 
Ser. No. 10/179,476, filed Jun. 24, 2002, which is a con 
tinuation-in-part of U.S. application Ser. No. 09/940,188, 
filed Aug. 27, 2001, U.S. application Ser. No. 09/935,782 
filed Aug. 22, 2001, U.S. application Ser. No. 09/935,783 
filed Aug. 22, 2001, U.S. application Ser. No. 09/933.885 
filed Aug. 20, 2001, U.S. application Ser. No. 09/933,888 
filed Aug. 20, 2001 which claims priority to U.S. Provisional 
Application No. 60/226.479, filed Aug. 18, 2000, U.S. 
Provisional Application No. 60/227,125, filed Aug. 22, 2000 
and U.S. Provisional Application No. 60/227,875, filed Aug. 
25, 2000. These applications are incorporated herein by 
reference in their entirety. 

FIELD OF THE INVENTION 

0002 The present invention pertains to the field of com 
puter software. More specifically, the present invention 
relates to dynamic discovery of documents or information 
through a focused crawler or search engine. 

BACKGROUND OF THE INVENTION 

0003) A search engine is a program that helps users find 
relevant information on a connected set of information 
sources. While the information sources can be connected by 
any mechanism (for example, being on a single server, a 
clustered server, a local area network or a wide area net 
work), they can be on the World Wide Web. Numerous web 
search engines exist today. 

SUMMARY OF THE INVENTION 

0004 Various methods are described for guiding a 
focused crawler efficiently to crawl relevant pages while 
reducing the time taken to crawl them. Various embodiments 
can perform ranking, including combinations of similarity 
based and link-structure-based ranking, efficiently on the fly 
as pages are being crawled by the focused crawler, and/or to 
use the results dynamically to guide what pages are crawled 
next. The methods of specifying the query and specific hints 
or methods for guiding the crawl can be provided to the 
crawler through an extensible interface. Some embodiments 
are methods to enable the crawler to obtain the most 
desirable pages as quickly as possible, such as using Pag 
eRank-like or hub-and-authority-like link-structure based as 
well as similarity-based ranking analysis on the fly to guide 
the crawler and making appropriate tradeoffs between qual 
ity and speed, including the use of novel approximation 
methods in the ranking process and the development of 
extensions to link-based ranking algorithms in the presence 
of partial information. The invention also presents methods 
for determining pages that will serve as starting points for a 
crawl, and applications of a focused crawler in constructing 
a scalable search/crawl infrastructure. Some embodiments 
describe a number of methods that may be used in the 
context of a focused crawler or a search engine that uses 
focused crawlers. Various combinations of these methods 
may be used in a particular embodiment of the crawler or 
Search engine. 
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BRIEF DESCRIPTION OF THE DRAWINGS 

0005 FIG. 1 illustrates one embodiment of a steady-state 
PageRank Solution. 
0006 FIG. 2 illustrates one embodiment of basic opera 
tion of a Focused Crawler. The boxes are data structures, and 
ovals are functions performed on data. 
0007 FIG. 3 illustrates one embodiment of a pseudo 
code for basic operation of a Focused Crawler. 
0008 FIG. 4 illustrates one embodiment of dependences 
in original blocking focused crawler. 
0009 FIG. 5 illustrates one embodiment of a non-block 
ing, speculative crawler. 

EXISTING WEB SEARCHENGINES 

00.10 Existing search engines have three major compo 
nents: 

0011. A crawler traverses the web by following its link 
structure and examining the documents encountered. 

0012. An indexer builds an index data structure on the 
contents of the documents, based on a Vocabulary, so 
that documents can be found quickly given queries 
based on the vocabulary. 

0013 A query engine takes queries from users, looks 
up the indexed structure, and returns the desired docu 
ments to the users. 

0014. As the number of documents on the web explodes, 
recognizing the importance of delivering the most relevant 
information to users, several search engine builders have 
invested significant effort in the indexer component of their 
search engines. Their goal is to augment the index data 
structure with ranking information so that the most relevant 
documents are given the highest ranking. Ranks are based on 
the similarity of the query to the documents found (for 
example, based on index information and on where in the 
document the query terms are found) as well as on link 
structure of the pages and/or other properties. Two known 
techniques are described that use link structure in addition to 
similarity: PageRank and hub-and-authority. The techniques 
they use for similarity are, or can be, very similar. Link 
structure use is discussed. 

0015 The first technique, PageRank, is the document 
ranking algorithm employed by the “Google' search engine. 
It is a citation-based technique. More specifically, if docu 
ment A references (links to) document B, for example, then 
document B receives a fraction of document A's prestige; 
this fraction is inversely proportional to the number of 
documents that document A references. Since there are 
cycles in the link structure of the web graph, computing 
PageRanks for pages is an iterative calculation. Since the 
calculation is expensive, it is computed on the pages in the 
search engine's database independently of an individual 
query. Upon a query, pages are ranked by a combination of 
their PageRank score and their similarity to the query. The 
second link-structure based ranking technique, hub-and 
authority, is due to Kleinberg et al. This method treats an 
“interesting portion of the web as a graph in which each 
node has two types of values: a hub value and an authority 
value. Good hubs (nodes with high hub value) are docu 
ments that point to many "good’ authority nodes (nodes 



US 2006/02771 75 A1 

with high authority value), and good authority nodes are 
documents that are pointed to by many "good' hub nodes. 
Here too, the computation of hub and authority scores is an 
iterative calculation, and these scores are combined with 
measures of similarity to the query. A common theme of 
these techniques is that both exploit the link structure of the 
web to infer relevance ranking. Experiences show that these 
indexing techniques have better Success at returning the 
most relevant documents to users. Other search engines use 
other metrics (in addition to similarity) to determine rel 
evance, such as the number of times a particular page is 
clicked on when presented as a search result, the amount that 
the owner of a page is willing to pay for the page to be 
ranked higher, etc. 
0016. The PageRank algorithm is described more fully 
here, and is used as an algorithm in some embodiments. 

THE PAGERANK ALGORITHM 

0017 Web pages vary greatly in terms of the number of 
back links that they have (i.e. links that point to them from 
other pages). Generally, pages with a lot of back links are 
considered more important than pages with few back links, 
since many other pages have chosen to point to them. The 
PageRank algorithm is one form of a citation-based algo 
rithm that provides a more Sophisticated method for doing 
Such citation-based importance measurement. It is used by 
the Google search engine (www.google.com), although in 
that case it is used to rank pages that have already been 
fetched by a generic crawl into the search engine's database, 
rather than to guide a focused crawler. An intuitive descrip 
tion of PageRank is as follows: a page has high rank if the 
sum of the ranks of its back links is high. This can be 
because it has many back links or that it has back links from 
pages that are themselves important, i.e. that have high 
PageRank. Since each link from one page to another confers 
importance from the Source page to the destination page, a 
page with few links confers more importance to each of the 
pages it links to than a page of similar PageRank with many 
links. 

0018 To formalize, let u be a web page. Then, let F be 
the set of pages u points to and B be the set of pages that 
point to u. Let C=F be the number of links from u and let 
0<d-1 be a damping factor. Suppose there are T total pages 
on the web. Then the PageRank R is defined as: 

R(w) (1) 
Cy 

veB 

0019. Note that the rank of a page is divided among its 
forward links evenly, thus conferring equal importance to 
the pages they point to. The ranks R(u) can be scaled so that 
XR(u)=1, in which case R(u) can be thought of as a prob 
ability distribution over pages and hence a weight function. 
The PageRank distribution has a simple and useful inter 
pretation in terms of a random walk. Imagine a web Surfer 
who wanders the Web. If the surfer visits page u, the random 
walk is in state u. At each step, the web Surfer either jumps 
to a page on the web chosen uniformly at random, or the web 
surfer follows a link chosen uniformly at random from 
among the links on the current page. The damping factor d 
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can be viewed as the probability of making a random jump; 
so 1-d is the probability of following a link from the current 
page. Under this interpretation, R(u) is simply the equilib 
rium probability that such a Surfer is at page u. This means 
that pages with high PageRank are more likely to be visited 
by the surfer on the Web than pages with low PageRank. The 
equation is recursive, but it may be computed by starting 
with any set of rank values and iterating until the compu 
tation converges. The iterative computation can be repre 
sented as follows: 

Ro-S; finitialization for all pages/ 
e=convergence tolerance/settable parameter*/; 
Ö=0; 

0020 While (8>e){ 

1 

R. (a) = dx + (1-d)X 
veB 

0021 Ö=|R-R; f*change in Pagerank; calculation on 
all pages/ 

0022) } 
0023 The propagation of ranks and a consistent steady 
state solution for a set of pages is depicted in FIG. 1. 

INADEQUACIES OF WEB SEARCH ENGINES 
0024 Despite advances such as link-structure based 
ranking algorithms, existing web search engines Suffer from 
three major problems: their coverage of the web, the fresh 
ness of their data, and the relevance of the pages they return 
and the order in which they return them. Research papers 
that measure coverage estimate that the biggest search 
engines covered about a third of the indexable web in 1997 
and about a sixth in 1999. With the rate at which the web is 
growing, the coverage is diminishing all the time. With 
regard to freshness, it is often months between two visits to 
the same web site by the crawlers of the best search engines. 
So the information in the databases and indexes of search 
engines can be quite stale. With regard to relevance, Sub 
stantial progress has been made by the recent link-based 
algorithms and by improvements in similarity algorithms in 
ranking the pages that are in the search engine's database, 
but relevance is still limited by coverage and freshness of the 
information in the database and index. 

FOCUSED CRAWLING 

0025 Dynamic focused crawling is a solution to the 
problems of coverage, freshness and relevance. Instead of 
using a generic crawler to crawl the web, starting from 
popular starting points (such as a major web site's directory) 
to ensure that a generically popular Small fraction of the web 
is crawled and indexed, in some embodiments focused crawl 
is to crawl dynamically in response to a specific 'query'. 
The query can be very specific or can be designed to provide 
coverage of a topic of interest. Queries used by focused 
crawlers include keywords and keyword examples as well as 
a set of example pages of the type that are being sought via 
the crawl together with a classification method for pages. 
The crawl is focused in that it is guided in its traversal of 
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documents and links by the specific query. By performing 
specific focused crawls rather than generic crawls, the 
focused crawler can Venture more deeply into the areas of 
the web that are more relevant to the subject of the query and 
ignore those areas that are not relevant, regardless of how 
generically important those areas might be. Focused crawls 
can be performed in response to a specific query by a user, 
or they can be performed in the background on a scheduled 
basis to build up a database of relevant, fresh and compre 
hensive information about a set of topics, and enable a user 
to search this database just as they might search the database 
of a generic Search engine. 
0026. There are several advantages to focused crawling 
rather than looking up a generically crawled web database/ 
index upon a query, and to using focused crawling rather 
than generic crawling to build and maintain or refresh a 
database of information (such as in a search engine). First, 
it enables better coverage and greater freshness of data 
relevant to the query. Second, the web is inherently non 
uniform, so when documents relevant to a particular query 
or topic are sought it makes sense from an efficiency 
viewpoint to crawl it non-uniformly guided by the particular 
query at hand. Third, while in current search engines the 
crawling is done generically and only the ranking (and then 
usually only the similarity portion of the ranking) is query 
specific, in focused crawling the ranking of pages can be 
done dynamically (and yet potentially in a query-specific 
manner) as pages are crawled, and the current ranking at any 
time can be used to guide which pages will be crawled next. 
This not only makes the crawling more efficient but it also 
ensures that relevance rankings are continually updated and 
built into the crawling mechanism. Finally, for the above 
reasons, focused crawling can be much more efficient at 
obtaining the desired data than generic crawling followed by 
ranking. 
0027. The way in which ranking is done dynamically is 
critical to the performance and Success of a focused crawler, 
since this is what is used to guide the crawler in certain 
directions over others: poor ranking would guide the focused 
crawler in the wrong directions and hence take much longer 
to find the most relevant pages. Only the part of the web 
crawled so far or available to the crawler in a database 
(perhaps constructed from previous crawls or other meth 
ods) is known to the crawler at any given time, so the 
ranking that guides the crawl has to be based on partial 
information. For example, the entire link structure connect 
ing all documents on the web (or even all documents to be 
crawled in the current crawl) is not known, but only the link 
structure of links associated with the pages that are already 
available to the crawler at a given time, so the graph whose 
link structure is used is a partial graph. Good ranking can be 
expensive to perform dynamically for a scenario Such as 
guiding a crawl, and developing fast, high-quality ranking 
algorithms is in some embodiments of effective focused 
crawling. 

APPLICATIONS OF A FOCUSED CRAWLER 

0028. A focused crawler, especially one that can accept 
other inputs than keywords as queries, can be used for many 
purposes, both in a mode where a crawl is launched when a 
user issues a query and in a mode where the focused crawler 
is used to build up and maintain/refresh a database which is 
looked up upon a user's query (for example, as a search 
engine). A few examples are listed here. 
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0029 a) Users wanting very comprehensive, fresh and 
relevant results for their queries may use a focused 
crawler or a search engine built with a focused crawler 
instead of using a generic search engine. 

0030 b) Power users may use an extensible focused 
crawler for various "corporate' or “business’ purposes. 
These include obtaining up-to-date information from the 
Web for research, crawling the web for up-to-date 
resumes or job postings, obtaining business intelligence 
information (for example, crawling for online advertise 
ments and analyzing them to understand how and where 
competitors advertise, crawling to find references). 
Online businesses may especially use Such a tool; for 
example, a business-to-business exchange may use it to 
find suppliers or buyers who sell/buy certain types of 
items and should be included in the exchange, and online 
communities may use it to find people on the Web who 
have shared interests (as reflected in their Web pages) and 
therefore might be approached to join the community. 

0031 c) Online portals may use it to gather information 
relevant to their business, and then parse or analyze the 
gathered pages to extract relevant information and store it 
in a database; the information in the database can then be 
used to build value-added service provided to portal 
customers. For example, a portal may use a focused 
crawler to build topic-specific search engines or directo 
ries of resources. Or information that can be used for 
constructing wireless data services can be extracted from 
crawled pages, and targeted information channels built on 
top of the resulting database. 

0032 d) A focused crawler can serve as the basis of a 
very comprehensive topics-specific or generic Search 
engine that provides comprehensive, up-to-date and rel 
evant results. 

DETAILED DESCRIPTION 

0033 Some embodiments in focused crawling quickly 
obtain high-quality pages that are relevant to the query. 
While some of the more Sophisticated search engines use 
periodic off-line ranking of pages according to link structure 
or other information, and combine this generic information 
with query-specific similarity information at search-time, 
Some embodiments repeatedly invoke the Sophisticated 
techniques in real-time to guide the crawl. An algorithm 
most similar to the PageRank algorithm can be used in some 
embodiments (used by the Google search engine) as our 
example link-structure based ranking algorithm, since it 
makes description concrete and simpler, though the tech 
niques in Some embodiments are applicable to the use of 
other link-based ranking algorithms like hub and authority 
as well as to Some non link-based ranking algorithms as 
well. It is worth noting that in any given ranking, PageRanks 
may be computed based solely on link structure and then 
combined with per-page similarity to the query to determine 
a composite ranking, or similarity may be factored in to the 
individual pageranks (or weights) given at the beginning of 
the iterative calculation to the nodes of the graphs, so the 
iterative calculation is done using weights that have a 
different meaning from those described in the earlier 
description of PageRank, in that they include similarity 
scores. Even in the former case, the prestige conferred by 
PageRank itself is itself query-specific in the sense that it is 
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computed only on pages that the focused crawl is deeming 
relevant to the query as it goes along. This is unlike the 
PageRanks computed by a generic PageRank computation 
done on the entire database of a search engine, and is another 
advantage of link-structure based focused crawling in 
obtaining relevant pages quickly. The latter approach, which 
includes similarity information in the initial weights given to 
nodes before the iterative calculation, is clearly unlike using 
pure link-structure based ranks as weights given to nodes 
before the iterative calculation. The similarity scores given 
to a document may be based on the document itself, or on 
similarity computed on documents that point to that docu 
ment (directly or indirectly via other documents) on the 
similarity computed with anchor text of links that point to 
the document (directly or indirectly via other documents), or 
on similarity computed with those links themselves. 
Terminology 
0034. The following description used the following ter 
minology: 

0035 Documents include fetched documents and 
unfetched documents. Fetched documents include 
documents obtained locally or remotely. Examples of 
unfetched documents include links or URLs, where for 
example the documents that those URLs or links refer 
to have not yet been fetched. 

0036. Accessed data, for example parts of input que 
ries, may exist locally or remotely. For example, some 
of the keywords used in the crawl metric might have 
been prestored by the crawler, making the act of 
receiving the keywords possible but not necessary. 

0037) Crawl metric quantifies the priority for crawling 
links emanating from a certain page within the context 
of a particular focused crawl. 

0038 Search metric quantifies the relevance or impor 
tance of a document to the search query. 

0.039 The query given to the focused crawler may consist 
of multiple parts, where some parts are used to evaluate 
documents for the purpose of guiding the crawl and other 
(including perhaps some or all of the same) parts are used to 
evaluate target documents to be returned to the user in 
response to the query. Or separate queries may be provided 
for the crawl guidance metric or crawl metric and for the 
target evaluation metric or search metric. These separate 
queries can be treated as parts of the same query. In each 
case, the parts used by the crawl metric and the parts used 
by the search metric may consist of multiple Sub-parts, for 
example some used to evaluate the document being ranked, 
others used to evaluate the anchor texts or links embedded 
in documents that point to that document (directly or indi 
rectly), etc. These can be treated as the query input, regard 
less of how the crawler uses it to crawl and search. Also, as 
mentioned earlier, some portions of the query that the 
crawler treats as its input may not be provided by the user 
in launching the crawl, but may be available to the crawler 
from before. For example, if a crawler is used to find 
resumes, certain keywords or methods used to evaluate good 
documents to crawl next may be pre-stored in the crawler or 
in a local database or data structure. These can be referred 
to as inputs, regardless of whether they are provided by the 
user when launching the crawl or are pre-stored by the 
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crawler. The manner in which the queries are described (e.g. 
keywords and keyword expressions, 

Basic Operation of a Focused Crawler 
0040. The high level functionality of a focused crawler 
can be described as follows: 

0041) 1. Fetch a set of pages that are most likely to be 
relevant 

0042. 2. Analyze the pages that have been fetched 
0043. 3. Generate a set of new requests on page fetch 
based on 2, and go back to step 1. 

0044) The intelligence in step 2 determines how well the 
crawler covers relevant pages on web, and how quickly the 
focused crawler leads to get top relevant pages. The analysis 
evaluates a specified page with respect to both crawl and 
search metrics, which may be the same or different in terms 
of either the mechanisms or methods used or in terms of the 
specific keywords or specializations of those methods. A 
page receiving a high value from the search metric mecha 
nism is likely to be relevant to the input query. A page 
receiving a high value from crawl metric mechanism is 
likely to lead to pages that are relevant to the input query. 
0045 For evaluating the search metric or the crawl metric 
value of a page, our focused crawler uses a combination of 
several techniques. Each one of the techniques returns a 
numerical value that expresses the relevance of the docu 
ment based on the particular criteria. The numerical values 
computed using the different techniques could be computed 
using any mathematical formula, and the numerical values 
that result from one technique can be used as inputs to 
another technique (for example, link-structure analysis Such 
as PageRank can use just link structure information to 
compute ranks of pages, and then combine these computed 
PageRanks with similarity-based relevance information, or 
the similarity value associated with a document can be used 
as part of its initial PageRank to be used as input by the 
iterative PageRank calculation. Typically, different numeri 
cal values are totaled through a weighted Sum or multiplied 
to obtain the overall search metric of the document. 
Examples of the types of techniques that can be used to 
evaluate documents are: 

0046 Keyword-based content analysis: The input 
query is allowed to contain a boolean expression of 
keywords and exact phrases. The keyword-based con 
tent analysis determines whether a target page satisfies 
the boolean expression specified by the query. For 
example, let the query contain the following boolean 
expression: “arvind krishnamurthy’ AND “firstRain.” 
Then, only those pages that contain the exact phrase 
“arvind krishnamurthy” and the keyword “firstRain' 
will obtain a high search metric value. 

0047 Structural content analysis: As part of the input 
query, the user could specify the desired structure of the 
target pages. The structural specification may specify a 
desired hierarchical structure to the target pages, or 
simply the presence of certain structural elements (e.g. 
in the markup language), and could also include key 
words and phrases that are located in the document or 
within certain structural confines in the document. A 
more detailed explanation of this technique is provided 
later in this document. 
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0048 Link structure analysis: This analysis involves 
building a graph representation of documents consti 
tuting both fetched and yet-unfetched documents 
encountered during a focused crawl, or available to the 
crawler before the crawl was launched. Nodes in the 
graph represent documents, while edges represent links 
between documents. A link structure analysis deter 
mines the relevance and importance of a document 
based on the link structure of the graph. 

0049 Approximate link structure analysis: This analy 
sis is a variant of the link structure analysis and 
corresponds to a computation where the full computa 
tion performed by the link structure analysis on a larger 
graph is replaced by an approximate calculation or a 
calculation on a reduced graph. There are many kinds 
of approximation that can be employed in the focused 
crawler of various embodiments. In some embodiments 
an approximation technique involves building a graph 
of only a sample of relevant documents and their 
nearby documents (namely, documents that can be 
reached through a specified number of forward and 
backward links) and performing the link structure 
analysis on this Smaller graph rather than on the full 
graph of all available fetched and yet-unfetched pages 
or the graph obtained by including recently fetched 
documents and documents that can be reached from 
them via any number of forward or backward links. 

0050 Timeliness analysis: The search metric could 
also be computed based on the freshness of a document, 
which may be evaluated, for example, as the most 
recent modification time of the document. Document 
creation is considered to be a type of document modi 
fication under this interpretation. 

0051. The crawl metric value of a page is computed 
through a combination of the following techniques: 

0052 Structural content analysis: As part of the input 
query, the user could specify the desired structure of the 
target pages. The structural specification may specify a 
desired hierarchical structure to the target pages, or 
simply the presence of certain structural elements (e.g. 
in the markup language), and could also include key 
words and phrases that are located in the document or 
within certain structural confines in the document. A 
more detailed explanation of this technique is provided 
later in this document. 

0053 Structural content analysis: As part of the input 
query, the user could specify the desired structure of the 
target pages. The structural specification may specify a 
desired hierarchical structure to the target pages, or 
simply the presence of certain structural elements (e.g. 
in the markup lanaguage), and could also include 
keywords and phrases that are located in the document 
or within certain structural confines in the document. A 
more detailed explanation of this technique is provided 
later in this document. 

0054 Link structure analysis: This analysis involves 
building a graph representation of documents consti 
tuting both fetched and yet-unfetched documents 
encountered during a focused crawl, or available to the 
crawler before the crawl was launched. Nodes in the 
graph represent documents, while edges represent links 
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between documents. A link structure analysis deter 
mines the relevance and importance of a document 
based on the link structure of the graph. 

0055 Approximate link structure analysis: This analy 
sis is a variant of the link structure analysis and 
corresponds to a computation where the full computa 
tion performed by the link structure analysis on a larger 
graph is replaced by an approximate calculation or a 
calculation on a reduced graph. There are many kinds 
of approximation that can be employed in the focused 
crawler of various embodiments. In some embodiments 
an approximation technique involves building a graph 
of only recently fetched documents and their nearby 
documents (namely, documents that can be reached 
through a specified number of forward and backward 
links) and performing the link structure analysis on this 
Smaller graph rather than on the full graph of all 
available fetched and yet-unfetched pages or the graph 
obtained by including recently fetched documents and 
documents that can be reached from them via any 
number of forward or backward links. 

0056 Timeliness analysis: The crawl metric could also 
be computed based on the freshness of a document, 
which may be evaluated, for example, as the most 
recent modification time of the document. Document 
creation is considered to be a type of document modi 
fication under this interpretation. 

0057. In the default configuration for our focused 
crawler, both link structure analysis and keyword-based 
content analysis is used for computing the crawl metric, 
while structural content analysis and keyword-based content 
analysis is used for computing the search metric. However, 
the focused crawler can be reconfigured by the user to utilize 
any combination of the rest of the above mentioned tech 
niques for computing the crawl and search metrics. 
0058. The functionality of a basic focused crawler using 
a PageRank link-based ranking method (together with simi 
larity to the query) can be depicted pictorially as shown in 
FG, 2. 

0059) The URL. QUEUE keeps all pages that are have 
been fetched but have not been crawled yet, i.e. their 
contents have not yet been parsed. So, for example, the links 
within them are not yet known. The pages in this queue are 
sorted by a combination of PageRank and similarity to the 
query and are maintained in Sorted order. In this first 
formulation, the crawler always chooses the next page to 
crawl from the top of this queue, i.e. the page with the 
highest rank in the queue. It crawls this page, which implies 
extracting its links and fetching the pages corresponding to 
those links, and puts those pages in the URL. QUEUE. The 
page that has been crawled is moved to the 
CRAWLED PAGES pool, and the URL-QUEUE is re 
sorted by the combination of the PageRank algorithm and 
similarity. In general, the CRAWLED PAGES pool may 
consist of pages that were crawled in the current focused 
crawl or it may include pages crawled in previous instances 
of a crawl for this query or for other, unrelated queries. In the 
latter case, crawled pages can become stale, and may have 
to be refreshed or re-crawled after a period of time. The 
LINKS data structure keeps track of all the link pairs (u, v) 
Such that page u has a link to page V. The link graph of all 
the pages that have been fetched so far can be derived from 
this list. 
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0060 Pseudo-code for the basic operation of a focused 
crawler is shown in FIG. 3. 

Extensible Focused Crawling 

0061 An extension to a basic focused crawler is an 
extensible focused crawler. Some embodiments allow a user 
to override the mechanisms used by the crawler and to add 
mechanisms of their own instead, and to provide enough 
hooks in the mechanisms used so that a user may choose 
from a variety of mechanisms and specialize them in desired 
ways. 

0062 One example is to allow the user to use any 
mechanism or combination of mechanisms they like for 
calculating relevance of a document based on its similarity 
to a query. In addition to adding a new software module that 
computes keyword-based similarity in a different manner 
than the default used by the crawler, a user may add a 
different type of query specification (such as a structural 
template with or without keywords, a natural language query 
specification, a means of evaluating documents with special 
types of content or with other media than text in them) and 
a corresponding module to evaluate similarity with respect 
to that query. In this example of extensible input specifica 
tion, the crawler is a common infrastructure that navigates 
the web efficiently guided by this extensible input. Thus, the 
overall infrastructure is separated into two parts: an input 
form and similarity metric specified by the user, and an 
efficient crawler with built-in analysis and navigation algo 
rithms. The analogy here is with a car and a driver. A car 
provides a lot of common technology, terrain negotiation, 
etc., while the driver knows how to guide the car and can do 
so in any desired fashion limited only by the fairly rich set 
of interfaces provided by the car. Drivers are good at 
knowing where they want to go, what they are looking for, 
and how best to guide themselves and the car to get there; 
cars are good at getting them there under their guidance, 
using basic automotive technology, terrain negotiation, and 
preprogrammed automatic directions. The extensible 
crawler thus decouples two areas of expertise: the crawler's 
expertise in navigating the link and similarity terrain, and the 
user's expertise in defining the targets and the methods by 
which to take at intermediate points in response to observed 
eVentS. 

0063 Even in the case of text-based document evaluation 
for similarity, inputs can be specified in several ways. In the 
simplest case, users can provide as input a word, phrase or 
boolean query. Another example is a user defining a template 
of what they are looking for—for example a template for a 
resume, an online advertisement, or an image or other 
document of a certain type—and the crawler crawling the 
web to find pages that match those templates well. Allowing 
the type of query specification and the metric used for 
similarity evaluation to be modified or flexible has many 
advantages. For example, a keyword search for resumes of 
Ph.D.s in Computer Science as likely or more to return job 
postings for Ph.D.s in computer Science than their resumes, 
since both have the keywords in them. However, a template 
based focused crawl will return resumes, since resumes look 
very different in structure than job postings. As discussed 
earlier, it may be desirable to provide two or more simi 
larity specifications: one that is used to judge the similarity 
of a document to the target specification that is being sought 
(e.g. a template or a keyword query), and another that is used 
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to guide the crawl by helping to rank pages as crawl guides 
rather than as targets/destinations (e.g. resumes don't usu 
ally point to other resumes, so a resume template may or 
may not to be used to find pages that are good candidates for 
leading the crawler to other resumes). Still another example 
of a query is one in which a user provides a set of example 
pages that have content similar to what is being sought, and 
either the user or the crawler infrastructure also provides a 
classification method to classify pages according to their 
similarity with the examples and compute a rank based on 
that classification. 

0064 Separately from specifying a similarity measure (to 
be used as a search metric or as part of a crawl metric), a user 
of an extensible crawler may also specify what combination 
of mechanisms should be used in each of a search metric or 
a crawl metric; for example, whether only keywords, or 
keywords and templates, or keywords and link structure, etc. 
A user may also specify or specialize some of the runtime 
methods used for guiding the crawl. For example, a user may 
specify which types of documents similarity metrics are to 
be evaluated against (e.g. whether only the document itself 
should be evaluated or even documents that point to it, or 
anchor text associated with links that point to it, or docu 
ments or anchor text associated with links that point to it 
only indirectly, e.g. in or within a specified number of steps). 
A user may also specify how much, if any, approximation to 
use in the use of an approximate link-structure based crawl 
metric or search metric (e.g. how many links to follow in the 
forward direction or backward direction in expanding the 
graph), whether or not link structure or some other mecha 
nism should be used in either case, and details like how deep 
to go along certain types of link paths that are encountered, 
how long to pursue a path before turning back, etc. In some 
embodiments, an extensible crawler gives a Sophisticated 
user control over not only the specification mechanisms but 
also parameters of the underlying methods and even over the 
methods used themselves, so that the crawler can be easily 
extended to new applications as well as to deliver better 
results in a given application, and so that a user knowing the 
domain of application can enable crawls to be performed in 
the best possible way. 
Issues in Using Link-Structure Based Ranking in the 
Focused Crawler 

0065. When a link-structure based rank such as PageR 
ank is computed during the process of crawl, as described in 
FIG. 2 only a subset of pages that the crawler will ultimately 
return or touch are available to the algorithm, the size of this 
Subset increasing as the crawl proceeds. Thus, the rank 
computed for each page at any stage of the crawl is simply 
the current estimate of its final rank based on the information 
available so far. Note that what really matters for the 
progress of the crawl is to update the ranks of the pages in 
URL. QUEUE that have not been crawled yet, which (using 
a rank based on, say, both link structure and similarity to the 
query yield the actual link-structure-plus-similarity based 
rank of the page) determines which page should be crawled 
next. Computing these ranks using all the available link 
structure information, however, requires that the already 
crawled pages (CRAWLED PAGES) be included in the 
iterative calculation as well, since these crawled pages may 
be linked, directly or indirectly, to pages in the URL 
QUEUE and since they may be needed to preserve the 

integrity of normalization across multiple PageRank calcu 



US 2006/02771 75 A1 

lations as more pages are crawled. It may also be important 
to update the ranks of the already crawled pages as well, 
because they may distribute their weights to future pages 
that have not been crawled yet, and thus affect the order of 
pages in URL. QUEUE later on. Thus, all pages that are 
available so far, whether fetched but not crawled or crawled, 
may be included in the graph on which a PageRank or 
PageRank-like calculation is computed at any given time. 
the word PageRank can refer to link-structure based algo 
rithms that compute ranks or weights for nodes in a graph 
based on the link structure of the graph, for example via an 
iterative computation on the graph. PageRank as discussed 
earlier in this document is one example of such an algorithm, 
but the word can refer to the more general case. Thus, for 
example, even if the ranks or weights assigned to nodes of 
the graph include information beyond PageRank that is not 
included in the original PageRank algorithm, such as simi 
larity information, the algorithm can be referred to as 
PageRank and the weights as PageRanks for simplicity and 
concreteness. 
0.066 Including all pages, unfortunately, has a perfor 
mance problem. As the crawl proceeds, the size of URL 
QUEUE and CRAWLED PAGES increases quickly. As a 

result, computing PageRank for all these pages becomes 
increasingly expensive. Suppose the crawler has fetched N 
pages. The computation time in each iteration in the iterative 
system scales linearly with N. The time it takes for the 
iterative system to converge scales as log N. Therefore, the 
total PageRank computation time in crawl scales as Nxlog 
N. Our goal in each PageRank calculation is to rank the 
recently obtained links in the URL. QUEUE whose corre 
sponding pages have not yet been fetched, since an order of 
importance in which to fetch those pages can be determined. 
This number of pages is much smaller than N, and does not 
grow much as the crawl proceeds, while N does. Since 
Successive PageRank computations become more expensive 
as each new page is crawled, the focused crawler may 
become too time-consuming (and wasteful of computation) 
to be used effectively. 
0067 Thus, a problem for a focused crawler guided at 
least in part by a link-based or other potentially expensive 
page ranking algorithm is to find a tradeoff between the 
following two goals: (i) quality: since a focused crawler 
crawls dynamically in response to a query or input, it needs 
to be well-guided toward high-quality pages and should 
endeavor not to crawl a lot of low-quality pages with regard 
to that query, and (ii) performance in terms of pages fetched 
per second. Since algorithms that guide a crawler toward 
high-quality pages can be expensive, one tradeoff is between 
the number of pages fetched per second and the quality of 
the pages with regard to the query. The goal is to optimize 
for quality per second, which is the product of quality per 
page and pages per second. A simple crawler, for example 
one that simply crawls all the links on every page it fetches, 
will do well on the pages per second metric, but not well on 
the quality per page metric. A focused crawler using a full 
PageRank or PageRank-like algorithm (together with con 
tent similarity) to guide the crawl will do well on quality per 
page but potentially poorly on pages per second, especially 
as the crawl proceeds. Building a Successful compromise 
algorithm also requires achieving a balance between the 
speed or utilization of the processor and the network. 
Starting from a full PageRankbased or PageRank-like rank 
ing algorithm, which provides high quality per page but low 
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pages per second, our goal is to improve the pages per 
second by both reducing the processing load and balancing 
the processor and network activities, but without compro 
mising quality per fetched page much. 
0068. Some embodiments address this problem. How 
ever, let us first discuss a couple of other important issues 
with regard to using PageRank-like or link-structure based 
algorithms with a focused crawler. 
0069. One issue with using a link-structure based ranking 
algorithm with a focused crawler is whether the ranks 
computed for pages should be obtained by factoring simi 
larity of pages explicitly into the link-based iterative Pag 
eRank calculation, or whether PageRanks should be com 
puted independently of similarity (based only on link 
structure of the crawled pages, even though what that set of 
pages is guided by the query) and the overall rank of a page 
obtained by combining the link-based PageRank with a 
measure of similarity of the page to the query. In one 
example implementation of incorporating similarity explic 
itly into the PageRank calculation itself, the distribution of 
PageRank from a parent page to the (child) pages that it links 
to may be based on the similarity of each child to the query 
instead of being equally divided among the children. Alter 
natively, the transfer of prestige from a page to another (via 
a link) can be weighted by the similarity of the source page 
to the query, or by the similarity of the anchor text of that 
link, of the link itself, or of the portion of the source page in 
which the link occurs (rather than by the similarity of the 
destination page as in the previous method; of course, the 
resulting similarity-weighted PageRanks would have to be 
normalized). Also, the final scores, which include link 
structure based as well as similarity-based ranks, computed 
in one instance of the computation can be used as the initial 
scores or weights of the corresponding nodes in the next 
instance of the calculation. By this or other means, before 
the graph calculation is done (via link structure), a page's 
rank might already be weighted or augmented by its simi 
larity score in some fashion (for example by multiplying the 
two), and these combined ranks might be what is propagated 
among nodes by the graph calculation. Different situations 
might call for different approaches to be used in this regard. 
For example, if the focused crawler maintains a database of 
crawled (and indexed) pages and starts from that database 
rather than starting to crawl from an empty set, the PageR 
anks of the pages in the database may be stored with the 
pages rather than re-computed every time a crawl is initi 
ated. In this case, it may be much easier to store generic 
PageRanks for the pages rather than query-specific ones, 
especially if the crawler accepts different queries on differ 
ent subjects. Our crawler allows different combinations of 
these techniques to be used. 
0070 If PageRank is computed separately from similar 
ity and the two are combined at the end (i.e. similarity scores 
are not included in what is propagated in the PageRank 
calculation), a second issue is whether link-based PageRank 
should be given higher or lower priority (or weight) than the 
computed similarity to the part of the query that guides the 
crawl, when computing a combined score for evaluating 
which page to crawl next. A simple method is to multiply 
PageRank with similarity. However, a crawler might want to 
weigh similarity higher than PageRank. One way to do this 
is to implement the URL-queue as a set of queues, each 
holding pages with different levels of similarity to the query 
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(for example, similarities between different thresholds). 
Pages to crawl may be chosen from higher-similarity queues 
before choosing pages from lower-similarity queues (using 
thresholds and PageRanks as well to avoid too strong 
biases). Within a queue, PageRank and similarity together 
may be used to rank the pages within that queue. Another 
way is to weight similarity more heavily in either combining 
generic PageRank with similarity score or incorporating 
similarity deeply into the PageRank calculation itself, as 
discussed earlier. Other methods can be used depending on 
whether similarity or link-based PageRank are to be given 
higher weight in guiding the crawl. 
0071. A third issue, even in the absence of maintaining a 
database of pages as the starting point for a crawl, is whether 
PageRanks should be computed from scratch in every step 
of the crawl (i.e. when more pages are fetched and re 
ranking is needed) or whether they should be maintained and 
updated incrementally from one step to another. One round 
of PageRank computation during the crawl may change the 
PageRank of some uncrawled pages in the URL. QUEUE, 
while the next round of PageRank computation (after some 
new pages are fetched) may change the PageRank of some 
other uncrawled pages in the URL. QUEUE. When these 
pages are reordered in the URL. QUEUE based on their 
updated PageRank, the PageRanks computed in different 
computations can be normalized so that they can be com 
pared. One straightforward Solution is to always compute 
PageRank from scratch at any time in crawl, given the 
current link structure of all the pages seen so far. This 
“stateless' solution assumes no inheritance of PageRank 
knowledge from previous computations. Instead, all it 
knows for Sure is the current link structure of all the pages 
seen at this point of crawl. It then puts all these pages into 
the iterative system to compute. However, this may not work 
well for some approximate PageRank algorithms. 
Improving Performance by Reducing Processing Load 
0072 Re-computing the PageRanks of all pages seen so 
far (i.e. all pages in the CRAWLED PAGES pool and in the 
URL. QUEUE) every time is very expensive. Reducing the 
number of pages included can be desirable, without greatly 
impacting the quality or integrity of the PageRank calcula 
tion. To do this, our first observation is that the PageRank 
computation propagates rank directly only in a forward 
direction. That is, if page A links to page B. A transfers 
authority to B but A’s authority does not change simply by 
virtue of pointing to B (of course, B may transfer authority 
to A if it points back to A directly or indirectly through other 
pages). This means that a given page is crawled and the 
pages fetched that the given page points to (putting them in 
the URL. QUEUE), PageRanks may not need to be re 
computed for all the pages seen so far, but only for those that 
can be reached by links coming out of the pages that were 
just fetched (whose URLs are in the URL. QUEUE), either 
directly or through other previously crawled pages. (Of 
course, not all of the pages that are reachable from the pages 
that were just fetched are by no means guaranteed to have 
been seen yet i.e. to be in the set of CRAWLED PAGES 
or in the URL. QUEUE it is quite possible that a particular 
page in the set of CRAWLED PAGES is not reached by the 
method above, but would have reached it if all reachable 
pages from the links above were already fetched or avail 
able, since one of those unknown pages may have contained 
a link to that page. This can be a side-effect of having to 
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determine which pages/URLs to crawl from next without 
having full knowledge of the set of all pages that might 
ultimately be touched or crawled.) Then a PageRank com 
putation can be performed for only this Subset of pages, 
which is hopefully much Smaller than the entire set of pages 
seen so far. 

0073. The problem with including only these pages is that 
to preserve the integrity of the original PageRank algorithm, 
leaf nodes of the graph (i.e. nodes that do not point to any 
available page) can be given artificial links to all the existing 
pages in the system (i.e. in the CRAWLED PAGES or in the 
URL. QUEUE), whether or not those pages are reachable by 
following links forward from the set of recently fetched 
pages. As an approximation to the use of the original 
PageRank method in this context, instead of using the entire 
set of pages from the CRAWLED PAGES and URL 
QUEUE in the graph, for the purpose of including artificial 

links in Some embodiments we include only those pages that 
are obtained by following links backward from the pages 
that have been recently fetched up to a limited extent (a 
certain number of links, say), and then include artificial links 
from the leaf nodes of the graph to all of these pages. 
0074. In this case, different PageRank computations 
(done as new sets of pages are crawled) include different sets 
of pages, and their results can be directly comparable since 
they are used to rank pages in the URL. QUEUE relative to 
one another. Thus, using a stateless approach (starting from 
a blank slate) in each PageRank calculation will not work, 
for normalization and comparability reasons. Instead, we 
want to keep the state, or each page's PageRank from one 
PageRank computation to the next. Thus, we can regard the 
process of computing PageRank at any point in the crawl as 
the following: 
0075 1. Identify a set of pages containing the freshly (or 
recently) crawled pages (for example the top-ranked 
pages in URL QUEUE), and optionally the pages that 
these pages links to directly. Let us call this the seed set; 

0076 2. Extract a sub-graph from all available pages 
containing those pages that are connected from this seed 
set of pages at any distance (if there exists a directed path) 
in the forward direction, and to a limited distance extent 
in the backward direction, as discussed earlier; 

0077 3. Perform a PageRank computation on this sub 
graph. Each page uses its PageRank inherited from the 
last PageRank computation in the crawl as the initial 
value (perhaps qualified with the similarity score of the 
document). For newly fetched pages that do not have such 
initial values, they effectively simply get a PageRank 
conferred to them from their parent page; 

0078 4. When the computation is done, we may normal 
ize the PageRanks for all pages to ensure that the Sum of 
all PageRanks so far is 1. 

0079. Note that where the actual page contents are avail 
able for all the pages included in the computation, similarity 
of pages to the query can be computed with regard to 
full-page text rather than simply the anchor text associated 
with links, if so desired. By this method, each page receives 
an incrementally updated PageRank every time the PageR 
ank computation is invoked during the crawl, until at last it 
gets its final PageRank at the end of the crawl. Using an 
incremental update approach also has a potential perfor 



US 2006/02771 75 A1 

mance advantage over starting from Scratch each time. Note 
that the conferral of authority (PageRank) from a page 
decays very rapidly with increasing distance from the page, 
since a page's authority conferral is divided among all the 
pages it points to. This suggests that inserting a new page(s) 
into a graph, as we do between Successive computations, 
should not affect many pages PageRanks significantly. 
Therefore, the PageRankinherited from the last computation 
in the crawl is likely to be a good guess for the initialization 
of the current computation, and may help the iterative 
system to converge faster. 
0080 Of course, the final PageRank that each page 
obtains via these repeated incremental computations may 
not be exactly the same as the stateless PageRank compu 
tation would produce if it were invoked in the last of the 
computations, which is the final PageRank of the page. This, 
however, is not a problem for guiding the crawl, since what 
matters at any given time for guiding the crawl is the relative 
PageRank of the different pages in the URL. QUEUE. 
Toward the end, the incremental PageRank computations 
during the crawl may provide us with a close approximation 
of the real PageRank that would be computed from the full 
graph at the end. Keeping PageRanks normalized at every 
step may be helpful in allowing Subsequent steps to con 
verge more quickly and reliably. 
0081. Even following the links to identify all pages 
whose PageRank might be affected can be time-consuming. 
We can reduce the cost without compromising quality much 
by taking advantage of the fact that authority conferral falls 
off quite quickly with path length (especially since pages 
tend to link to many other pages and authority conferral from 
a source page to a destination page is inversely proportional 
to the number of pages that the source page links to). This 
affords us the opportunity to make another cost-performance 
tradeoff by using an approximation. The goal is to not 
include in the PageRank computation all already-seen pages 
that may be reached by following links from the new pages, 
but rather only a well-chosen subset of those. As a simple 
example, instead of propagating links all the way to find all 
pages seen so far that might be affected by the newly fetched 
pages, we simply propagate links from the newly fetched 
pages to a fixed "depth' or path length (say X steps) into the 
set of pages seen so far (just as we did for backlinks for the 
purpose of introducing artificial links to leaf pages). Only 
the pages touched in this way are included in the PageRank 
computation, along with the pages reached by traversing 
backlinks as discussed earlier. 

0082 The process of computing PageRank is then modi 
fied to the following, in which only step 2 has changed from 
the earlier version: 

0.083 1. Identify a set of pages containing the freshly (or 
recently) crawled pages (here the top-ranked pages in 
URL. QUEUE), and optionally the pages that these pages 
link to directly. Let us call this the seed set. 

0084 2. Extract a sub-graph from all available pages in 
the following way: Include the pages in 
CRAWLED PAGES that are directly linked by the seed 
set of pages from step 1. From these chosen pages, 
continue picking up pages in CRAWLED PAGES that 
are connected by them within distance of X. Finally, from 
all these pages selected so far from CRAWLED PAGES, 
we also include the pages in URL. QUEUE that are 
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directly linked by them. Similarly, from the set of pages 
from step 1, pick up pages in CRAWLED PAGES that 
are connected to them within distance of y links in the 
backward direction. 

0085 3. Perform a PageRank computation on this sub 
graph. Each page uses its PageRank inherited from the 
last PageRank computation in the crawl as the initial 
value. For newly fetched pages that do not have such 
initial values, they simply get a PageRank conferred to 
them from their parent page; 

0086 4. When the computation is done, we may normal 
ize the PageRanks for all pages. 

0087. This is clearly an approximation to doing a full 
PageRank, with the accuracy of the result and the compu 
tation time being traded off via the value of X. By doing 
approximation in these ways, we hope to compute a rela 
tively Small Sub-graph each time. Suppose the size of the 
Sub-graph is n. The total PageRank computation time then 
scales as nxlog n. Because n-N, the computation time 
during crawl is reduced dramatically. Experiments Suggest 
that Small values of X and y Suffice to obtain good perfor 
mance without sacrificing much in quality. 
0088. Other methods of approximation that include only 
a Subset of pages can be used; for example, instead of 
stopping the traversal to determine inclusion at a fixed depth 
X from the new pages in the forward direction, a threshold 
in authority conferral (i.e. including pages further down 
paths where more authority is being conferred and less far 
down paths where less authority is being conferred). Simi 
larly, alternative methods can be used in the backward 
direction as well. 

0089. Note that the incremental PageRank computation 
and its approximation algorithms still incur a cost to do the 
normalization at the end of each computation. Computing 
the normalization requires the PageRanks from all pages, 
which contributes an additional cost proportional to N. In 
practice however, we can amortize this cost by keeping a 
histogram of all the normalization factors from computation 
to computation, and not actually applying them to the pages 
that are not involved in a given computation. The accumu 
lation of this normalization factor applies to those n pages 
that are chosen to be included in the iterative system for a 
computation. Thus, this additional computation cost can be 
eliminated. 

Improving the Quality of Approximate PageRank Algo 
rithms Using Lookahead or Page Prefetching 
0090. One problem with the reduction in graph size 
accomplished by the approximate algorithms is that com 
puting PageRank for a sub-graph may not converge if the 
Sub-graph is not well connected enough. Also, it is important 
that approximation algorithms come close to the full algo 
rithm in assigning PageRanks to most of the 'hub' pages 
(pages that point to a lot of other high-quality pages), since 
these pages are very important in determining the ranks of 
future pages that we haven’t seen so far. This aspect of the 
approximation algorithms would be helped if we had some 
look ahead into to the link structure that we haven’t seen 
So far. 

0091. One way to extend the approximation algorithms is 
to prefetch some pages in order to extract more link infor 
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mation. What we really do is to pre-crawl and prefetch the 
pages linked by the set of the pages obtained in step 1 in the 
incremental algorithm, if they have not been fetched yet. We 
continue this pre-fetching by following links for k steps. 
These pre-fetched pages, however, are not included in the 
Sub-graph for PageRank computation. Instead, they are 
simply used to derive linkage information, and only the 
effect of the links is included in the sub-graph. In particular, 
if there exists a directed path from the top page in URL 
QUEUE, through the pre-fetched pages, to pages that are 

either in CRAWLED PAGES or URL. QUEUE, we con 
sider that there is a direct link between the top page in 
URL. QUEUE and those pages. Note that the links discov 
ered or added through the pre-fetching are not inserted into 
the LINKS data structure either, since they are only tempo 
rary for the current computation. 
0092. While the pre-fetching extension builds a more 
richly connected Sub-graph for the approximate computation 
and thus helps it converge, its advantage and applicability go 
beyond the incremental PageRank computation and its 
approximation algorithms. Some embodiments computing 
PageRank while crawling with a focused crawler is to 
predict the importance of a page based only on the infor 
mation that we have so far, to therefore guide the crawler 
better. Pre-fetching helps to predict better. 
Improving Performance Further: A Non-Blocking and 
Speculative Focused Crawler 
0093. In the basic crawling algorithm, there are two 
major active components: fetching pages from remote serv 
ers and computing PageRank for pages that have been 
fetched. Even though these two different components mainly 
consume different resources—network and CPU, the cross 
dependency between them in the algorithm keeps neither of 
the resources from being fully utilized. The crawler 
described so far can be considered to use blocking compu 
tation and page fetching; in particular, a page is chosen from 
the URL. QUEUE to be crawled next, and only the pages 
corresponding to the links on it are fetched; the crawler then 
waits for all these pages to arrive before it computes the 
PageRank again. In this case: 
0094) a) Computation blocks until all the requested pages 
are fetched (during, for example, step 1 and 2). 

0.095 b) Fetching pages from the network is blocked until 
the previous computation finishes and identifies which 
page to crawl next (during, for example, step 2 and 3). 

0096. The cross-resource dependencies and blocking can 
be depicted as in FIG. 4: 
0097 Clearly the CPU and network resources stay idle 
when they have to wait for the results from the other 
resource (the blank regions along the horizontal time-lines 
for each resource in FIG. 4. Especially if the computation 
thread and the page management and fetching do not inter 
fere with one another for access to resources (e.g. the CPU 
or memory), for best performance we might like to have 
network and CPU be utilized towards their full capacities 
and in parallel as much as possible. To do this, we can 
separate the thread in charge of the main computation from 
a set of threads in charge of managing activities related to 
page fetching and the network. The main computation thread 
repeatedly takes available pages from the incoming queue, 
performs the PageRank computation using those pages and 
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the chosen approximation method, and sorts the URL 
QUEUE according to the computed PageRanks. As soon as 

it is done with one computation cycle of PageRank and 
sorting the URL QUEUE, it is ready to start the next one, 
So it dequeues the incoming pages from the incoming queue. 
FIG. 5 depicts a possible structure for non-blocking specu 
lative crawler. If the growth rate of the computation time is 
less than proportional to the number of new pages intro 
duced in this way, taking as many pages as possible off the 
incoming queue is a good tradeoff to make. The page helper 
threads continually perform the following activities: obtain 
a URL(s) from a PAGE TO FETCH list; fetch the corre 
sponding page(s) from the network; when there are no more 
URLs in the PAGE TO FETCH list, take a page(s) from the 
URL. QUEUE, extract URLs from it (them) and put the 
URLs in the PAGE TO FETCH list. 

0098. Thus, the computation thread and the helper 
threads can be viewed as performing their assigned tasks 
repeatedly and mostly independently as fast as possible, 
except that they are each guided by the other side in terms 
of what inputs the other side has made available to them at 
any given invocation. This is the non-blocking aspect of the 
focused crawler. The speculative aspect is that there is no 
synchrony between the computation thread and the helper 
threads: The helper threads take pages off from the URL 
QUEUE in rank order as far as possible, but they do not 

wait for the computation thread to compute new ranks; 
rather, they simply use the ranks as computed in the previous 
computation and available in the queue, which may no 
longer be optimal. In particular, the helper threads simply 
fetch pages corresponding to URLs from a PAG 
E TO FETCH list, and when these are exhausted they take 
pages (in rank order as far as possible) from the URL 
QUEUE, extract their links and put them in the PAG 
E TO FETCH list. If the URL. QUEUE is resorted in the 
meantime, this does not affect the order of the pages 
currently in the PAGE TO FETCH list. Pages may thus be 
selected for fetching in a different order than if only one 
page were taken from the URL. QUEUE between re-rank 
ings, so the order in which pages are fetched may not be 
optimal. However, the goal is that these pages are likely to 
be needed soon; so available network bandwidth is used to 
effectively prefetch the pages. 

0099 Many variations are possible on implementing the 
non-blocking, speculative crawler. For example, the con 
tinuous progress of the computation thread and the helper 
threads can be throttled either by one another or by thresh 
olds in the number of pages that are de-queued from the 
incoming page queue or fetched from the PAG 
E TO FETCH list. This throttling, as well as throttling the 
speed of the fetching by the helper threads, may be valuable 
if there is significant competition for resources between the 
computational thread and the helper threads, if the compu 
tation cost becomes greater than linear in the number of 
pages introduced after a point, or if quality is lost by 
introducing too many new pages to the PageRank compu 
tation at a time that may not be optimally ranked. Also, while 
in the description above the helper threads exhaust the 
current PAGE TO FETCH list before going back and 
examining the re-ranked URL. QUEUE, the management of 
which pages to fetch next can be handled differently. 
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Structural Content Analysis 
0100 Now we discuss structural content analysis, which 

is a novel aspect of our focused crawler. Structural content 
analysis refers to analysis of crawled documents while 
computing the crawl and search metrics, where the docu 
ments’ contents is analyzed to check its similarity to a 
predefined structural template (possibly in combination with 
other methods). We provide an example of such a template 
within the context of specifying resume documents and later 
discuss some of the issues in implementing structural analy 
S1S. 

0101. A user can specify a crawl for computer science 
graduates with experience in database management using 
the following template: 
Education: 

0102) “computer science” AND (B.S. OR “Bachelor of 
Science') 
Experience: 

0103 “database management” OR "database mainte 
nance' 

0104. The template specification therefore consists of a 
hierarchical specification of structure and content. In this 
example, the template specifies a two-level hierarchy com 
prising of a heading field and a content field for each heading 
in addition, it specifies the desire that the resume contain 
“Education” as one of the heading fields, and that the content 
corresponding to this heading satisfy the following boolean 
expression of keywords and exact phrases: “computer sci 
ence” AND (B.S. OR “Bachelor of Science”). The template 
can be defined so that these desires are requirements or 
simply desires. It may also be defined so that the Education 
and Experience sections can appear next to each other, or in 
the particular relative order shown, or that they simply 
appear and the order between them is unimportant. The 
template is a detailed and rich specification of the nature of 
target pages, using not only keywords but also structural 
information. 

0105 The template matching algorithm checks whether a 
target document matches a given template specification. A 
novel aspect of the algorithm is that it allows documents 
with arbitrary presentational properties to be excellent 
matches for the template specification as long as the required 
hierarchy of content items is present in the document. For 
example, any of the following documents would match the 
template query: 

0106 a resume containing HTML list formatting com 
mands for the headings and simple paragraphs for 
content associated with the headings 

0.107 a resume containing HTML list formatting com 
mands for the headings and nested lists for content 
associated with the headings 

0.108 a resume presented in the form of a table with 
column or row headers signifying the top-level of a 
hierarchical specification and the column/row data cells 
signifying the content in the second-level hierarchical 
specification. 

0109. One embodiment of a template matching algorithm 
is one that identifies repeating structures within the target 
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document and tries to match the repeating structures to the 
template specification. This process is performed recursively 
starting with the top-level of the hierarchical specification 
and proceeds to Subsequent levels once a correspondence is 
found between a certain level of the template specification to 
the document structure. The algorithm reports a partial 
match score if the document does not exactly match the 
template specification. We now present a high level descrip 
tion of various steps of this algorithm for HTML documents, 
which are one type of document to which a template 
matching algorithm may be. 

0110 
ment. 

0.111) 2. Walk through the parsed HTML tree in a preor 
der traversal, and number text nodes in ascending order. 
At the same time, look for text nodes that contain any key 
word from the first level categories in the template, such 
as “experience” and “education', and label those nodes 
with these key words. If a node contains multiple key 
words, it is labeled by all the keyword contained in the 
text node. 

1. Access a parsed HTML tree for a target docu 

0.112. 3. For each keyword that labels some text node, we 
keep those nodes that contain the keyword and are closest 
to the root of the parsed HTML tree. 

0113 4. Now we label the text nodes left from step 3 with 
both their distances to the root of the parsed HTML tree 
and the tag of their parent nodes. 

0.114) 5. In the labeled nodes from step 4, we keep the 
nodes that have the most popular tags T and the shortest 
distances to the root of the parsed HTML tree. If there are 
no such nodes left, this page is not regarded as a target 
document. 

0115 6. If there are nodes left after the previous pruning 
operations, we pick up two nodes from Step 5, find the 
nearest common ancestor in the parsed HTML tree for 
these two nodes, and determine the distanced from the 
nearest common ancestor to these two nodes. 

0116 7. Find text nodes whose parents have the tag T and 
a distance d+1 from the nearest common ancestor. 

0.117 8. The text nodes found in Step 7 correspond to the 
first level categories of the template. Other text nodes that 
are not in this set are regarded as texts in the second and 
subsequent levels and are bound to the first level text node 
that is their left-most sibling in the same sub-tree. In terms 
of the preorder numbering, text nodes whose preorder 
numbers fall within the range defined by two first level 
text nodes are considered as secondary text nodes bound 
to the closest first level text node with the smaller preorder 
number. 

0118 9. For those first level categories that have key 
word-matching requirements for the second and Subse 
quent levels (for instance, “education' with keyword 
“computer science”), we check whether the secondary 
texts under any matching first level text nodes for “edu 
cation' contain these keywords. 

0119) 10. This process is repeated for the various levels of 
the template hierarchy. 

0.120. The template matching analysis could be imple 
mented for a variety of document types, such as resumes, 
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product specifications, technical papers, and financial 
reports. Furthermore, the matching algorithms are appli 
cable to documents that are formatted using any kind of 
markup language. 
0121 Similarly, template-matching algorithms exist in 
our crawler to cover presentational information as well as or 
instead of purely structural information in the underlying 
markup language representation of the document. For 
example, based on knowledge of the rendering method, one 
can specify as a template elements (described somehow, 
using keywords, structural information or other methods) 
that should appear close to one another or bear certain 
relationships to one another when displayed or otherwise 
presented. 
Choosing Starting Points 
0122) The choice of starting points for a focused crawl 
can be very important to the crawl's Success and efficiency. 
One possibility is to rely on a user to provide good starting 
points. Another approach is to have the crawler find good 
starting points by itself. One way to do this is to first search 
online directories and search engines, and find a good, 
perhaps sizeable, relevant set of pages. These page links may 
all be inserted in the URL-QUEUE, and sorted by similarity 
and PageRank to serve as starting points. However, the 
results obtained from an online directory or search engine 
might not be very useful in uncovering other pages that 
match the search criteria. For example, if one would like to 
find pages that provide technical information on “focused 
crawlers', an appropriate query to a search engine might 
return pages corresponding to technical papers, which are 
likely to cite related work in the area and are therefore good 
leads to find more information on the subject. On the other 
hand, the search engine might also find pages of companies 
interested in building and marketing focused crawlers. Such 
pages are unlikely to provide links to other players working 
in the same field, and consequently, are not good starting 
points for initiating crawls. In general, results from queries 
on search engines by themselves are not good candidates for 
starting points. 

0123. We therefore take an approach that is inspired by 
the following observations and utilizes the search results in 
an indirect fashion. First, some of the pages returned from 
querying a search engine or a database containing previously 
crawled pages are likely to be authoritative pages for the 
given query. Second, a page that points to such authoritative 
pages is likely to lead to other useful pages as well, and these 
pages are essentially the "hubs, using Kleinberg's termi 
nology (cite: Authoritative sources in a hyperlinked envi 
ronment), that an hubs-and-authorities algorithm would 
identify. Therefore, from the crawler's point of view, we 
would prefer using hub pages as starting points to reveal 
other authoritative pages. The degree to which a hub page is 
a Suitable candidate for being a starting point depends upon 
the number of useful pages to which it points. 
0.124. To bootstrap our analysis, we need to find pages 
that link to the initial set of target matches obtained from a 
search engine query. Assuming that we could identify the 
pages that point to the results returned by the search query, 
we could perform an hubs-and-authorities computation over 
the entire set of query-relevant pages and the pages that 
point to them, and use the pages with high hub scores 
(weighted by similarity) as starting points. To identify pages 
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that point to the results returned by the search query, we 
could again employ an online search engine operating on top 
of a database of pre-crawled pages. The query this time 
would be to find pages that contain links to the results from 
the original search. In effect, one could describe this entire 
operation as a single-step “reverse crawl followed by an 
execution of the hubs-and-authorities algorithm to find the 
most relevant pages that link to a larger number of pages that 
match the original search criteria. 
0.125 However, since the backward links are obtained 
from a database that contains only a partial Snapshot of the 
web, we are very likely to get only a Subset of the pages that 
link to our initial set of search results obtained from the 
database. To overcome this limitation, we can go backwards 
one more step to get another set of pages that point to these 
“backlink' pages. This operation is motivated by the idea 
that pages that point to these “backlink pages may be able 
to get new “backlink' pages that were not available from the 
search engines databases. In general, one could employ the 
reverse crawl technique to obtain pages that provide us with 
a bigger coverage and better starting points that would lead 
to a larger set of relevant pages. This process could be 
repeated in a recursive fashion to identify starting points that 
are more potent in leading the crawler to a large number of 
useful pages. However, there is a clear trade-off in perform 
ing these reverse crawls since they eventually provide pages 
that are not particularly related or relevant to the focused 
crawl, but just happen to provide a traversal path for the 
crawler to Some relevant page. These pages are not good 
starting points. 
0.126 We have empirically studied the quality of the 
hub-pages uncovered by Such reverse crawls, and in prac 
tice, the quality and relevance to the crawl decays after three 
applications of the reverse crawl. Consequently, our focused 
crawler identifies the top twenty authoritative pages from 
search engines or directories, performs three steps of the 
reverse crawl, and then crawls three steps in the forward 
direction. The linkage graph obtained from this process is 
Sufficiently comprehensive to be analyzed to derive pages in 
the graph that are most effective in leading the crawler 
towards relevant pages. 
0127. This general mechanism of performing analysis on 
the linkage graphs obtained from reverse crawls can also be 
applied in the following contexts to enhance the perfor 
mance and functionality of the crawler: 
0.128 Inferring crawl metrics: This whole process of 
performing reverse crawls and identifying pages that are 
likely to generate search results is also useful in identifying 
the "crawl metric'. The crawl metric is an indicator value 
associated with a page that can be used to characterize the 
likelihood of obtaining search results as a consequence of 
crawling the links embedded in the page. If a page has a high 
crawl metric, we should enhance the priority associated with 
exploring its outward links. One could analyze the hub pages 
in the linkage graph from the perspective of identifying 
similarities in occurrences of common keywords and HTML 
structures to distill a crawl metric to capture the page's 
utility value to the focused crawler. This metric could then 
be used during the lifetime of the crawl to guide it towards 
sites that contain a sizeable number of relevant pages. 
0.129 Dynamic reconfiguration of a crawl. By examining 
the ranks and similarities of the pages crawled so far, the 
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focused crawler can tell whether it is indeed getting stuck in 
unproductive regions of the web and is not finding relevant 
pages. This discovery may prompt the crawler to abandon 
the current paths and use different starting points, either 
from within its URL-QUEUE, by prompting the user, or by 
finding better starting points from a search engine or direc 
tory as described above. Such detection of getting trapped in 
a bad area may happen towards the beginning of a crawl due 
to poor starting pages, or it may happen after a period of 
relatively efficient crawling during a Successful crawl. In the 
latter case, heuristics can determine when to prompt the user 
for new starting points, when to simply go on in the hope of 
getting out of the bad Zone soon, and when to choose 
different, higher-similarity starting points from the URL 
QUEUE to initiate another instance of the reverse-crawl 
based analysis to compute better starting points from pages 
that have been obtained so far from the current crawl. 

0130 Integrating results from multiple search engines: 
The method of studying the linkage graph to obtain starting 
points could be extended to construct a meta-search engine, 
where results from multiple search engines and databases 
are integrated and presented in a unified form. These results 
could be used directly without any further processing or 
used to initiate a focused crawl. What is usually a difficult 
problem for meta-search engines is the task of merging the 
results and providing a coherent ranking to the pages from 
different search engines. Our linkage-graph analysis of 
reverse crawls allows us to compute uniform importance 
scores for pages. We can simply get the returns from 
multiple search engines, crawl forwards and backwards for 
a few steps from the results, and compute hub and authority 
scores for all of the pages. We can then simply rank pages 
based on their authority Scores, and can also identify a set of 
hubs, which are uniformly good and can be used as starting 
points for the crawl. 
Generation and Use of Taxonomies in Focused Crawls 

0131 We can also generate taxonomies of a novel type 
through focused crawling and use them in novel ways in 
computing crawl metrics, to augment or replace the crawl 
metric mechanisms considered so far. Other known focused 
crawlers use a traditional topic-based classification tax 
onomy to classify pages as they are crawled, and use the 
strength of classification against desired nodes in this tax 
onomy to help guide the crawl. Using link structure, we can 
construct taxonomies, implicitly or explicitly, that are not 
based on only a topic hierarchy but rather also on a structure 
of connectedness of pages or types of pages. Such a tax 
onomy captures and abstracts the logical link hierarchies 
that contain multiple levels of relationships embodied in 
relays of links that eventually leading to the targets (e.g. 
universities point to departments which point to students, 
which point to home pages, which point to resumes; so this 
structure or pathway can be captured in a connection tax 
onomy). In the process of each focused crawl for a certain 
topic, we are implicitly extracting a focused view or struc 
ture of connectedness of resources relevant to that topic 
from the organization of the entire web or document col 
lection. We can regard this as a taxonomy of connectedness. 
In this taxonomy, beyond topic correlation we also get 
another important aspect that indicates the logical correla 
tion of links among resources relevant to that topic. A 
traditional topic-based taxonomy is valuable in helping 
human beings to navigate the web. From the perspective of 
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a focused crawler, however, a taxonomy that contains link 
structure correlations as described above can be important 
help discover new Sources and lead to targets quickly. For 
example, when crawling for resumes, if we know that 
department pages are likely to lead quickly to students 
resumes (from the taxonomy above), then we should assign 
department pages a higher value for the crawl metric than 
pages that are not close to students’ resumes in the tax 
onomy. Thus, the taxonomy of connectedness is another 
mechanism that can contribute to a crawl metric. 

0132) Our model of generating and using taxonomies is 
to use reverse classifications corresponding to reverse crawl, 
or crawling using backlinks instead of forward links. Con 
sider how we might build Such a taxonomy. Suppose we 
have a set of known good targets or good pages, given by 
examples or returned from our repository (or an external 
search engine) for certain queries, we can find the pages that 
link to these targets in our repository (or even from some 
external search engines) by following backlinks when 
explicitly available or by some other means. We repeat this 
process for k steps. The pages that have a path to the targets 
with a distance of i are at the i'th level. Now we have a graph 
of k+1 levels with page in level i pointing to pages in level 
i-1 (i.e. in the reverse direction or the direction of back 
links). We use this graph as a training set to construct 
classifiers for the levels that will determine how to place 
documents in these levels. The classification can be based on 
topics, using simple Bayesian models, or obtained from 
simple extractions of common key words and determining 
commonality of keywords to construct a taxonomy, etc. 
0.133 To use the taxonomy as part of a crawl metric (and 
also to enhance and refine the taxonomy in the process), 
while we crawl we classify each new page into a set of 
categories (that fit somewhere in this taxonomy) that may 
lead to the targets and/or into the category or categories that 
contain targets. Clearly if the page falls into a target category 
Such as a product page, it is a target. If it falls into the first 
level above a target category in the link-structure based 
classification we built, it may be likely to be a vendor's page, 
and so on. Given a page is classified in a certain category, we 
put that page into the corresponding prioritized queue of 
pages/links for that category (i.e. we may now have a set of 
prioritized URL. QUEUEs from which we rank and choose 
pages to crawl). We assign priorities to different queues 
based on factors such as probabilities of a page in category 
i leading to a page in category i-1, the amount of work 
needed to reach from one category to the next category in 
the, taxonomy etc. Ranking of pages within the same queue 
can be based on mechanisms we discussed earlier. By doing 
So we are able to generalize the automated generation of 
possibly multiple-step crawl metrics and merge them into 
the crawl automatically. To allow feedback in this learning 
model and adaptive adjustments of the metrics, a reverse 
crawl can be performed each time (or some of the times) a 
target is found. This will trigger a new round of reverse 
classification. In our model of the k-level classifications, 
each link may not necessarily be physical URL links. They 
can be a logic link that is translated from multiple-level of 
physical links, or they can be “content links' that have a lot 
to do with the key contents in a page indicating specific 
Subjects/topics that this page is about. 

0.134. At the end of each focused crawl we will have such 
a taxonomy that is based on both topic correlations and link 
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correlations. This can be regarded as a focused view overlaid 
on the web for a certain topic Such as products in a particular 
industry. This taxonomy helps us to do focused crawl more 
efficiently for that particular topic (or topics like it). This 
method also enables the construction of customized search 
engines for a particular topic(s) very easily even on top of a 
general-purpose repository. 
Case Studies 

0135) This discussion should shed more light on the 
general mechanisms described in this document and also 
illustrate some of the specific techniques that we employ for 
deriving starting points and specifying search and crawl 
metrics. These are only examples, and do not provide 
coverage of all interesting combinations of techniques that 
we have described. 

0136. The case studies will be described per representa 
tive application. Some embodiments have an extensibility of 
the crawler and the ability to adapt it to crawl for different 
kinds of information available from different domains. It 
should also further motivate the need for a focused crawler 
as the information sought in each one of these applications 
are unlikely to be found at a centralized location and also 
need to be fresh to be useful to the person initiating the 
crawl. Finally, these applications also benefit from the 
general-purpose search metrics used by the crawler that 
allow the user to identify matched pages using both its 
structure and content. 

Finding Resume Pages 

0137 Goal: To build a focused crawler that discovers 
resumes of potential employees who satisfy certain pre 
defined criteria. For instance, we might be interested in 
finding candidates with a Ph.D. degree in Computer Science 
who may graduate in the year 2001. 

0138 Experience with standard search engines: We tried 
to construct keyword-based queries on search engines to get 
resumes, Google for instance, but failed. We invariably 
found job postings rather than resumes because they both 
tend to have the similar set of key words. Also since job 
postings usually have higher PageRanks as they are usually 
found on corporate web sites, the resume results were 
frequently over-shadowed. 

0139 Search metric: Since a focused crawler has an 
extensible module for specifying search metrics, we use a 
“template' to characterize the target pages that we are 
looking for. A template specifies both the structural and the 
content of relevant resume pages. A sample template used in 
our crawls is available at: http://www.cs.princeton.edu/~d/ 
template.html. A template for resume pages might specify 
that the target page needs to have section headings Such as 
“education”, “experience', and “publications', and might 
further specify keywords that need to be found in the 
information associated with these headings. The template 
mechanism, therefore, provides a very general-purpose 
method for identifying whether a particular page is likely to 
be a resume page. 
0140 Starting points: Since it is difficult to obtain many 
resume pages from search engines and directories, it is hard 
for us to get starting points automatically as we described. 
However, we know that resume pages tend to be pointed by 
people's home pages. Crawls from the home pages of 
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computer Science departments in universities are likely to 
uncover resume pages. Therefore, our starting point set 
includes home pages of universities and colleges, which in 
turn could be obtained from online directories. 

0.141 Crawl Metric: For each page, we use the template 
to compute and see whether it is a resume page. If it is, we 
stop mining this page further because resume pages do not 
tend to point to each other. If it is not a resume page, we use 
a crawl metric to compute whether it is likely to bring us to 
resume pages. For this application, the crawl-metric is a 
simple correlation to the occurrence of keywords such as 
“teach”, “department”, “education”, “computer science'. 
“faculty”, “student”, “home page'. “I am”, “my”, and 
“resume’. These key words are likely to indicate whether a 
page corresponds to computer Science department pages, 
faculty and student lists that may point to their home pages, 
or personal home pages that point to resume pages. 

0142. Results: The crawl for CS PhDs found thousands of 
pages. The top 400 results were all resumes. Of the top 100 
resumes, 89 matched the input requirements. In contrast, a 
query on the Google search engine resulted in results that 
were not uniformly good in quality. Out of the top 100 pages 
returned by Google, only 30 pages matched the input 
requirements. In addition, the average age of a page (dura 
tion for which it wasn't changed) returned by Google was 
201 days as opposed to 45 days for our focused crawl results. 
Finding Job Postings 

0.143 Goal: To build a focused crawler that discovers 
postings for job openings. This application clearly motivates 
the need for a focused crawler that finds fresh pages that 
correspond to recent job postings. Online search engines are 
likely to return stale pages containing job postings. 

0.144 Search metric: For this application, the search 
metric is a simple function that captures the occurrence of 
keywords such as 'job', 'employment”, “career, “oppor 
tunity”, “job title', and “degree preferred. 

0145 Starting points: We observe that to find job postings 
you need to find potential employers first. Therefore, we 
include in our starting points set lists of employers that are 
available from online directories such as Yahoo. In particu 
lar, listings under folders such as “Business & Economy’ are 
likely to provide data that potentially contains information 
and links to companies, which can then be included in the 
queue of starting points. In addition, we also include in the 
starting points set the results from querying search engine 
databases with key words “company”, “university', and the 
words contained in the search metric described above. To get 
the crawl started, we do a breadth first crawl for each entry 
in the starting point queue to a depth of two. After this 
process is done for all the entries in the queue of starting 
points, we can go back to our normal ranking algorithms and 
sort the queue of all the pages brought by the initial phase 
of the crawl. 

0146 Crawl metric: It is the same as the search metric for 
this application. 

0147 Results: A focused crawl for job postings collected 
over a period of 80 hours found over 180,000 job postings. 
This number represents about one-fourth of the postings 
available from FlipDog, a specialized job-posting portal. 
Our crawler discovered job postings from 4000 employers 
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who werent represented at FlipDog. In addition, the post 
ings from these 4000 employers had been either posted or 
modified in the month prior to the crawl, which would 
indicate that a search engine or a static job portal is unlikely 
to find these postings. 
Populating a Folder in an Online Directory 

0148 Goal: Given a folder, such as “Home-> 
Computer&Internet->Internet->Peer-to-Peer File Sharing, 
that you might find in directories like Yahoo, populate the 
folder with pages that contain information relevant to the 
folder topic and related to the other pages that are already 
filed under this folder. 

0149 Starting points: We identify all the entries that 
currently exist inside this folder as the initial set of authori 
tative pages. Then we perform the general method of reverse 
crawling and distilling of hub-pages described at the begin 
ning of this section to identify good starting points. 

0150 Search metric: A simple keyword based query 
containing the words appearing in the folder topic (“‘home'. 
“computer”, “internet”, “peer-to-peer, and “file sharing”) is 
not very effective in finding relevant pages from search 
engine databases. We have to use another set of key words 
that can describe the key features of pages that we would 
like to find. An automatic distiller that identifies common 
key words from the initial set of authoritative pages will be 
very useful in composing the search metric. We employed a 
semi-automatic process of automatic distillation followed by 
manual pruning of spurious matches to compose a search 
metric containing the following words: “file sharing”, “con 
tent sharing”, “file swap”, “distribute”, “community”. 
“search”, “napster, and “gnutella'. 

0151 Crawl metric: It is the same as the search metric for 
this application. 

0152 Results: A focused crawl for pages related to “Peer 
to-Peer File Sharing found 233 pages during a five-hour 
crawl. The Yahoo folder for this topic contains 89 entries. 
Our crawl was able to find 74 of those pages. Only 17 of 
those additional pages found by our crawler are within a 
crawl distance of three from set of 89 pages filed within the 
Yahoo folder. These facts provide evidence regarding the 
effectiveness of our starting point analysis in increasing the 
coverage of a crawl. 

Crawl for Wireless Startups 

0153 Goal: Given a particular market, the goal is to 
obtain comprehensive information on companies competing 
within the same market. We report on our experiences from 
setting up a crawl to find information about startup compa 
nies developing wireless products. 

0154 Starting points: We use the general method 
described earlier to find starting points. We can search 
databases of search engines using keywords Such as “star 
tup”. “wireless', and “software'. These results represent a 
variety of information about startup companies: their home 
pages, job listings from startup companies, Venture capitals 
investing in startups, etc. From this initial set of pages, we 
obtain hub pages by performing reverse-crawls and iterative 
ranking steps. These hub pages tend to be we-sites of 
investors and technical news repositories. Therefore, in 
addition to the hub pages we get, we also include the 
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investors’ sites from the “corporate finance' folder of online 
directories and news archives such as CNET. 

O155 Search metric: We use the following list of key 
words as the search metric: “startup”, “wireless”, “soft 
ware', and “development'. 
0156 Crawl metric: It is the same as the search metric for 
this application. 
0157 Results: Our crawler identifies quite a few pages as 
target matches even though they aren't related to informa 
tion about wireless startup companies. However, this prob 
lem is easy to rectify by having a search metric that has a 
longer list of keywords to filter out low-quality pages. We 
would however persist with the same crawl metric as the 
crawl metric determines the coverage while the search 
metric determines the quality of target matches. We are 
experimenting with identifying a restrictive set of keywords 
for the search metric as well as using more advanced 
template-based similarity specifications. 
Scalable Search Engines and Search/Crawl Engines Based 
on an Extensible Focused Crawler 

0158 What has been described so far is a basic extensible 
focused crawler. We have largely focused on the case where 
the crawler starts from nothing, although as we have dis 
cussed it could start from a database of pages that was 
populated from previous crawls, either generic or focused. 
In these cases, the database could simply appear as the initial 
set of CRAWLED PAGES. We now briefly discuss a few 
examples of building scalable crawl and search engines 
based on a focused crawler. 

0159. A simple example is to build a shared focused 
crawling infrastructure. A common database backs a number 
of crawler processes or threads, which are launched in 
response to incoming queries. Later crawls can thus benefit 
from pages brought in by earlier crawls (enabling some 
portions of the crawl or search to be done locally). Since 
crawls for similar or even different queries often crawl the 
same parts of the web, and since crawls for similar queries 
may be outstanding at the same time, crawls can be amor 
tized across queries. If the analogy of a car was appropriate 
for the basic extensible focused crawler, the analogy of a bus 
shared among travelers can be used for this infrastructure. 
The bus provides users the ability to go to places that they 
wouldn't or couldn't on their own, the ability to share rides 
and amortize cost, and the ability to benefit from each other 
on route. In addition, there is a database of history, of data, 
and of crawling expertise (manifested in extensible crawl 
specifications), and a site for community. Many other value 
added features are possible in this shared site environment. 
Result sets from focused crawls can also be recorded or 
cached explicitly, and the times at which they were per 
formed recorded too, so that a later request for a similar 
query can be satisfied immediately with the results of a 
previous crawl if desired or accepted by the user. Alterna 
tively, previously crawled pages are simply kept in an index, 
looked up upon a query and returned to the user together 
with the results of a crawl. 

0.160 A more ambitious example is to use the focused 
crawler as the basis of a scalable search+crawl site. In its 
simplest form, this is a straightforward extension of the 
previous example, though it would likely need to be much 
more Scalable since it is designed for a much wider audi 
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ence. Crawled pages (on various topics and keywords) are 
brought in to the crawler's shared database, via either 
focused or generic crawls, and these are indexed. Upon a 
query, results are first obtained from the database, using 
Sophisticated indexing and ranking methods as in a state 
of-the-art search engine. Together with these search results, 
the system returns to the user information about how fresh 
the data presented are, in terms of when the pages were last 
crawled and when the last crawl on that query/topic (or 
closely related queries/topics) were performed. If the user is 
not satisfied with the results, they can ask the system to do 
a focused crawl in real-time (perhaps returning the results 
via e-mail, which provides an opportunity for the site to use 
permission-based marketing/advertising to the user based on 
topics crawled, or via the web). The user can specify how 
long the crawl should continue, and other parameters gov 
erning the progress of the crawl. The crawl may begin within 
the search database itself. The computational and bandwidth 
resources to perform the crawl can be the system's or 
search+crawl site's resources, which may be centralized or 
distributed. However, the challenge in handling many crawl 
requests from a wide range of users is scaling, and is a 
magnified version of the Scaling problem for search engine 
infrastructures. 

0161 An insight that leads to a truly distributed solution 
is that the only thing that scales with the number of crawl 
requests made is the number of users, and these users very 
often have their own, increasingly powerful resources. Thus, 
the resources of users (most importantly, bandwidth and 
Some computational power) can be used to help perform the 
crawls. For example, the site can provide the user with a 
piece of focused crawler code, which the user can execute to 
perform the crawl, perhaps in coordination with the site's 
database and crawl-guiding infrastructure. If the resulting 
pages are stored by the user rather than by the site, the 
software can send the crawled URLs or pages back to the 
site during or at the end of the crawl. This coordinated 
helper-based crawling and bandwidth/cycles stealing may 
happen for the particular crawl that the user requested. 
Alternatively, a user may provide cycles and bandwidth at 
given times of the day, in return for privileges from the site, 
and the site may utilize those resources for any crawls it 
desires. Bandwidth on people's computers is often idle, and 
is therefore an attractive resource to utilize in this way given 
the bandwidth-intensive nature of crawling. Of course, if the 
user's cycles or bandwidth are not used or are not worth 
using, other options are available. The resources used for 
crawling may belong to the users internet service provider, 
e.g. to gain the right for its users to participate in this 
search+crawl site or for money, or by dedicated third parties. 
0162 Some embodiments of focused crawling comprise: 
0163 accessing a query input, the query input being 
relevant to at least one of target documents and referring 
documents, each of the referring documents refer to at least 
one of the target documents; 
0164 crawling a plurality of documents, the documents 
including links to each other, and the crawling at least partly 
guided by a crawl metric, the crawl metric at least partly 
determined by a first mechanism; and 
0.165 returning target documents, the target documents 
being relevant to the query input, the target documents found 
from the plurality of crawled documents, the target docu 
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ments returned at least partly based on a search metric, the 
search metric at least partly determined by a second mecha 
nism, the second mechanism being different from the first 
mechanism. 

0166 Invarious embodiments, relevance includes impor 
tance. 

0.167 In various embodiments, at least one of the first 
mechanism and the second mechanism includes: 

0168 associating a weight to each of the evaluated rel 
evances of the procedures; and 
0.169 combining the evaluated relevances and the 
weights of the evaluated relevances. 
0170 In various embodiments, evaluating relevance of 
documents includes evaluating relevance of at least a first 
document and a second document, the second document 
referring to the first document. 
0171 Some embodiments of focused crawling comprise: 
0172 
0173 crawling a plurality of documents, the documents 
including links to each other, the crawling at least partly 
guided by a crawl metric, the crawl metric at least partly 
determined by a mechanism and by the query input, the 
mechanism including a combination, the combination 
including evaluating relevance of documents using a fresh 
ness of documents, and one or more of: 1) evaluating 
relevance of documents using logical expressions of key 
words and phrases and 2) evaluating relevance of documents 
using a template including a plurality of one or more 
template portions, at least one of the template portions 
including a plurality of one or more hierarchical levels. 
0.174. In various embodiments, the combination includes 
evaluating relevance of documents using a freshness of 
documents, and one or more of: 1) evaluating relevance of 
documents using logical expressions of keywords and 
phrases 2) evaluating relevance of documents using a tem 
plate including a plurality of one or more template portions, 
at least one of the template portions including a plurality of 
one or more hierarchical levels, and 3) evaluating relevance 
of documents using a link structure of the crawled docu 
mentS. 

accessing a query input; and 

0.175. In various embodiments, relevance includes impor 
tance. 

0176). In various embodiments, the plurality of one or 
more hierarchical levels includes at least one or more 
heading levels and one or more content levels. 
0177. In various embodiments, evaluating relevance 
includes evaluating relevance of at least a first document and 
one or more of a first plurality of one or more referring 
documents and a second plurality of one or more referring 
documents, each of the first plurality of one or more refer 
ring documents referring to the first document directly, and 
each of the second plurality of referring documents referring 
to the first document indirectly through one or more docu 
mentS. 

0.178 Various embodiments further comprise: 
0.179 returning target documents, the target documents 
being relevant to the query input, the target documents found 
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from the plurality of crawled documents, the target docu 
ments returned at least partly based on a search metric, the 
search metric at least partly determined by a second mecha 
nism and the query input. 

0180. Some embodiments of focused crawling comprise: 
0181 accessing a query input; and crawling a plurality of 
documents, the documents including links to each other, the 
crawling at least partly guided by a crawl metric, the crawl 
metric at least partly determined by a mechanism and by the 
query input, the mechanism including a combination, the 
combination including evaluating relevance of documents 
using a link structure of the crawled documents, and one or 
more of: 1) evaluating relevance of documents-using logical 
expressions of keywords and phrases and 2) evaluating 
relevance of documents using a template including a plu 
rality of one or more template portions, at least one of the 
template portions including a plurality of one or more 
hierarchical levels. 

0182. In various embodiments, the combination includ 
ing evaluating relevance of documents using a link structure 
of the crawled documents, and evaluating relevance based 
on freshness of documents, and one or more of: 1) evalu 
ating relevance of documents using logical expressions of 
keywords and phrases, 2) evaluating relevance of documents 
using content located in a specified part of a format. 

0183 In various embodiments, relevance includes impor 
tance. 

0184 In various embodiments, the plurality of one or 
more hierarchical levels includes at least one or more 
heading levels and one or more content levels. 
0185. In various embodiments, evaluating relevance 
includes evaluating relevance of at least a first document and 
one or more of a first plurality of one or more referring 
documents and a second plurality of one or more referring 
documents, each of the first plurality of one or more refer 
ring documents referring to the first document directly, and 
each of the second plurality of referring documents referring 
to the first document indirectly through one or more docu 
mentS. 

0186 Various embodiments further comprise: 
0187 returning target documents, the target documents 
being relevant to the query input, the target documents found 
from the plurality of crawled documents, the target docu 
ments returned at least partly based on a search metric, the 
search metric at least partly determined by a second mecha 
nism and the query input. 

0188 Some embodiments of focused crawling comprise: 
0189) 
0.190 crawling a plurality of documents, the documents 
including links to each other, the crawling at least partly 
guided by a crawl metric, the crawl metric at least partly 
determined by a mechanism and by the query input, the 
mechanism including a combination, the combination 
including evaluating relevance of documents using a link 
structure of the crawled documents, and one or more of: 1) 
evaluating relevance of documents using logical expressions 
of keywords and phrases and 2) evaluating relevance of 
documents using a template including a plurality of one or 

accessing a query input; and 
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more template portions, at least one of the template portions 
including a plurality of one or more hierarchical levels, 
0191 wherein evaluating relevance of documents using a 
link structure of the crawled documents includes: 

0.192 accessing a first plurality of documents from a 
database of a plurality of received documents, the plurality 
of received documents including crawled documents, the 
first plurality of documents to be ranked; 
0193 generating a graph of the first plurality of docu 
ments; 

0.194 
graph; 

assigning weights to one or more nodes of the 

0.195 finding an assignment of weights to one or more 
nodes of the graph, by propagating weights through the 
graph, the assignment of weight to a node based at least in 
part on calculating a weighted Sum of weights propagated 
from neighboring nodes; and 
0.196 generating a ranked list of at least the first plurality 
of documents, the ranked list at least partly generated from 
the graph. 

0197). In various embodiments, the combination includ 
ing evaluating relevance of documents using a link structure 
of the crawled documents, and evaluating relevance based 
on freshness of documents, and one or more of: 1) evalu 
ating relevance of documents using logical expressions of 
keywords and phrases, 2) evaluating relevance of documents 
using content located in a specified part of a format. 

O198) 
tance. 

0199. In various embodiments, the plurality of one or 
more hierarchical levels includes at least one or more 
heading levels and one or more content levels. 
0200. In various embodiments, evaluating relevance 
includes evaluating relevance of at least a first document and 
one or more of a first plurality of one or more referring 
documents and a second plurality of one or more referring 
documents, each of the first plurality of one or more refer 
ring documents referring to the first document directly, and 
each of the second plurality of referring documents referring 
to the first document indirectly through one or more docu 
mentS. 

0201 In various embodiments, evaluating relevance of 
documents using a link structure of the crawled documents 
further comprises: 
0202 expanding the graph with a second plurality of one 
or more documents from the database, wherein a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents. 

0203. In various embodiments, evaluating relevance of 
documents using a link structure of the crawled documents 
further comprises: 
0204 expanding the graph with a second plurality of one 
or more documents from the database, such that a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 

In various embodiments, relevance includes impor 
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of documents is smaller than the plurality of received 
documents, the second plurality including one or more of: 1) 
one or more documents connected within a first specified 
number of links in a forward direction from one or more 
documents of the first plurality of documents, the forward 
direction being forward from the first plurality of docu 
ments, and 2) one or more documents connected within a 
second specified number of links in a backward direction 
from one or more documents of the first plurality of docu 
ments, the backward direction being backward from the first 
plurality of documents. 

0205. In various embodiments, evaluating relevance of 
documents using a link structure of the crawled documents 
further comprises: 

0206 expanding the graph with a second plurality of one 
or more documents from the database, such that a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents, the second plurality including one or more of: 1) 
all documents connected within a first specified number of 
links in a forward direction from one or more documents of 
the first plurality of documents, the forward direction being 
forward from the first plurality of documents, and 2) all 
documents connected within a second specified number of 
links in a backward direction from one or more documents 
of the first plurality of documents, the backward direction 
being backward from the first plurality of documents. 

0207. In various embodiments, the first plurality of docu 
ments includes recently received documents of the plurality 
of received documents. 

0208. In various embodiments, evaluating relevance of 
documents using a link structure of the crawled documents 
further comprise: 

0209 shrinking the graph by removing one or more 
nodes of the graph. 

0210. In various embodiments, evaluating relevance of 
documents using a link structure of the crawled documents 
further comprise: 

0211 shrinking the graph by combining one or more sets 
of one or more nodes of the graph. 

0212. In various embodiments, the combining is based on 
common characteristics of the nodes or relationships 
between the nodes. 

0213. In various embodiments, the propagating weights 
through the graph occurs up to a limited node distance. 

0214. In various embodiments, weights assigned to a 
document include at least one of relevance of the document 
to the query input and importance of the document inde 
pendent of the query input. 

0215) 
tance. 

In various embodiments, relevance includes impor 

0216 Various embodiments further comprise: 
0217 returning target documents, the target documents 
being relevant to the query input, the target documents found 
from the plurality of crawled documents, the target docu 
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ments returned at least partly based on a search metric, the 
search metric at least partly determined by a second mecha 
nism and the query input. 
0218. Some embodiments of focused crawling comprise: 
0219) 
0220 crawling a plurality of documents, the documents 
including links to each other, and the crawling at least partly 
guided by a crawl metric, the crawl metric at least partly 
determined by a first mechanism, the first mechanism 
including a first combination, the first combination including 
a first plurality of one or more procedures, the first plurality 
of one or more procedures including evaluating relevance of 
documents using a link structure of the crawled documents; 
and 

0221) returning target documents, the target documents 
being relevant to the query input, the target documents found 
from the plurality of crawled documents, the target docu 
ments returned at least partly based on a search metric, the 
search metric at least partly determined by a second mecha 
nism, the second mechanism including a second combina 
tion, the second combination being different from the first 
combination, the second combination including a second 
plurality of one or more procedures, the second plurality of 
procedures including evaluating relevance of documents 
using a template, the template including a plurality of one or 
more template portions, at least one of the template portions 
including a plurality of one or more hierarchical levels, 

accessing a query input; 

0222 wherein the procedure, of the first plurality of one 
or more procedures, of evaluating relevance of documents 
using a link structure of the crawled documents, includes: 
0223 accessing a first plurality of documents from a 
database of a plurality of received documents, the plurality 
of received documents including crawled documents, the 
first plurality of documents to be ranked; 
0224 generating a graph of the first plurality of docu 
ments; 

0225) 
graph; 

assigning weights to one or more nodes of the 

0226 finding an assignment of weights to one or more 
nodes of the graph, by propagating weights through the 
graph, the assignment of weight to a node based at least in 
part on calculating a weighted Sum of weights propagated 
from neighboring nodes; and 
0227 generating a ranked list of at least the first plurality 
of documents, the ranked list at least partly generated from 
the graph. 

0228 
tance. 

0229. In various embodiments, at least one of the first 
mechanism and the second mechanism includes: 

0230 associating a weight to each of the evaluated rel 
evances of the procedures; and 
0231 combining the evaluated relevances and the 
weights of the evaluated relevances. 
0232. In various embodiments, the plurality of one or 
more hierarchical levels includes at least one or more 
heading levels and one or more content levels. 

In various embodiments, relevance includes impor 
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0233. In various embodiments, evaluating relevance 
includes evaluating relevance of at least a first document and 
one or more of a first plurality of one or more referring 
documents and a second plurality of one or more referring 
documents, each of the first plurality of one or more refer 
ring documents referring to the first document directly, and 
each of the second plurality of referring documents referring 
to the first document indirectly through one or more docu 
mentS. 

0234. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 

0235 expanding the graph with a second plurality of one 
or more documents from the database, wherein a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents. 

0236. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 

0237 expanding the graph with a second plurality of one 
or more documents from the database, such that a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents, the second plurality including one or more of: 1) 
one or more documents connected within a first specified 
number of links in a forward direction from one or more 
documents of the first plurality of documents, the forward 
direction being forward from the first plurality of docu 
ments, and 2) one or more documents connected within a 
second specified number of links in a backward direction 
from one or more documents of the first plurality of docu 
ments, the backward direction being backward from the first 
plurality of documents. 

0238. In various embodiments, the procedure of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 

0239 expanding the graph with a second plurality of one 
or more documents from the database, such that a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents, the second plurality including one or more of: 1) 
all documents connected within a first specified number of 
links in a forward direction from one or more documents of 
the first plurality of documents, the forward direction being 
forward from the first plurality of documents, and 2) all 
documents connected within a second specified number of 
links in a backward direction from one or more documents 
of the first plurality of documents, the backward direction 
being backward from the first plurality of documents. 

0240. In various embodiments, the first plurality of docu 
ments includes recently received documents of the plurality 
of received documents. 
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0241. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 
0242 shrinking the graph by removing one or more 
nodes of the graph. 
0243 In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 
0244 shrinking the graph by combining one or more sets 
of one or more nodes of the graph. 
0245. In various embodiments, the combining is based on 
common characteristics of the nodes or relationships 
between the nodes. 

0246. In various embodiments, the propagating weights 
through the graph occurs up to a limited node distance. 
0247. In various embodiments, weights assigned to a 
document include at least one of relevance of the document 
to the query input and importance of the document inde 
pendent of the query input. 

0248. In various embodiments, the second plurality of 
procedures further includes one or more of: 1) evaluating 
relevance of documents using logical expressions of key 
words and phrases, 2) evaluating relevance of documents 
using a link structure of the crawled documents, and 3) 
evaluating relevance based on freshness of documents. 
0249. In various embodiments, the first plurality of one or 
more procedures further includes one or more of: 1) evalu 
ating relevance of documents using logical expressions of 
keywords and phrases, 2) evaluating relevance of documents 
using a template including a plurality of one or more 
template portions, at least one of the template portions 
including a plurality of one or more hierarchical levels, and 
3) evaluating relevance based on freshness of documents. 
0250) Some embodiments of focused crawling comprise: 
0251) 
0252 crawling a plurality of documents, the documents 
including links to each other, and the crawling at least partly 
guided by a crawl metric, the crawl metric at least partly 
determined by a first mechanism, the first mechanism 
including a first combination, the first combination including 
a first plurality of one or more procedures, the first plurality 
of one or more procedures including 1) evaluating relevance 
of documents using a link structure of the crawled docu 
ments and 2) evaluating relevance based on freshness of 
documents; and 
0253 returning target documents, the target documents 
being relevant to the query input, the target documents found 
from the plurality of crawled documents, the target docu 
ments returned at least partly based on a search metric, the 
search metric at least partly determined by a second mecha 
nism, the second mechanism including a second combina 
tion, the second combination being different from the first 
combination, the second combination including a second 
plurality of one or more procedures, the second plurality of 
procedures including evaluating relevance of documents 
using a template, the template including a plurality of one or 

accessing a query input; 
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more template portions, at least one of the template portions 
including a plurality of one or more hierarchical levels, 
0254 wherein the procedure, of the first plurality of one 
or more procedures, of evaluating relevance of documents 
using a link structure of the crawled documents, includes: 
0255 accessing a first plurality of documents from a 
database of a plurality of received documents, the plurality 
of received documents including crawled documents, the 
first plurality of documents to be ranked; 
0256 generating a graph of the first plurality of docu 
ments; 

0257) 
graph; 

assigning weights to one or more nodes of the 

0258 finding an assignment of weights to one or more 
nodes of the graph, by propagating weights through the 
graph, the assignment of weight to a node based at least in 
part on calculating a weighted Sum of weights propagated 
from neighboring nodes; and 

0259 generating a ranked list of at least the first plurality 
of documents, the ranked list at least partly generated from 
the graph. 

0260. In various embodiments, relevance includes impor 
tance. 

0261) In various embodiments, at least one of the first 
mechanism and the second mechanism includes: 

0262 associating a weight to each of the evaluated rel 
evances of the procedures; and 

0263 combining the evaluated relevances and the 
weights of the evaluated relevances. 

0264. In various embodiments, the plurality of one or 
more hierarchical levels includes at least one or more 
heading levels and one or more content levels. 

0265. In various embodiments, evaluating relevance 
includes evaluating relevance of at least a first document and 
one or more of a first plurality of one or more referring 
documents and a second plurality of one or more referring 
documents, each of the first plurality of one or more refer 
ring documents referring to the first document directly, and 
each of the second plurality of referring documents referring 
to the first document indirectly through one or more docu 
mentS. 

0266. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 

0267 expanding the graph with a second plurality of one 
or more documents from the database, wherein a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents. 

0268. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 
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0269 expanding the graph with a second plurality of one 
or more documents from the database, such that a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents, the second plurality including one or more of: 1) 
one or more documents connected within a first specified 
number of links in a forward direction from one or more 
documents of the first plurality of documents, the forward 
direction being forward from the first plurality of docu 
ments, and 2) one or more documents connected within a 
second specified number of links in a backward direction 
from one or more documents of the first plurality of docu 
ments, the backward direction being backward from the first 
plurality of documents. 
0270. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 
0271 expanding the graph with a second plurality of one 
or more documents from the database, such that a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents, the second plurality including one or more of: 1) 
all documents connected within a first specified number of 
links in a forward direction from one or more documents of 
the first plurality of documents, the forward direction being 
forward from the first plurality of documents, and 2) all 
documents connected within a second specified number of 
links in a backward direction from one or more documents 
of the first plurality of documents, the backward direction 
being backward from the first plurality of documents. 
0272. In various embodiments, the first plurality of docu 
ments includes recently received documents of the plurality 
of received documents. 

0273. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 
0274 shrinking the graph by removing one or more 
nodes of the graph. 
0275. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 
0276 shrinking the graph by combining one or more sets 
of one or more nodes of the graph. 
0277. In various embodiments, the combining is based on 
common characteristics of the nodes or relationships 
between the nodes. 

0278 In various embodiments, the propagating weights 
through the graph occurs up to a limited node distance. 
0279. In various embodiments, weights assigned to a 
document include at least one of relevance of the document 
to the query input and importance of the document inde 
pendent of the query input. 

0280. In various embodiments, the second plurality of 
procedures further includes one or more of: 1) evaluating 
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relevance of documents using logical expressions of key 
words and phrases, 2) evaluating relevance of documents 
using a link structure of the crawled documents, and 3) 
evaluating relevance based on freshness of documents. 
0281. In various embodiments, the first plurality of one or 
more procedures further includes one or more of: 1) evalu 
ating relevance of documents using logical expressions of 
keywords and phrases, 2) evaluating relevance of documents 
using a template including a plurality of one or more 
template portions, at least one of the template portions 
including a plurality of one or more hierarchical levels. 
0282. Some embodiments of focused crawling comprise: 
0283) 
0284 crawling a plurality of documents, the documents 
including links to each other, and the crawling at least partly 
guided by a crawl metric, the crawl metric at least partly 
determined by a first mechanism, the first mechanism 
including a first combination, the first combination including 
a first plurality of one or more procedures, the first plurality 
of one or more procedures including one or more of: 1) 
evaluating relevance of documents using logical expressions 
of keywords and phrases, 2) evaluating relevance of docu 
ments using a template including a plurality of one or more 
template portions, at least one of the template portions 
including a first plurality of one or more hierarchical levels, 
3) evaluating relevance of documents using a first link 
structure of the crawled documents, and 4) evaluating rel 
evance based on freshness of documents; and 
0285 returning target documents, the target documents 
being relevant to the query input, the target documents found 
from the plurality of crawled documents, the target docu 
ments returned at least partly based on a search metric, the 
search metric at least partly determined by a second mecha 
nism, the second mechanism including a second combina 
tion, the second combination being different from the first 
combination, the second combination including a second 
plurality of one or more procedures, the second plurality of 
procedures including 1) evaluating relevance of documents 
using a template, the template including a plurality of one or 
more template portions, at least one of the template portions 
including a second plurality of one or more hierarchical 
levels, and 2) evaluating relevance of documents using a 
second link structure of the crawled documents, 

accessing a query input; 

0286 wherein one or more of 1) evaluating relevance of 
documents using a first link structure of the crawled docu 
ments, and 2) evaluating relevance of documents using a 
second link structure of the crawled documents includes: 

0287 accessing a first plurality of documents from a 
database of a plurality of received documents, the plurality 
of received documents including crawled documents, the 
first plurality of documents to be ranked; 
0288 generating a graph of the first plurality of docu 
ments; 

0289) 
graph; 

assigning weights to one or more nodes of the 

0290 finding an assignment of weights to one or more 
nodes of the graph, by propagating weights through the 
graph, the assignment of weight to a node based at least in 
part on calculating a weighted Sum of weights propagated 
from neighboring nodes; and 
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0291 generating a ranked list of at least the first plurality 
of documents, the ranked list at least partly generated from 
the graph. 

0292) 
tance. 

0293. In various embodiments, at least one of the first 
mechanism and the second mechanism includes: 

In various embodiments, relevance includes impor 

0294 associating a weight to each of the evaluated rel 
evances of the procedures; and 

0295 combining the evaluated relevances and the 
weights of the evaluated relevances. 

0296 Invarious embodiments, one or more of: 1) the first 
plurality of one or more hierarchical levels and 2) the second 
plurality of one or more hierarchical levels, includes at least 
one or more heading levels and one or more content levels. 

0297. In various embodiments, evaluating relevance 
includes evaluating relevance of at least a first document and 
one or more of a first plurality of one or more referring 
documents and a second plurality of one or more referring 
documents, each of the first plurality of one or more refer 
ring documents referring to the first document directly, and 
each of the second plurality of referring documents referring 
to the first document indirectly through one or more docu 
mentS. 

0298. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 

0299 expanding the graph with a second plurality of one 
or more documents from the database, wherein a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents. 

0300. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 

0301 expanding the graph with a second plurality of one 
or more documents from the database, such that a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents, the second plurality including one or more of: 1) 
one or more documents connected within a first specified 
number of links in a forward direction from one or more 
documents of the first plurality of documents, the forward 
direction being forward from the first plurality of docu 
ments, and 2) one or more documents connected within a 
second specified number of links in a backward direction 
from one or more documents of the first plurality of docu 
ments, the backward direction being backward from the first 
plurality of documents. 

0302) In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 
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0303 expanding the graph with a second plurality of one 
or more documents from the database, such that a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents, the second plurality including one or more of: 1) 
all documents connected within a first specified number of 
links in a forward direction from one or more documents of 
the first plurality of documents, the forward direction being 
forward from the first plurality of documents, and 2) all 
documents connected within a second specified number of 
links in a backward direction from one or more documents 
of the first plurality of documents, the backward direction 
being backward from the first plurality of documents. 
0304. In various embodiments, the first plurality of docu 
ments includes recently received documents of the plurality 
of received documents. 

0305. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 
0306 shrinking the graph by removing one or more 
nodes of the graph. 
0307 In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprising: 
0308 shrinking the graph by combining one or more sets 
of one or more nodes of the graph. 
0309. In various embodiments, the combining is based on 
common characteristics of the nodes or relationships 
between the nodes. 

0310. In various embodiments, the propagating weights 
through the graph occurs up to a limited node distance. 
0311. In various embodiments, weights assigned to a 
document include at least one of relevance of the document 
to the query input and importance of the document inde 
pendent of the query input. 

0312. In various embodiments, the second plurality of 
procedures further includes one or more of: 1) evaluating 
relevance of documents using logical expressions of key 
words and phrases, and 2) evaluating relevance based on 
freshness of documents. 

0313 Some embodiments of focused crawling comprise: 
0314) 
0315 crawling a plurality of documents, the documents 
including links to each other, and the crawling at least partly 
guided by a crawl metric, the crawl metric at least partly 
determined by a first mechanism, the first mechanism 
including a first combination, the first combination including 
a first plurality of one or more procedures, the first plurality 
of one or more procedures including evaluating relevance of 
documents using a first link structure of the crawled docu 
ments; and 
0316 returning target documents, the target documents 
being relevant to the query input, the target documents found 
from the plurality of crawled documents, the target docu 
ments returned at least partly based on a search metric, the 

accessing a query input; 
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search metric at least partly determined by a second mecha 
nism, the second mechanism including a second combina 
tion, the second combination being different from the first 
combination, the second combination including a second 
plurality of one or more procedures, the second plurality of 
procedures including 1) evaluating relevance of documents 
using a template, the template including a plurality of one or 
more template portions, at least one of the template portions 
including a plurality of one or more hierarchical levels, and 
2) evaluating relevance of documents using a second link 
structure of the crawled documents, 
0317 wherein one or more of 1) evaluating relevance of 
documents using a first link structure of the crawled docu 
ments, and 2) evaluating relevance of documents using a 
second link structure of the crawled documents includes: 

0318 accessing a first plurality of documents from a 
database of a plurality of received documents, the plurality 
of received documents including crawled documents, the 
first plurality of documents to be ranked; 
0319 generating a graph of the first plurality of docu 
ments; 

0320 
graph; 

assigning weights to one or more nodes of the 

0321 finding an assignment of weights to one or more 
nodes of the graph, by propagating weights through the 
graph, the assignment of weight to a node based at least in 
part on calculating a weighted sum of weights propagated 
from neighboring nodes; and 
0322 generating a ranked list of at least the first plurality 
of documents, the ranked list at least partly generated from 
the graph. 

0323 In various embodiments, relevance includes impor 
tance. 

0324. In various embodiments, at least one of the first 
mechanism and the second mechanism includes: 

0325 associating a weight to each of the evaluated rel 
evances of the procedures; and 
0326 combining the evaluated relevances and the 
weights of the evaluated relevances. 
0327 In various embodiments, the plurality of one or 
more hierarchical levels includes at least one or more 
heading levels and one or more content levels. 
0328. In various embodiments, evaluating relevance 
includes evaluating relevance of at least a first document and 
one or more of a first plurality of one or more referring 
documents and a second plurality of one or more referring 
documents, each of the first plurality of one or more refer 
ring documents referring to the first document directly, and 
each of the second plurality of referring documents referring 
to the first document indirectly through one or more docu 
mentS. 

0329. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 
0330 expanding the graph with a second plurality of one 
or more documents from the database, wherein a third 
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plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents. 

0331 In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 
0332 expanding the graph with a second plurality of one 
or more documents from the database, such that a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents, the second plurality including one or more of: 1) 
one or more documents connected within a first specified 
number of links in a forward direction from one or more 
documents of the first plurality of documents, the forward 
direction being forward from the first plurality of docu 
ments, and 2) one or more documents connected within a 
second specified number of links in a backward direction 
from one or more documents of the first plurality of docu 
ments, the backward direction being backward from the first 
plurality of documents. 
0333. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 
0334 expanding the graph with a second plurality of one 
or more documents from the database, such that a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents, the second plurality including one or more of: 1) 
all documents connected within a first specified number of 
links in a forward direction from one or more documents of 
the first plurality of documents, the forward direction being 
forward from the first plurality of documents, and 2) all 
documents connected within a second specified number of 
links in a backward direction from one or more documents 
of the first plurality of documents, the backward direction 
being backward from the first plurality of documents. 
0335) In various embodiments, the first plurality of docu 
ments includes recently received documents of the plurality 
of received documents. 

0336. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 
0337 shrinking the graph by removing one or more 
nodes of the graph. 
0338. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 
0339 shrinking the graph by combining one or more sets 
of one or more nodes of the graph. 
0340. In various embodiments, the combining is based on 
common characteristics of the nodes or relationships 
between the nodes. 

Dec. 7, 2006 

0341 In various embodiments, the propagating weights 
through the graph occurs up to a limited node distance. 
0342. In various embodiments, weights assigned to a 
document include at least one of relevance of the document 
to the query input and importance of the document inde 
pendent of the query input. 

0343. In various embodiments, the second plurality of 
procedures further includes one or more of: 1) evaluating 
relevance of documents using logical expressions of key 
words and phrases, and 2) evaluating relevance based on 
freshness of documents. 

0344) In various embodiments, the first plurality of one or 
more procedures further includes one or more of: 1) evalu 
ating relevance of documents using logical expressions of 
keywords and phrases, 2) evaluating relevance of documents 
using a template including a plurality of one or more 
template portions, at least one of the template portions 
including a plurality of one or more hierarchical levels, and 
3) evaluating relevance based on freshness of documents. 
0345 Some embodiments of focused crawling comprise: 

0346) 
0347 crawling a plurality of documents, the documents 
including links to each other, and the crawling at least partly 
guided by a crawl metric, the crawl metric at least partly 
determined by a first mechanism, the first mechanism 
including a first combination, the first combination including 
a first plurality of one or more procedures, the first plurality 
of one or more procedures including 1) evaluating relevance 
of documents using a first link structure of the crawled 
documents, and 2) evaluating relevance based on freshness 
of documents; and 

0348 returning target documents, the target documents 
being relevant to the query input, the target documents found 
from the plurality of crawled documents, the target docu 
ments returned at least partly based on a search metric, the 
search metric at least partly determined by a second mecha 
nism, the second mechanism including a second combina 
tion, the second combination being different from the first 
combination, the second combination including a second 
plurality of one or more procedures, the second plurality of 
procedures including 1) evaluating relevance of documents 
using a template, the template including a plurality of one or 
more template portions, at least one of the template portions 
including a second plurality of one or more hierarchical 
levels, and 2) evaluating relevance of documents using a 
second link structure of the crawled documents, 

accessing a query input; 

0349 wherein one or more of 1) evaluating relevance of 
documents using a first link structure of the crawled docu 
ments, and 2) evaluating relevance of documents using a 
second link structure of the crawled documents includes: 

0350 accessing a first plurality of documents from a 
database of a plurality of received documents, the plurality 
of received documents including crawled documents, the 
first plurality of documents to be ranked; 
0351 generating a graph of the first plurality of docu 
ments; 

O352 
graph; 

assigning weights to one or more nodes of the 
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0353 finding an assignment of weights to one or more 
nodes of the graph, by propagating weights through the 
graph, the assignment of weight to a node based at least in 
part on calculating a weighted Sum of weights propagated 
from neighboring nodes; and 

0354 generating a ranked list of at least the first plurality 
of documents, the ranked list at least partly generated from 
the graph. 

0355. In various embodiments, relevance includes impor 
tance. 

0356. In various embodiments, at least one of the first 
mechanism and the second mechanism includes: 

0357 associating a weight to each of the evaluated rel 
evances of the procedures; and 

0358 combining the evaluated relevances and the 
weights of the evaluated relevances. 

0359. In various embodiments, the plurality of one or 
more hierarchical levels includes at least one or more 
heading levels and one or more content levels. 

0360. In various embodiments, evaluating relevance 
includes evaluating relevance of at least a first document and 
one or more of a first plurality of one or more referring 
documents and a second plurality of one or more referring 
documents, each of the first plurality of one or more refer 
ring documents referring to the first document directly, and 
each of the second plurality of referring documents referring 
to the first document indirectly through one or more docu 
mentS. 

0361. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 

0362 expanding the graph with a second plurality of one 
or more documents from the database, wherein a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents. 

0363. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 

0364 expanding the graph with a second plurality of one 
or more documents from the database, such that a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents, the second plurality including one or more of: 1) 
one or more documents connected within a first specified 
number of links in a forward direction from one or more 
documents of the first plurality of documents, the forward 
direction being forward from the first plurality of docu 
ments, and 2) one or more documents connected within a 
second specified number of links in a backward direction 
from one or more documents of the first plurality of docu 
ments, the backward direction being backward from the first 
plurality of documents. 
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0365. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 

0366 expanding the graph with a second plurality of one 
or more documents from the database, such that a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents, the second plurality including one or more of: 1) 
all documents connected within a first specified number of 
links in a forward direction from one or more documents of 
the first plurality of documents, the forward direction being 
forward from the first plurality of documents, and 2) all 
documents connected within a second specified number of 
links in a backward direction from one or more documents 
of the first plurality of documents, the backward direction 
being backward from the first plurality of documents. 

0367. In various embodiments, the first plurality of docu 
ments includes recently received documents of the plurality 
of received documents. 

0368. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 

0369 shrinking the graph by removing one or more 
nodes of the graph. 
0370. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 

0371 shrinking the graph by combining one or more sets 
of one or more nodes of the graph. 

0372. In various embodiments, the combining is based on 
common characteristics of the nodes or relationships 
between the nodes. 

0373) In various embodiments, the propagating weights 
through the graph occurs up to a limited node distance. 

0374. In various embodiments, weights assigned to a 
document include at least one of relevance of the document 
to the query input and importance of the document inde 
pendent of the query input. 

0375. In various embodiments, the second plurality of 
procedures further includes one or more of: 1) evaluating 
relevance of documents using logical expressions of key 
words and phrases, and 2) evaluating relevance based on 
freshness of documents. 

0376. In various embodiments, the first plurality of one or 
more procedures further includes one or more of: 1) evalu 
ating relevance of documents using logical expressions of 
keywords and phrases, 2) evaluating relevance of documents 
using a template including a plurality of one or more 
template portions, at least one of the template portions 
including a plurality of one or more hierarchical levels. 

0377 Some embodiments of focused crawling comprise: 
0378 accessing a query input; and 
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0379 crawling a plurality of documents, the documents 
including links to each other, the crawling at least partly 
guided by a crawl metric, the crawl metric at least partly 
determined by a first mechanism, the first mechanism 
including a first combination, the first combination including 
a first plurality of one or more procedures, the first plurality 
of one or more procedures including evaluating relevance of 
documents using a link structure of the crawled documents, 
and one or more of: 1) evaluating relevance of documents 
using logical expressions of keywords and phrases and 2) 
evaluating relevance of documents using a template includ 
ing a plurality of one or more template portions, at least one 
of the template portions including a plurality of one or more 
hierarchical levels; and 

0380 returning target documents, the target documents 
being relevant to the query input, the target documents found 
from the plurality of crawled documents, the target docu 
ments returned at least partly based on a search metric, the 
search metric at least partly determined by a second mecha 
nism, the second mechanism including a second combina 
tion, the second combination being different from the first 
combination, the second combination including a second 
plurality of one or more procedures, the second plurality of 
procedures including 1) evaluating relevance of documents 
using a template, the template including a plurality of one or 
more template portions, at least one of the template portions 
including a second plurality of one or more hierarchical 
levels, and 2) evaluating relevance of documents using a 
second link structure of the crawled documents, 

0381 wherein one or more of 1) evaluating relevance of 
documents using a first link structure of the crawled docu 
ments, and 2) evaluating relevance of documents using a 
second link structure of the crawled documents includes: 

0382 accessing a first plurality of documents from a 
database of a plurality of received documents, the plurality 
of received documents including crawled documents, the 
first plurality of documents to be ranked; 

0383 generating a graph of the first plurality of docu 
ments; 

0384) 
graph; 

assigning weights to one or more nodes of the 

0385 finding an assignment of weights to one or more 
nodes of the graph, by propagating weights through the 
graph, the assignment of weight to a node based at least in 
part on calculating a weighted Sum of weights propagated 
from neighboring nodes; and 

0386 generating a ranked list of at least the first plurality 
of documents, the ranked list at least partly generated from 
the graph. 

0387. In various embodiments, relevance includes impor 
tance. 

0388. In various embodiments, at least one of the first 
mechanism and the second mechanism includes: 

0389 associating a weight to each of the evaluated rel 
evances of the procedures; and 

0390 combining the evaluated relevances and the 
weights of the evaluated relevances. 
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0391) In various embodiments, one or more of: 
0392 1) the first plurality of one or more hierarchical 
levels and 2) the second plurality of one or more 
hierarchical levels, includes at least one or more head 
ing levels and one or more content levels. 

0393. In various embodiments, evaluating relevance 
includes evaluating relevance of at least a first document and 
one or more of a first plurality of one or more referring 
documents and a second plurality of one or more referring 
documents, each of the first plurality of one or more refer 
ring documents referring to the first document directly, and 
each of the second plurality of referring documents referring 
to the first document indirectly through one or more docu 
mentS. 

0394. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 

0395 expanding the graph with a second plurality of one 
or more documents from the database, wherein a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents. 

0396. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 

0397) expanding the graph with a second plurality of one 
or more documents from the database, such that a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents, the second plurality including one or more of: 1) 
one or more documents connected within a first specified 
number of links in a forward direction from one or more 
documents of the first plurality of documents, the forward 
direction being forward from the first plurality of docu 
ments, and 2) one or more documents connected within a 
second specified number of links in a backward direction 
from one or more documents of the first plurality of docu 
ments, the backward direction being backward from the first 
plurality of documents. 

0398. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 

0399 expanding the graph with a second plurality of one 
or more documents from the database, such that a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents, the second plurality including one or more of: 1) 
all documents connected within a first specified number of 
links in a forward direction from one or more documents of 
the first plurality of documents, the forward direction being 
forward from the first plurality of documents, and 2) all 
documents connected within a second specified number of 
links in a backward direction from one or more documents 
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of the first plurality of documents, the backward direction 
being backward from the first plurality of documents. 
0400. In various embodiments, the first plurality of docu 
ments includes recently received documents of the plurality 
of received documents. 

04.01. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 
04.02 shrinking the graph by removing one or more 
nodes of the graph. 
0403. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprising: 
04.04 shrinking the graph by combining one or more sets 
of one or more nodes of the graph. 
0405. In various embodiments, the combining is based on 
common characteristics of the nodes or relationships 
between the nodes. 

0406. In various embodiments, the propagating weights 
through the graph occurs up to a limited node distance. 
0407. In various embodiments, weights assigned to a 
document include at least one of relevance of the document 
to the query input and importance of the document inde 
pendent of the query input. 

0408. In various embodiments, the second plurality of 
procedures further includes one or more of: 1) evaluating 
relevance of documents using logical expressions of key 
words and phrases, and 2) evaluating relevance based on 
freshness of documents. 

04.09. In various embodiments, the first plurality of one or 
more procedures further includes evaluating relevance based 
on freshness of documents. 

0410 Some embodiments of focused crawling comprise: 
0411 
0412 crawling a plurality of documents, the documents 
including links to each other, the crawling at least partly 
guided by a crawl metric, the crawl metric at least partly 
determined by a first mechanism, the first mechanism 
including a first combination, the first combination including 
a first plurality of one or more procedures, the first plurality 
of one or more procedures including evaluating relevance of 
documents using a link structure of the crawled documents 
and evaluating relevance of documents using logical expres 
sions of keywords and phrases; and 
0413 returning target documents, the target documents 
being relevant to the query input, the target documents found 
from the plurality of crawled documents, the target docu 
ments returned at least partly based on a search metric, the 
search metric at least partly determined by a second mecha 
nism, the second mechanism including a second combina 
tion, the second combination being different from the first 
combination, the second combination including a second 
plurality of one or more procedures, the second plurality of 
procedures including 1) evaluating relevance of documents 
using a template, the template including a plurality of one or 

accessing a query input; and 
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more template portions, at least one of the template portions 
including a second plurality of one or more hierarchical 
levels, and 2) evaluating relevance of documents using a 
second link structure of the crawled documents, 

0414 wherein one or more of 1) evaluating relevance of 
documents using a first link structure of the crawled docu 
ments, and 2) evaluating relevance of documents using a 
second link structure of the crawled documents includes: 

0415 accessing a first plurality of documents from a 
database of a plurality of received documents, the plurality 
of received documents including crawled documents, the 
first plurality of documents to be ranked; 
0416 generating a graph of the first plurality of docu 
ments; 

0417 assigning weights to one or more nodes of the 
graph; 

0418 finding an assignment of weights to one or more 
nodes of the graph, by propagating weights through the 
graph, the assignment of weight to a node based at least in 
part on calculating a weighted Sum of weights propagated 
from neighboring nodes; and 

0419 generating a ranked list of at least the first plurality 
of documents, the ranked list at least partly generated from 
the graph. 

0420. In various embodiments, relevance includes impor 
tance. 

0421. In various embodiments, at least one of the first 
mechanism and the second mechanism includes: 

0422 associating a weight to each of the evaluated rel 
evances of the procedures; and 

0423 combining the evaluated relevances and the 
weights of the evaluated relevances. 

0424. In various embodiments, one or more of: 1) the first 
plurality of one or more hierarchical levels and 2) the second 
plurality of one or more hierarchical levels, includes at least 
one or more heading levels and one or more content levels. 

0425. In various embodiments, evaluating relevance 
includes evaluating relevance of at least a first document and 
one or more of a first plurality of one or more referring 
documents and a second plurality of one or more referring 
documents, each of the first plurality of one or more refer 
ring documents referring to the first document directly, and 
each of the second plurality of referring documents referring 
to the first document indirectly through one or more docu 
mentS. 

0426 In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 

0427 expanding the graph with a second plurality of one 
or more documents from the database, wherein a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents. 
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0428. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 
0429 expanding the graph with a second plurality of one 
or more documents from the database, such that a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents, the second plurality including one or more of: 1) 
one or more documents connected within a first specified 
number of links in a forward direction from one or more 
documents of the first plurality of documents, the forward 
direction being forward from the first plurality of docu 
ments, and 2) one or more documents connected within a 
second specified number of links in a backward direction 
from one or more documents of the first plurality of docu 
ments, the backward direction being backward from the first 
plurality of documents. 
0430. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 
0431 expanding the graph with a second plurality of one 
or more documents from the database, such that a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents, the second plurality including one or more of: 1) 
all documents connected within a first specified number of 
links in a forward direction from one or more documents of 
the first plurality of documents, the forward direction being 
forward from the first plurality of documents, and 2) all 
documents connected within a second specified number of 
links in a backward direction from one or more documents 
of the first plurality of documents, the backward direction 
being backward from the first plurality of documents. 
0432. In various embodiments, the first plurality of docu 
ments includes recently received documents of the plurality 
of received documents. 

0433. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprises: 
0434 shrinking the graph by removing one or more 
nodes of the graph. 
0435. In various embodiments, the procedure, of the first 
plurality of one or more procedures, of evaluating relevance 
of documents using a link structure of the crawled docu 
ments, further comprising: 
0436 shrinking the graph by combining one or more sets 
of one or more nodes of the graph. 
0437. In various embodiments, the combining is based on 
common characteristics of the nodes or relationships 
between the nodes. 

0438. In various embodiments, the propagating weights 
through the graph occurs up to a limited node distance. 
0439. In various embodiments, weights assigned to a 
document include at least one of relevance of the document 
to the query input and importance of the document inde 
pendent of the query input. 
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0440. In various embodiments, the second plurality of 
procedures further includes one or more of: 1) evaluating 
relevance of documents using logical expressions of key 
words and phrases, and 2) evaluating relevance based on 
freshness of documents. 

0441. In various embodiments, the first plurality of one or 
more procedures further includes one or more of: 1) evalu 
ating relevance of documents using a template including a 
plurality of one or more template portions, at least one of the 
template portions including a plurality of one or more 
hierarchical levels, and 2) evaluating relevance based on 
freshness of documents. 

0442. Some embodiments of ranking documents com 
prise: 

0443) accessing a plurality of documents, the documents 
including links to each other, 
0444 generating a graph representation of the plurality of 
documents, such that nodes of the graph represent the 
documents, and edges of the graph represent links linking 
the documents; 

0.445) 
graph; 

assigning weights to one or more nodes of the 

0446 finding an approximate assignment of weights to 
one or more nodes of the graph, by propagating weights 
through the graph, the approximate assignment of weight to 
a node based at least in part on calculating a weighted sum 
of weights propagated from neighboring nodes; and 

0447 generating a ranked list of the plurality of docu 
ments, the ranked list at least partly generated from the 
graph. 

0448 
tance. 

In various embodiments, relevance includes impor 

0449) Some embodiments of ranking documents com 
prise: 

0450 accessing a first plurality of documents from a 
database of a plurality of received documents, the first 
plurality of documents to be ranked; 
0451 generating a graph of the first plurality of docu 
ments; 

0452 expanding the graph with a second plurality of one 
or more documents from the database, wherein a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents; 

0453 
graph; 

assigning weights to one or more nodes of the 

0454 finding an assignment of weights to one or more 
nodes of the graph, by propagating weights through the 
graph, the assignment of weight to a node based at least in 
part on calculating a weighted Sum of weights propagated 
from neighboring nodes; and 

0455 generating a ranked list of at least the first plurality 
of documents, the ranked list at least partly generated from 
the graph. 
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0456 Various embodiments further comprises: 
0457 shrinking the graph by removing one or more 
nodes of the graph. 
0458 Various embodiments further comprises: 
0459 shrinking the graph by combining one or more sets 
of one or more nodes of the graph. 
0460. In various embodiments, the combining is based on 
common characteristics of the nodes or relationships 
between the nodes. 

0461). In various embodiments, the propagating weights 
through the graph occurs up to a limited node distance. 
0462. In various embodiments, weights assigned to a 
node include at least one of relevance of the document to a 
query input and importance of the document independent of 
the query input. 

0463 Some embodiments of ranking documents com 
prise: 

0464 accessing a first plurality of documents from a 
database of a plurality of received documents, the first 
plurality of documents to be ranked; 
0465 generating a graph of the first plurality of docu 
ments; 

0466) 
graph; 

assigning weights to one or more nodes of the 

0467 finding an assignment of weights to one or more 
nodes of the graph, by propagating weights through the 
graph, the assignment of weight to a node based at least in 
part on calculating a weighted Sum of weights propagated 
from neighboring nodes; and 
0468 generating a ranked list of at least the first plurality 
of documents, the ranked list at least partly generated from 
the graph. 

0469 Various embodiments further comprises: 
0470 shrinking the graph by removing one or more 
nodes of the graph. 

0471 Various embodiments further comprises: 
0472 shrinking the graph by combining one or more sets 
of one or more nodes of the graph. 
0473. In various embodiments, the combining is based on 
common characteristics of the nodes or relationships 
between the nodes. 

0474. In various embodiments, the propagating weights 
through the graph occurs up to a limited node distance. 
0475. In various embodiments, weights assigned to a 
node include at least one of relevance of the document to a 
query input and importance of the document independent of 
the query input. 

0476] Some embodiments of ranking documents com 
prise: 

0477 accessing a first plurality of documents from a 
database of a plurality of received documents, the first 
plurality of documents to be ranked; 
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0478 generating a graph of the first plurality of docu 
ments; 

0479 expanding the graph with a second plurality of one 
or more documents from the database, such that a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents, the second plurality including one or more of: 1) 
all documents connected within a first specified number of 
links in a forward direction from one or more documents of 
the first plurality of documents, the forward direction being 
forward from the first plurality of documents, and 2) all 
documents connected within a second specified number of 
links in a backward direction from one or more documents 
of the first plurality of documents, the backward direction 
being backward from the first plurality of documents; 
0480 
graph; 

assigning weights to one or more nodes of the 

0481 finding an assignment of weights to one or more 
nodes of the graph, by propagating weights through the 
graph, the assignment of weight to a node based at least in 
part on calculating a weighted Sum of weights propagated 
from neighboring nodes; and 
0482 generating a ranked list of at least the first plurality 
of documents, the ranked list at least partly generated from 
the graph. 

0483 Various embodiments further comprises: 
0484 shrinking the graph by removing one or more 
nodes of the graph. 
0485 Various embodiments further comprises: 
0486 shrinking the graph by combining one or more sets 
of one or more nodes of the graph. 
0487. In various embodiments, the combining is based on 
common characteristics of the nodes or relationships 
between the nodes. 

0488. In various embodiments, the propagating weights 
through the graph occurs up to a limited node distance. 
0489. In various embodiments, weights assigned to a 
node include at least one of relevance of the document to a 
query input and importance of the document independent of 
the query input. 

0490 Some embodiments of ranking documents com 
prise: 

0491 accessing a first plurality of documents from a 
database of a plurality of received documents, the first 
plurality of documents to be ranked, the first plurality of 
documents including recently received documents of the 
plurality of received documents; 
0492 generating a graph of the first plurality of docu 
ments; 

0493 expanding the graph with a second plurality of one 
or more documents from the database, wherein a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents; 
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0494 
graph; 

assigning weights to one or more nodes of the 

0495 finding an assignment of weights to one or more 
nodes of the graph, by propagating weights through the 
graph, the assignment of weight to a node based at least in 
part on calculating a weighted Sum of weights propagated 
from neighboring nodes; and 
0496 generating a ranked list of at least the first plurality 
of documents, the ranked list at least partly generated from 
the graph. 

0497 Various embodiments further comprises: 
0498 shrinking the graph by removing one or more 
nodes of the graph. 
0499 Various embodiments further comprises: 
0500 shrinking the graph by combining one or more sets 
of one or more nodes of the graph. 
0501. In various embodiments, the combining is based on 
common characteristics of the nodes or relationships 
between the nodes. 

0502. In various embodiments, the propagating weights 
through the graph occurs up to a limited node distance. 
0503. In various embodiments, weights assigned to a 
node include at least one of relevance of the document to a 
query input and importance of the document independent of 
the query input. 

0504. In various embodiments, the first plurality of docu 
ments includes documents of the plurality of received docu 
ments that are most recently received. 
0505 Some embodiments of ranking documents com 
prise: 

0506 accessing a first plurality of documents from a 
database of a plurality of received documents, the first 
plurality of documents to be ranked, the first plurality of 
documents including recently received documents of the 
plurality of received documents; 
0507 generating a graph of the first plurality of docu 
ments; 

0508 
graph; 

assigning weights to one or more nodes of the 

0509 finding an assignment of weights to one or more 
nodes of the graph, by propagating weights through the 
graph, the assignment of weight to a node based at least in 
part on calculating a weighted Sum of weights propagated 
from neighboring nodes; and 
0510 generating a ranked list of at least the first plurality 
of documents, the ranked list at least partly generated from 
the graph. 

0511 Various embodiments further comprises: 
0512 shrinking the graph by removing one or more 
nodes of the graph. 

0513 Various embodiments further comprises: 
0514 shrinking the graph by combining one or more sets 
of one or more nodes of the graph. 
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0515. In various embodiments, the combining is based on 
common characteristics of the nodes or relationships 
between the nodes. 

0516. In various embodiments, the propagating weights 
through the graph occurs up to a limited node distance. 
0517. In various embodiments, weights assigned to a 
node include at least one of relevance of the document to a 
query input and importance of the document independent of 
the query input. 

0518. In various embodiments, the first plurality of docu 
ments includes documents of the plurality of received docu 
ments that are most recently received. 

0519) Some embodiments of ranking documents com 
prise: 

0520 accessing a first plurality of documents from a 
database of a plurality of received documents, the first 
plurality of documents to be ranked, the first plurality of 
documents including recently received documents of the 
plurality of received documents; 
0521 generating a graph of the first plurality of docu 
ments; 

0522 expanding the graph with a second plurality of one 
or more documents from the database, such that a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents, the second plurality including one or more of: 1) 
one or more documents connected within a first specified 
number of links in a forward direction from one or more 
documents of the first plurality of documents, the forward 
direction being forward from the first plurality of docu 
ments, and 2) one or more documents connected within a 
second specified number of links in a backward direction 
from one or more documents of the first plurality of docu 
ments, the backward direction being backward from the first 
plurality of documents; 

0523 
graph; 

assigning weights to one or more nodes of the 

0524 finding an assignment of weights to one or more 
nodes of the graph, by propagating weights through the 
graph, the assignment of weight to a node based at least in 
part on calculating a weighted Sum of weights propagated 
from neighboring nodes; and 

0525 generating a ranked list of at least the first plurality 
of documents, the ranked list at least partly generated from 
the graph. 

0526 Various embodiments further comprises: 
0527 shrinking the graph by removing one or more 
nodes of the graph. 

0528 Various embodiments further comprises: 
0529) shrinking the graph by combining one or more sets 
of one or more nodes of the graph. 

0530 In various embodiments, the combining is based on 
common characteristics of the nodes or relationships 
between the nodes. 
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0531. In various embodiments, the propagating weights 
through the graph occurs up to a limited node distance. 
0532. In various embodiments, weights assigned to a 
node include at least one of relevance of the document to a 
query input and importance of the document independent of 
the query input. 

0533. In various embodiments, the first plurality of docu 
ments includes documents of the plurality of received docu 
ments that are most recently received. 
0534 Some embodiments of ranking documents com 
prise: 
0535 accessing a first plurality of documents from a 
database of a plurality of received documents, the first 
plurality of documents to be ranked, the first plurality of 
documents including recently received documents of the 
plurality of received documents; 
0536 generating a graph of the first plurality of docu 
ments; 

0537) expanding the graph with a second plurality of one 
or more documents from the database, such that a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents, the second plurality including one or more of: 1) 
all documents connected within a first specified number of 
links in a forward direction from one or more documents of 
the first plurality of documents, the forward direction being 
forward from the first plurality of documents, and 2) all 
documents connected within a second specified number of 
links in a backward direction from one or more documents 
of the first plurality of documents, the backward direction 
being backward from the first plurality of documents: 
0538) 
graph; 

assigning weights to one or more nodes of the 

0539 finding an assignment of weights to one or more 
nodes of the graph, by propagating weights through the 
graph, the assignment of weight to a node based at least in 
part on calculating a weighted Sum of weights propagated 
from neighboring nodes; and 
0540 generating a ranked list of at least the first plurality 
of documents, the ranked list at least partly generated from 
the graph. 
0541 Various embodiments further comprises: 
0542 shrinking the graph by removing one or more 
nodes of the graph. 
0543. Various embodiments further comprises: 
0544 shrinking the graph by combining one or more sets 
of one or more nodes of the graph. 
0545. In various embodiments, the combining is based on 
common characteristics of the nodes or relationships 
between the nodes. 

0546). In various embodiments, the propagating weights 
through the graph occurs up to a limited node distance. 
0547. In various embodiments, weights assigned to a 
node include at least one of relevance of the document to a 
query input and importance of the document independent of 
the query input. 

30 
Dec. 7, 2006 

0548. In various embodiments, the first plurality of docu 
ments includes documents of the plurality of received docu 
ments that are most recently received. 
0549. Some embodiments of ranking documents com 
prise: 

0550 accessing a first plurality of documents from a 
database of a plurality of received documents, the first 
plurality of documents to be ranked; 
0551 generating a graph of the first plurality of docu 
ments; 

0552 expanding the graph with a second plurality of one 
or more documents from the database, wherein a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents; 

0553 shrinking the graph by removing one or more 
nodes of the graph and by combining one or more sets of one 
or more nodes of the graph; 
0554 assigning weights to one or more nodes of the 
graph, wherein weights assigned to a node include at least 
one of relevance of the document to a query input and 
importance of the document independent of the query input; 

0555 finding an assignment of weights to one or more 
nodes of the graph, by propagating weights through the 
graph up to a limited node distance, the assignment of 
weight to a node based at least in part on calculating a 
weighted Sum of weights propagated from neighboring 
nodes; and 

0556 generating a ranked list of at least the first plurality 
of documents, the ranked list at least partly generated from 
the graph. 

0557. In various embodiments, the combining is based on 
common characteristics of the nodes or relationships 
between the nodes. 

0558 Some embodiments of ranking documents com 
prise: 

0559 accessing a first plurality of documents from a 
database of a plurality of received documents, the first 
plurality of documents to be ranked; 
0560 generating a graph of the first plurality of docu 
ments; 

0561 shrinking the graph by removing one or more 
nodes of the graph and by combining one or more sets of one 
or more nodes of the graph; 

0562 assigning weights to one or more nodes of the 
graph, wherein weights assigned to a node include at least 
one of relevance of the document to a query input and 
importance of the document independent of the query input; 

0563 finding an assignment of weights to one or more 
nodes of the graph, by propagating weights through the 
graph up to a limited node distance, the assignment of 
weight to a node based at least in part on calculating a 
weighted Sum of weights propagated from neighboring 
nodes; and 
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0564 generating a ranked list of at least the first plurality 
of documents, the ranked list at least partly generated from 
the graph. 
0565. In various embodiments, the combining is based on 
common characteristics of the nodes or relationships 
between the nodes. 

0566 Some embodiments of ranking documents com 
prise: 

0567 accessing a first plurality of documents from a 
database of a plurality of received documents, the first 
plurality of documents to be ranked; 
0568 generating a graph of the first plurality of docu 
ments; 

0569 expanding the graph with a second plurality of one 
or more documents from the database, such that a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents, the second plurality including one or more of: 1) 
one or more documents connected within a first specified 
number of links in a forward direction from one or more 
documents of the first plurality of documents, the forward 
direction being forward from the first plurality of docu 
ments, and 2) one or more documents connected within a 
second specified number of links in a backward direction 
from one or more documents of the first plurality of docu 
ments, the backward direction being backward from the first 
plurality of documents; 
0570 shrinking the graph by removing one or more 
nodes of the graph and by combining one or more sets of one 
or more nodes of the graph; 
0571 assigning weights to one or more nodes of the 
graph, wherein weights assigned to a node include at least 
one of relevance of the document to a query input and 
importance of the document independent of the query input; 
0572 finding an assignment of weights to one or more 
nodes of the graph, by propagating weights through the 
graph up to a limited node distance, the assignment of 
weight to a node based at least in part on calculating a 
weighted Sum of weights propagated from neighboring 
nodes; and 
0573 generating a ranked list of at least the first plurality 
of documents, the ranked list at least partly generated from 
the graph. 
0574. In various embodiments, the combining is based on 
common characteristics of the nodes or relationships 
between the nodes. 

0575 Some embodiments of ranking documents com 
prise: 

0576 accessing a first plurality of documents from a 
database of a plurality of received documents, the first 
plurality of documents to be ranked; 
0577 generating a graph of the first plurality of docu 
ments; 

0578 expanding the graph with a second plurality of one 
or more documents from the database, such that a third 
plurality includes a union of the first plurality of documents 
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and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents, the second plurality including one or more of: 1) 
all documents connected within a first specified number of 
links in a forward direction from one or more documents of 
the first plurality of documents, the forward direction being 
forward from the first plurality of documents, and 2) all 
documents connected within a second specified number of 
links in a backward direction from one or more documents 
of the first plurality of documents, the backward direction 
being backward from the first plurality of documents; 
0579 shrinking the graph by removing one or more 
nodes of the graph and by combining one or more sets of one 
or more nodes of the graph; 
0580 assigning weights to one or more nodes of the 
graph, wherein weights assigned to a node include at least 
one of relevance of the document to a query input and 
importance of the document independent of the query input; 
0581 finding an assignment of weights to one or more 
nodes of the graph, by propagating weights through the 
graph up to a limited node distance, the assignment of 
weight to a node based at least in part on calculating a 
weighted Sum of weights propagated from neighboring 
nodes; and 
0582 generating a ranked list of at least the first plurality 
of documents, the ranked list at least partly generated from 
the graph. 
0583. In various embodiments, the combining is based on 
common characteristics of the nodes or relationships 
between the nodes. 

0584) Some embodiments of ranking documents com 
prise: 

0585 accessing a first plurality of documents from a 
database of a plurality of received documents, the first 
plurality of documents to be ranked, the first plurality of 
documents including recently received documents of the 
plurality of received documents; 
0586 generating a graph of the first plurality of docu 
ments; 

0587 expanding the graph with a second plurality of one 
or more documents from the database, wherein a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents; 
0588 shrinking the graph by removing one or more 
nodes of the graph and by combining one or more sets of one 
or more nodes of the graph; 
0589 assigning weights to one or more nodes of the 
graph, wherein weights assigned to a node include at least 
one of relevance of the document to a query input and 
importance of the document independent of the query input; 
0590 finding an assignment of weights to one or more 
nodes of the graph, by propagating weights through the 
graph up to a limited node distance, the assignment of 
weight to a node based at least in part on calculating a 
weighted Sum of weights propagated from neighboring 
nodes; and 
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0591 generating a ranked list of at least the first plurality 
of documents, the ranked list at least partly generated from 
the graph. 
0592. In various embodiments, the combining is based on 
common characteristics of the nodes or relationships 
between the nodes. 

0593. In various embodiments, the first plurality of docu 
ments includes documents of the plurality of received docu 
ments that are most recently received. 
0594 Some embodiments of ranking documents com 
prise: 
0595 accessing a first plurality of documents from a 
database of a plurality of received documents, the first 
plurality of documents to be ranked, the first plurality of 
documents including recently received documents of the 
plurality of received documents; 
0596 generating a graph of the first plurality of docu 
ments; 

0597 shrinking the graph by removing one or more 
nodes of the graph and by combining one or more sets of one 
or more nodes of the graph; 
0598 assigning weights to one or more nodes of the 
graph, wherein weights assigned to a node include at least 
one of relevance of the document to a query input and 
importance of the document independent of the query input; 
0599 finding an assignment of weights to one or more 
nodes of the graph, by propagating weights through the 
graph up to a limited node distance, the assignment of 
weight to a node based at least in part on calculating a 
weighted Sum of weights propagated from neighboring 
nodes; and 
0600 generating a ranked list of at least the first plurality 
of documents, the ranked list at least partly generated from 
the graph. 
0601. In various embodiments, the combining is based on 
common characteristics of the nodes or relationships 
between the nodes. 

0602. In various embodiments, the first plurality of docu 
ments includes documents of the plurality of received docu 
ments that are most recently received. 
0603 Some embodiments of ranking documents com 
prise: 
0604 accessing a first plurality of documents from a 
database of a plurality of received documents, the first 
plurality of documents to be ranked, the first plurality of 
documents including recently received documents of the 
plurality of received documents; 
0605 generating a graph of the first plurality of docu 
ments; 

0606 expanding the graph with a second plurality of one 
or more documents from the database, such that a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents, the second plurality including one or more of: 1) 
one or more documents connected within a first specified 
number of links in a forward direction from one or more 
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documents of the first plurality of documents, the forward 
direction being forward from the first plurality of docu 
ments, and 2) one or more documents connected within a 
second specified number of links in a backward direction 
from one or more documents of the first plurality of docu 
ments, the backward direction being backward from the first 
plurality of documents; 
0607 shrinking the graph by removing one or more 
nodes of the graph and by combining one or more sets of one 
or more nodes of the graph; 
0608 assigning weights to one or more nodes of the 
graph, wherein weights assigned to a node include at least 
one of relevance of the document to a query input and 
importance of the document independent of the query input; 
0609 finding an assignment of weights to one or more 
nodes of the graph, by propagating weights through the 
graph up to a limited node distance, the assignment of 
weight to a node based at least in part on calculating a 
weighted Sum of weights propagated from neighboring 
nodes; and 

0610 generating a ranked list of at least the first plurality 
of documents, the ranked list at least partly generated from 
the graph. 

0611. In various embodiments, the combining is based on 
common characteristics of the nodes or relationships 
between the nodes. 

0612. In various embodiments, the first plurality of docu 
ments includes documents of the plurality of received docu 
ments that are most recently received. 

0613 Some embodiments of ranking documents com 
prise: 

0.614 accessing a first plurality of documents from a 
database of a plurality of received documents, the first 
plurality of documents to be ranked, the first plurality of 
documents including recently received documents of the 
plurality of received documents; 
0.615 generating a graph of the first plurality of docu 
ments; 

0616) expanding the graph with a second plurality of one 
or more documents from the database, such that a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents, the second plurality including one or more of: 1) 
all documents connected within a first specified number of 
links in a forward direction from one or more documents of 
the first plurality of documents, the forward direction being 
forward from the first plurality of documents, and 2) all 
documents connected within a second specified number of 
links in a backward direction from one or more documents 
of the first plurality of documents, the backward direction 
being backward from the first plurality of documents; 
0.617 shrinking the graph by removing one or more 
nodes of the graph and by combining one or more sets of one 
or more nodes of the graph; 
0.618) assigning weights to one or more nodes of the 
graph, wherein weights assigned to a node include at least 
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one of relevance of the document to a query input and 
importance of the document independent of the query input; 
0619 finding an assignment of weights to one or more 
nodes of the graph, by propagating weights through the 
graph up to a limited node distance, the assignment of 
weight to a node based at least in part on calculating a 
weighted Sum of weights propagated from neighboring 
nodes; and 

0620 generating a ranked list of at least the first plurality 
of documents, the ranked list at least partly generated from 
the graph. 

0621. In various embodiments, the combining is based on 
common characteristics of the nodes or relationships 
between the nodes. 

0622. In various embodiments, the first plurality of docu 
ments includes documents of the plurality of received docu 
ments that are most recently received. 
0623. Some embodiments of ranking documents com 
prise: 

0624 accessing a plurality of documents, the documents 
including links to each other; 
0625 generating a graph representation of the plurality of 
documents, such that nodes of the graph represent the 
documents, and edges of the graph represent links linking 
the documents; 
0626 shrinking the graph by removing one or more 
nodes of the graph; 

0627) 
graph; 

assigning weights to one or more nodes of the 

0628 finding an assignment of weights to one or more 
nodes of the graph, by propagating weights through the 
graph, the assignment of weight to a node based at least in 
part on calculating a weighted Sum of weights propagated 
from neighboring nodes; and 

0629 generating a ranked list of the plurality of docu 
ments, the ranked list at least partly generated from the 
graph. 

0630. Some embodiments of ranking documents com 
prise: 

0631 accessing a plurality of documents, the documents 
including links to each other; 
0632 generating a graph representation of the plurality of 
documents, such that nodes of the graph represent the 
documents, and edges of the graph represent links linking 
the documents; 

0633 shrinking the graph by combining one or more sets 
of one or more nodes of the graph; 

0634) 
graph; 

assigning weights to one or more nodes of the 

0635 finding an assignment of weights to one or more 
nodes of the graph, by propagating weights through the 
graph, the assignment of weight to a node based at least in 
part on calculating a weighted Sum of weights propagated 
from neighboring nodes; and 
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0636 generating a ranked list of the plurality of docu 
ments, the ranked list at least partly generated from the 
graph. 

0637 Some embodiments of ranking documents com 
prise: 

0638 accessing a plurality of documents, the documents 
including links to each other, 
0639 generating a graph representation of the plurality of 
documents, such that nodes of the graph represent the 
documents, and edges of the graph represent links linking 
the documents; 

0640 
graph; 

assigning weights to one or more nodes of the 

0641 propagating weights through the graph occurs up to 
a limited node distance; 

0642 finding an assignment of weights to one or more 
nodes of the graph, by propagating weights through the 
graph, the assignment of weight to a node based at least in 
part on calculating a weighted Sum of weights propagated 
from neighboring nodes; and 

0643 generating a ranked list of the plurality of docu 
ments, the ranked list at least partly generated from the 
graph. 

0644 Some embodiments of focused crawling comprise: 

0645) 
0646) crawling a plurality of documents, the documents 
including links to each other, the crawling at least partly 
guided by a crawl metric, the crawl metric at least partly 
determined by at least one of a mechanism and at least part 
of the input, the mechanism at least evaluating relevance of 
documents using an approximate link structure of the 
crawled documents. 

0647. In various embodiments, the link structure of the 
crawled documents is approximated by: 

accessing input including one or more queries; and 

0648 generating a graph representation of the plurality of 
documents, such that nodes of the graph represent the 
documents, and edges of the graph represent links linking 
the documents; 

0649) 
graph; 

assigning weights to one or more nodes of the 

0650 finding an approximate assignment of weights to 
nodes of the graph, by propagating weights through the 
graph and calculating a weighted Sum of weights propagated 
from neighboring nodes; and 

0651 generating a ranked list of the plurality of docu 
ments, the ranked list at least partly generated from the 
graph. 

0652) In various embodiments, the mechanism also 
includes one or more of: 1) evaluating relevance of docu 
ments using logical expressions of keywords and phrases 
and 2) evaluating relevance of documents using a template 
including a plurality of one or more template portions, at 
least one of the template portions including a plurality of one 
or more hierarchical levels. 
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0653. In various embodiments, relevance includes impor 
tance. 

0654) In various embodiments, evaluating relevance of 
documents includes evaluating relevance of at least a first 
document and a second document, the second document 
referring to the first document. 
0655 Some embodiments of focused crawling comprise: 
0656) 
0657 crawling a plurality of documents, the documents 
including links to each other, the crawling at least partly 
guided by a crawl metric, the crawl metric at least partly 
determined by at least one of a mechanism and at least part 
of the query input, the mechanism at least evaluating rel 
evance of documents using a link structure of the crawled 
documents, 

accessing query input; and 

0658 wherein using the link structure includes: 
0659 accessing a first plurality of documents from a 
database of a plurality of received documents, the plurality 
of received documents including crawled documents, the 
first plurality of documents to be ranked; 
0660 generating a graph of the first plurality of docu 
ments; 

0661) 
graph; 

assigning weights to one or more nodes of the 

0662 finding an assignment of weights to one or more 
nodes of the graph, by propagating weights through the 
graph, the assignment of weight to a node based at least in 
part on calculating a weighted Sum of weights propagated 
from neighboring nodes; and 
0663 generating a ranked list of at least the first plurality 
of documents, the ranked list at least partly generated from 
the graph. 

0664) In various embodiments, using the link structure 
further comprises: 
0665 expanding the graph with a second plurality of one 
or more documents from the database, wherein a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents. 

0666. In various embodiments, using the link structure 
further comprises: 
0667 expanding the graph with a second plurality of one 
or more documents from the database, such that a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents, the second plurality including one or more of: 1) 
one or more documents connected within a first specified 
number of links in a forward direction from one or more 
documents of the first plurality of documents, the forward 
direction being forward from the first plurality of docu 
ments, and 2) one or more documents connected within a 
second specified number of links in a backward direction 
from one or more documents of the first plurality of docu 
ments, the backward direction being backward from the first 
plurality of documents. 
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0668. In various embodiments, using the link structure 
further comprises: 

0669 expanding the graph with a second plurality of one 
or more documents from the database, such that a third 
plurality includes a union of the first plurality of documents 
and the second plurality of documents, and the third plurality 
of documents is smaller than the plurality of received 
documents, the second plurality including one or more of: 1) 
all documents connected within a first specified number of 
links in a forward direction from one or more documents of 
the first plurality of documents, the forward direction being 
forward from the first plurality of documents, and 2) all 
documents connected within a second specified number of 
links in a backward direction from one or more documents 
of the first plurality of documents, the backward direction 
being backward from the first plurality of documents. 

0670. In various embodiments, the first plurality of docu 
ments includes recently received documents of the plurality 
of received documents. 

0671 Various embodiments further comprises: 
0672 shrinking the graph by removing one or more 
nodes of the graph. 

0673 Various embodiments further comprises: 
0674) shrinking the graph by combining one or more sets 
of one or more nodes of the graph. 

0675. In various embodiments, the combining is based on 
common characteristics of the nodes or relationships 
between the nodes. 

0676 In various embodiments, the propagating weights 
through the graph occurs up to a limited node distance. 
0677. In various embodiments, weights assigned to a 
document include at least one of relevance of the document 
to the query input and importance of the document inde 
pendent of the query input. 

0678. In various embodiments, the mechanism also 
includes one or more of: 1) evaluating relevance of docu 
ments using logical expressions of keywords and phrases 
and 2) evaluating relevance of documents using a template 
including a plurality of one or more template portions, at 
least one of the template portions including a plurality of one 
or more hierarchical levels. 

0679) 
tance. 

0680 In various embodiments, evaluating relevance 
includes evaluating relevance of at least a first document and 
one or more of a first plurality of one or more referring 
documents and a second plurality of one or more referring 
documents, each of the first plurality of one or more refer 
ring documents referring to the first document directly, and 
each of the second plurality of referring documents referring 
to the first document indirectly through one or more docu 
mentS. 

In various embodiments, relevance includes impor 

0681 Various embodiments further comprises: 
0682 returning target documents, the target documents 
being relevant to the query input, the target documents found 
from the plurality of crawled documents, the target docu 
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ments returned at least partly based on a search metric, the 
search metric at least partly determined by a second mecha 
nism and the query input. 

0683 Some embodiments of finding documents com 
prise: 

0684) 
0685 accessing a search template, the search template 
includes a plurality of one or more template portions, at least 
one of the template portions including a plurality of one or 
more hierarchical levels; and 

0686 returning target documents, the target documents 
found from the plurality of documents, the target documents 
returned at least partly based on a search metric, the search 
metric at least partly determined by a mechanism, the 
mechanism includes at least evaluating relevance of docu 
ments to the search template. 

0687 In various embodiments, the accessed search tem 
plate is determined from the plurality of sample documents. 

0688. In various embodiments, at least one of the heading 
level and the content level of at least one of the template 
potions is specified by at least a logical expression of 
keywords and phrases. 

0689. In various embodiments, at least one of the 
returned target documents has relevance to one or more 
template portions of the search template. 

0690. In various embodiments, the returned target docu 
ments are ranked at least partly based on relevance to a 
number of template portions of the search template. 

0691. In various embodiments, the accessed search tem 
plate is retrieved from a repository of search templates. 

0692. In various embodiments, the accessed search tem 
plate is constructed from the plurality of one or more 
documents. 

accessing a plurality of one or more documents; 

0693. In various embodiments, relevance includes impor 
tance. 

0694. In various embodiments, the plurality of one or 
more hierarchical levels includes at least one or more 
heading levels and one or more content levels. 

0695. In various embodiments, evaluating relevance of 
documents includes evaluating relevance of at least a first 
document and a second document, the second document 
referring to the first document. 
0696. Some embodiments of focused crawling comprise: 
0697 accessing at least a search template, the search 
template including a plurality of one or more template 
portions, at least one of the template portions including a 
plurality of one or more hierarchical levels: 
0698 crawling a plurality of one or more documents, at 
least some of the plurality of one or more documents 
including links to at least one other document of the plurality 
of one or more documents; and 

0699 returning target documents, the target documents 
found from the plurality of documents, the target documents 
returned at least partly based on a search metric, the search 
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metric at least partly determined by a mechanism, the 
mechanism includes at least evaluating relevance of docu 
ments to the search template. 
0700. In various embodiments, the accessed search tem 
plate is determined from the plurality of sample documents. 
0701. In various embodiments, at least one of the heading 
level and the content level of at least one of the template 
potions is specified by at least a logical expression of 
keywords and phrases. 

0702. In various embodiments, at least one of the 
returned target documents has relevance to one or more 
template portions of the search template. 

0703. In various embodiments, the returned target docu 
ments are ranked at least partly based on relevance to a 
number of template portions of the search template. 

0704. In various embodiments, the accessed search tem 
plate is retrieved from a repository of search templates. 

0705. In various embodiments, the accessed search tem 
plate is constructed from the plurality of one or more 
documents. 

0706) 
tance. 

0707. In various embodiments, the plurality of one or 
more hierarchical levels includes at least one or more 
heading levels and one or more content levels. 
0708. In various embodiments, evaluating relevance of 
documents includes evaluating relevance of at least a first 
document and a second document, the second document 
referring to the first document. 

In various embodiments, relevance includes impor 

0709 Some embodiments of focused crawling comprise: 
0710 accessing a query input including at least a tem 
plate, the template including a plurality of one or more 
template portions, at least one of the template portions 
including a plurality of one or more hierarchical levels; and 
0711 crawling a plurality of documents, the documents 
including links to each other, the crawling at least partly 
guided by a crawl metric, the crawl metric at least partly 
determined by a mechanism and by the query input, the 
mechanism including at least evaluating relevance of docu 
ments to the template. 

0712. In various embodiments, the accessed search tem 
plate is determined from the crawled plurality of documents. 
0713. In various embodiments, at least one of the heading 
level and the content level of at least one of the template 
potions is specified by at least a logical expression of 
keywords and phrases. 

0714) 
tance. 

0715. In various embodiments, the plurality of one or 
more hierarchical levels includes at least one or more 
heading levels and one or more content levels. 
0716. In various embodiments, evaluating relevance of 
documents includes evaluating relevance of at least a first 
document and a second document, the second document 
referring to the first document. 

In various embodiments, relevance includes impor 
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0717. Some embodiments of building a repository com 
prise: 

0718) 
0719 crawling a plurality of documents, the documents 
including links to each other; 
0720 returning at least one of a plurality of one or more 
target documents and a plurality of one or more referring 
documents, the target documents returned being at last partly 
relevant to the query input, the target documents found from 
the plurality of crawled documents; and 
0721 storing one or more of the plurality of one or more 
target documents and the plurality of one or more referring 
documents. 

0722. In various embodiments, at least one of the plural 
ity of referring documents refers to at least one of the 
plurality of target documents directly. 

0723. In various embodiments, at least one of the plural 
ity of referring documents refers to at least one of the 
plurality of target documents indirectly through one or more 
documents. 

accessing a query input; 

0724 Various embodiments further comprises: 
0725) 
0726 searching the stored documents, at least partly 
responsive to the second query input; and 
0727 returning at least one of a second plurality of one 
or more target documents, the target documents returned 
being at last partly relevant to the second query input. 

accessing second query input; 

0728. Various embodiments further comprises: 
0729) receiving a plurality of one or more fresh docu 
ments; and 

0730 updating one or more of the stored documents with 
plurality of one or more fresh documents. 
0731. In various embodiments, the plurality of one or 
more fresh documents is received if one or more of the 
stored documents has changed. 
0732 Various embodiments further comprises: 
0733 crawling a second plurality of documents from at 
least one of the stored documents. 

0734) 
tance. 

In various embodiments, relevance includes impor 

0735. Some embodiments of a system comprise: 
0736) 
0737 a first plurality of one or more processors, wherein 
the first processor and each of the first plurality of one or 
more processors at least partly performs: 

a first processor, and 

0738 accessing a first query input and a second query 
input; 

0739 crawling a plurality of documents, at least some of 
the plurality of documents including links to each other, the 
crawling at least partly guided by a crawl metric, the crawl 
metric at least partly determined by a mechanism and by the 
first query input; and 
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0740 returning target documents, the target documents 
being relevant to the query input, the target documents found 
from the plurality of crawled documents, the target docu 
ments returned at least partly based on a search metric, the 
search metric at least partly determined by the mechanism 
and by the second query input. 
0741. In various embodiments, relevance includes impor 
tance. 

0742 Some embodiments of a method comprise: 
0743 accessing a query input; 
0744 crawling a plurality of documents, the documents 
including links to each other, and the crawling at least partly 
guided by a crawl metric, the crawl metric at least partly 
determined by a first mechanism, the first mechanism 
including a first combination, the first combination including 
one or more of: 1) evaluating relevance of documents using 
logical expressions of keywords and phrases, 2) evaluating 
relevance of documents using a template including a plu 
rality of one or more template portions, at least one of the 
template portions including a first plurality of one or more 
hierarchical levels, 3) evaluating relevance of documents 
using a link structure of the crawled documents, and 4) 
evaluating relevance based on freshness of documents; and 
0745 returning target documents, the target documents 
being relevant to the query input, the target documents found 
from the plurality of crawled documents, the target docu 
ments returned at least partly based on a search metric, the 
search metric at least partly determined by a second mecha 
nism, the second mechanism including a second combina 
tion, the second combination being different from the first 
combination, the second combination including one or more 
of: 1) evaluating relevance of documents using logical 
expressions of keywords and phrases, 2) evaluating rel 
evance of documents using a template including a plurality 
of one or more template portions, at least one of the template 
portions including a second plurality of one or more hier 
archical levels, 3) evaluating relevance of documents using 
a link structure of the crawled documents, and 4) evaluating 
relevance based on freshness of documents, 
0746 wherein the method is performed on at least one of 
1) a first processor and 2) one or more of a first plurality of 
one or more processors. 

0747. In various embodiments, at least a first task of a 
plurality of tasks is performed on at least the first processor, 
and at least a second task of the plurality of tasks is 
performed on at least one processor of the first plurality of 
one or more processors, and the plurality of tasks includes: 

0748) 
ments; 

0749 2) computing the link structure of the crawled 
documents; 

1) computing starting points from sample docu 

0750 3) evaluating relevance of documents using logi 
cal expressions of keywords and phrases; 

0751 4) evaluating relevance of documents using the 
template; and 

0752 5) fetching the crawled documents. 
0753. In various embodiments, fetching the crawled 
documents includes fetching at least one document from at 
least one remote server. 
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0754) In various embodiments, relevance includes impor 
tance. 

0755. In various embodiments, evaluating relevance 
includes evaluating relevance of at least a first document and 
one or more of a first plurality of one or more referring 
documents and a second plurality of one or more referring 
documents, each of the first plurality of one or more refer 
ring documents referring to the first document directly, and 
each of the second plurality of referring documents referring 
to the first document indirectly through one or more docu 
mentS. 

0756. In various embodiments, the first plurality of one or 
more hierarchical levels includes at least one or more 
heading levels and one or more content levels. 
0757. In various embodiments, the second plurality of 
one or more hierarchical levels includes at least one or more 
heading levels and one or more content levels. 
0758. In various embodiments, evaluating relevance of 
documents includes evaluating relevance of at least a first 
document and a second document, the second document 
referring to the first document. 
0759. In various embodiments, at least one task of a 
plurality of tasks is performed on at least two processors, 
and the plurality of tasks includes: 

0760) 
ments; 

1) computing starting points from sample docu 

0761) 2) computing the link structure of the crawled 
documents; 

0762 3) evaluating relevance of documents using logi 
cal expressions of keywords and phrases; 

0763 4) evaluating relevance of documents using the 
template; and 

0764 5) fetching the crawled documents. 
0765. In various embodiments, fetching the crawled 
documents includes fetching at least one document from at 
least one remote server. 

0766. Some embodiments of a method comprise: 
0767 
0768 crawling a plurality of documents, the documents 
including links to each other, and the crawling at least partly 
guided by a crawl metric, the crawl metric at least partly 
determined by a first mechanism, the first mechanism 
including a first combination, the first combination including 
one or more of: 1) evaluating relevance of documents using 
logical expressions of keywords and phrases, 2) evaluating 
relevance of documents using a template including a plu 
rality of one or more template portions, at least one of the 
template portions including a first plurality of one or more 
hierarchical levels, 3) evaluating relevance of documents 
using a link structure of the crawled documents, and 4) 
evaluating relevance based on freshness of documents; and 
0769 returning target documents, the target documents 
being relevant to the query input, the target documents found 
from the plurality of crawled documents, the target docu 
ments returned at least partly based on a search metric, the 
search metric at least partly determined by a second mecha 
nism, the second mechanism including a second combina 

accessing a query input; 
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tion, the second combination being different from the first 
combination, the second combination including one or more 
of: 1) evaluating relevance of documents using logical 
expressions of keywords and phrases, 2) evaluating rel 
evance of documents using a template including a plurality 
of one or more template portions, at least one of the template 
portions including a second plurality of one or more hier 
archical levels, 3) evaluating relevance of documents using 
a link structure of the crawled documents, and 4) evaluating 
relevance based on freshness of documents, 
0770 wherein, during at least part of a time interval, the 
time interval beginning at a first time and ending at a second 
time, the first time being a sending of an access request for 
a document from a remote server, the second time being a 
receiving of the document from the remote server, the 
method performs at least one of a plurality of tasks, the 
plurality of tasks including: 

0771) 1) computing the link structure of the crawled 
documents; 

0772 2) evaluating relevance of documents using logi 
cal expressions of keywords and phrases; 

0773 3) evaluating relevance of documents using the 
template; 

0774 4) requesting a second document; and 
0775 5) receiving a third document. 

0776) 
tance. 

0777. In various embodiments, the first plurality of one or 
more hierarchical levels includes at least one or more 
heading levels and one or more content levels. 
0778 In various embodiments, the second plurality of 
one or more hierarchical levels includes at least one or more 
heading levels and one or more content levels. 
0779. In various embodiments, evaluating relevance of 
documents includes evaluating relevance of at least a first 
document and a second document, the second document 
referring to the first document. 
0780. In various embodiments, evaluating relevance 
includes evaluating relevance of at least a first document and 
one or more of a first plurality of one or more referring 
documents and a second plurality of one or more referring 
documents, each of the first plurality of one or more refer 
ring documents referring to the first document directly, and 
each of the second plurality of referring documents referring 
to the first document indirectly through one or more docu 
mentS. 

0781 Another method for building a scalable distributed 
search engine on top of focused crawl is to use a commu 
nity-based approach like the one used by Gnutella (www.g- 
nutella.com). Topic-specific portals (or even generic portals, 
which tend to have topic-specific sections), can use the 
focused and extensible crawler to find the best data on their 
topics of interest. This is their strength, as discussed earlier 
in the applications of the basic extensible focused crawler. 
They can index these data and build topic- or site-specific 
search engines (where a site here may be a small topical site 
or portal on recipes or a large portal like Yahoo or AOL). 
In addition, however, if these portals or servers are linked 

In various embodiments, relevance includes impor 
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together, a query coming in to this network can be applied 
to any or all of the servers/portals. It may be desirable to 
organize the overall system as a topic hierarchy and propa 
gate queries down that hierarchy, so that not every server or 
portal has to be bothered by every (irrelevant) query and so 
that results are obtained faster. Individual sites and portals 
(especially small- to medium-sized portals) have the incen 
tive to join this community and enable access to their 
crawled information by searches done on community sites, 
since they get to participate in and provided access to their 
users in a whole that is much greater than the parts. For 
example, a portal focused on stamp-collecting may provide 
access to its crawled pages to the distributed search system, 
and in return its users get access to the best search engine in 
the world for all kinds of information coming from other 
Such portals, not just for stamps. Individual members of the 
community (whether businesses or individuals) are able to 
focus on their core expertise, and the infrastructure, crawling 
methods and methods to obtain leverage from the use of 
good extensible focused crawl infrastructure by other par 
ticipants are taken care of by the proposed system. 
Note: 

0782. When a claim or a claim limitation or part of a 
claim limitation “comprises A and B or “includes A and B’. 
the claim or the claim limitation or the part of a claim 
limitation is open ended, allowing further inclusion of, for 
example, C, or C and D, etc. 

What is claimed is: 
1. A method of ranking documents, comprising: 
accessing a first plurality of documents from a database of 

a plurality of received documents, the first plurality of 
documents to be ranked; 

generating a graph of the first plurality of documents; 
expanding the graph with a second plurality of one or 
more documents from the database, Such that a third 
plurality includes a union of the first plurality of 
documents and the second plurality of documents, and 
the third plurality of documents is smaller than the 
plurality of received documents, the second plurality 
including one or more of: 1) one or more documents 
connected within a first specified number of links in a 
forward direction from one or more documents of the 
first plurality of documents, the forward direction being 
forward from the first plurality of documents, and 2) 
one or more documents connected within a second 
specified number of links in a backward direction from 
one or more documents of the first plurality of docu 
ments, the backward direction being backward from the 
first plurality of documents: 

assigning weights to one or more nodes of the graph; 

finding an assignment of weights to one or more nodes of 
the graph, by propagating weights through the graph, 
the assignment of weight to a node based at least in part 
on calculating a weighted Sum of weights propagated 
from neighboring nodes; and 

generating a ranked list of at least the first plurality of 
documents, the ranked list at least partly generated 
from the graph. 
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2. The method of claim 1, further comprising: 
shrinking the graph by removing one or more nodes of the 

graph. 
3. The method of claim 1, further comprising: 
shrinking the graph by combining one or more sets of one 

or more nodes of the graph. 
4. The method of claim 3, wherein the combining is based 

on common characteristics of the nodes or relationships 
between the nodes. 

5. The method of claim 1, wherein the propagating 
weights through the graph occurs up to a limited node 
distance. 

6. The method of claim 1, wherein weights assigned to a 
node include at least one of relevance of the document to a 
query input and importance of the document independent of 
the query input. 

7. A method of finding starting points, comprising: 
accessing a plurality of sample documents, the sample 

documents including links to other documents; 
generating a graph representation of the plurality of 

sample documents and a plurality of referring docu 
ments, each of the referring documents referring to at 
least one of the plurality of sample documents, such 
that nodes of the graph represent the sample documents 
and the referring documents, and edges of the graph 
represent links linking the sample documents and the 
referring documents; and 

finding starting point documents, at least partly by per 
forming a link structure analysis on the graph. 

8. The method of claim 7, wherein the link structure 
analysis includes: 

assigning weights at least to nodes representing sample 
documents; and 

propagating weights through the graph in reverse direc 
tion, to nodes representing referring pages; and 

assigning weights to nodes of the graph, by calculating a 
weighted Sum of weights propagated from neighboring 
nodes. 

9. The method of claim 7, wherein at least one of the 
plurality of referring documents refers to at least one of the 
plurality of Sample documents directly. 

10. The method of claim 7, wherein at least one of the 
plurality of referring documents refers to at least one of the 
plurality of sample documents indirectly through one or 
more documents. 

11. The method of claim 7, wherein finding starting point 
documents further includes one or more of: 1) evaluating 
relevance of documents using logical expressions of key 
words and phrases and 2) evaluating relevance of documents 
using content located in a specified part of a format. 

12. The method of claim 7, wherein relevance includes 
importance. 

13. The method of claim 7, wherein the starting point 
documents provide starting points for at least one crawl. 

14. The method of claim 7, wherein evaluating relevance 
of documents includes evaluating relevance of at least a first 
document and a second document, the second document 
referring to the first document. 
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