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TITLE OF INVENTION

METHOD AND DEVICE FOR EFFICIENTLY RANKING
DOCUMENTS IN A SIMILARITY GRAPH

CROSS REFERENCE TO RELATED APPLICATIONS

[0001] The present invention contains subject matter related to co-pending

Application Serial No. 10/687,602 filed on October 20, 2003; co-pending Application

Serial No. 10/918,713 filed on August 16, 2004; co-pending Application Serial No.

11/227,495 filed on September 16, 2005, and co-pending Application Serial No.

11/349,235 filed on February 8, 2006, the contents of each being incorporated herein by

reference.

BACKGROUND OF THE INVENTION

Field of Use

[0002] The present invention is a novel method and device for evaluating the

relevance of an electronic document, as compared to other electronic documents in an

electronic document set. Relevance may be defined with reference to a search (e.g., a

set of keywords); alternatively, relevance may be defined independently of a search, but

refers to a measure of the document's relevance with respect to the entire document set

(in which case relevance may be termed 'importance').



Description of the Background

[0003] In the field of electronic document and text searching, a challenge exists

to find ways for a machine to evaluate relevance of documents or other information

objects (the term 'document' being construed to mean any kind of information object in

a searchable set). Most methods fall into one of two categories: text relevance analysis

(TRA), and link analysis (LA).

[0004] Text relevance analysis involves electronically analyzing the content of

a given document D, and using computer-based methods to determine the document's

relevance (typically, with respect to keywords in an electronic search).

[0005] In contrast, link analysis electronically analyzes the context in which a

document lies (rather than its content). More specifically, this context is defined in

terms of links between documents. Link analysis methods exploit information about

the structure of the set of links between documents, in order to obtain a measure of the

importance (i.e., relevance) of each document. The word centrality is illustrative here:

Link analysis seeks to measure the "centrality" of each document, as seen in the context

of all the relations (links) between documents.

[0006] The present invention is an improvement on at least one known method

for link analysis. The famous PageRank algorithm of Google is an outstanding

example of a link analysis approach. PageRank is search-independent—that is, the

importance of a Web page is evaluated by the PageRank algorithm using only

information on the set of links in the Web graph. Thus, a page's PageRank score does

not depend on the search being performed.

[0007] A PageRank score is obtained by finding the principal eigenvector of a

large matrix, where information about the hyperlinks in the Web graph is stored in this



matrix. Computing the PageRank scores of all documents in a liyperlinked graph can

be very time consuming (and also memory intensive) if the number of documents is

large. One operation that is very time consuming is the multiplication of the matrix by

a vector. This operation (matrix x vector) must be used repeatedly for finding the

principal eigenvector of the matrix. For sparse matrices (which is typically the case for

reasonable document sets), the time to multiply (matrix x vector) scales roughly

linearly with the number of documents (N). Hence, for large document sets, the desire

for computational efficiency drives interest in finding ways to reduce the number of

(matrix x vector) operations that are needed (hereinafter, the number of iterations).

[0008] An alternate method to PageRank and related approaches for link

analysis is termed "linkpopularity'. With link popularity, the importance of a

document D (in a hyperlinked set) is considered to be proportional to the number of

documents which link into the document D. The idea here is that a link pointing to D is

a type of recommendation of D by the author of the document P which points to D.

Hence, a computing device can estimate the importance or (search-independent)

relevance of D by simply counting the number of recommendations (in-links) that D

has.

[0009] An advantage of link popularity is that link popularity can be determined

quickly. In fact, computing link popularity for an entire document set can be easily

shown to be equivalent (in terms of time needed) to a single iteration of a simple matrix

operation (matrix x vector). Thus, if the document set is large, finding link popularity

scores may be performed much more quickly than finding the PageRank scores.

[0010] Link popularity has, however, an important weakness - link popularity

gives each recommendation the same weight. That is, no consideration is given to the

quality of the page P which is making the recommendation (i.e., pointing to D). This is



contrary to typical human experience: normally a person wants to know the quality of

the recommender before deciding how much weight to give to the recommendation.

[001 1] Also, one can 'spam' the link popularity approach by laying in a set of

worthless 'dummy' pages whose only function is to point to a document D and to thus

increase the document's importance rating. The possibility of spamming link

popularity scores is well known. A common fix for this problem is to make the weight

given to a recommendation proportional to the importance of the recommending

document. This eliminates the simple from of spamming described above. However,

the mathematical result of implementing this requirement is that one must find the

principal eigenvector of the link topology matrix. Thus, one comes back to a need for

many (matrix x vector) iterations rather than just one (matrix x vector) iteration.

[0012] The inventors of the present invention have (in earlier co-pending

applications 10/687,602, 10/918,713, 11/227,495, and 11/349,235) exploited a type of

link analysis different from PageRank type methodologies. These prior inventions

involve using hyperlinks and various aspects of link analysis and document importance

scores, including: methods for analyzing hyperlinked document sets; methods for link-

poor domains, where one builds and exploits a similarity graph; and also methods for a

hybrid case, in which a computing device exploits both existing hyperlinks and

similarity links. The methods of co-pending applications 10/687,602, 10/918,713,

11/227,495, and 11/349,235 for hyperlink analysis have been shown in tests to be at

least as good at giving relevance scores as is the PageRank method of Google.

Furthermore, the methods using similarity links provide useful relevance scores for

documents in link-poor domains.

[0013] One technique used in the approaches of co-pending applications

11/227,495 and 11/349,235 is to build links between documents in document sets



which do not have pre-existing links (e.g., do not have the pre-existing hyperlinks of

the World Wide Web, which have been laid down by millions of Web page authors).

This technique of co-pending applications 11/227,495 and 11/349,235 is predicated on

the idea that one cannot ask a computing device to build one-way recommendations

from one document to another, but that one can get a computing device to give a

reasonable measure of how related (similar) two documents are. Hence, in the

approaches of co-pending applications 11/227,495 and 11/349,235, a. similarity link

may be established between documents D and E by a machine-implementable

algorithm. This similarity link has two properties which distinguish the similarity link

from atypical hyperlink: (i) the similarity link of co-pending applications 11/227,495

and 11/349,235 is (typically) symmetric —the similarity link 'points both ways'; and

(ii) the similarity link of co-pending applications 11/227,495 and 11/349,235 may have

a weight which is equal to the similarity score (D ,E) which is calculated for a

document pair (D E). Thus, the similarity link of co-pending applications 11/227,495

and 11/349,235 may be viewed as a kind of 'two-way recommendation' between D and

E : if one is interested in D, and (D ,E) is large, then one is likely also to be interested in

E (and vice versa).

[0014] In the technique of co-pending applications 11/227,495 and 11/349,235,

the set of similarity links forms a graph, which is called the similarity graph; and the

weights may be stored in an N x N matrix termed the similarity matrix S. In co-pending

applications 11/227,495 and 11/349,235, methods for link analysis which exploit the

similarity matrix S are described. In particular, Application Ser. No. 11/349,235

describes methods which involve finding the principal eigenvector of the entire

similarity matrix S, and using this vector to give importance scores for documents. In

contrast, each of Application Serial No. 11/227,495 and Application Ser. No.



11/349,235 discloses finding the principal eigenvector for a subgraph S ' of the

similarity matrix, and using this vector to give importance scores for documents.

[0015] The scores obtained from the principal eigenvector of a graph with

weighted, symmetric links (such as the similarity graph S or a subgraph S' of the

similarity graph) are often called eigenvector centraϊ ity scores (abbreviated EVC). This

term (eigenvector centrality or EVC) will also be used here to denote the scores

obtained from the principal eigenvector of the similarity matrix (whole or sub). The

term is illuminating, since the scores do measure a type of graph centrality—and they

are obtained from an eigenvector.

[0016] In addition to employing similarity links, both Application Ser. No.

11/227,495 and Application Ser. No. 11/349,235 discuss combining information about

the hyperlink structure (where hyperlinks exist) with information about the similarity

links, giving a 'hybrid' method (i.e., one using both hyperlinks and similarity links). In

each case, the structure of the network of similarity links is exploited to estimate (by

assigning scores) the importance of documents.

[0017] When the entire similarity matrix is used (as described in Application

Ser. No. 11/227,495 or as in Application Ser. No. 11/349,235), the resulting importance

scores are search-independent. Using the entire similarity matrix tends to give the

greatest importance to documents which are 'central' in terms of the whole graph—

regardless of the topic of the search. Such documents tend to be rather 'generic'; but

they may be useful for some purposes. On the other hand, Application Ser. No.

11/227,495 and Application Ser. No. 11/349,235 also define a subgraph of the

similarity graph, obtained from a hit list of a search. Thus, this subgraph is topic-

focused. A document which is most central in this subgraph is thus a document which

may be regarded as 'central' with respect to the search topic—but not necessarily with



respect to other search topics, hi short: importance scores from a subgraph, as

determined by the methods described in Application Serial No. 11/227,495 and in

Application Ser. No. 11/349,235, are search-dependent.

[0018] Depending on circumstances, it is often desirable to use the similarity

subgraph technique of Application Ser. No. 11/227,495 or Application Ser. No.

11/349,235, so that importance scores are evaluated relative to the topic of the search.

[0019] However, the subgraph methods of Application Ser. No. 11/227,495 and

of Application Ser. No. 11/349,235 have a disadvantage when compared to the whole-

graph methods of these same Applications. In the subgraph methods of Application

Ser. No. 11/227,495 and Application Ser. No. 11/349,235, it is very difficult to

compute ahead of time (and offline) the importance scores with regard to every

possible subgraph which might be generated for every possible search topic. That is,

these subgraph-based scores must be computed in real time, after a search request is

presented to a search system. However, if the hit list is large, the computation of the

topic-focused relevance scores from the hit-list subgraph may become very time

consuming for real time applications.

[0020] In contrast to the topic-focused subgraph methods of Application Ser.

No. 11/227,495 and Application Ser. No. 11/349,235, scores for the whole-graph

methods of these same Applications need only be computed once—as they are search-

independent. These whole-graph scores may thus computed offline, and then updated

(also possibly offline) whenever the document set is deemed to have changed

significantly. However, the size of the matrix for these whole-graph methods is always

equal to the number TV of documents. Hence the whole-graph methods can be

computationally complex if TV is very large.



[0021] Methods for scoring documents which rely on hyperlinks—such as the

conventional PageRank and link popularity methods (and other conventional

approaches using hyperlinks)—have, in addition to the previously identified

shortcomings, one further fundamental limitation: these methods cannot be used unless

the hyperlinks have already been laid down. That is, conventional PageRank and link

popularity methods cannot be used in so-called 'link-poor domains. ''

[0022] PageRank and other conventional approaches directed to finding the

principal eigenvector of a matrix which represents the entire document set also have the

disadvantage that the required calculation is very time consuming when the document

set is very large. Link popularity lacks this problem (having a time requirement

equivalent to one iteration). But, as noted above, link popularity tends to give poorer

results, and is subject to sparnming.

[0023] As noted above, the whole-graph methods of Application Ser. No.

11/227,495 and Application Ser. No. 11/349,235 may be calculated offline. However

these whole-graph methods have the disadvantage—in common with PageRank—that

the matrix used can be very large if the document set is large, so that each iteration can

be very time consuming.

[0024] The subgraph methods of Application Ser. No. 11/227,495 and

Application Ser. No. 11/349,235 use a smaller matrix in general than does any whole-

graph method. However, the importance scores from any subgraph method must be

calculated in real time. The need for real time calculations can, in some cases, offset

the advantage of the subgraph methods over the whole-graph methods of Application

Ser. No. 11/227,495 and of Application Ser. No. 11/349,235 that accrues due to the

smaller matrix involved when only a subgraph is used. For example, if the document

set is large and the search is not tightly focused, then the hit list of the methods of



Application Ser. No. 11/227,495 and Application Ser. No. 11/349,235 which defines

the topic-focused subgraph may have millions of hits. In such cases, it is not desirable

to perform—in real time, while the user waits—the many iterations required to obtain

importance scores from finding the principal eigenvector of the subgraph, because the

subgraph itself may be too large.

[0025] Thus, the present inventors have conceived of a new approach which

addresses the deficiencies noted above relative to conventional link analysis and link

popularity approaches, and that improves upon the methods of co-pending applications

10/687,602, 10/918,713, 11/227,495, and 11/349,235.

SUMMARY OF THE INVENTION

[0026] The present invention is directed to a method, device and computer

program product for determining an importance score for a document D in a document

set. The method operates by exploiting a similarity matrix/graph S. The method may

be used on either the entire graph S or on a subgraph S'. The method has as its starting

point a similarity graph or subgraph, which is similar to the similarity graph used in

Application Ser. No. 11/227,495 or Application Ser. No. 11/349,235. In contrast to the

approaches used in these earlier applications, the present invention obtains an

importance score for a document D by summing the link strengths of all similarity links

connected to D.

BRIEF DESCRIPTION OF THE DRA WINGS

[0027] A more complete appreciation of the invention and many of the

attendant advantages thereof will be readily obtained as the same becomes better



understood by reference to thefollowing detailed description when considered in

connection with the accompanying drawings, wherein:

Figure 1 shows an illustrative graph in which the starred node may have high

eigenvector centrality (EVC) but a low link popularity score (LPS);

Figure 2 shows an illustrative graph in which the starred node may have low

eigenvector centrality (EVC), but a high link popularity score (LPS);

Figure 3 shows a node D and its neighbors in a similarity graph, with the link

strengths;

Figure 4 shows a node D and its neighbors in a subgraph of the similarity graph,

with the link strengths, where only the neighbors E, F, and H lie in the subgraph;

Figure 5 shows a node D and its neighbors in a similarity graph, with the link

strengths, where hyperlinks are also present, and those nodes pointing to D are shown;

Figure 6 shows a node D and its neighbors in a subgraph of the similarity graph,

with the link strengths, where hyperlinks are also present, and only the neighbors E, F,

H, and K lie in the subgraph;

Figure 7 shows a flow chart corresponding to one embodiment of the invention

in which the whole similarity graph is used for scoring documents, and hyperlinks are

not used;

Figure 8 shows a flow chart corresponding to another embodiment of the

invention in which a subgraph of the similarity graph is used for scoring documents,

and hyperlinks are not used;

Figure 9 shows a flow chart corresponding to another embodiment of the

invention, in which the whole graph is used for scoring documents, and both similarity

links and hyperlinks are used; and



Figure 10 shows a flow chart corresponding to another embodiment of the

invention, in which a subgraph is used for scoring documents, and both similarity links

and hyperlinks are used.



DETAILED DESCRIPTION OF THE INVENTION

[0028] The present invention is directed to a method, device and computer

program product for determining an importance score for a document D in a document

set. The method operates by exploiting a similarity matrix/graph S. The method may

be used on either the entire graph S or on a subgraph 5". The method has as its starting

point the same similarity graph or subgraph as that used in Application Ser. No.

11/227,495 or Application Ser. No. 11/349,235. In contrast to the approaches used in

these earlier applications, the present invention obtains an importance score for a

document D by summing the link strengths of all similarity links connected to D.

[0029] The present invention is based on a form of link popularity, but applied

to a similarity graph rather than to a hyperlink graph. Through extensive

experimentation, the inventors have discovered that link popularity analysis, when

applied to a weighted similarity graph, is much more likely to give good results than the

conventional technique of applying link popularity methods to an unweighted hyperlink

graph.

[0030] This result is counterintuitive and therefore surprising. Years of

experience with hyperlink-based link analysis have shown that link popularity is often a

poor measure of the importance of a document, and that eigenvector-based methods

give better results, while at the same time providing resistance to hyperlink spam. Thus

it is natural to expect that eigenvector-based methods should also give the best results

when applied to weighted similarity graphs. The present invention thus goes against

this natural expectation. However—as will be seen below—both careful logical

reasoning and test results indicate that, in fact, link popularity can offer significant



advantages over eigenvector-based methods, when used with weighted similarity

graphs.

[003 1] Link popularity has the clear advantage over other methods in that link

popularity requires less computing time than the eigenvector calculation which is used

in the PageRank method, and in the methods of Application Ser. No. 11/227,495 and

Application Ser. No. 11/349,235. In particular, link popularity analysis provides a

solution to a time bottleneck problem that can occur for the real-time approaches of

Application Ser. No. 11/227,495 and Application Ser. No. 11/349,235. Link popularity

analysis is also advantageous to speed up the offline work involved in Application Ser.

No. 11/227,495 and Application Ser. No. 11/349,235. Hence, the present invention

offers a significant speedup for each of these methods (real-time subgraph, or offline

whole-graph). Either the method of Application Ser. No. 11/227,495 or Application

Ser. No. 11/349,235 (or any other existing method seeking to determine a principal

eigenvector) may require dozens or even hundreds of iterations (depending on the

convergence criteria chosen for these iterative methods). Link popularity, as noted

above, has a time requirement which is equivalent to a single iteration of the

eigenvector methods. Hence the speedup factor of the present invention can be roughly

equal to the number of iterations required for the eigenvector methods—so that, in

some (plausible) cases, the new method uses just a fraction of 1% of the time used by

the eigenvector method of Application Ser. No. 11/227,495 or Application Ser. No.

11/349,235.

[0032] The speedup of the present invention may be achieved with little or no

reduction in quality of the results. This maintenance of quality is in strong contrast

with the conventional application of link popularity to an unweighted hyperlink graph,

such as the Web graph. In the conventional case, one skilled in the art expects a



significant and tangible, and perhaps severe, loss of quality of the scoring values, due to

the fact that link popularity ignores the quality of the recommending documents in a

hyperlinked graph.

[0033] In contrast, the special nature of a weighted similarity graph used in the

present invention gives rise to correlations among the links. These correlations, in turn,

tend to ensure that the eigenvector centrality of a document is strongly correlated with

the 'link popularity' determined using the method of the present invention. Hence, in

terms of giving good importance scores, link popularity as applied to a similarity graph

is about as good as eigenvector centrality obtained from the same graph. At the same

time, link popularity can be many times faster. Thus, the advantages of the new

method are clear.

[0034] A description of an implementation of the method of the present

invention follows. The 'link popularity' analysis of the present invention—as with the

method of Application Ser. No. 11/227,495 or Application Ser. No. 11/349,235—is

based on a measure of the similarity (D ,E) for any given pair of documents D and E in

the document set. Given this—which amounts to defining the similarity graph S—one

can implement the whole-graph version of the present method. Furthermore, given a

procedure for choosing a topic-focused subgraph 5" of the whole graph S, one can

implement the subgraph version by applying the new method to the subgraph 5".

Implementation is based on taking a single sum for each document—in contrast to the

conventional eigenvector methods, which require iterative matrix x vector

multiplication, plus convergence tests, to obtain the principal eigenvector of the given

matrix.

[003 5] The present invention provides a new method for automatically

evaluating the relevance/importance of document in a set of documents. The need for



such evaluation arises naturally in the context of a search for information. The search

is directed towards the document set. The result of the search, which is delivered by

the search service, is (typically) a list of documents which are expected to have some

information similar to what is being searched for. This list is called the "hit list" and

the documents found are "hits".

[0036] It is very common for the hit list to have more hits than a typical human

user is willing or able to look at. Hence, one mayfilter the hit list, so that the "best"

hits are presented first to the user. The most common method for filtering is to rank the

hits according to their relevance/importance, and then to display the ranked hit list with

the "best" hits first.

[0037] Thus it is clear that, in the context of information search, it can be very

important to be able to automatically evaluate the importance of a document. As

discussed above, the two main types of method for doing this are text relevance

analysis and link analysis. Text relevance analysis looks only at the content of each

document, and attempts to assess its relevance to the presented search. In contrast, link

analysis looks at how each document lies in a context which is defined by its relations

(links) to the other documents.

[0038] Application Ser. No. 11/227,495 and Application Ser. No. 11/349,235

have proposed building the similarity graph S as a novel method for placing each

document in context, and so enabling link analysis for document sets which are

otherwise poorly interlinked. In these earlier applications, link analysis is performed by

finding the principal eigenvector of the similarity matrix, or of a hybrid matrix which is

generated by combining the similarity matrix S with the matrix H of hyperlinks. This

eigenvector is a list of positive real numbers, which may be used as a list of importance

scores, one for each document.



[0039] The present method assumes that the similarity matrix has been obtained

and is available in a suitable database. Then, instead of obtaining an eigenvector for

the similarity matrix, the present method expedites processing by summing the link

strengths, for each document, in order to obtain the relevance or importance score for

that document.

[0040] Specifically: let r(D) be the relevance score for document D, and

suppose that this relevance of D is to be evaluated with respect to the full similarity

graph S (and hence in a search-independent fashion). The present method then

determines r(D) (relative to the whole similarity graph) as follows:

r(D)= s(D,E) . (1)
BeS
E≠D

[0041] The invention is not limited to any one way of calculating the similarity

between two documents, s(D,E). One method that is consistent with the invention is to

start with the "dictionary", namely, the set of words which is found in an inverted

index. (The inverted index is a file that takes one keyword as input, and then gives a list

of files, containing that keyword, as output.) These are the useful words which are

found in the files. (Examples of non-useful words are "stop" words such as: the, and,

he, if, etc.) Then, for each word w and for each file/ the number of times Nj (w) that

word w occurs in file/is counted. We then divide N (w) by Nj —the total number of

words in the file—denoting the result nf (w) . We can call nf (w) the "word profile" of

[0042] The similarity s(l,2) between file 1 and file 2 can then be defined as

follows:



[0043] Here the constant K is a tuning parameter, which sets the scale of the

similarity measures. In a preferred embodiment of the invention, the constant K is 1. In

this case, we note that the similarity is a positive number between zero and one.

Furthermore, the similarity of two identical files, for K = 1, is exactly 1.

[0044] Figure 3 shows a node D and all of its neighbors (nodes E-I) with

nonzero similarity links in the whole similarity graph, along with the link strengths.

Figure 7 then shows the procedure for determining the importance score for node D in

this case (without hyperlinks).

[0045] In Figure 7, the process starts with inputting a node D (S701). Nonzero

entries S(D5X) in row D of a corresponding similarity matrix S are then found (S703).

The nonzero entries are summed (S705), and a score is output (S707).

[0046] Similarly, if a search-dependent subgraph 5" is to be used, the present

method assigns r(D) as follows:

r(D)= s(D,E). (3)
EsS'
E≠D

[0047] Figure 4 shows a node D and those of its neighbors (nodes E, F and H)

which are found in the subgraph S'. Figure 8 then shows the procedure for determining

the importance score for node D in this subgraph case (again without hyperlinks).

[0048] In Figure 8, the process starts with inputting a node D (S701). Nonzero

entries S'(D,X) in row D of a submatrix S' of a corresponding similarity matrix S are

then found (S803). The nonzero entries are summed (S705), and a score relative to the

submatrix S' is output (S807).

[0049] Now suppose that there are also hyperlinks between documents in the

document set, and that information on these hyperlinks is also available in a suitable

database. These hyperlinks are then treated in the present method as recommendations,



and the information which is present in these recommendations (hyperlinks) may be

used, along with the information in the similarity links, in obtaining in the relevance

scores for each document. Application Ser. No. 11/227,495 and Application Ser. No.

11/349,235 describe eigenvector-based methods for using both kinds of information

(hyperlinks and similarity links). In the present method this is done as follows.

[0050] First consider the whole-graph case—that is, that each document is to be

evaluated in the context of all other documents. The number of inlinks nj(D) to

document D is then determined, as follows:

[005 1] Here "E → D" means that E points to D with a hyperlink. The total

relevance score for document D is then:

r(D)= s(D, E) + c n1(D) . (5)

E≠D

[0052] Here c is a tuning parameter which may be adjusted to give best

performance. In performance tests (see below), various values for c have been

considered: c=0 (ignoring hyperlinks), c=0.5, and c=l. These tests have shown that

including hyperlink information improves the results, but that the performance

observed is not very sensitive to the value of c.

[0053] Figure 5 shows a node D, all of D's neighbors (nodes E-I and K) having

nonzero similarity links to D, and all nodes pointing to D with hyperlinks. Figure 9

shows the procedure used to obtain the importance score for a node D in the case that a

whole graph is used, and hyperlinks are also present and used in the scoring.

[0054] In Figure 9, the process starts with inputting a node D (S901). Nonzero

entries S(D5X) in row D of a corresponding similarity matrix S are then found (S703).

The nonzero entries are summed (S705), and a similarity score is output (S707). Also,



inlinks to node D are counted from column D of a corresponding hyperlink matrix H

(S909), with a total number of counted inlinks output (S91 1). The similarity score is

added to the total number of counted inlinks output (S913), and is output as a total

score (S915). The number of counted inlinks output may be scaled with a scale factor

C, where 0 < C < 1. When C = O, the results of the process shown in Figure 9 are

identical to those of the process shown in Figure 7.

[0055] Now suppose that it is desirable to use only a subgraph 5" of the

documents for defining the context for evaluation. The subgraph variant is the same as

for the whole graph, except only nodes in the subgraph (and links from these nodes) are

included:

and

[0056] Figure 6 shows the neighborhood of D when only a subgraph is used,

hyperlinks are present, and nodes E, F, H, and K (along with D) lie in the subgraph.

Figure 10 shows the procedure used to obtain the importance score for a node D in the

case that a subgraph is used, and hyperlinks are also present and used in the scoring.

[0057] In Figure 10, the process starts with inputting a node D (S901). Nonzero

entries S'(D X) in row D of a submatrix S' of a corresponding similarity matrix S are

then found (S803). The nonzero entries are summed (S705), and a score relative to the

submatrix S' is output (S807). Also, inlinks to node D are counted from column D of a

submatrix h of a corresponding hyperlink matrix H (S1009), with a total number of

counted inlinks output (SlOl 1). The similarity score is added to the total number of



counted inlinks output (S913), and is output as a total score (S1015). The number of

counted inlinks output may be scaled with a scale factor C, where 0 < C < 1. When C =

0, the results of the process shown in Figure 10 are identical to those of the process

shown in Figure 8.

[0058] Two hybrids (not shown) of the processes shown in Figures 9 and 10 are

also possible. That is, it is possible to calculate a final score that is the sum of a score

relative to the submatrix S' (S807) and a scaled hyperlink score from the whole graph

(S91 1). Similarly, it is possible to calculate a final score that is the sum of a whole-

graph similarity score (S707) and a scaled hyperlink score from a submatrix h (SlOl 1).

[0059] Eqns. (1)—(6) give a precise definition of a node's relevance or

importance score for the following cases:

• Whole graph, with similarity links and no hyperlinks [Eq (1); Figure 7]

• Subgraph, with similarity links and no hyperlinks [Eq (2); Figure 8]

• Whole graph, with similarity links and hyperlinks [Eqs (3) and (4); Fig.

9]

• Subgraph, with similarity links and hyperlinks [Eqs (5) and (6); Fig. 10]

[0060] These relevance scores can then be used to rank hits from a search, and

to display the hits to the user in the form of best hits first.

[0061] As noted above, using the entire graph (i.e., the entire document set) to

define the context which is used to evaluate each document tends to give highest

importance to rather 'generic' documents—i.e., to documents which are central in a

sense which is topic-independent. In contrast, if (as is suggested in Application Ser.

No. 11/227,495 and Application Ser. No. 11/349,235) the subgraph is defined by the hit

list, then the context for importance evaluation is a topic-focused subgraph. Here,

documents which get high scores using the subgraph method are expected to be most



central with respect to the topic of the search—but not necessarily with respect to the

entire document set.

[0062] Thus, using the whole-graph method may then be best when the search

is less focused—for example, if a user wants a very general guide as a starting point for

finding out more about the search topic that is input hi contrast, the subgraph method

is more appropriate when the user has a more focused interest in information, and does

not wish to see generically central documents.

[0063] With the foregoing description of the present method, it is possible to

explain why the link popularity score for a weighted symmetric similarity graph is

strongly correlated with the eigenvector centrality score for the same graph.

Specifically, one may argue that two cases are unlikely for such a graph:

• Case I : that a node has high eigenvector centrality (EVC) but low link

popularity score (LPS)

• Case II: that a node has high link popularity score (LPS) but low

eigenvector centrality (EVC)

[0064] If both of these cases are unlikely, then in follows that high LPS implies

high EVC, and low LPS implies low EVC. Thus, LPS can be a very good (and

efficiently calculated) approximation to EVC.

[0065] First, recall the difference between EVC and LPS. A node on a graph

has high LPS if the node is "well connected"—as measured by the number and

strengths of its links. A node has high EVC if the node is "well connected to nodes that

are well connected." Putting this EVC definition into precise form gives an equation

whose solution is the principal eigenvector of the link strength matrix (i.e., in this case,

the similarity matrix S).



[0066] Regarding Case I (high EVC, but low LPS), Figure 1 shows a node D

which has a very high EVC but a low LPS, in a general, unweighted, symmetric graph.

That is, if the links are unweighted—or equivalently, if all links get weight 1—then the

LPS for node D is its node degree, i.e., 3. The three blobs to which the node is

connected are very well connected subgraphs. Thus node D can have high EVC,

because, even though the node has only three neighbors (Nl, N2, and N3), all of these

neighbors are extremely well connected to other nodes which are well connected.

[0067] Now one may assume that the links are weighted between 0 and 1, as

they are for the similarity graph S. Since this is Case I, one may still assume that node

D has high EVC. This means that the three links from node D must have fairly high

weight—much closer to 1 than to 0.

[0068] Next consider node D's neighbors. Suppose these neighbors are E, F,

and G. The fact that D has strong links to E, F, and G means that D is similar to each

of these nodes (which are documents). Similarly, since E, F, and G are all well

connected to other nodes, they must be strongly similar to other nodes. For example,

suppose F is strongly connected to ten other nodes in its subgraph, named Fl, F2, . . .

FlO.

[0069] This reasoning indicates that D is very similar to F, and F is very similar

to Fl, F2, . . . FlO, while at the same time D is not very similar to any of Fl, F2, ... FlO.

However, this is a contradiction, because there are strong correlations between

similarities. That is, if F is very similar to Fl, and F is very similar to D, then D and Fl

have also a high similarity.

[0070] In fact, one can prove that, if

s(F, D) = (l- ε) ,



[0071] and

s(F,F\) =(I- ε)

[0072] (where ε is a small number), then the smallest value for s(¥ 1,D) is

approximately

s(Fl,D) ≥ (l-4 ε) .

[0073] Another way to say this is that, for any three nodes A, B, and C, there is

a triangle of similarity links (with possibly zero weight) among these three nodes. The

point is then that, when the links represent similarity, triangles do not exist with two

very strong links and one very weak link. This is simply a mathematical way of saying

that, given three documents A, B, and C, if any one of them (say, A) is strongly similar

to the other two, then the other two are also fairly strongly similar to one another. In

short: no triangle in a similarity graph has two strong links and one weak link.

[0074] Now we hold on to our assumption that D has high EVC in Figure 1.

But then D's strong links to E, F, and G, plus their strong links to their neighbors

(which gives D its high EVC), means that D has also "fairly strong" links to every

neighbor of E, and of F, and of G. Thus, we find that D has in fact many strong links

(not just three)—so that D has, in fact, a high link popularity score or LPS.

[0075] Figure 1 is a typical example of Case I for graphs which are not based

on similarity. We see that, when we impose the constraints arising from similarity

(namely, that there are no "two-legged triangles"), and hold on to the assumption that

node D has high EVC, then we find that node D also has high LPS. Thus, a high EVC

necessarily implies high LPS:

(high EVC) => (high LPS). (8)



[0076] Figure 2 shows a generic example of Case II: high LPS but low EVC.

The reasoning is similar to that for Case I . That is: first look at a schematic graph that

is typical of Case II; impose the constraints (in particular, the rule of "no two-legged

triangles") coming from the fact that the graph is a similarity graph; hold onto the

condition that the considered node D has a high LPS; and then find, because of the

similarity constraints, that node D must also have a high EVC.

[0077] The starred node (again called D) has many neighbors and so has high

LPS. However, node D and its neighbors (N) are peripheral (i.e., relatively unrelated)

to the rest of the graph (represented by the blob B). In particular, none of D's

neighbors are well connected; so D has a very low EVC.

[0078] This result is consistent if the graph is unweighted and there are no

constraints on the links. However, suppose the links are weighted, with weights

ranging from 0 to 1 (as they are for a similarity graph). Then node D is in danger of

losing its high LPS, relative to nodes in the blob, unless some or all of D's links are

strong. That is: for weighted links, even a node with 100 neighbors can have low LPS,

relative to a node with just a few neighbors, if the few links to the latter node are

strong, while the 100 links of the former node are very weak. Therefore, in order to

retain the condition that D has a high LPS, one can give at least some of its many links

a high weight.

[0079] This will immediately run afoul of the triangle rule for similarity

graphs—because, according to Figure 2 (along with the previously listed assumptions),

node D has strong links to several of its neighbors, but none of these neighbors has a

strong link to any other neighbor. This results in a large number of two-legged

triangles in the picture. If we assume the links are similarity links, then these two-



legged triangles are impossible. Still holding on to the assumption that D has high

LPS, one is then forced to add a third 'fairly strong' link to each of these triangles—

that is, between each pair of D's neighbors for which both nodes of the pair are very

similar to D. The result is that D ends up in a neighborhood that is itself very well

connected. This neighborhood has many nodes (in Figure 2, D plus its 10 neighbors);

and node D lies very centrally in this well connected neighborhood. Therefore, we find

that D has high EVC.

[0080] In short: from considering Case II, and then imposing the constraints

coming from similarity, we get that

(high LPS) => (high EVC). (9)

[0081] Thus, considering the cases I and II, where in each case one score (EVC

or LPS) is high while the other (LPS or EVC) is low, it can be seen that neither case is

likely when the graph is a similarity graph. This result is summarized in to two

implications, corresponding to the relationships numbered (7) and (8) above. Together

the relationships numbered (7) and (8) imply that, for a similarity graph, a node's LPS

is roughly equivalent, for ranking purposes, to the node's EVC.

[0082] Furthermore, as discussed below, tests of ranking via LPS scores show

that the results are at least as good as those from ranking via EVC scores.

[0083] The above described method has been tested on a small dataset: the

Norwegian Wikipedia, with around 20,000 pages. On this dataset, the new method

gave, as expected, a reduction in processing time needed. That is, the full-graph EVC

method used about 10 iterations of matrix multiplication, while the new method uses

only one iteration. The time savings was less than a factor 10 due to other (overhead)

contributions to the processing time; however, for larger graphs, the number of

iterations will become dominant, and so the time saving is expected to be larger. Also,



the new method did not suffer any decrease in performance (compared to the full-graph

method) on the tests with the Norwegian Wikipedia. Thus, the tests show that the new

method saves processing time, and may not have any significant performance penalty

as compared to full-graph methods.

[0084] In Tables I and II below are some test results for the present invention.

These tests were carried out in February 2006, using a demonstrator. The tests

involved giving a set of search words to the demonstrator—which searches the

Norwegian Wikipedia—and then, for each search term, scoring the resulting hit list

according to the quality of the results. For evaluating the quality of the results, the

search results obtained for each tested method were compared to a ranked hit list

obtained from the commercial search engine Google. The top-ranked 10 hits were used

for comparison. The score s for the top 10 results for a given search term, obtained

using one of the tested methods, was determined using a complex formula which was

designed to have the following properties: (i) s = 0 when the top 10 results for the

tested method exactly match Google's top 10 results (same results, and same ranking);

(ii) deviations from Google's top 10 increased s, with larger deviations in ranking

giving a larger score s ; and (iii) random ranking gave an expected score of s = 1. Thus,

s = 0 is a "perfect" score (taking Google's results as the standard), while any method

giving s = 1 is not doing any better than a random ranking. Of course, achieving = O

in such a test is almost impossible, since Google uses many criteria besides PageRank

in evaluating hits, while the tested methods used only link information.

[0085] First we discuss Table I, which presents results obtained using only

similarity links, and only the subgraph S' obtained from a hit list. The eigenvector-

based results from the method of Application Serial No. 11/349,235 are compared with

those obtained using the present invention [Eq (2), and Figure 8]. We see that the



average score for the method of present invention is somewhat lower than that for the

eigenvector-based method of Application Serial No. 11/349,235. Since lower scores

are better, we thus find that using LPS rather than EVC does not give (in these tests)

any loss in result quality—but rather a slight improvement.

Table I

[0086] At the same time, we see that the time used by the method of the present

invention is about a factor of two smaller than the time used by the eigenvector-based

method. The latter method requires on average about 10 iterations. The reduction in

time used is less than 10 due to the large proportion of overhead in this demonstrator.



Table II

[0087] Table II presents results for the case that both a similarity subgraph S'

and the corresponding hyperlinks of the Wikipedia graph are used in link analysis. In

other words, for the searches in this Table, a hybrid subgraph is used as the starting

point. The method of Application Serial No. 11/227,495 uses the principal eigenvector



of the hybrid matrix for scoring and ranking hits (first column of Table II). Results for

the method of the present invention, as applied to a hybrid graph [Eqs (5) and (6), and

Figure 10], are shown for c = 1 and for c = 0.5. We see again that there is a slight

improvement in scores for the method of the present invention, as compared to the

eigenvector-based method of Application Serial No. 11/227,495. At the same time we

see that the LPS-based method of the present invention uses only about 70% of the time

that the eigenvector-based method uses. (Again, the reduction will be greater for larger

graphs, and for more efficiently constructed systems with lower overhead.)

[0088] We also see, from comparing Tables I and II, that methods which

include hyperlink information gave consistently better results than methods which do

not. In summary, we see that the method of the present invention can give a significant

improvement for both the hybrid case (where both hyperlinks and similarity links are

used) and the case where only similarity links are used.

[0089] Based on these and other test results, the subgraph methods of

Application Ser. No. 11/227,495 and Application Ser. No. 11/349,235 are expected to

give the best results in most, but not all cases. Hence, the subgraph methods of

Application Ser. No. 11/227,495 and Application Ser. No. 11/349,235 will likely be the

method of choice for many applications of the technology. However, these subgraph

methods can be prone to a bottleneck problem that is represented by the unavoidably

online nature of the importance score calculation.

[0090] The present invention offers a useful way to greatly decrease the time

requirement of either subgraph or whole-graph methods of either Application Ser. No.

11/227,495 or Application Ser. No. 11/349,235, thus resulting in an option that can, in

the correct circumstance, be quicker and more practical.



[0091] Furthermore, tests suggest that the present invention provides a time

speedup with no loss in quality of the results. Hence the present invention improves

upon methods involving use of the similarity matrix—such as the methods of

Application Ser. No. 11/227,495 or Application Ser. No. 11/349,235—and also, when

applicable, hybrid methods also described in Application Ser. No. 11/227,495 or

Application Ser. No. 11/349,235.

[0092] The present invention is implemented on a computer-based device and

with a computer-based product. The computer-based device may be a plurality of

devices connected over a network. A discussion on how computers and network work

is presented in "How Computers Work," Millennium Edition, Ron White, McMillan

Computer Publishing, 1999, the entire contents of which is incorporated by reference.



WHAT IS CLAIMED:

1. A computer based link analysis method for determining a context-

based relevance of a first electronic document of a plurality of electronic documents to

remaining electronic documents of said plurality of electronic documents, comprising:

populating a weighted symmetric similarity matrix S with link weights

representing a measure of similarity between pairs of said plurality of electronic

documents;

determining all nonzero entries S(D X) in a row of said similarity matrix

S corresponding to an electronic document D

summing said nonzero entries of at least a submatrix S' of similarity

matrix S to produce a first importance score regarding said electronic document D; and

one of searching, navigating and ranking at least a subset of said

plurality of electronic documents based on a total score including said first importance

score.

2. The method of Claim 1, further comprising:

populating a hyperlink matrix H of all inlinks ;

counting inlinks to said node D in at least a submatrix H' of said

hyperlink matrix H and outputting a total number of counted inlinks as a second

importance score;

multiplying said second importance score by a scaling factor C, where 0

< C < 1;

adding said first and second score to form said total score.



3. The method of Claim 1, wherein said at least a submatrix S' of

similarity matrix S is an entire amount of said similarity matrix S.

4. The method of Claim 2, wherein said at least a submatrix S' of

similarity matrix S is an entire amount of said similarity matrix S.

5. The method of Claim 2, wherein said at least a submatrix H' of

hyperlink matrix H is an entire amount of said similarity matrix H.

6. A computer program stored in a computer readable medium

containing instructions configured to cause a computing device to execute a link

analysis method for determining a context-based relevance of a first electronic

document of a plurality of electronic documents to remaining electronic documents of

said plurality of electronic documents, the method comprising:

populating a weighted symmetric similarity matrix S with link weights

representing a measure of similarity between pairs of said plurality of electronic

documents;

determining all nonzero entries S(D5X) in a row of said similarity matrix

S corresponding to an electronic document D

summing said nonzero entries of at least a submatrix S' of similarity

matrix S to produce a first importance score regarding said electronic document D; and

one of searching, navigating and ranking at least a subset of said

plurality of electronic documents based on a total score including said first importance

score.



7. The computer program of Claim 6, further comprising:

populating a hyperlink matrix H of all inlinks ;

counting inlinks to said node D in at least a submatrix H' of said

hyperlink matrix H and outputting a total number of counted inlinks as a second

importance score;

multiplying said second importance score by a scaling factor C, where 0

< C < 1;

adding said first and second score to form said total score.

8. The computer program of Claim 6, wherein said at least a submatrix

S' of similarity matrix S is an entire amount of said similarity matrix S.

9. The computer program of Claim 7, wherein said at least a submatrix

S' of similarity matrix S is an entire amount of said similarity matrix S.

10. The computer program of Claim 7, wherein said at least a submatrix

H' of hyperlink matrix H is an entire amount of said similarity matrix H.
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