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(57) ABSTRACT 

A re-programmable non-volatile memory system, such as a 
flash EEPROM system, having its memory cells grouped 
into blocks of cells that are simultaneously erasable is 
operated in a manner to level out the wear of the individual 
blocks through repetitive erasing and re-programming. This 
may be accomplished without use of counts of the number 
of times the individual blocks experience erase and re 
programming but Such counts can optionally aid in carrying 
out the wear leveling process. Individual active physical 
blocks are chosen to be exchanged with those of an erased 
block pool in a predefined order. 
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CYCLIC FLASH MEMORY WEAR LEVELING 

BACKGROUND AND SUMMARY OF RELATED 
PATENTS AND APPLICATIONS 

0001. This invention relates generally to the operation of 
non-volatile flash memory systems, and, more specifically, 
to techniques of even usage among different blocks or other 
portions of the memory, particularly in memory systems 
having large memory cell blocks. 

0002 There are many commercially successful non-vola 
tile memory products being used today, particularly in the 
form of Small form factor cards, which employ an array of 
flash EEPROM (Electrically Erasable and Programmable 
Read Only Memory) cells formed on one or more integrated 
circuit chips. A memory controller, usually but not neces 
sarily on a separate integrated circuit chip, interfaces with a 
host to which the card is removably connected and controls 
operation of the memory array within the card. Such a 
controller typically includes a microprocessor, some non 
volatile read-only-memory (ROM), a volatile random-ac 
cess-memory (RAM) and one or more special circuits such 
as one that calculates an error-correction-code (ECC) from 
data as they pass through the controller during the program 
ming and reading of data. Some of the commercially avail 
able cards are CompactFlashTM (CF) cards, MultiMedia 
cards (MMC), Secure Digital (SD) cards, SmartMedia cards, 
miniSD cards, TransElash cards, Memory Stick and 
Memory Stick Duo cards, all of which are available from 
SanDisk Corporation, assignee hereof. Each of these cards 
has a particular mechanical and electrical interface with host 
devices to which it is removably connected. Another class of 
small, hand-held flash memory devices includes flash drives 
that interface with a host through a standard Universal Serial 
Bus (USB) connector. SanDisk Corporation provides such 
devices under its Cruzer trademark. Hosts include personal 
computers, notebook computers, personal digital assistants 
(PDAs), various data communication devices, digital cam 
eras, cellular telephones, portable audio players, automobile 
Sound systems, and similar types of equipment. Besides the 
memory card implementation, this type of memory can 
alternatively be embedded into various types of host sys 
temS. 

0003. Two general memory cell array architectures have 
found commercial application, NOR and NAND. In a typi 
cal NOR array, memory cells are connected between adja 
cent bit line source and drain diffusions that extend in a 
column direction with control gates connected to word lines 
extending along rows of cells. A memory cell includes at 
least one storage element positioned over at least a portion 
of the cell channel region between the source and drain. A 
programmed level of charge on the storage elements thus 
controls an operating characteristic of the cells, which can 
then be read by applying appropriate Voltages to the 
addressed memory cells. Examples of Such cells, their uses 
in memory systems and methods of manufacturing them are 
given in U.S. Pat. Nos. 5,070,032, 5,095,344, 5,313,421, 
5,315,541, 5,343,063, 5,661,053 and 6,222,762. 

0004 The NAND array utilizes series strings of more 
than two memory cells, such as 16 or 32, connected along 
with one or more select transistors between individual bit 
lines and a reference potential to form columns of cells. 
Word lines extend across cells within a large number of these 
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columns. An individual cell within a column is read and 
verified during programming by causing the remaining cells 
in the string to be turned on hard so that the current flowing 
through a string is dependent upon the level of charge stored 
in the addressed cell. Examples of NAND architecture 
arrays and their operation as part of a memory system are 
found in U.S. Pat. Nos. 5,570,315, 5,774,397, 6,046,935, 
6,373,746, 6,456,528, 6,522,580, 6,771,536 and 6,781877. 
0005 The charge storage elements of current flash 
EEPROM arrays, as discussed in the foregoing referenced 
patents, are most commonly electrically conductive floating 
gates, typically formed from conductively doped polysilicon 
material. An alternate type of memory cell useful in flash 
EEPROM systems utilizes a non-conductive dielectric mate 
rial in place of the conductive floating gate to store charge 
in a non-volatile manner. A triple layer dielectric formed of 
silicon oxide, silicon nitride and silicon oxide (ONO) is 
sandwiched between a conductive control gate and a surface 
of a semi-conductive substrate above the memory cell 
channel. The cell is programmed by injecting electrons from 
the cell channel into the nitride, where they are trapped and 
stored in a limited region, and erased by injecting hot holes 
into the nitride. Several specific cell structures and arrays 
employing dielectric storage elements and are described in 
United States patent application publication no. US 2003/ 
01.09.093 of Harari et al. 

0006. As in most all integrated circuit applications, the 
pressure to shrink the silicon substrate area required to 
implement some integrated circuit function also exists with 
flash EEPROM memory cell arrays. It is continually desired 
to increase the amount ofbdigital data that can be stored in 
a given area of a silicon Substrate, in order to increase the 
storage capacity of a given size memory card and other types 
of packages, or to both increase capacity and decrease size. 
One way to increase the storage density of data is to store 
more than one bit of data per memory cell and/or per storage 
unit or element. This is accomplished by dividing a window 
of a storage element charge level Voltage range into more 
than two states. The use of four such states allows each cell 
to store two bits of data, eight states stores three bits of data 
per storage element, and so on. Multiple state flash 
EEPROM structures using floating gates and their operation 
are described in U.S. Pat. Nos. 5,043,940 and 5,172,338, and 
for structures using dielectric floating gates in aforemen 
tioned United States patent application publication no. US 
2003/0109093. Selected portions of a multi-state memory 
cell array may also be operated in two states (binary) for 
various reasons, in a manner described in U.S. Pat. Nos. 
5,930,167 and 6,456,528. 
0007 Memory cells of a typical flash EEPROM array are 
divided into discrete blocks of cells that are erased together. 
That is, the block is the erase unit, a minimum number of 
cells that are simultaneously erasable. Each block typically 
stores one or more pages of data, the page being the 
minimum unit of programming and reading, although more 
than one page may be programmed or read in parallel in 
different Sub-arrays or planes. Each page typically stores one 
or more sectors of data, the size of the sector being defined 
by the host system. An example sector includes 512 bytes of 
user data, following a standard established with magnetic 
disk drives, plus some number of bytes of overhead infor 
mation about the user data and/or the block in which they are 
stored. Such memories are typically configured with 16, 32 
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or more pages within each block, and each page stores one 
or just a few host sectors of data. 
0008. In order to increase the degree of parallelism 
during programming user data into the memory array and 
read user data from it, the array is typically divided into 
Sub-arrays, commonly referred to as planes, which contain 
their own data registers and other circuits to allow parallel 
operation Such that sectors of data may be programmed to or 
read from each of several or all the planes simultaneously. 
An array on a single integrated circuit may be physically 
divided into planes, or each plane may be formed from a 
separate one or more integrated circuit chips. Examples of 
such a memory implementation are described in U.S. Pat. 
Nos. 5,798,968 and 5,890,192. 
0009. To further efficiently manage the memory, blocks 
may be linked together to form virtual blocks or metablocks. 
That is, each metablock is defined to include one block from 
each plane. Use of the metablock is described in U.S. Pat. 
No. 6,763,424. The metablock is identified by a host logical 
block address as a destination for programming and reading 
data. Similarly, all blocks of a metablock are erased together. 
The controller in a memory system operated with Such large 
blocks and/or metablocks performs a number of functions 
including the translation between logical block addresses 
(LBAs) received from a host, and physical block numbers 
(PBNs) within the memory cell array. Individual pages 
within the blocks are typically identified by offsets within 
the block address. Address translation often involves use of 
intermediate terms of a logical block number (LBN) and 
logical page. 

0010 Data stored in a metablock are often updated, the 
likelihood of updates as the data capacity of the metablock 
increases. Updated sectors of one metablock are normally 
written to another metablock. The unchanged sectors are 
usually also copied from the original to the new metablock, 
as part of the same programming operation, to consolidate 
the data. Alternatively, the unchanged data may remain in 
the original metablock until later consolidation with the 
updated data into a single metablock again. 
0011. It is common to operate large block or metablock 
systems with some extra blocks maintained in an erased 
block pool. When one or more pages of data less than the 
capacity of a block are being updated, it is typical to write 
the updated pages to an erased block from the pool and then 
copy data of the unchanged pages from the original block to 
erase pool block. Variations of this technique are described 
in aforementioned U.S. Pat. No. 6,763,424. Over time, as a 
result of host data files being re-written and updated, many 
blocks can end up with a relatively few number of its pages 
containing valid data and remaining pages containing data 
that is no longer current. In order to be able to efficiently use 
the data storage capacity of the array, logically related data 
pages of valid data are from time-to-time gathered together 
from fragments among multiple blocks and consolidated 
together into a fewer number of blocks. This process is 
commonly termed 'garbage collection.” 
0012. In some memory systems, the physical memory 
cells are also grouped into two or more Zones. A Zone may 
be any partitioned Subset of the physical memory or memory 
system into which a specified range of logical block 
addresses is mapped. For example, a memory system 
capable of storing 64 Megabytes of data may be partitioned 
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into four Zones that store 16 Megabytes of data per Zone. The 
range of logical block addresses is then also divided into 
four groups, one group being assigned to the physical blocks 
of each of the four Zones. Logical block addresses are 
constrained, in a typical implementation, such that the data 
of each are never written outside of a single physical Zone 
into which the logical block addresses are mapped. In a 
memory cell array divided into planes (Sub-arrays), which 
each have their own addressing, programming and reading 
circuits, each Zone preferably includes blocks from multiple 
planes, typically the same number of blocks from each of the 
planes. Zones are primarily used to simplify address man 
agement Such as logical to physical translation, resulting in 
smaller translation tables, less RAM memory needed to hold 
these tables, and faster access times to address the currently 
active region of memory, but because of their restrictive 
nature can result in less than optimum wear leveling. 
0013 Individual flash EEPROM cells store an amount of 
charge in a charge storage element or unit that is represen 
tative of one or more bits of data. The charge level of a 
storage element controls the threshold Voltage (commonly 
referenced as VT) of its memory cell, which is used as a basis 
of reading the storage State of the cell. A threshold Voltage 
window is commonly divided into a number of ranges, one 
for each of the two or more storage states of the memory 
cell. These ranges are separated by guardbands that include 
a nominal sensing level that allows determining the storage 
states of the individual cells. These storage levels do shift as 
a result of charge disturbing programming, reading or eras 
ing operations performed in neighboring or other related 
memory cells, pages or blocks. Error correcting codes 
(ECCs) are therefore typically calculated by the controller 
and stored along with the host data being programmed and 
used during reading to Verify the data and perform some 
level of data correction if necessary. Also, shifting charge 
levels can be restored back to the centers of their state ranges 
from time-to-time, before disturbing operations cause them 
to shift completely out of their defined ranges and thus cause 
erroneous data to be read. This process, termed data refresh 
or scrub, is described in U.S. Pat. Nos. 5,532,962 and 
5,909,449, and U.S. patent application Ser. No. 10/678,345, 
filed Oct. 3, 2003. 
0014. The responsiveness of flash memory cells typically 
changes over time as a function of the number of times the 
cells are erased and re-programmed. This is thought to be the 
result of Small amounts of charge being trapped in a storage 
element dielectric layer during each erase and/or re-pro 
gramming operation, which accumulates over time. This 
generally results in the memory cells becoming less reliable, 
and may require higher Voltages for erasing and program 
ming as the memory cells age. The effective threshold 
Voltage window over which the memory states may be 
programmed can also decrease as a result of the charge 
retention. This is described, for example, in U.S. Pat. No. 
5,268,870. The result is a limited effective lifetime of the 
memory cells; that is, memory cell blocks are subjected to 
only a preset number of erasing and re-programming cycles 
before they are mapped out of the system. The number of 
cycles to which a flash memory block is desirably subjected 
depends upon the particular structure of the memory cells, 
the amount of the threshold window that is used for the 
storage states, the extent of the threshold window usually 
increasing as the number of storage states of each cell is 
increased. Depending upon these and other factors, the 
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number of lifetime cycles can be as low as 10,000 and as 
high as 100,000 or even several hundred thousand. 

0015. In order to keep track of the number of cycles 
experienced by the memory cells of the individual blocks, a 
count can be kept for each block, or for each of a group of 
blocks, that is incremented each time the block is erased, as 
described in aforementioned U.S. Pat. No. 5,268,870. This 
count may be stored in each block, as there described, or in 
a separate block along with other overhead information, as 
described in U.S. Pat. No. 6,426,893. In addition to its use 
for mapping a block out of the system when it reaches a 
maximum lifetime cycle count, the count can be earlier used 
to control erase and programming parameters as the memory 
cell blocks age. And rather than keeping an exact count of 
the number of cycles, U.S. Pat. No. 6,345,001 describes a 
technique of updating a compressed count of the number of 
cycles when a random or pseudo-random event occurs. 

0016. The cycle count can also be used to even out the 
usage of the memory cell blocks of a system before they 
reach their end of life. Several different wear leveling 
techniques are described in U.S. Pat. No. 6,230,233, U.S. 
patent application publication no. US 2004/0083335, and in 
the following U.S. patent applications filed Oct. 28, 2002: 
Ser. No. 10/281,739 (now published as WO 2004/040578), 
Ser. No. 10/281,823 (now published as no. US 2004/ 
0177212), Ser. No. 10/281,670 (now published as WO 
2004/040585) and Ser. No. 10/281,824 (now published as 
WO 2004/04.0459). The primary advantage of wear leveling 
is to prevent some blocks from reaching their maximum 
cycle count, and thereby having to be mapped out of the 
system, while other blocks have barely been used. By 
spreading the number of cycles reasonably evenly over all 
the blocks of the system, the full capacity of the memory can 
be maintained for an extended period with good perfor 
mance characteristics. 

0017. In another approach to wear leveling, boundaries 
between physical Zones of blocks are gradually migrated 
across the memory cell array by incrementing the logical 
to-physical blockaddress translations by one or a few blocks 
at a time. This is described in U.S. patent application 
publication no. 2004/0083335. 

0018 Aprincipal cause of a few blocks of memory cells 
being Subjected to a much larger number of erase and 
re-programming cycles than others of the memory system is 
the hosts continual re-writing of data sectors in a relatively 
few logical block addresses. This occurs in many applica 
tions of the memory system where the host continually 
updates certain sectors of housekeeping data stored in the 
memory, such as file allocation tables (FATs) and the like. 
Specific uses of the host can also cause a few logical blocks 
to be re-written much more frequently than others with user 
data. In response to receiving a command from the host to 
write data to a specified logical block address, the data are 
written to one of a few blocks of a pool of erased blocks. 
That is, instead of re-writing the data in the same physical 
block where the original data of the same logical block 
address resides, the logical block address is remapped into 
a block of the erased block pool. The block containing the 
original and now invalid data is then erased either immedi 
ately or as part of a later garbage collection operation, and 
then placed into the erased block pool. The result, when data 
in only a few logical block addresses are being updated 
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much more than other blocks, is that a relatively few 
physical blocks of the system are cycled with the higher rate. 
It is of course desirable to provide the capability within the 
memory system to even out the wear on the physical blocks 
when encountering Such grossly uneven logical block 
access, for the reasons given above. 

SUMMARY OF THE INVENTION 

0019. It is also desirable to be able to provide such wear 
leveling without the necessity of maintaining counts or other 
indications of the numbers of times that the individual 
physical blocks are cycled, since this utilizes additional 
hardware and operational overhead that can affect the over 
all performance of the system. Therefore, according to a 
principal aspect of the present invention, the physical blocks 
of the memory are exchanged with blocks of the erased 
block pool, one or a few at a time, in sequence, without the 
need to maintain physical block erase cycle counts. That is, 
a cyclic incrementing relocation pointer can be scanned 
through the physical block addresses to select one or a few 
blocks at a time to be exchanged with the same number of 
erased pool blocks. Such an exchange is desirably per 
formed at intervals between which a certain number of a 
particular memory operation have occurred, such as every 
certain number of programming operations directed to 
physical blocks within the erased block pool. Physical 
blocks that experience low usage are by this technique 
reallocated into the erased block pool where they are sub 
jected to additional usage in place of the heavily used erased 
pool blocks. In effect, the erased pool blocks are caused to 
migrate throughout the physical space of the entire memory 
system or a defined portion of it such as a plane or a Zone. 
0020. Alternatively, instead scanning through the physi 
cal block addresses to select one or a few blocks at a time 
to be exchanged, logical block addresses may be scanned 
instead. When one or more logical blocks have been selected 
in this way, the corresponding physical blocks are identified 
by accessing the logical-to-physical address table main 
tained by the memory controller. The identified one or more 
physical blocks are then exchanged with an equal number of 
blocks from the erase pool, in the manner Summarized 
above. 

0021 According to another aspect of the present inven 
tion, experience counts or indications of the usage of indi 
vidual blocks or groups of blocks may be employed in 
conjunction with the foregoing to enhance the wear leveling 
process. This can be worthwhile particularly if the capability 
of maintaining these counts or indications are being pro 
vided in the memory system for other reasons anyway. For 
example, instead of incrementing through the individual 
physical blocks in order to designate a block for a wear 
leveling exchange with an erased pool block, the experience 
counts of a number of physical blocks within a range of 
physical block addresses may be examined at one time to 
select only one or a few of those blocks with the lowest 
counts to be exchanged while the others of the group are not 
exchanged. In another example of the use of physical block 
experience counts, rather than automatically initiating a 
wear leveling exchange at an interval of a given number of 
programming operations, such a scheduled exchange can be 
skipped when the experience counts of one to all of the 
erased pool blocks do not exceed an average count of all the 
physical blocks by a predefined amount. Further, logical 
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block experience counts may be maintained by the memory 
system controller to identify physical blocks with a low 
number of experience counts as those storing data of logical 
blocks having low counts. Conversely, logical blocks with 
high counts provide an indication of likely continued heavy 
cycling of its data. These logical block counts can also be 
used to limit initiation of scheduled wear leveling exchanges 
between one physical block and another of the erase pool 
when such an exchange is unnecessary to even wear 
between the blocks. Such limits on the initiation of wear 
leveling exchanges are particularly advantageous during 
early stages of a memory system operation when the wear is 
relatively level and Such exchanges are then usually unnec 
essary. 

0022. Additional aspects, advantages and features of the 
scrubbing system herein are included in the following 
description of exemplary examples thereof, which descrip 
tion should be taken in conjunction with the accompanying 
drawings. All patents, patent applications, articles and other 
publications referenced herein are hereby incorporated 
herein by those references in their entirety for all purposes. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0023 FIGS. 1A and 1B are block diagrams of a non 
Volatile memory and a host system, respectively, that operate 
together; 

0024 FIG. 2 illustrates a first example organization of 
the memory array of FIG. 1A: 

0.025 FIG. 3 shows an example host data sector with 
overhead data as stored in the memory array of FIG. 1A: 

0026 FIG. 4 illustrates a second example organization of 
the memory array of FIG. 1A: 

0027 FIG. 5 illustrates a third example organization of 
the memory array of FIG. 1A: 

0028 FIG. 6 shows an extension of the third example 
organization of the memory array of FIG. 1A: 

0029 FIG. 7 is a circuit diagram of a group of memory 
cells of the array of FIG. 1A in one particular configuration; 

0030 FIG. 8 conceptually illustrates a first simplified 
example of addressing the memory array of FIG. 1A during 
programming: 

0031 FIGS. 9A-9F provide an example of several pro 
gramming operations in sequence without wear leveling; 

0032 FIGS. 10A-10F show some of the programming 
sequence of FIGS. 9A-9F with wear leveling: 

0033 FIG. 11 conceptually illustrates a second simpli 
fied example of addressing the memory array of Figure IA 
during programming: 

0034 FIG. 12 shows fields of user and overhead data of 
an example data sector that is stored in the memory; 

0035 FIG. 13 illustrates a data sector storing physical 
block erase cycle counts; and 

0.036 FIG. 14 is a flow chart showing an example wear 
leveling sequence. 
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DESCRIPTION OF EXEMPLARY 
EMBODIMENTS 

Memory Architectures and Their Operation 
0037 Referring initially to FIG. 1A, a flash memory 
includes a memory cell array and a controller. In the 
example shown, two integrated circuit devices (chips) 11 
and 13 include an array 15 of memory cells and various logic 
circuits 17. The logic circuits 17 interface with a controller 
19 on a separate chip through data, command and status 
circuits, and also provide addressing, data transfer and 
sensing, and other Support to the array 13. A number of 
memory array chips can be from one to many, depending 
upon the storage capacity provided. The controller and part 
or the entire array can alternatively be combined onto a 
single integrated circuit chip but this is currently not an 
economical alternative. 

0038 A typical controller 19 includes a microprocessor 
21, a read-only-memory (ROM) 23 primarily to store firm 
ware and a buffer memory (RAM) 25 primarily for the 
temporary storage of user data either being written to or read 
from the memory chips 11 and 13. Circuits 27 interface with 
the memory array chip(s) and circuits 29 interface with a 
host though connections 31. The integrity of data is in this 
example determined by calculating an ECC with circuits 33 
dedicated to calculating the code. As user data is being 
transferred from the host to the flash memory array for 
storage, the circuit calculates an ECC from the data and the 
code is stored in the memory. When that user data are later 
read from the memory, they are again passed through the 
circuit 33 which calculates the ECC by the same algorithm 
and compares that code with the one calculated and stored 
with the data. If they compare, the integrity of the data is 
confirmed. If they differ, depending upon the specific ECC 
algorithm utilized, those bits in error, up to a number 
Supported by the algorithm, can be identified and corrected. 
0.039 The connections 31 of the memory of FIG. 1A 
mate with connections 31' of a host system, an example of 
which is given in Figure IB. Data transfers between the host 
and the memory of FIG. 1A are through interface circuits 
35. A typical host also includes a microprocessor 37, a ROM 
39 for storing firmware code and RAM 41. Other circuits 
and Subsystems 43 often include a high capacity magnetic 
data storage disk drive, interface circuits for a keyboard, a 
monitor and the like, depending upon the particular host 
system. Some examples of Such hosts include desktop 
computers, laptop computers, handheld computers, palmtop 
computers, personal digital assistants (PDAs), MP3 and 
other audio players, digital cameras, video cameras, elec 
tronic game machines, wireless and wired telephony 
devices, answering machines, Voice recorders, network rout 
ers and others. 

0040. The memory of FIG. 1A may be implemented as 
a small enclosed memory card or flash drive containing the 
controller and all its memory array circuit devices in a form 
that is removably connectable with the host of FIG. 1B. That 
is, mating connections 31 and 31' allow a card to be 
disconnected and moved to another host, or replaced by 
connecting another card to the host. Alternatively, the 
memory array devices may be enclosed in a separate card 
that is electrically and mechanically connectable with a card 
containing the controller and connections 31. As a further 
alternative, the memory of FIG. 1A may be embedded 
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within the host of FIG. 1B, wherein the connections 31 and 
31' are permanently made. In this case, the memory is 
usually contained within an enclosure of the host along with 
other components. 

0041. The wear leveling techniques herein may be imple 
mented in Systems having various specific configurations, 
examples of which are given in FIGS. 2-6. FIG. 2 illustrates 
a portion of a memory array wherein memory cells are 
grouped into blocks, the cells in each block being erasable 
together as part of a single erase operation, usually simul 
taneously. A block is the minimum unit of erase. 
0042. The size of the individual memory cell blocks of 
FIG. 2 can vary but one commercially practiced form 
includes a single sector of data in an individual block. The 
contents of such a data sector are illustrated in FIG. 3. User 
data 51 are typically 512 bytes. In addition to the user data 
51 are overhead data that includes an ECC 53 calculated 
from the user data, parameters 55 relating to the sector data 
and/or the block in which the sector is programmed and an 
ECC 57 calculated from the parameters 55 and any other 
overhead data that might be included. 
0043. The parameters 55 may include a quantity related 
to the number of program/erase cycles experienced by the 
block, this quantity being updated after each cycle or some 
number of cycles. When this experience quantity is used in 
a wear leveling algorithm, logical block addresses are regu 
larly re-mapped to different physical block addresses in 
order to even out the usage (wear) of all the blocks. Another 
use of the experience quantity is to change Voltages and 
other parameters of programming, reading and/or erasing as 
a function of the number of cycles experienced by different 
blocks. 

0044) The parameters 55 may also include an indication 
of the bit values assigned to each of the storage states of the 
memory cells, referred to as their “rotation'. This also has a 
beneficial effect in wear leveling. One or more flags may 
also be included in the parameters 55 that indicate status or 
states. Indications of Voltage levels to be used for program 
ming and/or erasing the block can also be stored within the 
parameters 55, these voltages being updated as the number 
of cycles experienced by the block and other factors change. 
Other examples of the parameters 55 include an identifica 
tion of any defective cells within the block, the logical 
address of the block that is mapped into this physical block 
and the address of any Substitute block in case the primary 
block is defective. The particular combination of parameters 
55 that are used in any memory system will vary in accor 
dance with the design. Also, some or all of the overhead data 
can be stored in blocks dedicated to such a function, rather 
than in the block containing the user data or to which the 
overhead data pertains. 

0045. Different from the single data sector block of FIG. 
2 is a multi-sector block of FIG. 4. An example block 59, 
still the minimum unit of erase, contains four pages 0-3, each 
of which is the minimum unit of programming. One or more 
host sectors of data are stored in each page, usually along 
with overhead data including at least the ECC calculated 
from the sector's data and may be in the form of the data 
Sector of FIG. 3. 

0046 Re-writing the data of an entire block usually 
involves programming the new data into an erased block of 
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an erase block pool, the original block then being erased and 
placed in the erase pool. When data of less than all the pages 
of a block are updated, the updated data are typically stored 
in a page of an erased block from the erased block pool and 
data in the remaining unchanged pages are copied from the 
original block into the new block. The original block is then 
erased. Variations of this large block management technique 
include writing the updated data into a page of another block 
without moving data from the original block or erasing it. 
This results in multiple pages having the same logical 
address. The most recent page of data is identified by some 
convenient technique Such as the time of programming that 
is recorded as a field in sector or page overhead data. 

0047 A further multi-sector block arrangement is illus 
trated in FIG. 5. Here, the total memory cell array is 
physically divided into two or more planes, four planes 0-3 
being illustrated. Each plane is a Sub-array of memory cells 
that has its own data registers, sense amplifiers, addressing 
decoders and the like in order to be able to operate largely 
independently of the other planes. All the planes may be 
provided on a single integrated circuit device or on multiple 
devices. Each block in the example system of FIG. 5 
contains 16 pages P0-P15, each page having a capacity of 
one, two or more host data sectors and some overhead data. 

0048 Yet another memory cell arrangement is illustrated 
in FIG. 6. Each plane contains a large number of blocks of 
cells. In order to increase the degree of parallelism of 
operation, blocks within different planes are logically linked 
to form metablocks. One such metablock is illustrated in 
FIG. 6 as being formed of block 3 of plane 0, block 1 of 
plane 1, block 1 of plane 2 and block 2 of plane 3. Each 
metablock is logically addressable and the memory control 
ler assigns and keeps track of the blocks that form the 
individual metablocks. The host system preferably inter 
faces with the memory system in units of data equal to the 
capacity of the individual metablocks. Such a logical data 
block 61 of FIG. 6, for example, is identified by a logical 
block addresses (LBA) that is mapped by the controller into 
the physical block numbers (PBNs) of the blocks that make 
up the metablock. All blocks of the metablock are erased 
together, and pages from each block are preferably pro 
grammed and read simultaneously. 

0049. There are many different memory array architec 
tures, configurations and specific cell structures that may be 
employed to implement the memories described above with 
respect to FIGS. 2-6. One block of a memory array of the 
NAND type is shown in FIG. 7. A large number of column 
oriented Strings of series connected memory cells are con 
nected between a common source 65 of a voltage Vss and 
one of bit lines BL0-BLN that are in turn connected with 
circuits 67 containing address decoders, drivers, read sense 
amplifiers and the like. Specifically, one such string contains 
charge storage transistors 70, 71 . . . 72 and 74 connected in 
series between select transistors 77 and 79 at opposite ends 
of the Strings. In this example, each string contains 16 
storage transistors but other numbers are possible. Word 
lines WL0-WL15 extend across one storage transistor of 
each string and are connected to circuits 81 that contain 
address decoders and voltage source drivers of the word 
lines. Voltages on lines 83 and 84 control connection of all 
the strings in the block together to either the Voltage source 
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65 and/or the bit lines BL0-BLN through their select tran 
sistors. Data and addresses come from the memory control 
ler. 

0050 Each row of charge storage transistors (memory 
cells) of the block forms a page that is programmed and read 
together. An appropriate Voltage is applied to the word line 
(WL) of Such a page for programming or reading its data 
while Voltages applied to the remaining word lines are 
selected to render their respective storage transistors con 
ductive. In the course of programming or reading one row 
(page) of storage transistors, previously stored charge levels 
on unselected rows can be disturbed because of Voltages 
applied across all the strings and to their word lines. 
0051. Addressing the type of memory described above is 
schematically illustrated by FIG. 8, wherein a memory cell 
array 91, drastically simplified for ease of explanation, 
contains 18 blocks 0-17. The logical blockaddresses (LBAs) 
received by the memory system from the host are translated 
into an equal number of physical block numbers (PBNs) by 
the controller, this translation being functionally indicated 
by a block 93. In this example, the logical address space 
includes 16 blocks, LBAs 0-15, that are mapped into the 18 
block physical address space, the 2 additional physical 
blocks being provided for an erased block pool. The identity 
of those of the physical blocks currently in the erased block 
pool is kept by the controller, as indicated by a block 95. In 
actual systems, the extra physical blocks provided for an 
erased block pool are less than five percent of the total 
number of blocks in the system, and more typically less than 
two or three percent. The memory cell blocks 91 can 
represent all the blocks in an array or those of a portion of 
an array Such as a plane or a Zone, wherein the group of 
blocks 91 and operation of the group are repeated one or 
more times. Each of the blocks shown can be the usual block 
with the smallest number of memory cells that are erasable 
together or can be a metablock formed of two or more such 
blocks in two or more respective planes. 
Operation of an Example Memory System Without Wear 
Leveling 
0.052 In order to illustrate the concentration of use of 
physical blocks that can result when the data of a small 
number of logical block addresses are repetitively updated, 
an example sequence of five consecutive programming 
operations is described with respect to FIGS. 9A-9F. FIG. 
9A shows a starting situation where data with logical 
addresses LBA 2 and LBA 3 are stored in physical blocks 
with addresses PBN 6 and PBN 10, respectively. Shaded 
physical blocks PBN 3 and PBN 9 are erased and form the 
erased block pool. For this illustration, data at LBA 2 and 
LBA3 are repetitively updated, one at a time. 
0053 Assume a programming operation where the data at 
logical address LBA 2 is to be re-written. Of the two blocks 
3 and 9 in the erase pool, as shown in FIG. 9B, block 3 is 
chosen to receive the data. The choice of an erased block 
from the pool may be random, based upon a sequence of 
selecting the block that has been in the erase pool the 
longest, or based upon some other criterion. After data is 
written into block 3, block 6, which contains the invalid data 
from LBA 2 that has just been updated, is erased. The 
logical-to-physical address translation 93 is then updated to 
show that LBA 2 is now mapped into PBN3 instead of PBN 
6. The erased block pool list is also then updated to remove 
PBN 3 and add PBN 6. 
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0054. In a next programming operation illustrated in 
FIG. 9C, the data of LBA3 are updated. The new data are 
written to erased pool block 9 and block 10 with the old data 
is erased and placed in the erase pool. In FIG. 9D, the data 
of LBA 2 are again updated, this time being programmed 
into erase pool block 10, with the former block 3 being 
added to the erase pool. The data of LBA3 are again updated 
in FIG.9E, this time by writing the new data to erased block 
6 and returning block 9 to the erase pool. Lastly, in FIG. 9F 
of this example, the data of LBA 2 is again updated by 
writing the new data to the erase pool block 3 and adding 
block 10 to the erase pool. 

0.055 What this example sequence of FIGS. 9A-9F 
clearly shows is that only a few of the 18 blocks 91 are 
receiving all the activity. Only blocks 3, 6, 9 and 10 are 
programmed and erased. The remaining 14 blocks have been 
neither programmed nor erased. Although this example may 
be somewhat extreme in showing the repetitive updating of 
data in only two logical block addresses, it does accurately 
illustrate the problem of uneven wear due to repetitive host 
rewrites of data in only a small percentage of the logical 
block addresses. And as the memory becomes larger with 
more physical blocks, the unevenness of wear can become 
more pronounced as there are more blocks that potentially 
have a low level of activity. 
Wear Leveling Without Maintaining Block Experience 
Counts 

0056. An example of a process to level out this uneven 
wear on the physical blocks is given in FIGS. 10A-10F. In 
FIG. 10A, the state of the blocks shown is after completion 
of the programming and erasing operations illustrated in 
FIG. 9B. But before proceeding to the next programming 
operation, a wear leveling operation is carried out, which is 
shown in FIG. 10B. In this case, a wear leveling-exchange 
occurs between physical blocks 0 and 6. Block 0 is involved 
as a result of being the first block in order of a sequence that 
scans all the physical blocks of the memory 91, one at a time, 
in the course of performing wear leveling exchanges. Block 
6 is chosen because it is in the erase pool when the exchange 
is to take place. Block 6 is chosen over block 9, also in the 
erase pool, on a random basis or because it has been 
designated for the next write operation. The exchange 
between blocks 0 and 6 include copying the data from block 
0 into block 6 and then erasing block 0, as shown in FIG. 
10B. The address translation 93 (FIG. 8) is then updated so 
that the LBA that was mapped into block 0 is now mapped 
into block 6. The erased block pool list 95 is also updated to 
remove block 6 and add block 0. Block 6 is typically 
removed from the head of the erased block pool list 95 and 
block 0 added to the end of that list. 

0057 Thereafter, a new programming step would nor 
mally be carried out, an example being shown in FIG. 10C. 
Updated data received with the LBA 3 can be written into 
erase pool block 0, which was not in the erase pool during 
the corresponding write operation illustrated in FIG. 9C. 
The intervening wear leveling exchange has changed this. 
After updated data of LBA 3 is written into block 0, block 
10 holding the prior version of the data of LBA 3 is erased 
and made part of the erase pool. Physical block 0 has been 
added to those of the erase pool that are being actively 
utilized in this example, while block 6, actively utilized in 
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the past, now stores data for a LBA that is not being updated 
so frequently. Physical block 6 is now likely to be able to rest 
for a while. 

0.058 Another programming operation is illustrated in 
FIG. 10D, this time to update the data of LBA 2, which is 
written into erase pool physical block 9 in this example. 
Block 3 containing the old data of LBA 2 is then erased and 
block 3 becomes part of the erase pool. 
0059. After the two write operations illustrated in FIGS. 
10C and 10D, another wear leveling exchange is made, as 
shown in FIG. 10E. The next in order block 1 (block 0 was 
exchanged the last time, FIG. 10B) is exchanged with one 
of the blocks currently in the erase pool. In this case, block 
1 is exchanged with block 3. This involves transferring data 
from block 1 into the erased block 3, and then erasing block 
1. The address translation table 93 (FIG. 8) is then updated 
to remap the LBA, formerly mapped into block 1, into block 
3, and add block 1 to the erase pool list 95. Block 1, with a 
low level of use, has then been added to the list of blocks 
likely to be used heavily until later replaced, while the 
heavily used block 3 will now receive data for an LBA that 
has been relatively inactive and is likely to remain so for a 
time. 

0060. In a final operation of this example, another pro 
gramming operation is performed, shown in FIG. 10F. 
Here, updated data of LBA3 is written into the erase block 
10 and block 0 becomes part of the erase pool. 

0061. It can be seen, as a result of the two wear leveling 
exchanges in this example, that two heavily used blocks 
have been removed from the sequence of being cycled to the 
erase pool, being written with new data, again being moved 
to the erase pool, and again being written with new data, and 
so on. In their place, two blocks with low usage (no usage 
in this example) replace them in this potential heavy use 
cycle. The result, as further wear leveling exchanges occur 
in sequence with blocks 2, 3, 4 etc. in order, is that all the 
blocks of the memory 91 more evenly share the duty of 
being erase pool blocks. The designated erase pool blocks 
are moved throughout the entire memory space. 
0062. In this example, a wear leveling exchange has been 
caused to occur once every two programming cycles, in 
order to explain the concepts involved. But in actual imple 
mentations, this may be made to occur at intervals of 50. 
100, 200 or more instances of programming data into an 
erase block. Any other data programming operations that do 
not use a block from the erase pool. Such as when data are 
written into one or a few pages of a block not in the erase 
pool, can be omitted from the count since they do not 
contribute directly to the uneven wear that is sought to be 
remedied. Since the wear leveling process adds some over 
head to the operation of the memory system, it is desirable 
to limit its frequency to that necessary to accomplish the 
desired wear leveling. The interval at which a wear leveling 
exchange takes place can also be dynamically varied in 
response to patterns of host data updates, which host patterns 
can be monitored. Further, some other parameter of opera 
tion of the memory system other than the number of pro 
gramming operations may be used instead to trigger the 
wear leveling exchange. 

0063. The wear leveling process illustrated in the 
example of FIGS. 10A-10F increments a relocation pointer 

May 18, 2006 

through the physical blocks in order to identify each new 
candidate for a wear leveling exchange, to take place when 
the other criterion is met. This pointer need not, of course, 
follow this particular order but can be some other order. 
Alternatively, the block to be pointed to can be determined 
by a random or pseudo-random number generator of physi 
cal block numbers. In addition, although the example herein 
shows one block being exchanged at a time, two or more 
blocks can be exchanged at a time, depending upon the size 
of the memory, the number of blocks, proportional number 
of erased pool blocks, and the like. In any case, a block that 
has been pointed to will not usually be exchanged if, at the 
time the other criterion is met for an exchange to occur, the 
block is either erased or Subject to a pending programming 
operation by the controller. 
0064. As an alternative to using the physical block 
address for selecting the Source block, according to a 
sequential progression or otherwise, the logical address of a 
block of data may be used instead. This makes no real 
difference of the effectiveness of the wear leveling, but it has 
Some implementation advantages. 

0065. It may be noted that these relocations of data also 
have the effect of refreshing the data. That is, if the threshold 
levels of some of the memory cells have drifted from their 
optimum levels for their programmed States by disturbing 
operations on neighboring cells, rewriting the data into 
another block restores the threshold levels to their optimum 
levels before they have drifted so far as to cause read errors. 
But if some threshold levels of data in a block have drifted 
that far before the wear leveling exchange, the controller can 
perform an error correction operation on the read data to 
correct a limited number of errors within the capability of 
such error correction before the data are rewritten into the 
erase pool block. 
Wear Leveling Supplemented by the Use of Block Experi 
ence Counts 

0066 Aprincipal advantage of the wear leveling process 
described above with respect to FIGS. 8-10 is that it does 
not require the maintenance of individual block or block 
group erase cycle experience counts as do other wear 
leveling algorithms. But experience counts can enhance the 
wear leveling process described. Particularly if such expe 
rience counts are present in the system anyway to serve 
another purpose, it may be beneficial to the performance of 
the system to use them as part of the wear leveling process. 
Primarily, such counts may be used to Supplement the 
algorithm described above to reduce the number or fre 
quency of wear leveling exchanges that would otherwise 
take place. 
0067. A system capable of maintaining individual block 
physical and/or logical experience counts is illustrated in 
FIGS. 11-13. Referring first to FIG. 11, operation of the 
controller 19 (FIG. 1A) to program data into flash memory 
is illustrated in a manner similar to that of FIG. 8 but is 
different in that hot counts of a number of data rewrites for 
individual logical blocks and hot counts of a number of 
erasures for individual physical blocks of the memory cell 
array are maintained and utilized. A logical-to-physical 
address translation function 121 converts logical block 
addresses (LBAs) from a host memory space 125 with 
which the memory system is connected to physical block 
addresses (PBAs) of a memory cell array 127 in which data 
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are programmed. A list 123 is maintained of those of the 
physical blocks 127 that are in an erased state and available 
to be programmed with data. A list 129 includes the number 
of erase cycles experienced by each of most or all of the 
blocks 127, the physical block hot counts. The list 129 is 
updated each time a block is erased. Another list 131 
contains two sets of data for the logical blocks, indications 
of the number of times that the logical blocks of data have 
been updated (logical hot counts) and indications such as 
time stamps that record the last time that data of the 
individual logical sectors were updated. The data of the lists 
123, 129 and 131 may be kept in tables within the controller 
but more commonly are stored in the non-volatile flash 
memory in sector or block headers or separate blocks used 
to record overhead data. The controller 19 then builds tables 
or portions of tables as necessary from this non-volatile data 
and stores them in its volatile memory 25 (FIG. 1A). 
0068. The host address space 125 is illustrated in FIG. 11 

to contain logical blocks LBA 0-LBAN, each logical block 
including a number of logical sectors outlined by dashed 
lines, such as a sector 133 within LBA 0. The physical 
memory 127 is shown to include a number of memory cell 
blocks PBN 0-PBN (N+2). In this example, there are two 
more physical blocks than there are logical blocks to provide 
an erased block pool containing at least two blocks. At any 
one time, there can be more than two erased blocks of the 
memory 127 that form the erased block pool, their PBNs 
being stored in the list 123. The amount of data stored in 
each physical block PBN is the same as that of each host 
logical block LBA. In this example, the individual physical 
blocks store two sectors of data in each page of the block, 
such a page 135 being shown in the block PBN 0. The 
memory cell array 127 can be implemented in multiple 
sub-arrays (planes) and/or defined Zones with or without the 
use of metablocks but is illustrated in FIG. 11 as a single 
unit for ease in explanation. The wear leveling principles 
being described herein can be implemented in all Such types 
of memory arrays. 

0069. A specific example of the fields included in indi 
vidual data sectors as programmed into the memory 127 is 
given in FIG. 12. Data 137, typically but not necessarily 512 
bytes, occupies most of the sector. Such data is most 
commonly user data stored from outside of the memory 
system, such as data of documents, photographs, audio files 
and the like. But some data sectors and physical blocks are 
commonly used in a memory system to store parameters and 
various operating information referenced by the controller 
when executing its assigned tasks, some of which are 
programmed from outside the memory system and others of 
which are generated by the controller within the memory 
system. 

0070. In addition to the data 137, overhead data, typically 
but not necessarily 16 bytes total, is also stored as part of 
each sector. In the example of FIG. 12, this overhead 
includes a header 139 and an error correction code (ECC) 
141 calculated from the data 137 by the controller as the data 
are programmed. The header includes fields 143 and 145 
that give the logical address for the data sector, each of 
which will be unique. An experience count 147 provides an 
indication of a number of instances of reprogramming. If a 
logical experience count, 147 indicates a number of times 
that data of the particular sector has been written into the 
memory. If a physical experience count, 147 indicates a 
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number of times that the page in which the data are written 
has been erased and re-programmed. 
0071. A time stamp 149 may also be included in the 
overhead data to provide an indication of how long it has 
been since the particular data sector has been rewritten into 
the memory. This can be in the form of a value of a running 
clock at the time of the last programming of the sector, 
which value can then be compared to the current clock time 
to obtain the time since the sector was last programmed. 
Alternatively, the time stamp 149 can be a value of a global 
counter of the number of data sectors programmed at the 
time the data sector was last programmed. Again, the 
relative time of the last programming is obtained by reading 
and comparing this number with the current value of Such a 
global counter. One or more flags 151 may also be included 
in the header. Finally, an ECC 153 calculated from the 
header is also usually included. 
0072 FIG. 13 shows one sector of data stored in the 
memory that includes the experience count indications of 
many physical blocks. A field 163 stores the indication for 
block PBN 0, a field 165 for block PBN 1, and so on. An 
ECC 167 calculated from all the hot count fields is also 
included, as is some form of a header 169 that can contain 
the same fields as the header 139 of FIG. 12 but not 
necessarily. Such an overhead sector is likely stored in a 
block containing a number of other Such sectors. Alterna 
tively, the individual block hot counts can be stored in the 
blocks to which they pertain, such as the overhead data field 
147 of FIG. 12 in one sector of the block, or elsewhere 
within the individual blocks, to provide a single experience 
count per block. 
0073. One example of a beneficial use of experience 
counts is in the selection of a block or blocks to be 
exchanged. Instead of stepping through each of the blocks 
individually in a preset order, groups of a number of blocks 
each, physically contiguous or otherwise, are considered at 
a time. The number of blocks in each group is in excess of 
the one or more blocks that can be selected for the wear 
leveling exchange. The experience counts of each group of 
blocks are read and one or more of the blocks with the lowest 
counts of the group are selected for the exchange. The 
remaining blocks are not exchanged. This technique allows 
the wear leveling to be more effective by targeting certain 
blocks, and thus allows the exchanges to be made less 
frequently. This reduces the amount of overhead added to 
the memory system operation by the wear leveling. 
0074 Another way to omit unnecessary wear leveling 
exchanges involves selecting the erase pool block(s) as 
discussed above, not using experience counts, but then 
compare the count of the selected block(s) with an average 
of the experience counts of the blocks of some large portion 
or all of the memory that use the particular erase pool. 
Unless this comparison shows the selected erased block to 
have a count in excess of a preset number over the average, 
a scheduled erase exchange does not take place. When this 
difference is small, there is no imbalance in wear of the 
various involved blocks that needs correcting. The preset 
number may be changed over the life of the card in order to 
increase the frequency of the wear leveling operations as the 
cumulative use of the card increases. 

0075 Counts of the number of times data are pro 
grammed into the LBAs of the system, either individually or 
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by groups of LBAS, can be maintained in place of, or in 
addition to, maintaining physical block experience counts. If 
Such logical experience counts are available, they can also 
be used to optimize the erase algorithm. When the count for 
a particular LBA is low, for example, it can be assumed that 
the physical block into which this LBA is mapped will, at 
least in the near future, receive little wear. A scheduled wear 
leveling exchange with an erase pool block can be omitted 
when the LBA count for the data stored in the physical block 
selected in the step 101 is higher than an average by some 
preset amount. A purpose of the wear leveling algorithm 
illustrated in FIG. 10 is to cycle blocks that are being used 
less than average into the erase pool, in order to promote 
even wear of the blocks. However, the mapping of an LBA 
with a very high count into a block of the erase pool could 
work to increase differences of wear instead. 

0076. In an example of the use of block experience 
counts that enhances the process described above, the counts 
of the blocks in the erase pool may be used to select the one 
or more destination blocks to take part in the exchange. The 
erase pool block(s) with the highest count are selected. 
Wear Leveling Process Flow Example 
0077. An example wear leveling process that may incor 
porate the various wear leveling features described above is 
illustrated in the flow chart of FIG. 14. The wear leveling 
process is integrated with the programming of data. In a first 
step 171, a block is identified within the pool of erased 
blocks for use to store the next block of data provided by the 
host for writing into the flash memory or to participate in a 
wear leveling data exchange. This is most simply the block 
that has been in the erase pool the longest, a form of a 
first-in-first-out (FIFO) sequence. This is preferred when 
experience counts are not used. Alternatively, when some 
form of block experience counts are available, the block 
within the erase pool having the highest experience count 
may be identified in the step 171. 
0078. In a next step 173, parameters relevant to deter 
mining whether a wear leveling exchange should take place 
are monitored, and, in a companion step 175, it is deter 
mined whether one or more criteria have been satisfied to 
initiate wear leveling. One such parameter is the number 
blocks from the erase pool that have received new data since 
the last wear leveling exchange, either data written for any 
reason or only user data provided by the host. This requires 
Some form of counting the overall activity of programming 
the memory but does not require individual block experience 
counts to be maintained. A wear leveling exchange may then 
be determined in the step 175 to take place after each N 
number of blocks from the erase pool into which data have 
been written. 

0079 Alternatively for steps 173 and 175, if block expe 
rience counts are available, the counts of the blocks may be 
monitored and a wear leveling exchange initiated when the 
next block made available in the erase pool to receive data, 
such as in the FIFO order mentioned above, has an experi 
ence count that is higher than other blocks, such as higher 
than an average experience count of all or Substantially all 
other blocks in the system. 
0080. It may be desirable that wear leveling exchanges do 
not take place during the early life of the memory system, 
when there is little need for such leveling. If a total count of 
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the number of blocks erased and reprogrammed during the 
life of the memory is available, a wear leveling exchange 
can be initiated with a frequency that increases as the total 
usage of the memory system increases. This method is 
particularly effective if experience counts are used to target 
the selection of the source block. If the number N of blocks 
used since the last wear leveling exchange is used as a 
criterion, that number can be decreased over the life of the 
memory. This decrease can be a linear function of the total 
number of block erase or programming cycles experienced 
by the memory, or some non-linear function including a 
sharp decrease after the memory has been used for a 
significant portion of its total life. That is, no wear leveling 
exchanges take place until the memory has been used a 
Substantial amount, thereby not to adversely impact system 
performance when there is little to be gained by doing so. 

0081. If the criteria are not met in the step 175, a next step 
177 causes the system to wait until the host requests that data 
be written into the memory. When such a request is received, 
data supplied by the host is written by a step 179 into the 
erase pool block identified by the step 171 above. In a next 
step 181, a block with data that has become obsolete as a 
result of the host write is erased. Data in one block are 
rendered obsolete when the host causes new data to be 
written into another block that updates and replaces the data 
in the one block. If the host causes data to be written that do 
not update or replace existing data stored in the memory, 
step 181 is skipped. 

0082. After writing the new data and erasing any obsolete 
data, as indicated by a step 183, the address translation table 
(table 93 of FIG. 8; table 121 of FIG. 11) and the erased 
block pool list (list 95 of FIG. 8: list 123 of FIG. 11) are 
updated. That is, the physical address of the block in which 
data obtained from the host have been written is recorded in 
the translation table to correspond with the logical address of 
the data received from the host. Also, if a block is erased in 
the process, the address of that block is added to the erased 
block pool list so that it may be reused in the future to store 
host data. After the table and list have been updated, the 
processing returns to the step 171 to identify another erase 
pool block for use. 
0083) Returning to the decision step 175, if the criteria 
have been met to initiate a wear leveling operation, a next 
step 185 determines whether there is a wear leveling data 
transfer from one or more blocks to one or more other blocks 
that is currently in process. This can occur if the wear 
leveling operation transfers only a portion of the data 
involved at one time. Such partial data copy is generally 
preferred since it does not preclude other operations of the 
memory, such as data programming, for the longer period 
that is required to copy an entire block of data without 
interruption. By transferring the data in parts, the memory 
may execute other operations in between the transfers. This 
is what is shown in FIG. 14. Data from one block may be 
transferred at a time, in the case of multiple block data 
transfers, or, in the case of a single block data transfer, data 
from only a few of its pages may be transferred at a time. 

0084. Alternatively, all of the data from the source block 
may be transferred into the destination erased pool block as 
part of one operation. This is preferred if the amount of data 
to be copied is small since the time necessary for the transfer 
is then also small. The transfer continues without interrup 
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tion until it is completed. In Such a case, the next step after 
step 175 is a first step 187 of selecting one or more blocks 
for a wear leveling transfer. This is because there will be no 
partially completed data transfer that needs to be resumed. 
0085. In the case where a copying operation is in 
progress, a next step 189 causes the specified portion of the 
data to be transferred to be copied from the previously 
identified source block(s) to the erase pool destination 
block(s). A break is then taken to inquire, at a step 191, 
whether the host has a data write operation pending. This is 
the same decision that is made in the step 177. If the host 
does want to have data written into the memory, the pro 
cessing proceeds to the step 179, where it is done. But if 
there is not host write command pending, a next step 193 
determines whether the data copying of the pending wear 
leveling operation is now complete. If it is not, the process 
ing returns to the step 189 to continue the data copying until 
complete. When the copying is complete, the Source 
block(s) from which the data was copied are erased, as 
indicated by the step 195. The step 183 is then next, where 
the translation table and erased block pool list are updated. 
0.086 Back at the step 185, if there is no data copying in 
progress, a Source block of data to be transferred is next 
identified, in a series of steps 187-205. In the step 187, a first 
candidate block is selected for review. As previously 
described, this most simply involves selecting the one block 
next in order without the need for knowing the relative 
experience counts of the blocks. A pointer can be caused to 
move through the blocks in a designated order, Such as in the 
order of the addresses of the physical blocks. Alternatively, 
a next block for a wear leveling operation may be selected 
by use of a random or pseudo-random address generator. 
0087. If block experience counts are being maintained, 
however, the candidate source block identified in the step 
187 is the first of a group or all of the blocks of an array 
whose experience counts are to be read. One goal is to 
always select the block in the entire array that has the 
Smallest experience count; that is, the coldest block. Another 
alternative is to step through addresses of a designated group 
of blocks in some predetermined order and then identify the 
block within a designated group that is the coldest. Although 
these alternatives are used with physical block experience 
counts, another alternative is to step through the logical 
addresses of a group or all the blocks to determine that 
having the coldest logical experience count. 

0088. Once a candidate source block has been identified 
by the step 187 in one of these ways, a next step 197 
determines whether the candidate is erased. If so, the step 
187 then selects another candidate. If not, a step 199 then 
determines whether there is a pending host operation to 
write data to the candidate block. If there is, the processing 
returns to the step 187 but, if not, proceeds to a step 201 to 
note the experience count of the block if experience counts 
are being used. 
0089. A next step 203 determines whether all the blocks 
in the group or array, as designated, have been reviewed by 
the steps 187-201. If not, a next candidate block is identified 
by the step 187 and the steps 197-203 repeated with respect 
to it. If all blocks have been reviewed, a step 205 selects a 
block or blocks meeting the set criteria, such as the block(s) 
having the lowest experience count. It is those blocks to 
which data are copied in a next step 189. 
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0090 The steps 201, 203 and 205 are utilized when the 
experience counts or some other parameter are utilized to 
make the block selection from a group of blocks being 
considered. In the case where no Such parameter is used, 
namely where the Source block(s) is selected by proceeding 
to the next block address in Some designated or random 
order, that single block or blocks are identified in the step 
187 by use of the address pointer discussed above. Nothing 
then happens in the step 201, since block parameters are not 
being considered, and the decision of the step 203 will 
always be “yes.” The resulting selection in this case is a 
block(s) selected by the step 187 and which survives the 
inquires of the steps 197 and 199. 

0091. The process illustrated by FIG. 14 integrates data 
programming and wear leveling operations. The next block 
of the erase pool identified to receive data (step 171) is used 
as a destination for either a wear leveling data exchange 
within the memory system or data from outside the system. 

0092. As mentioned above, logical block addresses may 
be used to select the source block for a wear leveling 
exchange. When physical blocks are used, a sector in the 
selected block has to be read to determine the logical address 
of the data (so that the translation tables can be subsequently 
updated), to determine if the block contains control data, or 
to determine if the block is erased. If the block is erased, it 
is a “selection miss’ and the process must be repeated on 
another block, as per FIG. 14. This method allows blocks 
with control data, as well as blocks with user data, to be 
selected for wear leveling. 

0093. When logical blocks are used, an address table 
sector is read to determine the physical block address 
corresponding to the selected logical block address. This 
will always result in selection of a block that is not erased, 
and does not contain control data. This eliminates the 
selection miss, as above, and can allow steps 197 and 199 of 
FIG. 14 to be skipped. Wear leveling may be omitted for 
control data blocks. 

0094. The wear leveling process illustrated in FIG. 14 is 
described, specifically in the step 189, to copy all the data 
from the selected Source blocks to an equal number of erase 
pool blocks. Alternatively, this designated amount of data 
may be copied in two or more separate copy operations. If 
data from multiple blocks are to be copied, for example, data 
may be copied from one block at a time. Less than one block 
of data may even be copied each time by copying data from 
a certain number of pages less than that of a block. The 
advantage of partial data copying is that the memory system 
is tied up with each data transfer for less time and therefore 
allows other memory operations to be executed in between. 

0095. If the host tries to access data in the source block(s) 
before all the data has been transferred and the logical-to 
physical address translation table is updated, the current 
wear leveling operation is abandoned. Since the data 
remains intact in the Source block(s) until these steps are 
taken, the host has access to the partially transferred data in 
the source blocks. Such access remains the same as if the 
wear leveling exchange had not been initiated. 

Outline of Wear Leveling Features 

0096. The following outline provides a summary of the 
various features of wear leveling described above. 
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0097. 1. Selection of a block(s) as the source of data 
for a wear leveling exchange. 
0.098 1.1 By a deterministic selection, either the 
next block in a predetermined sequence of blocks, or 
a random or pseudo-random selection, without 
knowing the relative experience counts of the blocks; 
O 

0099) 1.2 If physical block experience counts are 
maintained, select the block of the entire array, plane 
or sub-array with the lowest experience count; or 

0.100) 1.3 If physical block experience counts are 
maintained, make a deterministic selection of a 
group of blocks and then identify the block among 
the group of blocks that has the lowest experience 
count; or 

0.101) 1.4 If logical block experience counts are 
maintained, select the physical block of the entire 
array, plane or sub-array that holds the block of data 
with the lowest logical experience count. 

0102 2.0 Selection of an erased block(s) as the desti 
nation for data in a wear leveling exchange. 
0.103 2.1 Use a predetermined sequence of the 
erased pool blocks to select one of them, such as the 
block that has been in the erase pool the longest, 
without the need to know the experience counts of 
the blocks; or 

0.104 2.2 If block experience counts are maintained, 
the block in the erase pool having the highest expe 
rience count is selected. 

0105 3.0 Scheduling of wear leveling exchanges. 
0106 3.1 Every N times a block is allocated from 
the erase pool to receive data, without the need for 
block experience counts; or 

0.107 3.2 If block experience counts are maintained, 
whenever the next block in order for use from the 
erase pool according to a predetermined sequence 
has an experience count that is more than an average 
experience count of all the blocks in the memory 
system, plane or Sub-system. 

0108) 3.3 The frequency of the initiation of wear 
leveling exchanges can be made to vary over the life 
of the memory system, more toward the end of life 
than at the beginning. 

0.109 4.0 When experience counts are maintained for 
the individual blocks or groups of blocks, they may be 
stored either: 

0.110) 4.1 In the blocks themselves, such as overhead 
data stored with sectors of user data; or 

0.111 4.2 In blocks other than those to which the 
experience counts relate, such as in reserve or control 
blocks that do not store user data. 

0112 5.0 Data copying as part of a wear leveling 
exchange. 

0113) 5.1 Data of one or more source blocks are 
copied in one uninterrupted operation to a corre 
sponding number of one or more destination blocks; 
O 
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0114 5.2 A portion of the data to be transferred is 
copied at a time, thereby to copy the data for one 
wear leveling exchange in pieces distributed among 
other memory system operations. 

CONCLUSION 

0.115. Although the various aspects of the present inven 
tion have been described with respect to exemplary embodi 
ments thereof, it will be understood that the present inven 
tion is entitled to protection within the full scope of the 
appended claims. 

1. A method of operating a system of erasable and 
re-programmable non-volatile memory cells organized into 
a plurality of physical blocks of a minimum number of 
memory cells that are simultaneously erasable and wherein 
incoming blocks of data assigned logical blockaddresses are 
programmed into those of the plurality of physical blocks 
maintained as an erased block pool, comprising: 

identifying at least one of the plurality of physical blocks 
at a time other than those in the erased block pool for 
a wear leveling exchange by cycling through addresses 
of blocks in a characterized order, and 

exchanging the identified at least one of the plurality of 
physical blocks with a corresponding number of one or 
more physical blocks within the erased block pool. 

2. The method of claim 1, wherein identifying at least one 
of the plurality of physical blocks at a time includes cycling 
through addresses of the blocks in a predefined sequence. 

3. The method of claim 1, wherein identifying at least one 
of the plurality of physical blocks at a time includes cycling 
through addresses of the blocks in a random order. 

4. The method of claim 1, wherein identifying at least one 
of the plurality of physical blocks at a time includes cycling 
through addresses of the blocks in a pseudo-random order. 

5. The method of claim 1, wherein exchanging the iden 
tified blocks includes copying data from the identified at 
least one of the plurality of physical blocks into said 
corresponding number of physical blocks within the erased 
block pool, and updating a mapping of at least one logical 
block address from said at least one of the plurality of 
physical blocks to said corresponding number of one or 
more physical blocks within the erased block pool. 

6. The method of claim 5, additionally comprising, after 
copying the data, erasing the identified at least one of the 
plurality of physical blocks and placing the erased at least 
one block into the erase pool. 

7. The method of claim 6, wherein those of the plurality 
of physical blocks maintained as an erased block pool are 
less than five per-cent of a total number of the plurality of 
physical blocks. 

8. The method of claim 5, wherein copying data includes 
copying data from the identified at least one of the plurality 
of physical blocks in stages of less than all of said data at a 
time. 

9. The method of claim 1, wherein identifying at least one 
of the plurality of physical blocks for a wear leveling 
exchange is accomplished without reference to a number of 
erase cycles experienced by the individual physical blocks. 

10. The method of claim 1, wherein identifying at least 
one of the plurality of physical blocks at a time includes 
doing so at intervals of a predetermined number of the 
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plurality of physical blocks within the erased block pool 
being programmed with data. 

11. The method of claim 1, wherein cycling through 
addresses of blocks in a characterized order includes cycling 
through physical addresses of the plurality of physical 
blocks. 

12. The method of claim 1, wherein cycling through 
addresses of blocks in a characterized order includes cycling 
through logical addresses of blocks of data stored in the 
memory. 

13. A method of operating a system of erasable and 
re-programmable non-volatile memory cells organized into 
a plurality of physical blocks of a minimum number of 
memory cells that are simultaneously erasable and wherein 
incoming data are programmed into those of the plurality of 
physical blocks maintained as an erased block pool, com 
prising: 

identifying at least one of the plurality of physical blocks 
at a time other than those in the erased block pool for 
a wear leveling exchange by cycling through addresses 
of the plurality of physical blocks in a predefined order, 

monitoring an operational parameter associated with pro 
gramming data into those of the plurality of physical 
blocks maintained as an erased block pool, and 

in response to the monitored operational parameter reach 
ing a preset threshold, exchanging the identified at least 
one of the plurality of physical blocks with a corre 
sponding number of at least one of the physical blocks 
within the erased block pool. 

14. The method of claim 13, wherein monitoring the 
operational parameter includes monitoring an operational 
parameter other than an indication of the number of erase 
cycles experienced by individual ones of the plurality of 
physical blocks. 

15. The method of claim 14, wherein identifying at least 
one of the plurality of physical blocks at a time is accom 
plished without reference to an indication of the number of 
erase cycles experienced by individual ones of the plurality 
of physical blocks. 

16. The method of claim 13, wherein monitoring the 
operational parameter includes monitoring a number of one 
or more times that erased pool blocks have been pro 
grammed with data since a previous wear leveling exchange. 

17. The method of claim 16, wherein the preset threshold 
is a number of times blocks from the erased pool have been 
programmed with data. 

18. The method of claim 16, which additionally comprises 
maintaining within the system indications of a number of 
erase cycles individually experienced by the plurality of 
physical blocks, and wherein monitoring the operational 
parameter includes monitoring a number of erase cycles 
experienced by the erased pool blocks relative to a number 
of erase cycles experienced by the plurality of physical 
blocks, the preset threshold being a difference between the 
number of erase cycles experienced by the erased pool 
blocks and the plurality of physical blocks. 

19. The method of claim 18, wherein monitoring the 
number of erase cycles experienced by the erased pool 
blocks is carried out relative to an average of a number of 
erase cycles experienced by the plurality of physical blocks. 

20. The method of claim 16, which additionally comprises 
maintaining within the system indications of a number of 
erase cycles individually experienced by the plurality of 
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physical blocks, and wherein identifying at least one of the 
plurality of physical blocks at a time for a wear leveling 
exchange includes selecting one of a Sub-set of the plurality 
of physical blocks having an indication of a lower number 
of erase cycles than other physical blocks within the sub-set 
of physical blocks. 

21. A method of operating a system of erasable and 
re-programmable non-volatile memory cells organized into 
a plurality of physical blocks of a minimum number of 
memory cells that are simultaneously erasable and wherein 
incoming blocks of data have logical block addresses 
mapped into corresponding physical blocks, comprising: 

identifying at least one of the plurality of physical blocks 
at a time other than those in the erased block pool for 
a wear leveling exchange by cycling through the logical 
block addresses in a predefined order, and 

exchanging an identified at least one of the plurality of 
physical blocks with a corresponding number of at least 
one other of the physical blocks. 

22. The method of claim 21, wherein the exchange is 
accomplished without reference to a number of operational 
cycles experienced by the blocks. 

23. A method of operating a system of erasable and 
re-programmable non-volatile memory cells organized into 
a plurality of physical blocks of a minimum number of 
memory cells that are simultaneously erasable, comprising: 
mapping a range of logical blockaddresses into addresses 

of a proportion of the plurality of physical blocks that 
leaves an additional number of physical blocks provid 
ing an erased block pool, 

in response to requests to store data in at least one of the 
range of logical block addresses, converting said at 
least one logical block address into an address of at 
least one physical block residing in the erased block 
pool and then writing the data into said at least one 
physical block of the erased block pool, 

identifying one of the plurality of physical blocks for a 
wear leveling exchange, 

after a given number of memory programming operations, 
exchanging the identified one of the plurality of physi 
cal blocks with one of the number of physical blocks 
residing in the erased block pool, and 

repeating identifying and exchanging with others of the 
plurality of physical blocks in a predefined order. 

24. The method of claim 23, wherein said given number 
of memory programming operations include a number of 
one or more times that one of the physical blocks of the erase 
pool are programmed. 

25. The method of claim 23, wherein identifying physical 
blocks includes determining whether the identified physical 
block is within the erase block pool or subject to a pending 
programming operation, in either case the identified physical 
block is not exchanged. 

26. The method of claim 23, wherein exchanging the 
identified blocks includes copying data from the identified 
one of the plurality of physical blocks into said correspond 
ing number of physical blocks within the erased block pool, 
and changing mapping of at least one logical block address 
from said at least one of the plurality of physical blocks to 
said corresponding number of one or more physical blocks 
within the erased block pool. 
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