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MODIFYING A CODED BITSTREAM
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BACKGROUND

Technical Field

At least one implementation described herein relates to coding.

Description of the prior art

Watermarking typically involves modifying a portion of data in such a way that the

watermark can be detected at a later time. Various different types of data can be

watermarked, including coded data. However, coding schemes are advancing and existing

mechanisms for modifying coded data may not provide desired watermarking capabilities for

such advancing coding schemes.

SUMMARY

According to a general aspect, variable-length encoded data is accessed that includes

an encoding of information identifying an actual reference used to predictively encode an

image, the encoding of the information having a particular value. An alternative value is

determined that is different from the particular value, such that the alternative value is an

encoding of alternative information that identifies a different reference from the actual

reference. The alternative value is for use in watermarking the variable-length encoded data.

According to another general aspect, an entropy decoder is for decoding variable-

length encoded data including an encoding of information identifying an actual reference

used to predictively encode an image. The encoding of the information has a particular

value. A watermark generator is coupled to the entropy decoder and is for determining an

alternative value that is different from the particular value, such that the alternative value is



an encoding of alternative information that identifies a different reference from the actual

reference. The alternative value is for use in watermarking the variable-length encoded data.

According to another general aspect, watermark data is for use in watermarking

variable-length encoded data that includes an encoding of information identifying an actual

reference used to predictively encode an image. The encoding of the information has a

particular value. The watermark data includes an alternative value that is different from the

particular value, such that the alternative value is an encoding of alternative information that

identifies a different reference from the actual reference. The alternative value is a

substitute for the particular value for use in watermarking the variable-length encoded data.

According to another general aspect, variable-length encoded data is accessed that

includes an encoding of information identifying an actual reference used to predictively

encode an image. The encoding of the information has a particular value. An alternative

value is accessed that is different from the particular value, such that the alternative value is

an encoding of alternative information that identifies a different reference from the actual

reference. The alternative value is inserted into the variable-length encoded data as a

substitute for the particular value to watermark the image.

According to another general aspect, variable-length encoded data is for an encoding

of an image. The variable-length encoded data includes an encoding of information

identifying an alternative reference that is different from the actual reference used to

predictively encode the image. The information identifying the alternative reference

provides a watermark for the image.

According to another general aspect, variable-length encoded data for an encoding of

an image is decoded. The variable-length encoded data includes an encoding of information

identifying an alternative reference that is different from an actual reference used in

predictively encoding the image. The information identifying the alternative reference

provides a watermark for the image.

According to another general aspect, a pixel-domain image includes a detectable

feature arising from a watermark of a variable-length encoding of one or more syntax

elements from a predictive encoding of the image. The variable-length encoding included

an encoding of information identifying an alternative reference that is different from an

actual reference used in predictively encoding the image. The information identifying the

alternative reference provided the watermark for the image.

According to another general aspect, a predictive encoding of a watermarked version

of an image is variable-length encoded. The variable-length encoded data includes an



indicator of a current reference used in encoding the watermarked version of the image and

an indicator of a resulting residue. The watermarked version of the image has a detectable

characteristic that provides a watermark. The detectable characteristic results from (1)

modifying a previous variable-length encoding of a previous predictive-encoding of the

image, the previous predictive-encoding being based on a previous reference and including

information identifying the previous reference, wherein the modifying includes distorting

the information in order to indicate an alternative reference and to provide the detectable

characteristic for the image, and (2) decoding the previous variable-length encoding and the

previous predictive-encoding of the image to produce the watermarked version of the image

in which the detectable characteristic is present.

According to another general aspect, information is accessed that identifies a

location in variable-length encoded data at which a variable-length encoding of information

is located. The information identifies one of at least two references associated with a

predictive encoding of an image. The encoding of the information is accessed at the

location in the variable-length encoded data. It is determined, based on the encoding of the

information, which of the at least two references is identified. Payload information is

determined based on a result of determining which of the at least two references is

identified.

According to another general aspect, a pixel-domain image is accessed that includes

a detectable feature arising from a watermark of a variable-length encoding of one or more

syntax elements from a predictive encoding of the image. The variable-length encoding

included an encoding of information identifying an alternative reference that is different

from an actual reference used in predictively encoding the image. The information

identifying the alternative reference provided the watermark for the image. Detection

metadata is accessed that indicates a location in the pixel-domain image at which the

detectable feature is located. The pixel-domain image at the location is analyzed to

determine a value for the detectable feature. Additional detection metadata is accessed that

indicates a comparison value for the detectable feature. The determined value for the

detectable feature is compared with the comparison value. Payload information is

determined based on a result of the comparing.

The details of one or more implementations are set forth in the accompanying drawings

and the description below. Even if described in one particular manner, it should be clear that

implementations may be configured or embodied in various manners. For example, an

implementation may be performed as a method, or embodied as an apparatus configured to perform



a set of operations, or embodied as an apparatus storing instructions for performing a set of

operations, or embodied in a signal. Other aspects and features will become apparent from the

following detailed description considered in conjunction with the accompanying drawings and the

claims.

BRIEF DESCRIPTION OF THE DRAWINGS

FIG. 1 is a block diagram of an implementation for watermarking an entropy-coded

stream.

FIG. 2a is a block diagram showing an ordering of operations used in modifying an

encoded bitstream.

FIG. 2b is a block diagram showing another ordering of operations used in modifying an

encoded bitstream.

FIG. 3 illustrates four prediction modes.

FIG. 4 is a table showing macroblock types for one particular standard, and showing

additional information that is determined by the macroblock types.

FIG. 5 is a table showing an exp-Golomb coding provided in one particular standard.

FIG. 6 is a flow diagram of an implementation for determining detection values for

alternative intra-prediction modes.

FIG. 7 is a flow diagram of an implementation for determining watermarking metadata.

FIG. 8 is a flow diagram of an implementation for determining alternative values for a

reference indicator.

FIG. 9 is a flow diagram of an implementation for inserting replacement values.

FIG. 10 is a flow diagram of an implementation for inserting alternative values for a

reference indicator.

FIG. 11 is a flow diagram of an implementation for identifying a payload from

watermarked data.

FIG. 12 is a flow diagram of an implementation for identifying a payload from

watermarked image data.

FIG. 13 is a block diagram of an implementation for watermarking content and for

detecting a payload.

DETAILED DESCRIPTION

There are multimedia watermarking applications in which a watermark embedder must

directly modify an entropy-encoded bitstream to obtain a watermarked bitstream that remains



compliant with both the entropy coding scheme and the underlying data format (i.e. compression

standard). It is often also required that the watermarking process must not introduce perceptible

artifact in the multimedia data and that die embedded payload be recoverable even after

decompression and processing. For many applications the watermark embedding process can

have access to some embedding metadata which is typically precomputed in an analysis or pre

processing stage. At least one implementation described herein relates to the embedding

process, the generation of such embedding metadata for that embedding process, and the

recovery of the embedded payload for that embedding process.

At least one implementation provides a watermark to an H.264/MPEG-4 AVC bitstream

by modifying an entropy encoded bitstream directly without requiring entropy decoding and

entropy re-encoding. The modification provides the watermark. In one such implementation,

the entropy code is a coding scheme known as Context-based Adaptive Variable Length Coding

(CAVLC), which is widely used in the H.264/MPEG-4 AVC standard ("AVC").

AVC is also referenced as the International Organization for

Standardization/International Electrotechnical Commission (ISO/IEC) Moving Picture Experts

Group-4 (MPEG-4) Part 10 Advanced Video Coding (AVC) standard/International

Telecommunication Union, Telecommunication Sector (ITU-T) H.264 recommendation.

CAVLC may also be used in extensions to the AVC standard. A first such extension is a

scalable video coding ("SVC") extension (Annex G) referred to as H.264/MPEG-4 AVC,

scalable video coding extension (the "SVC extension"). A second such extension is a multi-view

video coding ("MVC") extension (Annex H) referred to as H.264/MPEG-4 AVC, MVC

extension (the "MVC extension").

In at least one implementation involving AVC, a macroblock is prediction encoded and

the syntax elements of the prediction encoding are subsequently entropy encoded using CAVLC.

For intra-prediction, as opposed to inter-prediction, a macroblock is prediction encoded without

recourse to another picture. That is, without using a reference picture. Instead, the macroblock

is prediction encoded with respect to itself or to another macroblock within the same picture (a

picture may be, for example, a frame or field). One of the syntax elements for intra-predicted

macroblocks is the macroblock type, which indicates die intra-prediction mode as well as other

information. In at least one implementation, the macroblock type (the "old" macroblock type)

for a macroblock is changed to a new macroblock type such that a different intra-prediction

mode is indicated for a particular 16x16 macroblock. However, all other information indicated

by the old macroblock type is left unchanged. Further, the new macroblock type (the syntax



element) is CAVLC encoded using the same number of bits used to encode the old macroblock

type.

The above change in macroblock types can be done to embed a watermark into the data.

Further, the determination of the replacement macroblock type and corresponding replacement

CAVLC bits can be done off-line, and then at a later time(s) when the content (for example, the

video data) is accessed, the replacement of the CAVLC bits can be done in an efficient real-time

manner that does not require entropy-decoding. Other implementations, however, perform all or

part of the replacement after entropy decoding has been performed, either during the process of

determining the replacement information, or in a subsequent stage.

In many applications there is an increasing market need for watermarking of a

compressed video stream. Early approaches decompressed the stream, applied the watermarking

in the pixel domain, and then recompressed the now-modified pixel domain data. An early

advance was to use information from the original compressed stream to simplify the

recompression. This was improved with techniques that partially decompress the stream by

applying entropy decoding and parsing of the coded bitstream. After entropy decoding, the

watermarking algorithms worked directly on syntax elements such as coefficients and motion

vectors. After the stream was modified to represent the watermark data, the entropy coding was

applied. We describe various implementations in this disclosure, at least some of which apply

the watermarking on an entropy encoded bitstream directly without the entropy decode and re-

encode steps.

Watermarking a CAVLC stream according to at least some of the described

implementations involves changing a coded syntax element in the CAVLC stream. In general,

changing a coded syntax element will cause the coded bit length to change. At least one

implementation addresses the case in which the coded bit length is held constant, but other

implementations allow the coded bit length to vary.

At least part of this disclosure focuses on how to generate metadata for a streaming

watermark embedder. At least one implementation changes the Intra-prediction mode, and is

robust to various modifications of the bitstream. Other implementations may modify the

CAVLC encoding of residue coefficients. One advantage of modifying the Intra-prediction

mode is that by changing a relatively few number of bits (for example, 7 bits in an

implementation described below) in a CAVLC bitstream, a large and detectable (although not

perceptible) change can be provided for a given block. Such a change can also be designed so

that it is robust to changes in the coded bitstream. For example, if the coded bitstream is

decoded and then re-encoded using different parameters (for example, block sizes, or modes for



individual blocks), the bitstream will potentially be completely different but the original changes

can still be expected to be detected by analyzing the decoded pixel values.

A brief discussion of CAVLC and Watermarking is provided to assist in the

understanding of various implementations. These discussions are often specific. However, these

discussions are not intended to be complete and, further, every detail in these discussions may

not necessarily apply to all implementations described in this application. Additionally, these

discussions include much material that is known to those of skill in the art. However, these

discussions will invariably include material, or the organization of material, that is novel, even

though such instances might not be pointed out specifically. These discussions are not intended

to limit the breadth of the application. Rather, these discussions provide one or more specific

contexts, of many possible contexts, to assist the reader in understanding the implementations.

We now provide a discussion of CAVLC. The final step in many video compression

methods is the lossless entropy coding of the compressed data. In AVC, CAVLC is commonly

used for entropy coding. CAVLC is a well known coding technique and is part of a class of

coding techniques referred to as variable length codes. In general, variable length codes, in

contrast for example to fixed length codes, assign codewords of shorter length to syntax element

values that have, or are expected to have, a higher rate of occurrence. CAVLC generally

provides a separate assignment, between codewords and syntax element values, for each type of

syntax element. Variable length codes are a class of codes that falls within the family of entropy

codes. Arithmetic codes, including CABAC (Context-based Adaptive Binary Arithmetic

Coding), is another class of codes that falls within the family of entropy codes.

We now present a short discussion of the general field of watermarking and the more

specific area within this field in which one or more described implementations apply. Those of

ordinary skill in the art of watermarking will be familiar with much of the information presented

here.

The phrase "digital watermarking", as used herein, typically refers to methods that

modify a work of art (typically an image, motion image sequence, or audio clip) according to

some payload data, such that the following conditions are satisfied:

1. The modified version of the work is perceptually indistinguishable to the original

version of the work, and

2 . The payload data can be recovered from the modified version of the work at a later

time.

A subclass of digital watermarking methods, referred to as "robust digital watermarking",

introduces a third condition:



3 . The payload data can be recovered from a distorted version of the modified version of

the work, where the distortion may have been introduced by common signal processing and

signal handling to which the modified work may have subjected (for example, compression,

noise reduction filtering, color enhancements) or the distortion may have been introduced

intentionally by an adversary attempting to render the payload data unrecoverable.

There are many applications of robust digital watermarking including, but not limited to,

the following:

1. Owner Identification : the watermark payload identifies the owner of a work.

2 . Copy Control: the watermark payload indicates a copyright associated with a work.

Devices for viewing, duplicating, recording, printing, distributing, or any other action can

recover the payload data and restrict action to those allowed by the copyright.

3. Transaction Tracking : the watermark payload identifies the recipient to whom the

copy of a work was legitimately distributed. This can be useful when the legitimate recipients do

not receive the rights to further distribute the work. If an unauthorized work is discovered, the

original content owner can recover the payload from the unauthorized copy and identify the

recipient responsible for the unauthorized use.

Those of ordinary skill in the art will recognize that there are many other applications of

robust digital watermarking.

Watermarking can be performed in the "baseband" or on compressed works. Baseband

imagery or motion image sequences are, for example, pixel-domain representations. Baseband

audio works are, for example, audio samples. Some applications require watermarking of a

compressed work. In this case, the output is also a compressed work. The last step of

compression is typically entropy coding and the first step of decompression is typically entropy

decoding. The entropy encoding / decoding process is typically lossless, but the compression

process typically also includes a lossy process. One approach for watermarking a compressed

work is first to apply the entropy decoding, then apply the decompression to obtain a baseband

representation. The baseband representation is watermarked and the resulting watermarked

work is compressed and entropy coded. This approach can be time consuming and can result in

degradation of perceptual quality due to the recompression.

To improve the perceptual quality and to reduce the computation required, information

from the original compressed work, such as motion vectors, mode decisions, quality factors, and

other information, can be saved during decompression and used during recompression. This

means that the recompression need not perform any motion estimation (thus saving computation



and/or time) and use of the original quantization factors and mode decisions can result in

improved perceptual quality.

A class of watermarking algorithms called "compressed domain watermarking" has

emerged. These methods can be described as performing a "partial decode" prior to

watermarking rather than the "full decode" previously described. Here the compressed work is

first entropy decoded to expose the syntax elements of the compressed work. These can include

coefficients (block DCT (discrete cosine transform) or wavelet coefficients for example),

motion vectors, picture types, prediction modes, and many other syntax elements. The

watermarking algorithm then directly modifies some of those syntax elements. Finally, the

modified syntax elements are entropy coded to obtain the modified compressed work.

At least one implementation described in this application falls into a new class of

watermarking algorithms which could be called "entropy coded stream watermarking."

These methods directly modify an entropy coded stream as illustrated in FIG. 1.

Referring to FIG. 1, a system 100 performs watermarking. The system 100 may also

be considered as a process. The original compressed stream is directly modified by stream

modification 102, according to the Payload, and the output is the resulting marked

compressed stream 103. The payload can be, for example, the serial number of a content (for

example, DVD) player, the model of the player, or other information desired to be used for

later identification. The payload can be uncoded, or can be coded as shown in data coding

unit 120. The stream modification process is informed as to (1) the location of all changes to

be made and (2) the actual changes to be made. The stream modification process is informed

of this information by metadata which can be generated during a preprocessing stage 104.

The metadata 105 is generated by entropy decoding 106 (and possible further

decoding if multiple layers of coding are used) the original compressed stream, and

generating a watermark 108. The metadata identifies the locations within the stream where

changes are to be made (that is, for watermark generation) and indicates how the stream

should change in response to different payload symbols. Implementations of FIG. 1 are

described for which the metadata is generated by an analysis of the decoded syntax elements

of the compressed work. One challenging aspect of a watermarking method such as this is

the generation of the metadata. The following explains how this can be done for one or more

implementations .

The previous paragraph and FIG. 1 suggest that there may be a pre-processing stage

104. It is useful to point out the situation in which there are three important times. The first

time is where/when the compressed bitstream is analyzed to generate some metadata. The



second time is where/when some or all of the metadata generated at the first time is used,

along with a specific sequence of symbols, known as the payload, to modify the bitstream.

The third time is where/when some (or all or none) of the metadata generated at the first time

is used to analyze a modified bitstream, a motion image sequence obtained by decompressing

the modified bitstream, or a distorted version of the motion image sequence obtained by

decompressing the modified bitstream. The purpose of this analysis, in the third time, is to

recover the payload.

In order to understand the context, consider the first time occurring prior to

distribution of a work, the second time occurring during duplication where the payload used

for each copy uniquely identifies that copy, and the third time occurring after an

unauthorized copy of the work has been found at which time the payload is recovered to

reveal which of the distributed copies was the source of the unauthorized copy. This

example is just an illustration, and is not intended to suggest any limits to the application of

these concepts. In addition, while there may be application-specific requirements, there is no

technical requirement that the first time (the preprocessing) and the second time (the

embedding) be different. Indeed, all three "times" may be the same.

As additional examples, we refer back to FIG. 1. The pre-processing stage may be

performed during the authoring of a movie for eventual delivery, for example hi one

scenario, a process is performed to identify locations of coded elements for which acceptable

replacement values have been determined. The results of that process (for example, the

locations of such coded elements and the acceptable replacement values) are stored in

metadata that is included with the coded movie. For this example, consider two cases. In

one case, each entry of the metadata identifies a location in the bitstream and one acceptable

replacement value. In a second case, two acceptable replacement values are identified in

each metadata entry.

The stream modification may be performed during playback of the movie, in which,

for example, the serial number of the player (for example, a software player, a set top box

player, or a DVD player) is used as the payload. The payload is used, for example, to

determine whether to replace the identified coded elements. For example, if a single

acceptable alternative is provided in the metadata, then a "1" in the payload sequence may

indicate that the original value be replaced with the alternative value, and a "0" may indicate

that the original value be retained. As another example, all identified locations may be

replaced, and the payload may indicate which of two provided replacement values (for each

location in the coded sequence) is to be used. For example, a "0" may indicate use of the first



replacement, and a "1" may indicate use of the second replacement. Note that the words

"alternative" and "replacement" are often used interchangeably in this application. Further,

the alternative (or replacement) may refer to a variety of items, depending on context. The

alternative may be, for example, an alternative value for a syntax element or an alternative

value for coded bits representing a value of a syntax element.

The recovery of the payload may be performed at a geographic location that is

unrelated to the geographic locations at which the stream modification occurred. In other

words, the stream modification may take place in Toledo, Ohio and the payload recovery

may take place in Burbank, California. The key is to have access to a document containing

data based on a modified stream. For example, a modified stream may be copied

electronically and put on a recordable DVD, or a modified stream may be presented and then

re-recorded and encoded, and then put on a recordable DVD. If this recordable DVD is

acquired, then this recordable DVD can be analyzed to recover the payload. Recovery of the

payload may be assisted with detection metadata (shown in FIG. 1). Detection metadata may

indicate, for example, the locations in the data stream where watermarking information is

embedded, as well as the acceptable replacement values. Detection metadata may also, or

alternatively, indicate, for example, a location within a picture (for example, frame or field)

in which the watermark information is intended to produce a detectable change in the pixel-

domain data. In this latter scenario, the detection metadata may also indicate the expected

change(s), as explained further below. Detection metadata may be produced at the same time

that the watermarking (embedding) metadata is produced, or at a different stage.

A "watermark" may refer, for example, to the embedded data that replaces the

original data in a data stream. A "watermark" may also, or alternatively, refer to the effect

that is produced on a decoded, displayed video picture in the baseband imagery as a result of

embedding replacement data in the data stream. Thus, the "watermark" may refer to one or

more of the embedded data or the produced effect on the resulting baseband data (for

example, an image or an audio clip). For example, the produced effect may be a change in

the luminance of a macroblock that is detectable but not perceptible to a viewer.

We now provide a discussion of CAVLC-based data embedding in an AVC-coded

bitstream. One way to watermark a compressed stream is to change the values of one or

more syntax elements. A general requirement is that the changed compressed stream is still a

valid stream (remains compliant with the specific compression standard). This requirement

is to be met when the compression technique uses a variable-length code entropy coding

technique. This is the case for AVC with CAVLC. The changed (that is, modified) syntax



element will be encoded using CAVLC, and these modified CAVLC bits will replace the

CAVLC-encoded original values in the bit stream. These bits may be the same length (same

number of bits) as the CAVLC encoding of the unmodified syntax element, or may have a

different length. However, whether the length is the same or not, there is no effect on the

accuracy of the other CAVLC bits because the CAVLC encoding of a syntax element does

not depend on prior or subsequent syntax element encodings.

In various described implementations, there are two general steps to modifying a

CAVLC encoded bitstream, but the steps can be performed in either order. In discussing

these steps, reference is made to "Step 1" and "Step 2", but these step numbers are not

intended to imply or require any particular or specific order of performance of the same.

FIGS. 2a and 2b include block diagrams 200 and 210 that each show these two general steps.

Given a CAVLC encoded AVC bitstream, Step 1 is to build a mapping (202) from the

target element to the original coded block. In one practical implementation, this is done by

decoding the bitstream and keeping track of which bitstream bits produce which syntax elements.

For example, a CAVLC decoder may be applied to the compressed bitstream to expose the

syntax elements.

Step 2 is to search for one or more acceptable alternative values for the target element

(204). One way to search for acceptable alternative values is to examine all possible

alternative values and determine which, if any, are acceptable. Each possible alternative

syntax value is CAVLC coded to yield the alternative bits. In general, all possible alternative

syntax values are "acceptable alternative values". However, various implementations have

one or more additional criteria.

One criterion is CAVLC encoding length. Because CAVLC is a variable-length

code, some alternative syntax values will change the length of the CAVLC encoding. This is

acceptable in some implementations, but other implementations impose a requirement that

the CAVLC encoding length remain the same before and after watermarking. Other criteria

relate, for example, to fidelity and detectability, as discussed further below.

Two different orderings of these two steps 202, 204 are depicted in FIGS. 2a and 2b,

respectively. Note that in FIG. 2b the mapping and assignment in Step 1 (202) is only

required for target elements for which at least one alternative syntax value was found in Step

2 (204).

The AVC video compression standard, like most video compression standards,

achieves compression by predicting the values in a block of pixels from the values in one or

more previously coded blocks of pixels. The difference between the prediction and the



actual values, often called the residue, is then transform coded and quantized. The block or

blocks used for the prediction, the reference blocks, can be from the same picture or from

different pictures. Blocks whose reference blocks come from the same picture are called

Intracoded blocks or simply Intra-blocks. In this case, the prediction is often called Intra-

prediction.

For the luminance samples, an entire 16x16 macroblock can be Intra-predicted as a

whole or can be divided into 8 x 8 sub-blocks or even 4 x 4 sub-blocks. Each sub-block will

then be Intra-predicted independently. For 16 x 16 luminance Intra-prediction, four modes

are defined in the standard. For 8 x 8 and 4 x 4 sub-blocks, nine modes are defined for each

type of block. The encoder typically selects the prediction mode for each block that

minimizes the difference between a predicted block and the actual pixel values.

To simplify the discussion, we only discuss 16 x 16 Intra-prediction. For 16 x 16

Intra-prediction, the following four modes are defined as illustrated in FIG. 3:

1. Mode 0 (vertical) 310—Extrapolation from upper samples (H). In this mode, the

neighboring pixels bordering the upper edge of a block are used as a prediction for all pixels

in the corresponding columns of the block. That is, for a given column in the 16x16 block,

the bordering pixel in the upper vertically- adjacent block is used as the prediction for the

entire column.

2. Mode 1 (horizontal) 320-Extrapolation from left samples (V). In this mode, the

neighboring pixels bordering the left edge of a block are used as a prediction for all pixels in

the corresponding rows of the block. That is, for a given row in the 16x16 block, the

bordering pixel in the left horizontally-adjacent block is used as the prediction for the entire

row.

3. Mode 2 (DC) 330-Mean of upper and left-hand samples (H + V). In this mode,

the neighboring pixels bordering the upper edge of a block, and the neighboring pixels

bordering the left edge of the block, are averaged to determine the mean. The mean value is

then used as a prediction for all of the pixels of the block. That is, the mean is determined of

all of the bordering pixels in the left horizontally-adjacent block and in the upper vertically-

adjacent block. The mean of these pixels is then used as the prediction for all of the pixels of

the block. Each pixel in the block will then have the same prediction.

4. Mode 3 (Plane) 340—A linear plane is fitted to the upper and left-hand samples H

and V. In this mode, a plane is formed. The plane is based on all of the bordering pixels in

the left horizontally-adjacent block and all of the bordering pixels in the upper vertically-

adjacent block. The plane provides the prediction for each pixel in the block.



Note that the modes for 8x8 and 4x4 Intra-prediction can be modified in a manner

that is analogous to the modification described herein of the 16x16 Intra prediction modes.

Further, all 3 block sizes use additional syntax that is amenable to modification in an

analogous manner to the modification of the mode.

To decode a block, the predicted block is generated with the available pixels of

previously decoded neighboring blocks as specified by the Intra-prediction mode of the

current block. Then, the decoded residue pixel values are added to the predicted block. The

result is the final decoded pixel block.

B = P + R (3-1)

where B is the final decoded block of pixel values, P is the predicted block, and R is the

block of decoded residues.

The basic idea of using Intra-prediction for watermarking in this implementation is to

change the Intra-prediction mode from one to another while not modifying the residue data.

That is, the residue, R, is left unchanged although it may no longer be an accurate residue for

the new predicted block. The result of changing the prediction mode will be a different

predicted block (referred to as Pw)- As a result, the final decoded pixel block (now referred

to as Bw) will be different from it should have been (which is B). That is, Bw = Pw + R and

Bw does not equal B.

The difference between the original block of decoded pixel values (B) and the

watermarked block of pixel values (Bw), denoted ∆B, will be the same as the difference

between the original predicted block of pixels (P) and the watermarked predicted block of

pixel values (Pw), denoted ∆P.

∆B = ∆P where ∆B = Bw - B and ∆P = Pw - P, (3-2)

and the subscript 'w' indicates the watermarked version of each.

By changing the Intra-prediction mode of a macroblock, the pixels of that block will

change by ∆B. For this change to be appropriate for watermarking, we require in at least this

implementation that the following three requirements (R1-R3) be satisfied:

Rl : the change be detectable from the reconstructed imagery,

R2: the change be imperceptible in the reconstructed imagery, and

R3: the detection be robust to some predefined set of signal distortions.



To this end, we evaluate the suitability of each possible change and select only those changes

that meet these requirements.

The second requirement can be interpreted in many ways. We can require that the

reconstructed imagery have high visual quality or that it be indistinguishable from the

original, unmarked imagery, or that the perceptibility of the changes fall below some

threshold which may be application dependent. There are many ways people judge the

fidelity of a watermark. For the purposes of this disclosure, we allow any appropriate fidelity

measure to be applied to judge whether or not, or to what extent, a proposed change meets

the fidelity requirements of the application.

Assessing the fidelity requirement (R2) may be done in various ways. For a given

target element, we need to assess or predict the perceptual impact of replacing its original

value with each of the alternative values. Recall that this assessment or prediction has full

access to all of the syntax elements of the compressed stream and can use these to predict the

masking effect of the underlying imagery and the sensitivity of the human visual or auditory

system (in the case of video, we are concerned with the human visual system) to the

modifications. Details of such a prediction are well known to those versed in the art of

perceptual modeling. Perceptual models are widely cited in both the compression literature

and the watermarking literature.

In addition to the use of compressed domain computational predictions of

perceptibility, we may have the luxury of being able to fully decompress the stream to a

baseband motion image sequence. This may be the case, for example, if the analysis is being

performed as a pre-process. In this case, the computational predictions can examine the

actual pixel data. This may lead to more accurate predictions of perceptibility. Additionally,

we may be able to assess the perceptibility of replacing an original syntax element value with

an alternative value by decompressing the original stream to obtain a reference motion image

sequence and then replacing the syntax element value with the alternative and decompressing

the resulting stream to obtain a second motion image sequence. Many well known

techniques can be used for assessing the perceptibility of the difference between the two

motion image sequences.

Finally, we may have the luxury to resort to subjective assessment. A human viewer

can assess the perceptibility of the difference between the reference motion image sequence

and the modified motion image sequence. Human subjects can assess the degree to which a

modification satisfies Requirement R2 for a given application.



These are but some of the methods that can be used to determine which of the

possible syntax element changes satisfy Requirement R2.

We now consider the first Requirement Rl from a general standpoint. Use of the

alternative syntax value for the target syntax element is assumed to induce some measurable

change when the modified stream is later decompressed to a motion image sequence. There

are generally two kinds of measurable changes that can be induced, "direct" and "indirect".

With "direct changes" the syntax element corresponds directly to a measurable

artifact of the motion image sequence. For example, modification of a luminance block DC

coefficient will directly result in a measurable change in mean luminance of the

corresponding decompressed block. With "indirect changes" on the other hand the artifact

measured in the image sequence is only indirectly related to the modification in the stream.

For example, modification of a motion vector will result in the wrong block being used as a

prediction and will therefore lead to incorrect pixel data in the corresponding decompressed

block. It may be difficult to determine which motion vector was used, but the use of a

different motion vector can impact other measurable artifacts. The motion vector can be

used to yield a reconstructed block with higher or lower mean luminance.

The measurable change of requirement Rl may assist in identifying the locations and

in seeing what changes were made in order to recover the payload. This is particularly useful

when a pirated copy is obtained. By "seeing" the changes that were made, the source of the

pirated copy can be obtained.

In one implementation, it is determined which motion vector syntax elements have at

least two alternative syntax values, such that use of one of the alternative syntax values will

yield a reconstructed block with higher mean luminance and use of a different alternative

syntax value will yield a reconstructed block with lower mean luminance. The coded blocks

of bits corresponding to the CAVLC coding of each of these two alternative values, along

with the bit location within the CAVLC stream, are sent, as metadata, to the embedder.

Based on the value of the corresponding payload bit, the embedder will replace the original

block of bits with the block of bits corresponding to one or the other alternative block of bits.

For example, the embedder chooses or selects the block of bits associated with the

syntax value that decreases the mean luminance in the corresponding block if the payload bit

is a '0' and chooses the block of bits associated with the syntax value that increases the mean

luminance in the corresponding block if the payload bit is a '1'. Clearly, we need at least one

target element satisfying all of the requirements for each payload bit that is to be embedded.



The metadata may also contain the frame number and block number in the

decompressed motion image sequence where the change in luminance will be induced. For

further robustness, the preprocessing stage may also store the original mean luminance of

that block in the metadata. This information may be used at the time of recovery (for

example, decoding) to identify the modified block and compare its mean luminance with the

original value stored in the metadata. In the example given, a mean luminance that is higher

than the original value will imply that the corresponding payload bit is a T and a mean

luminance that is lower than the original value will imply that the corresponding payload bit

is a O'.

For this implementation, the first and third requirements (that the change be robustly

detectable) require establishing a good feature that can be reliably measured in the decoded

imagery and can be modified by changing the Intra-prediction mode of a macroblock. One

such feature is the mean luminance of the macroblock. Each Intra-prediction mode change

will result in a change, ∆B, in the decoded pixel values. Note that ∆B is, in general, a matrix

of values (that is, ∆B is also a block). This ∆B may have a positive or negative average

value (averaged over the block) and the magnitude of the average can vary from one mode to

another. The sign of the change (for example, the average value for ∆B) can be used to

encode (embed) data. Further, the magnitude of the change can be used as an indication of

the expected robustness of the change, with a large magnitude indicating more robustness

against further modifications to the coded bitstream. More sophisticated measures of

robustness are available and can be used.

A second feature that may be used to satisfy R l and R3 is the variance of the

reconstructed block of pixels. DC mode (mode 2) is different from the other three Intra-

prediction modes in that all the 16x16 pixel values are predicted with a single value, which is

the mean of the reference pixels. It is expected that an AVC encoder will use this mode

when a block is smooth in nature.

If we change the mode from mode 2 to one of the remaining three modes, the

variance of the resultant block (Bw) can be expected to increase with respect to the original

block "B". On the other hand, if an encoder chose modes 0, 1, or 3, it is expected that this

block has higher fluctuation to begin with (compared to the situation in which mode 2 was

initially chosen). By changing the intra-prediction mode from modes 0, 1, or 3 to mode 2,

the variance of this block Bw will generally decrease with respect to the variance of "B".

Again, the ∆B associated with a change of Intra-prediction mode may result in an increase or

decrease in the variance of the reconstructed block Bw, and the magnitude of the variance



change can vary depending on the beginning and ending modes. The sign of the variance

change can be used to encode (embed) data. Further, the magnitude of the variance change

can be used as an indication of the expected robustness of the change, with a large magnitude

indicating more robustness against further modifications to the coded bitstream. More

sophisticated measures of robustness are available and can be used.

We now discuss an implementation for changing intra-prediction mode through the

macroblock type. In AVC, the 16x16 Intra-prediction mode of a macro-block is specified in

the mb-type field. The mb-type field also specifies other parameters about this block such as

coded-block-pattern.

Referring to FIG. 4, a table 400 lists the macroblock types ("mb-types") for I slices

and provides a list of mb-type values 410 with their meanings. This table 400, taken directly

from the standard, is used in this implementation to find mb-type values 410 that change the

Intra-prediction mode 420 without changing the coded-block-patterns 430 and 440 or the

prediction block size 445.

In order to preserve syntax other than Intra-prediction mode 420 when changing the

Intra-prediction mode 420, the change of the mb-type 410 is limited to the values that differ

only in Intra-prediction mode 420. For example, an original mb-type of 11 (see row 450),

indicates that the Intra-prediction mode 420 is 2 (DC) and that the coded-block-pattern for

chroma 430 and luma 440 are 2 and 0 respectively. This mb-type 410 can be changed to 9,

10, or 12 to change the Intra-prediction mode 420 without changing the coded-block-patterns

430 and 440 or the prediction block size 445.

The mb-type is entropy coded in the bitstream. If CAVLC entropy coding is used,

the mb-type is encoded with exp-Golomb code. Exp-Golomb code is a variable length

coding scheme. Some special applications, such as the watermarking of authored DVD

disks, require that the replacement (e.g. VLC) data have exactly the same length as the

original (e.g. VLC) data. In this case, only mb-types that result in same number of (e.g.

VLC) bits can be used to replace the original mb-type.

Referring to FIG. 5, a table 500 is an Exp-Golomb coding table, and lists the bit string

form (left-hand column) 510 and the corresponding value range of the Exp-Golomb code

(right-hand column) 520. Table 500 is taken directly from the standard. From this table 500,

we find that, using the example from above, an mb-type of 9 requires 7 bits. This can be

determined by first noting that the mb-type of 9 occurs in the range 520 given in the fourth

entry 530 of the right-hand column 520 which has the value "7-14". Then we note that the

corresponding (fourth) entry 530 of the left-hand column 510 shows 7 bits, which are 0 0 0 1



X Xi X0. X Xi o may be assigned, for example, in order, with 000 being assigned to the

value 7 and 111 being assigned to the value 14.

Accordingly, in this implementation in which the length of the CAVLC string is to

remain the same before and after watermarking, the mb-type can only be replaced with

another mb-type also requiring 7 bits. In this case, mb-types 9, 10, and 12 all fall in the same

range (7-14) and all require 7 bits. Thus, mb-types 9, 10, and 12 are all possible candidate

replacement mb-types. In this way, we can combine the VLC bit lengths of FIG. 5 with the

macroblock types of FIG. 4 to determine which mb-types can be used to replace the original

mb-type. The following rules are enforced in the above methodology:

1. The alternative mb-type should differ only in Intra-prediction mode.

2. The size of the bit string corresponding to the alternative mb-type should be the

same as that corresponding to the original mb-type (if constant bit length is required).

In a previous section, we suggested that a potential change should be evaluated with

respect to its impact on the fidelity of the reconstructed imagery and the robustness of its

detectability. In this section, we describe a method for combining those two effects into a

single cost value and the use of that cost value in selecting which changes to apply.

Referring again to FIG. 1, the input of the preprocessing is the AVC encoded

bitstream. The output is the watermarking metadata. One of the first steps in processing the

stream is to identify each intra-coded block, the Intra-prediction mode of which can

potentially be changed. For each of these intra-coded blocks, we identify all alternative

Intra-prediction modes that satisfy the bit-length requirement (if the application requires

constant bit length), and that satisfy the first rule above that the corresponding alternative

mb-types differ only in Intra-prediction mode. Assuming a particular detection measure

(such as, for example, the luminance mean, or variance of a block as previously discussed),

an additional step is to gather the original detection value and all the alternative detection

values. A "detection value" is a value (a number) of the detection measure that results from

the encoding. For example, the value of the luminance mean for a block. An alternative

detection value is the value that would result from using each of the alternative Intra-

prediction modes.

Referring to FIG. 6, a process 600 illustrates an embodiment for determining

detection values when mean luminance is used as a detection measure. One or more

detection values may be determined for a given block. For example, if there are multiple

alternatives for a given block, a detection value may be determined for each alternative.

Typical implementations optimize among the determined detection values. Such



optimization may include, for example, selecting the best alternative for each block, and then

selecting the top ten from among these best alternatives. This example results in picking the

ten blocks with the best detection values, where "best" is determined according to a selected

measure, for example. Another implementation considers, for a given block, pairs of

alternatives, and selects the best pair for each block, as is explained further below.

The process 600 includes calculating the mean luminance of an intra-prediction coded

block 610. This is the original detection value, and the mean luminance may be calculated

from the sum of the prediction and the decoded residue as discussed earlier with respect to

Equation 3-1.

The process 600 then includes calculating the mean luminance of the intra-prediction

coded block for each alternative intra-prediction mode 620. Operation 620 uses the

alternative mode for the prediction. The mean luminance may be calculated using, for

example, the prediction with or without the existing residue data.

The process 600 stores the frame number (or, more generally, the picture number),

the block location, and all of the mean luminances 630. These mean luminances include the

mean luminance resulting from the original intra-prediction mode (operation 610) and the

mean luminance(s) resulting from the alternative intra-prediction mode(s) (operation 620).

The process 600 proceeds to the next intra-prediction coded block 640 and repeats the

operations 610-630. The process 600 is performed for all intra-prediction coded blocks in a

given picture. Other implementations, of course, need not be as exhaustive. Note that an

intra-prediction coded block may be, for example, a block from an intra-coded picture (for

example, an I frame), or a block from an inter-coded picture (for example, a P frame) if that

block is intra-coded.

Using the information gathered in the process 600, an implementation may make a

determination directly as to which locations and which alternative replacement values should

be used to provide watermarking. Various decision processes may be used. Below we

discuss an implementation of one such process. The implementation discussed below uses,

for example, the information gathered in the process 600 to select locations and alternative

values that meet, for example, the requirements Rl, R2, and R3 listed earlier.

The key properties to a watermarking algorithm are typically the robustness (R3,

above) and the fidelity (R2, above). Fidelity is also referred to as the imperceptibility.

Often, these two properties of robustness and fidelity contradict each other. We introduce an

analytical method to specify a balance between these two.



Let C F represent the fidelity cost. C is defined such that the more visible the

watermark, the larger the value. We would like to make changes that have very low fidelity

cost. There are many methods for measuring Cp, and a user may select the method/measure

best suited to a particular application—the present implementation is independent of the

selection.

Let C R represent the robustness cost. CR is defined such that changes resulting in

weaker robustness have a higher robustness cost. Weaker robustness means, for example,

that the changes can become undetectable more easily. For example, if a picture is decoded

and the pixel data is filtered, some changes may become weakened and possibly become

undetectable. Again, we seek to make changes that have a lower robustness cost.

For each alternative change, we calculate both the fidelity cost and robustness cost

associated with making the change. We then combine these two costs to obtain a total cost

for making the change. That total cost is calculated as follows:

C = CF + /?C R

where it is often helpful for restricting a + β = 1. In this case we can write

C = orCF + ( l - ) CR.

The parameter α, restricted to the range of 0 to 1, is used to control the tradeoff between

fidelity and robustness. A larger value of oc places more emphasis on fidelity while a lower

value of α places more emphasis on robustness. For a given α, the cost C for each

alternative prediction mode can be calculated. Those for which C exceeds a threshold can be

discarded.

To satisfy R2 above, which is the imperceptibility requirement, an implementation

may additionally use, for example, a threshold level for C F For example, in one

implementation, the value of CF for an alternative prediction mode is compared to a

threshold. If the value of CF is greater than the threshold, then the alternative prediction

mode will not be accepted as a possible replacement for the original prediction mode.

In one particular implementation that uses the above formulation of costs, 16x16

macro-blocks are used. In a 16x16 Intra-predicted macro-block, there are three available

alterative Intra-prediction modes and the original mode. For this example, we assume that all



of the different Intra-prediction mode values are valid alternatives in that we can change the

mode to any one without changing the coded-block-patterns or the coded bit length (if

constant bit length is required). A review of FIGs. 4-5 will reveal that this assumption is not

always met, but the assumption is useful for clarity and simplicity of the current discussion.

In addition, we will assume that the detection measure is the mean luminance of the block.

To embed a data bit, two prediction modes can be selected: a first mode will be used

to represent a T and a second mode will be used to represent a O'. We assume a prediction

mode resulting in a lower mean luminance will be used to represent bit '0' and a prediction

mode resulting in a larger mean luminance will be used to represent bit T . Then, there are

six possible pair combinations: P1= (modeO, model), P2 = (modeO, mode2), P3 = (modeO,

mode3), P = (model, mode2), P5 = (model, mode3), P = (mode2, mode3)}. (Note that

some of these combinations will be unavailable if some of the prediction modes are not valid

alternatives.) In this case, we need to calculate the fidelity and robustness costs, C F and CR ,

associated with selection of each pair combination. Those costs can then be used to compare

each to the application requirements. For each pair combination, the C F and C R are evaluated

as follows.

Let B denote the original block of pixels. Let ∆Bo and ∆Bi denote the pixel

differences between the watermarked block and the original block if bit '0' or bit T is

embedded, respectively. If the original Intra-prediction mode is used to represent a 'O' or a I '

bit, the corresponding ∆B is simply all zeros. In such a case, the fidelity cost depends only

on the other mode that is selected. Assuming that there are K available pairs, the fidelity cost

of pair k can be obtained by:

CFP = F ( B B
O 1 ) (4-1)

where the function F( ) incorporates any fidelity measure as discussed above (for example,

the Watson model) and k is an index running from 1 to K. Typically, this fidelity function

will evaluate ∆Bo and ∆Bi independently, obtaining a fidelity cost value for each, and will

return the larger of the two values, representing the "worse" fidelity of the two or the sum of

the two values. The fidelity measure may also be, in part or whole, a subjective measure

based on user evaluation.

Let Lo and Li denote the luminance (a single value in this implementation) of the

block if bit '0' or bit ' 1 ' is embedded, respectively. Let BIkSz denote the Intra-prediction

block size. The robustness cost can be measured as a function of L L I and BIkSz. For a



given luminance (or luminance change), a larger blocksize may provide for increased

robustness. The robustness cost of pair k can be obtained by:

C = G ( L
1

BIkSz) (4-2)

where the function G( ) is any robustness measure as discussed above (for example, the

magnitude of the variance change or the mean luminance change). Again, a typical

robustness measure will evaluate the robustness of each change independently and return the

larger of the two costs or the sum of the two costs.

Finally, the final watermarking cost of this pair is:

Q = C + /?C RP (4-3)

Once the cost associated with each pair has been calculated, the pair with minimum cost can

be selected for that block and the corresponding cost can be assigned to C, the cost of

changing the block.

C = min(C* ) where k = 1 . . . K (4-4)

Once the watermarking cost of each block has been established, the block selection process

can be simply picking blocks having the smallest watermarking costs based on the payload

requirement. For example, if there are 10 payload bits, then the 10 blocks with the smallest

watermarking cost can be selected. The 10 payload bits of this example may be generated,

for example, by encoding one or more payload symbols to increase robustness. Another

implementation does not encode payload symbols/information to increase robustness, but

merely represents the payload information in binary form as payload bits.

Referring again to the implementation of FIG. 1, the watermarking embedding

metadata 105 contains the bit offsets identifying the location where, in the bitstream, each

modification will take place and the values to be used in the case that the payload bit is a O

or a T . Thus, when keeping track of an alternative change, we track the bit location in the

input AVC stream where the VLC code describing the current mb-type can be found. We

also keep track of the specific bit string (from the table of FIG. 5) that is used to represent

each alternative change. Thus, after selection (perhaps based on minimizing the total cost),

the system can write out the embedding metadata 105. For each entry in this file, there is a



bit offset and two bit strings (for example, the VLC bit strings), one for each of the two

possible payload bits, 'O and 1I'.

In addition, the preprocessing stage writes detection metadata (also shown in FIG. 1).

This includes the frame number (or, more generally, picture number) and block location of

each change as well as the expected luminances (or other detection measure) of the

watermarked block if it represents bit O' and T . Also note that implementations may include

the embedding metadata in the detection metadata to allow for detecting the presence of

watermarking information in a stream prior to decoding.

As just suggested, detection may be performed at the bitstream level, in lieu of or in

addition to performing detection at the pixel level. By analyzing a bitstream, it can be

determined what payload bits are embedded at the designated bit offsets. However, as

discussed earlier, if the bitstream has been processed by, for example, decoding and then re-

encoding, the resulting (encoded) bitstream may be completely different from the original

(encoded) bitstream. For example, the re-encoding may use (as indicated earlier) different

block sizes or modes. In such a case, detection of the watermark from the bitstream may be

impossible, but detection of the watermark from the pixels (after decoding the new bitstream)

is possible if the watermark was robust enough.

Referring to FIG. 7, a process 700 provides an implementation that determines the

watermarking metadata (embedding and detection) for 16x16 intra-prediction coded

macroblocks using a cost approach. The process 700 includes the basic features of the

process 600. That is, the process 700 of determining watermarking metadata for

macroblocks includes determining detection values for those macroblocks.

The process 700 may be performed, for example, for a given set of macroblocks in a

picture, or for all macroblocks in a picture, or for all macroblocks in a sequence of pictures.

In the following discussion of the process 700, an implementation is assumed in which the

process 700 is performed for all macroblocks in a picture.

The process 700 includes looping (710) over all 16x16 macroblocks in the picture,

and performing a set of operations (720-750) for each 16x16 macroblock that uses a 16x16

intra-prediction mode (see, for example, FIG. 4). The set of operations includes operations

720-750.

For each macroblock using a 16x16 intra-prediction mode, the possible alternative

intra-prediction modes, if any, are determined (720). In one implementation, the alternatives

must satisfy the requirements that the coded-block patterns (430 and 440) and the prediction



block size (445) remain the same, and the coded bit length of the macroblock type (410)

remains the same (see FIG. 5).

For each possible alternative intra-prediction mode or group of modes, the total cost

is determined (730). In one implementation, determining the total cost involves calculating

the fidelity cost and the robustness cost using the sequence of equations described above. A

group of modes may be, for example, a pair of modes as discussed earlier, or some other

combination of modes.

The best possible alternative intra-prediction mode, or group of modes, is determined

(740). In one implementation, the best is determined using a minimization function such as

in Equation 4-4 above, which selects the pair with the minimum total cost. Other

implementations use different functions to determine the best possible alternative, and also

may identify multiple "best" possible alternatives. For example, in an implementation

discussed above, the "best" possible alternative is a pair. The pair may include one

alternative, or two alternatives. In typical implementations of the process 700, if there are no

possible alternative intra-prediction modes, then there is no "best" mode.

The embedding metadata and the detection metadata are stored for the best possible

alternative intra-prediction mode or group of modes (750). In one implementation, the

embedding metadata includes the bit offset into the stream and the coded alternative

macroblock type(s), in which the alternative macroblock type(s) corresponds to the best

possible alternative intra-prediction mode(s). In one implementation, the detection metadata

includes the picture number (or frame number), the macroblock location, and the original and

alternative detection values or some other reference detection value. In such an

implementation, the detection values may be computed during the operation 730 of

calculating the total cost. For example, the detection values may be determined in the

process of calculating a robustness cost.

Various implementations reduce, or more generally filter, the metadata prior to, or

subsequent to, storing the metadata. In one such implementation, the best alternative mode

(or group of modes) for each block are rank ordered and only the top one-hundred are kept

and stored because there are only one-hundred payload bits. A second implementation

specifies a minimum number of unchanged bits that must be between any two changes in the

bitstream. This criterion in the second implementation may, for example, preclude using the

best alternative modes for two adjacent blocks. A third implementation specifies the size (in

number of bits) of each particular change in the entropy-encoded bitstream. This criterion in

the third implementation may, for example, dictate the size of the entries in the embedding



metadata. Each particular change need not, of course, actually change the value of every bit

that is replaced. In yet another implementation, for a given block, the metadata is only stored

for the best alternative mode (or group of modes) if this best alternative also satisfies the

requirements Rl, R2, and R3. Further, implementations may combine these and other

criteria.

In one implementation, embedding metadata includes the locations in the compressed

bitstream where the original coded block of bits can be found and two blocks of bits, one to

be used as a replacement block if the corresponding payload bit is a '0' and the other to be

used as a replacement block if the corresponding payload bit is a T . In one implementation,

one of these blocks is itself the original block of bits and the other is an alternative block of

bits. In this case, the list of changeable syntax elements can include those for which there is

only one acceptable alternative value. In another implementation, the two blocks are both

alternative blocks of bits corresponding to different syntax values. In this case, the list of

changeable syntax elements can only include those for which there are at least two acceptable

alternatives.

In one implementation, detection metadata includes the embedding metadata. With

such information, the payload can be recovered directly from a watermarked coded bitstream.

In one implementation, detection metadata additionally or alternatively includes the

location in the decompressed motion image sequence where the bitstream modification will

be detectable. This may be specified as a frame or picture number and a block number,

macroblock number, pixel position, or any other locator required for recovery. The detection

metadata also may include an indication of the detection value associated with a payload bit

of "0" and a payload bit of "1" or some other reference detection value.

Detection metadata can also include the value of the detection measure that would

have been measured if no change had been made. In other words, this can include the

original value of the detection measure. In a previous example, the detection measure is the

mean luminance of a particular block and the detection data can include the original mean

luminance of that block. By including the original value, the detection process can ascertain

whether the detection value has increased or decreased as a result of the watermarking. In

one implementation, determining the metadata is performed during pre-processing.

In order to increase the robustness of the watermarking technique to global or local

changes in brightness or contrast, detection data may also be saved for blocks that are not

expected to be modified by the watermarking process. For example, the detection data may

include the original mean luminance of blocks not changed by the watermark. The detector can



then use these as a reference to determine if the entire image, or at least the part of the image in

the region of the reference, has experienced a change in luminance. If the measured luminance

in the reference blocks does not match that recorded in the detection data, a compensation can be

made prior to recovery of the payload. For example, the compensation to a mean luminance

measure could be added to all stored detection values

Referring to FIG. 8, a process 800 provides a general implementation that determines

embedding metadata based on a reference. The process 800 thus has some similarity in

functionality with the process 700.

The process 800 includes accessing variable-length encoded data that includes a

reference indicator (810). That is, the variable-length encoded data includes an encoding (the

reference indicator) of information identifying an actual reference used to predictively

encode an image. The reference indicator, which is the encoding of the information

identifying the actual reference, has a particular value. In one or more previously described

examples, the reference indicator is the encoding of a value of the macroblock type field that

identifies, through the corresponding intra-prediction mode, the reference used to

predictively encode a macroblock.

The process 800 includes determining a location in the variable-length encoded data

of the reference indicator (820). The location is used, for example, in creating the embedding

metadata.

The process 800 also includes determining an alternative value for the reference

indicator (830). The alternative value is different from the particular value. The alternative

value is an encoding of alternative information that identifies a different reference different

from the actual reference. All or part of the process 700 may be used, for example, in

performing the operation 830. In one or more previously described examples, the alternative

value is the encoding of a different value for the macroblock type field.

The process 800 may include various additional operations, such as, for example,

designating the alternative value as a substitute (a watermark) for the particular value,

evaluating the effectiveness of the alternative value as a watermark, or creating embedding

metadata.

After creating a set of possible watermark replacements using, for example, the

process 700 or the process 800, an implementation may select a subset of macroblocks to

change. This selection is typically based on the payload requirements of the application, and

any data coding applied to the payload. The selection is typically informed by the costs of

each change (for example the fidelity and robustness costs as previously described). Usually,



the selection will favor lower cost changes h one implementation, the macroblocks are

ranked according to the total cost for the best possible alternative for each macroblock (730

and 740). The macroblocks with the lowest total cost (for the best possible alternative) are

selected for watermarking with the payload data.

Referring to FIG. 9, a process 900 is shown that describes an implementation for

inserting replacement values, such as, for example, inserting a watermark. The process 900

includes accessing a payload (910). The accessed payload may be in bits or other symbols.

Typically, the payload is in bits or is converted into bits. Additionally, the payload may be

encoded.

The process 900 includes determining the replacement locations and replacement

values (920). Operation 920 may be performed using, for example, the process 700,

followed by a ranking process as just described. Operations 910 and 920 may be performed

in either order. However, one implementation performs operation 910 first and also

determines the number of payload bits, and then determines only the needed locations in

operation 920 by, for example, selecting only the top ranking macroblocks until all payload

bits have been assigned a macroblock. The operation 920 may be influenced by various

other implementation requirements such as, for example, those discussed with respect to FIG.

7.

hi at least one implementation, all or part of operation 920 is performed during a pre-

processing stage. For example, in a pre-processing stage, a table may be prepared that

includes embedding metadata. Then, in operation 920, the replacement values and locations

may be determined by accessing the table.

The process 900 further includes inserting the replacement values, at the replacement

locations (930) to provide, for example, a watermark. Inserting the replacement values

involves replacing the existing coded data with the replacement values. The modified data

may then be stored or transmitted, for example. These replacement actions are typically

informed by a coded payload.

Referring to FIG. 10, a process 1000 is shown that describes a general

implementation for inserting substitute values based on a reference. The process 1000 thus

has some similarity in functionality with the process 900.

The process 1000 includes accessing variable-length encoded data that includes a

reference indicator (1010). That is, the variable-length encoded data includes an encoding

(the reference indicator) of information identifying an actual reference used to predictively

encode an image. The reference indicator, which is the encoding of the information



identifying the actual reference, has a particular value. In one or more previously described

examples, the reference indicator is the encoding of a value of the macroblock type field that

identifies, through the corresponding intra-prediction mode, the reference used to

predictively encode a macroblock.

The process 1000 includes accessing an alternative value for the reference indicator

(1020). The alternative value is different from the particular value. The alternative value is

an encoding of alternative information that identifies a different reference different from the

actual reference. The alternative value may be, for example, accessed from storage or

computed in real-time. An implementation may, for example, access the alternative value

from a table that is indexed by a location of the reference indicator.

The process 1000 includes inserting the alternative value as a substitute for the

reference indicator (1030). The alternative value is inserted into the variable-length encoded

data to watermark the image.

The process 1000 may include various additional operations, such as, for example,

storing or transmitting the modified variable- length encoded data.

All or part of the data identifying locations of coded elements and possible

replacement values, as accessed by 1020, can be stored on a storage device, or sent

electronically. One implementation stores the locations and values on an apparatus such as a

DVD, a hard disk, or other storage device. The apparatus includes a processor-readable

medium having information stored thereon. The stored information identifies a replacement

value for a portion of an encoded set of data. Another implementation provides a signal

formatted to include the information that is stored on a processor-readable medium of this

apparatus.

Additional implementations are directed to the result of various processes, such as,

for example, results of the process 900 or the process 1000. For example, one

implementation is an apparatus such as a DVD, a hard disk, or other storage device that

includes modified encoded data, and another implementation is a signal formatted to include

such modified encoded data. More specifically, one implementation is an apparatus that

includes a processor-readable medium, the processor-readable medium having stored thereon

encoded data including a modified portion. Another implementation is a signal formatted to

include the encoded data that is stored on the processor-readable medium of this apparatus.

The above discussion describes a method for analyzing a target syntax element and

identifying all, if any, acceptable alternative values that could be substituted by replacing a block

of bits in the coded bitstream with an alternative block of bits. By examining all syntax elements



in an AVC coded sequence, we can build a list of those for which there exists at least one

acceptable alternative value. This is the list of "changeable syntax elements". For each syntax

element that can be changed, we can build a list of the acceptable alternative values. Note that

other implementations may change syntax elements other than macroblock type, and the

underlying intra-prediction mode. Such other syntax elements include, for example, motion

vectors, residue values or the encoding of residue values using DCT coefficients (for example),

inter-prediction indicators of a reference picture or reference frame.

Various syntax elements relate to reference information, which means information that

identifies a reference in some way. A reference refers generally to a set of information that is

used as a basis for a prediction. A reference identifier generally refers to information that

identifies a reference. For example, a reference may be identified by an intra-prediction mode of

a block because the intra-prediction mode identifies the pixels used as the basis for a prediction

of a current block. The intra-prediction mode also identifies the manner in which those

identified pixels are used. A reference also may be identified by, for example, a motion vector,

or an indicator of a previous frame or macroblock that is used as a basis for a prediction. Note

that a given macroblock may have multiple reference identifiers and multiple references.

It should be clear that a reference, and/or a reference identifier, may exist for intra-

predicted blocks and inter-predicted blocks. Intra-predicted blocks may use a reference identifier

such as, for example, an intra-prediction mode or a macroblock type (which identifies the intra-

prediction mode), and the reference may be, for example, a block or a set of pixels from the same

picture. Inter-predicted blocks may use a reference identifier such as, for example, a motion

vector, and the reference may be all or part of a different picture.

The goal of information embedding is to modify a subset of the syntax elements on the

list of all changeable syntax elements, changing their values from their original values to one of

the listed acceptable alternative values, in accordance with the payload. In one practical

implementation, this is accomplished in three steps as shown above in FIG. 9.

As discussed above, the payload can be recovered from the AVC bitstream with the aid

of the detection metadata. In some implementations, the detection metadata indicates the

specific syntax elements that represent the payload information and the original values of those

elements. If the embedding process used the original values to represent a O and the alternative

value to represent a I', the detector can compare the value in the bitstream with the original

value stored in the detection data. If they match, the detector reports a '0' bit. If they do not

match, the detector reports a T bit. If the embedding process replaced the original value with

one of two alternative values, those two alternative values and their corresponding labels are



recovered from the detection data. The detector then compares the value in the bitstream with

one or more of the two alternatives and reports the corresponding label.

The payload data can also be recovered from the decoded pixel-domain imagery. This

process is specific to the particular measure used in the subset selection process. In one practical

implementation, the measure is the mean luminance of a block of pixels. The original mean

luminance of each modified block is recovered from the detection data. The detector calculates

the mean luminance of the specified block of pixels in the decoded image sequence and

compares that value to the original value stored in the detection data. If the calculated value is

higher than the original value, the detector reports a T bit. If the calculated value is lower than

the original, the detector reports a '0' bit. Such an implementation stores the location and original

value in the detection data, but does not need to store the expected detection values for a '0' bit or

a T bit.

This recovery method could have problems if the decoded imagery is modified by a

uniform change in luminance after decoding, but prior to detection. In order to address this, the

mean luminance of a number of reference blocks can be stored in the detection data. These are

blocks that are not changed by the embedding process. The detector can calculate the mean

luminance of the reference blocks just prior to recovery and discover any luminance changes that

are unrelated to the embedding process. These luminance changes can be compensated by

adjusting the original values accordingly. At least one implementation adjusts for non-uniform

luminance changes by using a reference block close to the watermarked block.

It should be clear that information embedding may include a variety of applications. One

such application is watermarking in which a payload is embedded in a datastream. However,

various information embedding applications may use different requirements. For example, it

may be desirable to make a change to the datastream that results in a change that is perceivable

by a user.

Referring to FIG. 11, a general process 1100 is shown for recovering payload

information, or more generally, for detecting a watermark. The process 1100 may be applied to,

for example, a coded and watermarked bitstream, or baseband data from a decoded watermarked

bitstream.

The process 1100 includes determining a location to check for a possible watermark

(11 10). Note that this process may be applied to content that may or may not have had a

watermarking process applied. Further, even if a watermarking process was applied, a payload

bit may be embedded without changing the content (as previously described) Thus, the location

that is checked may or may not have been modified. If the content has been previously



watermarked, then this process is designed to recover the embedded payload. The process 1100

includes accessing ( 1120) and analyzing (1130) data from the determined location. The process

1100 further includes identifying the watermark information, if any watermark exists, based on

the analysis (1140). The identified watermark information may be, for example, a sequence of

bits (or other unit of information) or a detection value determined for a macroblock (or other unit

of a picture).

The process 1100 may be repeated for one or more other locations to identify one or more

additional bits that make up a payload. Thus, an entire payload may be recovered using the

process 1100.

Implementations of the process 1100 include analyzing a modified bitstream as well as

analyzing baseband data (for example, pixel domain data or audio data). For example, a

bitstream may be modified by modifying bits associated with a target element, according to one

of the implementations previously described. A watermark may be detected in such a bitstream

by accessing the appropriate bit locations and testing for the modification at those locations. The

bit locations and modified values (or possible modified values), such as found in the embedding

metadata, may also be included in the detection data.

Alternatively, or in addition, such a modified bitstream may be decoded and possibly

subject to other processing, including re-encoding. In the case of re-encoding, such a re-encoded

bitstream will not be expected to include the same modified target element, at the same location,

as in the original modified bitstream. However, the re-encoded bitstream may be decoded to

produce a baseband (for example, pixel-domain or audio clip) digital representation in which an

effect of the original modification is still typically present. Thus, detection data will be useful

that identifies the frame and block number in which the original modification had its impact. For

example, the target element may have originally been a motion vector for a particular block, and

the impact of modifying the motion vector may have been an increase in the mean luminance of

that particular block or set of blocks. That increase in mean luminance may be preserved despite

the processing of the original modified bitstream. However, the motion vector, and the original

change to the motion vector will typically not be exactly the same after re-encoding.

Referring to FIG. 12, a process 1200 is shown that describes an implementation of the

process 1100 for specific use with baseband imagery (that is, pixel data) and including

specific operations tailored to baseband imagery. However, if compressed data is accessed

(for example, is retrieved from storage or received in a transmission) instead of baseband

imagery, we can decode the compressed data to obtain the baseband imagery.



The process 1200 includes accessing baseband imagery (1205), and optionally

performing temporal and/or geometric registration (1210). Registration may be necessary

because the detection metadata may describe each change by, for example, frame number

and block position within the frame. Accordingly, registration facilitates the proper

identification of the frame number and block. There are many approaches for obtaining this

registration, and the implementation is independent of the registration approach, so various

approaches may be used.

The process 1200 includes accessing the detection metadata (1215). Each entry in the

detection metadata may define a change by, for example, its frame position and block within

the frame. For each entry, a loop (1220) is performed that may generally be defined to

include operations 1225-1245.

For each entry in the detection metadata, the corresponding block of pixel data is

extracted from the baseband imagery (1225). From the extracted block, the detection feature

is measured, calculated, or otherwise determined (1230). In one example above, the

detection feature is the mean luminance, and in another example the detection feature is the

variance.

The process 1200, and the loop (1220), includes comparing the determined detection

feature to the detection metadata (1235). This comparison includes, in one implementation,

comparing the determined feature, for example a mean luminance value, to two mean

luminance values in the detection metadata. The best match is selected and its corresponding

symbol is output (1240). One implementation identifies the best match as the stored

detection value that is closest to the determined detection feature. Other implementations

may apply, for example, a non-linear evaluation to determine the best match.

The process 1200, and the loop (1220), further includes looping back to go the next

intra-prediction coded block that is indicated in the detection metadata (1245). The loop

(1220) repeats for all blocks indicated in the detection metadata.

Each iteration through the loop (1220) outputs a symbol from the operation (1240),

and the result is a symbol stream (1250). The symbol stream is, optionally, decoded (1255).

Note that implementations need not have encoded the payload bits. If a data coding process

was applied to the payload (for example, as in data coder 120 in FIG. 1), then the

corresponding data decoding process is applied to the symbol stream yielding the recovered

payload which is referred to as the payload estimate (1260).

The payload estimate (1260) corresponds to the decoded symbol stream, or (if the

payload was not coded) to the symbol stream. In typical implementations, the symbols



output from the operation (1240) are bits, but other implementations may encode symbols

other than bits.

As discussed above, when mean luminance is used as the detection feature, the

system can become confused by global changes in brightness. In other words, a global

increase in brightness can cause the luminance extracted from the baseband imagery to

always be closer to the brighter of the two values stored in the metadata. Thus, the symbol

stream may (erroneously) consist of all T bits. To counter this, an embedder can add a

number of reference entries into the detection information. A reference entry lists a frame

number, block position, and original luminance value of the block for a block that is not

affected by the watermarking process. The detector can read out the reference values and

compare these to the corresponding values seen in the baseband imagery. The baseband

imagery can then be adjusted (perhaps during registration) such that the measured luminance

in the reference blocks matches that listed in the detection metadata file.

Various implementations of the process 900 or the process 1200 use stored detection

metadata that includes one or more of a variety of pieces of data. For example, the detection

metadata may include location information identifying the locations to check for a possible

watermark. The location information may include, for example, a frame identifier and/or a

block identifier.

Detection metadata may include, for example, a benchmark value for a feature. The

benchmark may be, for example, the value of the feature before the location was modified.

The benchmark may be, for example, compared to the actual value (the new benchmark) of

the feature for the accessed location ( 1120) to provide an indication of the change. For

example, the comparison may indicate whether the value (the benchmark) has increased or

decreased as a result of the modification.

Detection metadata may include, for example, a base value for a feature from a

different (non-watermarked) location. Such a base value may be, for example, the mean

luminance of a non-watermarked location. The base value may be used, as explained earlier,

to determine if there was a change to the data that affected more than the watermarked

location. In certain circumstances, there may have been a global change (for example, a

change to an entire frame). For example, the mean luminance of an entire frame may have

been changed. The base value can then be compared to the new value of the feature at the

non-watermarked location (a new base value). If the difference is more than a threshold,

then it may be determined that a global change occurred. Alternatively, the difference may

simply be taken to be a global difference, and the difference may be added to the value (the



new benchmark) determined for the (possible) watermarked location to account for the global

change. Note that in this alternative, the difference may (alternatively) be added to the

benchmark instead of the value (the new benchmark). Further, in certain implementations a

ratio may be determined between the base value and the new base value, and either the

benchmark or the new benchmark may be multiplied by the ratio.

Referring to FIG. 13, a system 1300 provides a player 1305 for watermarking video

(other types of content may also be watermarked) using pre-prepared embedding

information (referred to as embedding metadata). The watermarked video is provided for

display. The system 1300 also provides for re-encoding the video that is provided for

display, such as may occur, for example, when an unauthorized copy of the video is re-

encoded. The system 1300 further provides for decoding the re-encoding, and for detecting

the original payload at one or more points in the overall system. The system 1300 also

serves as a flow chart for one or more processes.

The player 1305 includes a payload 1310, a video 1315, and embedding metadata

1318. The player 1305 includes a watermarking unit 1320 that receives the payload 1310,

the video 1315, and the embedding metadata 1318, and that provides a watermarked video.

The payload may be detected from the watermarked video by a payload detector 1345.

The player 1305 includes an entropy decoder 1325 that receives the watermarked

video and performs entropy decoding. The player 1305 further includes a predictive

decoder 1330 that receives the entropy decoded stream from the entropy decoder 1325 and

performs predictive decoding to produce a pixel-domain image 1335. The pixel-domain

image may be provided to a display 1355, or to a payload detector 1350 that operates on

baseband data.

The pixel-domain image also may be provided to a predictive re-encoder 1360

followed by an entropy re-encoder to re-encode the pixel-domain image into an encoded

output 1370. The encoded output 1370 may be, for example, an AVC-compatible bitstream.

The encoded output 1370 may be stored, for example, on a recordable medium for

distribution. The predictive re-encoder 1360 and the entropy re-encoder 1365 may be part

of a device that is separate from the player 1305 and that is for producing unauthorized

copies of content (represented by the output 1370).

The encoded output 1370 may be provided, for example, to an entropy decoder 1380

(which may be the same as the entropy decoder 1325) followed by a predictive decoder

1385 (which may be the same as the predictive decoder 1330) to decode the encoded output

1370 into a pixel-domain image 1390. The pixel-domain image 1390 may be provided to a



display 1392 and/or to a payload detector 1395 (which may be the same as payload detector

1350). The entropy decoder 1380 and the predictive decoder 1385 may be part of a device

separate from the player 1305 and the predictive re-encoder 1360 and the entropy re-encoder

1365. For example, one such separate device may be geographically located at a payload

detection facility that receives and analyzes unauthorized copies (represented by the output

1370) of content.

Clearly the process 900, or other processes described in this application, may be

performed by a variety of devices, including processing devices. Such devices may also include

a storage device for storing data, such as, for example, the accessed data, the benchmark value,

the base value, and the location(s) of possible watermark information. Further, the process 900,

or other processes described in this application, may be embodied in a set of instructions as well.

Features and aspects of described implementations may be applied to various

applications. Applications include, for example, watermarking discs such as, for example,

DVDs or other discs, and watermarking digital streams. Watermarking of discs may be

performed in various manners, for example, at duplication of the discs. Watermarking of

digital streams may also be performed in various manners, for example, at playback,

broadcast, download, or other transfer of a digital stream. These features and aspects may

also be adapted for other application areas. For example, a coded bitstream could be

modified for purposes other than watermarking. One example includes embedding a

message intended for a viewer to see. Further, the message could be varied based on a

payload or other criterion. Further, although the described implementations focused

primarily on variable length coding, other applications may apply the same concepts to other

coding techniques.

The concepts, implementations, and features described in this application may be

applied, for example, at various stages in a typical DVD creation, distribution, and playback

process. For example, the concepts and features may be employed in:

1. Pre-processing the content to determine the replacement values. Replacement

values need not be inserted at this stage, but may be stored, for example, in a data structure

(for example, a table) for future insertion.

2. The data structure mentioned in item 1 above, or a signal conveying the data structure,

or a processor-readable medium that stores the data structure. Such a medium may contain, for

example, both the data structure and the unmodified content.

3. Inserting the replacement values from item 1 above into the content.



4. The modified content produced from item 3 above, either in a data structure, a signal

conveying the modified content, or a processor-readable medium storing the modified content.

5. Decoding the modified content of item 4 above to produce baseband data, such as, for

example, pixel data (if images are encoded) or audio data (if audio is encoded).

6. The decoded content itself from item 5 above, which is modified content that may

include a watermark. The decoded content may be, for example, in a data structure, a signal

conveying the decoded content, or a processor-readable medium storing at least temporarily the

decoded content.

7. Displaying, or more generally presenting, the decoded content of item 6 above. Also

includes providing for display or presentation.

8. Re-encoding the decoded content from item 6 above, such that the detection feature

(that resulted from the modification) is retained even though the encoded bits might be different

from those provided in item 4 above.

9. A data structure containing the re-encoded content from item 8. Or a signal

formatting and conveying the re-encoded content. Or a processor-readable medium storing the

re-encoded content.

10. Decoding the re-encoded content of item 8 above to produce baseband data.

11. The baseband data produced by decoding in item 10 above. The baseband data may

be, for example, in a data structure, a signal conveying the baseband data, or a processor-

readable medium storing at least temporarily the baseband data.

12. Displaying, or more generally presenting, the baseband data of item 11 above. Also

includes providing for display or presentation.

13. Detecting a payload (for example, a watermark) from the modified content of item 4

above.

14. Detecting a payload from the baseband data of item 5 above.

15. Detecting a payload, if the encoded bits allow, from the re-encoded content of items

8 and 9 above.

16. Detecting a payload from the baseband data of item 11 above.

Note that if headers are used for various sections of this disclosure, then the header of

a given section is not to be construed as limiting the disclosure of that section to the topic of

the header, nor as limiting the disclosure of other sections to topics other than that of the

header. Such headers are exemplary, and are intended as a general aid to the reader. Such

headers are not intended to constrain the flow of the disclosure nor to restrict the applicability

or generality of the disclosure.



A watermark, as used in this application, may refer to various items. For example, a

watermark may refer to data modified or inserted to allow subsequent detection, or to the

resulting baseband modification.

As should be clear, a syntax element may represent one or more of various different types

of information. For example, a syntax element may be a motion vector, a residue DCT

coefficient, a macroblock type, a quantization parameter, or a flag. Accordingly, syntax

elements need not all have the same length but can have various different lengths. Various

implementations disclosed in this application may work on any type of syntax element,

regardless of what type of information is represented by the syntax element and regardless of the

size/length of the syntax element.

Various implementations are described in terms of a picture, a frame, or a block, for

example. However, the concepts, implementations, and features described in this application

generally apply to an image, and that image may be (or include) one or more pixels, blocks,

slices, fields, frames, pictures, or sequences.

Additionally, many implementations are described in terms of video data. However,

the concepts, implementations, and features are generally equally applicable to audio data

and other types of coded data.

Two devices or components are said to be coupled if the two devices are directly

connected or indirectly connected. Directly connected devices have no intervening devices

between the connected devices. Indirectly connected devices have one or more intervening

devices between the connected devices.

Further, many implementations are described with respect to AVC. However, the

concepts, implementations, and features (1) need not be restricted to a standard-environment,

but may be applied to environments in which no standard is used, (2) are certainly not

restricted to AVC, (3) generally apply to other known standards, and (4) will generally be

applicable in some respect at least to future-developed standards. Other standards may

include AVC-related standards which refer generally to other standards that are based on, or

are similar to, AVC (with or without its extensions).

The implementations described herein may be implemented in, for example, a method

or process, an apparatus, or a software program. Even if only discussed in the context of a

single form of implementation (for example, discussed only as a method), the

implementation of features discussed may also be implemented in other forms (for example,

an apparatus or program). An apparatus may be implemented in, for example, appropriate

hardware, software, and firmware. The methods may be implemented in, for example, an



apparatus such as, for example, a processor, which refers to processing devices in general,

including, for example, a computer, a microprocessor, an integrated circuit, or a

programmable logic device. Processing devices also include communication devices, such

as, for example, computers, cell phones, portable/personal digital assistants ("PDAs"), and

other devices that facilitate communication of information between end-users.

Implementations of the various processes and features described herein may be

embodied in a variety of different equipment or applications, particularly, for example,

equipment or applications associated with data encoding and decoding, or equipment or

applications associated with content production. Examples of equipment include video

coders, video decoders, video codecs, web servers, set-top boxes, laptops, personal

computers, cell phones, PDAs, and other communication devices. As should be clear, the

equipment may be mobile and even installed in a mobile vehicle.

Additionally, the methods may be implemented by instructions being performed by a

processor, and such instructions may be stored on a processor-readable medium such as, for

example, an integrated circuit, a software carrier or other storage device such as, for example,

a hard disk, a compact diskette, a random access memory ("RAM"), or a read-only memory

("ROM"). The instructions may form an application program tangibly embodied on a

processor-readable medium. Instructions may be, for example, in hardware, firmware,

software, or a combination. Instructions may be found in, for example, an operating system,

a separate application, or a combination of the two. A processor may be characterized,

therefore, as, for example, both a device configured to carry out a process and a device that

includes a processor-readable medium having instructions for carrying out a process.

As should be evident to one of skill in the art, implementations may also produce a

signal formatted to carry information that may be, for example, stored or transmitted. The

information may include, for example, instructions for performing a method, or data

produced by one of the described implementations. Such a signal may be formatted, for

example, as an electromagnetic wave (for example, using a radio frequency portion of

spectrum) or as a baseband signal. The formatting may include, for example, encoding a data

stream and modulating a carrier with the encoded data stream. The information that the

signal carries may be, for example, analog or digital information. The signal may be

transmitted over a variety of different wired or wireless links, as is known.

A number of implementations have been described. Nevertheless, it will be

understood that various modifications may be made. For example, elements of different

implementations may be combined, supplemented, modified, or removed to produce other



implementations. Additionally, one of ordinary skill will understand that other structures and

processes may be substituted for those disclosed and the resulting implementations will

perform at least substantially the same function(s), in at least substantially the same way(s),

to achieve at least substantially the same result(s) as the implementations disclosed.

Accordingly, these and other implementations are contemplated by this application and are

within the scope of the following claims.



CLAIMS:

1. A method comprising:

accessing (810) variable-length encoded data including an encoding of

information identifying an actual reference used to predictively encode an image, the

encoding of the information having a particular value; and

determining (830) an alternative value that is different from the particular value,

such that the alternative value is an encoding of alternative information that identifies a

different reference from the actual reference, wherein the alternative value is for use in

watermarking the variable-length encoded data.

2. The method of claim 1 further comprising designating the alternative value

as a substitute for the particular value for use in watermarking the variable-length

encoded data.

3. The method of claim 2 further comprising evaluating effectiveness of

using the alternative value, in place of the current value, as a watermark, and

wherein designating the alternative value as a substitute is based on a result of

evaluating effectiveness.

4 . The method of claim 3 wherein evaluating comprises determining a cost

for the alternative value based on fidelity of the watermark and robustness of the

watermark.

5. The method of claim 3 further comprising:

evaluating effectiveness of an additional alternative value; and

determining, based on results from evaluating the alternative value and evaluating

the additional alternative value, that the alternative value is more effective, and

wherein designating the alternative value as a substitute is based on determining

that the alternative value is more effective.



6. The method of claim 5 wherein:

the particular value identifies a first value for a macroblock type field for an intra-

predicted 16x16 macroblock in H.264/AVC or a related standard, the first value

indicating a first intra-prediction mode,

the alternative value identifies a second value for a macroblock type field for an

intra-predicted 16x16 macroblock in H.264/AVC or a related standard, the second value

indicating a second intra-prediction mode, and

the additional alternative value identifies a third value for a macroblock type field

for an intra-predicted 16x16 macroblock in H.264/AVC or a related standard, the third

value indicating a third intra-prediction mode.

7. The method of claim 6 wherein a CAVLC encoding of each of the first

value, the second value, and the third value uses the same number of bits.

8. The method of claim 1 further comprising:

inserting into a table the alternative value;

determining location of the particular value in the variable-length encoded data;

and

inserting into the table information identifying the location in the variable-length

encoded data at which the particular value is located, the location being where the

alternative value would be inserted into the variable-length encoded data to replace the

particular value.

9. The method of claim 1 further comprising replacing the particular value

with the alternative value in the variable-length encoded data.

10. The method of claim 1 wherein the information identifying the actual

reference identifies pixel locations of blocks that are adjacent to a current block, wherein

the values of the pixel locations are used to predict at least a portion of the current block.

11. The method of claim 1 wherein the information identifying the actual

reference identifies a reference block.



12. The method of claim 1 wherein the information identifying the actual

reference identifies a reference picture.

13. The method of claim 1 wherein the information identifying the actual

reference comprises a macroblock type field in H.264/AVC or a related standard.

14. The method of claim 1 wherein the information identifying the actual

reference comprises a macroblock type field for an intra-predicted 16x16 macroblock in

H.264/AVC or a related standard.

15. The method of claim 1 wherein the information identifying the actual

reference comprises a prediction mode in H.264/AVC or a related standard.

16. The method of claim 1 wherein the information identifying the actual

reference comprises a motion vector.

17. The method of claim 1 wherein the variable-length encoded data further

includes an encoding of information identifying a current residue resulting from

predicting the image with the current reference.

18. The method of claim 1 wherein:

the variable-length encoded data has been encoded using a particular variable-

length code, and

the alternative value encodes the alternative information using the particular

variable-length code.

19. An apparatus comprising:

an entropy decoder (106) to decode variable-length encoded data including an

encoding of information identifying an actual reference used to predictively encode an

image, the encoding of the information having a particular value; and

a watermark generator (108), coupled to the entropy decoder, to determine an

alternative value that is different from the particular value, such that the alternative value

is an encoding of alternative information that identifies a different reference from the



actual reference, wherein the alternative value is for use in watermarking the variable-

length encoded data.

20. The apparatus of claim 19 wherein the watermark generator is configured

to create metadata for use in watermarking the variable-length encoded data, the metadata

including (1) the alternative value and (2) a location of the particular value in the

variable-length encoded data, and the metadata associating the alternative value and the

location

21. An apparatus (104) comprising:

means for accessing variable-length encoded data including an encoding of

information identifying an actual reference used to predictively encode an image, the

encoding of the information having a particular value; and

means for determining an alternative value that is different from the particular

value, such that the alternative value is an encoding of alternative information that

identifies a different reference from the actual reference, wherein the alternative value is

for use in watermarking the variable-length encoded data.

22. A processor configured to perform at least the following:

accessing variable-length encoded data including an encoding of information

identifying an actual reference used to predictively encode an image, the encoding of the

information having a particular value; and

determining an alternative value that is different from the particular value, such

that the alternative value is an encoding of alternative information that identifies a

different reference from the actual reference, wherein the alternative value is for use in

watermarking the variable-length encoded data.

23. A processor-readable medium having stored thereon instructions for

performing at least the following:

accessing variable-length encoded data including an encoding of information

identifying an actual reference used to predictively encode an image, the encoding of the

information having a particular value; and

determining an alternative value that is different from the particular value, such

that the alternative value is an encoding of alternative information that identifies a



different reference from the actual reference, wherein the alternative value is for use in

watermarking the variable-length encoded data.

24. A processor-readable medium having watermark data (105) stored thereon,

the watermark data for use in watermarking variable-length encoded data that

includes an encoding of information identifying an actual reference used to predictively

encode an image, the encoding of the information having a particular value, and

the watermark data including an alternative value that is different from the

particular value, such that the alternative value is an encoding of alternative information

that identifies a different reference from the actual reference, the alternative value being a

substitute for the particular value for use in watermarking the variable-length encoded

data.

25. The processor-readable medium of claim 24 wherein the processor-

readable medium has stored thereon the variable-length encoded data that includes the

encoding of information identifying the actual reference used to predictively encode the

image, the encoding of the information having the particular value.

26. A signal formatted to include watermark data (105) for use in

watermarking variable-length encoded data that includes an encoding of information

identifying an actual reference used to predictively encode an image, the encoding of the

information having a particular value,

the watermark data including an alternative value that is different from the

particular value, such that the alternative value is an encoding of alternative information

that identifies a different reference from the actual reference, the alternative value being a

substitute for the particular value for use in watermarking the variable-length encoded

data.



27. A method comprising:

accessing (1010) variable-length encoded data including an encoding of

information identifying an actual reference used to predictively encode an image, the

encoding of the information having a particular value;

accessing (1020) an alternative value that is different from the particular value,

such that the alternative value is an encoding of alternative information that identifies a

different reference from the actual reference; and

inserting (1030) the alternative value into the variable-length encoded data as a

substitute for the particular value to watermark the image.

28. The method of 27 wherein:

accessing the variable-length encoded data occurs in response to a request for

presentation of the variable-length encoded data, and

processing operations to determine the alternative value have been performed

prior to the accessing of the variable-length encoded data, such that upon receiving the

request for presentation of the variable-length encoded data and subsequently accessing

the variable-length encoded data, the alternative value may be inserted without needing to

determine the alternative value.

29. The method of 27 further comprising performing processing operations to

determine the alternative value, prior to accessing the alternative value.

30. An apparatus comprising a stream modification unit (102, 1320)

configured to perform at least the following:

accessing variable-length encoded data including an encoding of information

identifying an actual reference used to predictively encode an image, the encoding of the

information having a particular value;

accessing an alternative value that is different from the particular value, such that

the alternative value is an encoding of alternative information that identifies a different

reference from the actual reference; and

inserting the alternative value into the variable-length encoded data as a substitute

for the particular value to watermark the image.



31. The apparatus of claim 30 further comprising a DVD reader, and wherein

the apparatus is a DVD player.

32. An apparatus (102) comprising:

means for accessing variable-length encoded data including an encoding of

information identifying an actual reference used to predictively encode an image, the

encoding of the information having a particular value;

means for accessing an alternative value that is different from the particular value,

such that the alternative value is an encoding of alternative information that identifies a

different reference from the actual reference; and

means for inserting the alternative value into the variable-length encoded data as a

substitute for the particular value to watermark the image.

33. A processor configured to perform at least the following:

accessing variable-length encoded data including an encoding of information

identifying an actual reference used to predictively encode an image, the encoding of the

information having a particular value;

accessing an alternative value that is different from the particular value, such that

the alternative value is an encoding of alternative information that identifies a different

reference from the actual reference; and

inserting the alternative value into the variable-length encoded data as a substitute

for the particular value to watermark the image.

34. A processor-readable medium having stored thereon instructions for

performing at least the following:

accessing variable-length encoded data including an encoding of information

identifying an actual reference used to predictively encode an image, the encoding of the

information having a particular value;

accessing an alternative value that is different from the particular value, such that

the alternative value is an encoding of alternative information that identifies a different

reference from the actual reference; and

inserting the alternative value into the variable-length encoded data as a substitute

for the particular value to watermark the image.



35. A processor-readable medium having stored thereon variable-length

encoded data (103) for an encoding of an image, the variable-length encoded data

comprising an encoding of information identifying an alternative reference that is

different from the actual reference used to predictively encode the image, wherein the

information identifying the alternative reference provides a watermark for the image.

36. The processor-readable medium of claim 35 wherein the variable-length

encoded data stored on the medium further comprises an encoding of information

identifying a residue from predictively encoding the image using the actual reference.

37. A signal formatted to include variable-length encoded data (103) for an

encoding of an image, the variable-length encoded data comprising an encoding of

information identifying an alternative reference that is different from the actual reference

used to predictively encode the image, the alternative reference providing a watermark for

the image.

38. A method comprising:

decoding (1325) variable-length encoded data for an encoding of an image, the

variable-length encoded data comprising an encoding of information identifying an

alternative reference that is different from an actual reference used in predictively

encoding the image, wherein the information identifying the alternative reference

provides a watermark for the image.

39. The method of claim 38 wherein the variable-length encoded data further

comprises an encoding of information identifying a residue from predictively encoding

the image using the actual reference.

40. The method of claim 38 wherein decoding comprises decoding the

variable-length code and the predictive code.

41. The method of claim 38 wherein decoding produces a baseband

reconstruction of the image that varies from the original image by including a detectable

feature arising from the use of the information identifying the alternative reference as a

watermark.



42. An apparatus comprising a decoder ( 1325) configured to decode variable-

length encoded data for an encoding of an image, the variable-length encoded data

comprising an encoding of information identifying an alternative reference that is

different from an actual reference used in predictively encoding the image, wherein the

information identifying the alternative reference provides a watermark for the image.

43. An apparatus comprising:

means (1325) for decoding variable-length encoded data for an encoding of an

image, the variable-length encoded data comprising an encoding of information

identifying an alternative reference that is different from an actual reference used in

predictively encoding the image, wherein the information identifying the alternative

reference provides a watermark for the image.

44. The apparatus of claim 43 further comprising memory means for storing

the variable-length encoded data.

45. A processor configured to decode variable-length encoded data for an

encoding of an image, the variable-length encoded data comprising an encoding of

information identifying an alternative reference that is different from an actual reference

used in predictively encoding the image, wherein the information identifying the

alternative reference provides a watermark for the image.

46. A processor-readable medium having stored thereon instructions for

decoding variable-length encoded data for an encoding of an image, the variable-length

encoded data comprising an encoding of information identifying an alternative reference

that is different from an actual reference used in predictively encoding the image, wherein

the information identifying the alternative reference provides a watermark for the image.



47. A processor-readable medium having stored thereon a pixel-domain image

(1335) that includes a detectable feature arising from a watermark of a variable-length

encoding of one or more syntax elements from a predictive encoding of the image, the

variable-length encoding having included an encoding of information identifying an

alternative reference that is different from an actual reference used in predictively

encoding the image, wherein the information identifying the alternative reference

provided the watermark for the image.

48. A method comprising providing (1330) for display a pixel-domain image

that includes a detectable feature arising from a watermark of a variable-length encoding

of one or more syntax elements from a predictive encoding of the image, the variable-

length encoding having included an encoding of information identifying an alternative

reference that is different from an actual reference used in predictively encoding the

image, wherein the information identifying the alternative reference provided the

watermark for the image.

49. A method comprising:

variable-length encoding (1365) a predictive encoding of a watermarked version

of an image, the variable-length encoded data comprising an indicator of a current

reference used in encoding the watermarked version of the image and an indicator of a

resulting residue, the watermarked version of the image having a detectable characteristic

that provides a watermark,

wherein the detectable characteristic results from (1) modifying a previous

variable-length encoding of a previous predictive-encoding of the image, the previous

predictive-encoding being based on a previous reference and including information

identifying the previous reference, wherein the modifying includes distorting the

information in order to indicate an alternative reference and to provide the detectable

characteristic for the image, and (2) decoding the previous variable-length encoding and

the previous predictive-encoding of the image to produce the watermarked version of the

image in which the detectable characteristic is present.



50. A processor-readable medium having stored thereon:

variable-length encoded data (1370) from a variable-length encoding of a

predictive encoding of a watermarked version of an image, the variable-length encoded

data comprising an indicator of a current reference used in encoding the watermarked

version of the image and an indicator of a resulting residue, the watermarked version of

the image having a detectable characteristic that provides a watermark,

wherein the detectable characteristic results from (1) modifying a previous

variable-length encoding of a previous predictive-encoding of the image, the previous

predictive-encoding being based on a previous reference and including information

identifying the previous reference, wherein the modifying includes distorting the

information in order to indicate an alternative reference and to provide the detectable

characteristic for the image, and (2) decoding the previous variable-length encoding and

the previous predictive-encoding of the image to produce the watermarked version of the

image in which the detectable characteristic is present.

51. A method comprising decoding (1380-1385) variable-length encoded data

from a variable-length encoding of a predictive encoding of a watermarked version of an

image, the variable-length encoded data comprising an indicator of a current reference

used in encoding the watermarked version of the image and an indicator of a resulting

residue, the watermarked version of the image having a detectable characteristic that

provides a watermark,

wherein the detectable characteristic results from (1) modifying a previous

variable-length encoding of a previous predictive-encoding of the image, the previous

predictive-encoding being based on a previous reference and including information

identifying the previous reference, wherein the modifying includes distorting the

information in order to indicate an alternative reference and to provide the detectable

characteristic for the image, and (2) decoding the previous variable-length encoding and

the previous predictive-encoding of the image to produce the watermarked version of the

image in which the detectable characteristic is present.



52. A processor-readable medium having stored thereon pixel-domain image

data (1390) resulting from decoding (1380-1385) variable-length encoded data from a

variable-length encoding of a predictive encoding of a watermarked version of an image,

the variable-length encoded data comprising an indicator of a current reference used in

encoding the watermarked version of the image and an indicator of a resulting residue,

the watermarked version of the image having a detectable characteristic that provides a

watermark,

wherein the detectable characteristic results from (1) modifying a previous

variable-length encoding of a previous predictive-encoding of the image, the previous

predictive-encoding being based on a previous reference and including information

identifying the previous reference, wherein the modifying includes distorting the

information in order to indicate an alternative reference and to provide the detectable

characteristic for the image, and (2) decoding the previous variable-length encoding and

the previous predictive-encoding of the image to produce the watermarked version of the

image in which the detectable characteristic is present.

53. A method comprising providing (1385) for display pixel-domain image

data resulting from decoding variable-length encoded data from a variable-length

encoding of a predictive encoding of a watermarked version of an image, the variable-

length encoded data comprising an indicator of a current reference used in encoding the

watermarked version of the image and an indicator of a resulting residue, the

watermarked version of the image having a detectable characteristic that provides a

watermark,

wherein the detectable characteristic results from (1) modifying a previous

variable-length encoding of a previous predictive-encoding of the image, the previous

predictive-encoding being based on a previous reference and including information

identifying the previous reference, wherein the modifying includes distorting the

information in order to indicate an alternative reference and to provide the detectable

characteristic for the image, and (2) decoding the previous variable-length encoding and

the previous predictive-encoding of the image to produce the watermarked version of the

image in which the detectable characteristic is present.



54. A method comprising:

accessing ( 1 110) information that identifies a location in variable-length encoded

data at which a variable-length encoding of information is located, the information

identifying one of at least two references associated with a predictive encoding of an

image;

accessing ( 1120) the encoding of the information at the location in the variable-

length encoded data;

determining ( 1130), based on the encoding of the information, which of the at

least two references is identified; and

determining ( 1 140) payload information based on a result of determining which of

the at least two references is identified.

55. The method of claim 54 wherein the identified reference is different from

an actual reference used in the predictive encoding of the image, and variable-length

encoding the identified reference rather than the actual reference provided a watermark

for the image.

56. A method comprising:

accessing (1205) a pixel-domain image that includes a detectable feature arising

from a watermark of a variable-length encoding of one or more syntax elements from a

predictive encoding of the image, the variable-length encoding having included an

encoding of information identifying an alternative reference that is different from an

actual reference used in predictively encoding the image, wherein the information

identifying the alternative reference provided the watermark for the image.

accessing (1215) detection metadata indicating a location in the pixel-domain

image at which the detectable feature is located;

analyzing (1230) the pixel-domain image at the location to determine a value for

the detectable feature;

accessing (1235) additional detection metadata indicating a comparison value for

the detectable feature;

comparing (1235) the determined value for the detectable feature with the

comparison value; and

determining (1240-1260) payload information based on a result of the comparing.
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