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(57) Abstract: In one embodiment, there are described a sectored cache system and method of operation. A cache data block com-
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changes data to the tag block, the changed data is broadcast to the PAT to update data representing other pending writes to the tag
block so that when the other pending writes are written to the tag block changed data from received broadcasts is included.
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CACHE CONTROLLER AND METHOD OF OPERATION

BACKGROUND
[0001] A computer cache typically consists of a data cache, containing
copies of data from a larger, slower, and/or more remote main memory, and a
tag array, containing information relating to each “line” of data in the data
cache. In general, a cache line is the smallest amount of data that can be
transferred separately to and from the main memory. The tag data typically
contains at least the location in the main memory to which the cache line
corresponds, and status data such as the ownership of a cache line in a multi-
user system, and a validity state comprising coherency/consistency data such
as exclusively owned, shared, modified, or stale. With the large size of some
current or proposed computer systems, the size of the main memory address
stored in the tag can be very much the largest part of the tag, and can be
comparable in size to the data cache line to which it refers.
[0002] In some forms of cache, the tag array is stored in faster memory than
the data cache. Fast memory is expensive, and to make effective use of its
speed must be close to the processor using it, often on the same chip. As a
resuit, there is pressure to maintain a high ratio of data cache size to tag size.
However, very large cache lines are inefficient, because they frequently involve
moving quantities of data that are not actually wanted.
[0003] It has therefore been proposed to use a “sectored cache” or “buddy
cache” in which a single tag entry applies to a “block” of the data cache
containing several cache lines known as “sectors” or “buddies.” The buddies
within a cache block typically correspond to consecutive lines of the main
memory, but can be independently owned and have different validity statuses.



WO 2010/039142 PCT/US2008/078605

Thus, for a cache block containing N buddies, the tag entry contains N sets of
ownership and validity data, but only one main memory address, resulting in
considerable reduction in tag size as compared with N independent cache lines.
The performance of the cache (in terms of hit rate and latency) is typically
intermediate between N independent cache lines and one cache line N times
the size, depending on the usage patiern in a specific use.

[0004] Latency is in some situations limited, because in many configurations
the tag entry can only be rewritten as a whole, so that a transaction affecting
one buddy must be queued pending updating of the tag entry to reflect a
transaction affecting another buddy.

[0005] It is to be understood that both the foregoing general description and
the following detailed description are exemplary and explanatory and are

intended to provide further explanation of the invention as claimed.

BRIEF DESCRIPTION OF THE DRAWINGS
[0008] The accompanying drawings, which are included to provide a further
understanding of the invention and are incorporated in and constitute a part of
this specification, illustrate embodiments of the invention and together with the
description serve to explain the principles of the invention.
[0007]  In the drawings:
[0008] FIG. 1 is a block diagram of an embodiment of a computer system.
[0009] FIG. 2 is a schematic diagram of part of an embodiment of a cache.
[0010] FIG. 3 is a block diagram of part of an embodiment of a cache
controller forming part of the computer system of FIG. 1.
[0011]  FIG. 4 is a flowchart of an embodiment of a process of operating a
cache controller.
f0012]  FIG. 5 is a block diagram of part of an embodiment of a cache
controller forming part of the computer system of FIG. 1.
[0013] FIG. 6 is a flowchart of an embodiment of a process of operating a
cache controller.
[0014] FIG. 7 is a block diagram of part of an embodiment of a cache device

forming part of the computer system of FIG. 1.
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[0015]  FIG. 8 is a flowchart of an embodiment of a process of operating a

cache device.

DETAILED DESCRIPTION
[0016] Reference will now be made in detail to various embodiments of the
present invention, examples of which are illustrated in the accompanying
drawings.
[0017]  Referring initially to FIG. 1, an embodiment of a computer system
indicated generally by the reference numeral 10 comprises a plurality of clients
12, which may be computers comprising processors 14 and other usual devices
such as user interfaces, computer readable storage media such as RAM 16 or
other volatite memory and disk drives or other non-volatile memory 18, and so
on. The clients 12 may be known devices and, in the interests of conciseness,
are not described in more detail.
[0018] The clients 12 are in communication with one or more servers 20,
which comprise main memory 22, which may be a computer readable storage
medium in the form of a large amount of volatile memory such as DRAM
memory or non-volatile memory containing data that the clients 12 can access.
Merely by way of example, the plurality of clients 12 may be in one cell 23 of a
multiprocessor computer system, and the server 20 may be in the same or
another cell 25 of the same multiprocessor computer system. Accesses from
the clients 12 to the server 20 may then pass through nodes 24, 26 connecting
their respective cells to a fabric 28 between the cells.
[0019] One or more caches may be provided between the client processors
14 and the server memory 22, to reduce the load on the server 20 and speed
up access when a client 12 repeatedly accesses the same information from
server memory 22. Merely by way of example, a lowest-level (that is to say,
furthest from the client processor, and typically largest and slowest) cache 30 in
the client cell 23 may be provided at the node 24, and may be shared by the
clients 12.
[0020] Referring now to FIG. 2, one embodiment of cache 30, which may be

used as the cache 30 shown in FIG. 1, is a sectored cache. The cache 30
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comprises a data array 32 and a tag array 34. The data array 32 is divided into
blocks 36, each of which is divided into sectors 38. In the example shown in
FIG. 2, each block has four sectors. The sectors 38 can be read and written
independently. The tag array 34 is divided into tag blocks 40, with one tag
block 40 for each data block 36. Each tag block 40 comprises an index 42
identifying the block, an address field 44 identifying the block of main memory
22 to which the cache block 36, 40 is assigned, and a set of status sectors 46,
one for each data sector 38. The status sectors 46 may record, for example,
which client 12 owns each sector 38, whether that sector is exclusively owned,
shared, modified or “dirty,” invalid or “stale,” and other relevant information.

| [0021] The tag array 34 and the data array 32 may be part of the same
physical memory device, or different devices. Typically in a sectored cache 30,
the tag array 34 is in a smaller but faster memory than the data array 32. In
large modern computer systems 10, the length of the main memory address 44
can be comparable to the size of the cache sectors 38, and there can thus be
significant savings in having only one main memory address 44 for an entire
block 36 of data sectors 38, which can compensate for the loss of flexibility
because the sectors 38 within a block 34 must be in a fixed, or at least very
concisely describable, relationship, typically consecutive sectors of main
memory 22.
[0022] The cache 30 may be a partly associative cache, in which the blocks
36 are grouped, each group of blocks (see group 148 in FIG. 7) is assigned to a
particular part of the main memory 22, and any block of data within that part of
the main memory 22 may be cached in any block 36 (in this context also called
a “way”) in the assigned group. The index entry 42 may then consist of an
index for the group 48, and a way value. Where the ways 36 in a group 48 are
physically contiguous, space may be saved in the tag array 34 by recording the
group index only once for the group 48.
[0023] Referring now to FIG. 3, one embodiment of a cache controller 50
that may be used for the cache 30 shown in FIG. 2 comprises a pending
allocation table (PAT) 52 containing data representing pending writes to the tag

block 40. The writes may be, for example, writes resulting from a cache miss
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and the subsequent fetching of data from the main memory 22, where there
may be a significant delay before the data becomes available. Further, if there
are closely timed cache misses, even for the same block, the data may be
returned in an order different from the order in which the clients 12 originally
dispatched their requests for the data. Further, some status information to be
entered in the tag entry 46 may not be available until the data is returned (for
example, the server 20 may declare the data to be exclusively owned by the
client 12, or shared). It is therefore in many cases advantageous not to finalize
the cache tag write until the actual data is available and the cache controller 50
is ready to write the data sector 38 and the tag sector 46.

[0024]  The cache controller 50 may also comprise a processor 54, and
computer readable storage medium 58, such as ROM or a hard disk, containing
computer readable instructions to the processor 54 to carry out the functions of
the cache controller.

[0025] Each entry in the pending allocation table 52 may comprise an
identifier for a cache transaction to which it relates, the index of the cache block
to which the write is pending, and the contents of the tag block 40 as proposed
to be rewritten. For practical reasons, the tag biock 40 may be writable only as
a whole, so that if two writes are pending at the same time, it would be possible
for the second write to reverse or otherwise overwrite the first write.

[0026] The cache controller 50 is configured so that, when writing to the tag
block 40, the changed data is broadcast to the PAT 52 to update data
representing any later pending writes to the tag block. Then, when the later
pending writes are written to the tag block 40, changed data that has been
received from the broadcasts is included. Thus, the later write refreshes, rather
than obliterating, the eartier write.

[0027] Referring now fo FIG. 4, in an example of a process of using the
cache controller 50, in step 60 the cache controller 50 receives a memory
access request from a client.

[0028] Where the memory access request can be immediately completed,
for example, a read request that is a cache hit, it may be processed

immediately.
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[0029]  Where the memory access request cannot be immediately completed
and would alter a cache tag entry, in step 62 the cache controller 50 creates an
entry in the PAT 52 representing the current state of the cache tag entry, by
copying the existing enfry from the relevant tag block 40. The cache controller
50 may at this time update the PAT entry with as much as is already certain
about the proposed tag write, or may not update the PAT entry until a later
stage.

[0030] In step 64, the cache controller 50 writes a changed entry to the tag
block 40, and sends out a broadcast to the PAT specifying the alteration.
[0031] In step 66, the cache controller 50 identifies and updates any still
pending current PAT entries relating to the same cache tag entry. Then, when
in a subsequent iteration of step 62 the other entries are written from the PAT to
the tag block 40, the earlier change is included in the later write to the tag block
40, and is confirmed rather than overwritten. This procedure can speed up the
second write by several clocks, because it saves the second write having to wait
for the first write to complete and then read the current state of tag block 40
before creating its own write.

[0032] Where there is more than one cache block, a single PAT 52 may
serve all, or a logical group, of the cache blocks. A broadcast is then applied
only to pending transactions for the same block to which the broadcast change
applied. The PAT 52 may be stored in content addressable memory (CAM),
and the index 42 of the cache block 36, 40 to which an entry in the PAT 52
relates may be addressable content.

[0033] Each broadcast may contain only the updated data for the specific
sector 46 to which the underlying transaction relates, and an identification of
that sector. The data can then be substituted in the PAT 52 for the previous
data for that sector 46. Where that approach is used, co-pending tag writes for
the same sector may be inhibited.

[0034] Referring now to FIG. 5, one embodiment of a tag control block 70
that may be used in the cache controller 50 comprises a buffer 72 operative to
store cache fag data from recent cache lookups, and a comparator 74 that

receives incoming cache lookup requests and compares them with the contents
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of the buffer 72. When the comparator 74 reports a match, the cache controller
50 supplies the matching information from the buffer 72, instead of processing a
new cache lookup.

[0035] The buffer 72 may also store currently pending and recently
completed cache tag writes.

[0036] Where a pending write is supplied from the buffer 72, that can reduce
the risk of a client 12 that requests a lookup being supplied with data that is
stale before the requesting client has used it, because of the pending write. In
the other instances mentioned, time is saved because the second requester
does not need to wait for the earlier transaction to complete, and then carry out
a tag lookup, which can take several clock cycles. The size of the buffer may
be limited so that searching the buffer does not create more delay than it saves,
and so as to limit the risk of the buffer itself containing stale data.

[0037] Referring to FIG. 8, in one embodiment of a process using buffer 72,
in step 80 a client 12 requests a cache lookup. In step 82, the comparator 74
compares the lookup request with the contents of buffer 72. 1f the comparison
fails, in step 84 the lookup is completed. In step 86 the result, which is typically
a readout of the data in one or more tag blocks 40, is sent to the requesting
client 12, and stored in the buffer 72. As shown by the looping arrow in FIG. 6,
steps 80 through 86 may occur an indefinite number of times, gradually
populating the buffer 72. The buffer 72 may be a FIFO buffer, so that when it is
full the oldest data are automatically discarded as new results arrive,

[0038] If the comparison in step 82 succeeds, in step 88 the original cache
lookup is voided, and the data from the buffer 72 is supplied to the client 12. in
this embodiment the buffer 72 is not updated in step 88. Where motivations for
using the buffer 72 include those mentioned above, it may be more beneficial to
allow old transactions to be discarded from the buffer even if they are still being
used.

[0039] Referring now to FIG. 7, a further embodiment of a tag control block
for the cache controlier 50 of cache 30 is indicated generally by the reference

numeral 200. For ease of cross-reference, features in FIG. 7 that are similar or
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analogous to features previously described have been given reference
numerals greater by 200 than those of the previously described features.

[0040] The tag control block 200 includes a tag pipe 202, which contains
requests for writes to the tag array 34, and a pending allocation table (PAT)
1562, which may be similar in construction and function to the PAT 52 shown in
FIG. 3. The tag pipe 202 contains pending transactions involving a tag array
134, which contains tag blocks 140 corresponding to data blocks 136 in a cache
data array 132. The data blocks 136 are associated as “ways” within groups
148, and are divided into sectors 138. Each tag block 140 is assigned to a data
block 136, and contains an index 142, a main memory 144, and a status sector
146 for each data sector 138 of the corresponding data block 136.

[0041]  The tag array 132 is so configured that in normal operation individual
tag blocks 140 can be written or overwritten, but that parts of a tag block 140
cannot be written or overwritten separately.

[0042]  The PAT 152 and the tag pipe 202 feed writes into a Tag Write FIFO
204, from which they are actually written fo the tag array 134. The tag pipe 202
can also send non-writing cache tag lookup requests directly to the tag array
134, and can update a Not Recently Used register 206, which tracks how
recently each cache block 136, 140 has been used, and can identify suitable
blocks for replacement by newly-retrieved data. The tag pipe 202 has a
forwarding FIFO 172 that contains tag writes waiting to be passed to the tag
write FIFO 204, and may also contain recent past tag writes and the results of
recent lookup requests. The tag pipe 202 also comprises a comparator 174
that can compare cache tag lookup requests with entries in the forwarding FIFO
172. The tag pipe 202 also coordinates with a data pipe 210 to ensure that
writes to the cache data array 132 are properly synchronized with writes to the
tag array 134. The tag pipe 202 also communicates with a Fabric Abstraction
Block 212 that converts the memory addresses 144 used in the cache tag and
elsewhere within the cell 23 into a form that will be meaningful when sent
across the fabric 28 to another celi 25.

[0043]  The Pending Allocation Table 152 contains, in an example, 48 lines
and serves the entire tag array 134. Each line contains status bits indicating
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whether the line is pending, completed, or invalid, the index of the tag block 140
to which it relates (which may be an index for a group 148 and a way 136, 140
within that group), and the proposed text of the tag block 140. The PAT 152 is
a content addressable memory in which the index is addressable content.
[0044] Referring now to FIG. 8, in an embodiment of a method of operating
sectored cache, in step 302 a first client 12 dispatches a request to read a
sector of data from main memory 22, and that request reaches the cache
controller 50. As mentioned above, there may be other levels of cache between
the processor 14 of client 10 and cache controller, and the request will typically
reach controller 50 only if it misses in any higher level caches.

[0045] In step 304, the comparator 174 compares the request with the
contents of forwarding FIFO 172. If the comparison returns a hit, in step 306
cache controller 50 retrieves the tag information from FIFO 172. If the
comparison failed, in step 308 cache controller 50 does a cache lookup to see
whether that sector of data is in cache 132. If there is a cache hit, in step 310
the cache controller 50 reads the tag information from the relevant tag block
140, and in step 312 may add the tag information just read to FIFO 172, In step
314, using the tag data step 306 or 310, the cache controller retrieves the
requested data sector from cache 132 and returns it to the requester 12, and
updates the NRU register 206 for the cache block in question. The process
then returns to step 302 to await the next read request.

[0046] If the cache lookup in step 308, returned a miss, in step 316 the
process determines whether a cache block has been allocated to the missing
data (which may happen if another sector in the same block is already cached).
This may be done in the same cache lookup as step 304 and 308, but is shown
separately for logical clarity.

[0047]  If no cache space has been allocated to the memory block in
question, in step 318 the process allocates a cache way 136, 140. if all ways in
the relevant group are already occupied, the cache controller 50 uses the NRU
206 to eject the least recently used way. The cache controller 50 then
configures the tag block 140 to show that block allocated to the block of main

memory 22 containing the requested sector of data, but with all sectors in the
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cache block invalid.  If a cache block has been allocated to a data block
including the requested sector, in step 320 the process identifies the block and
reads the existing tag entry 140. As explained below, the NRU register 206
may be updated at this stage.

[0048]  From either step 318 or 320, the process proceeds to step 322, and
creates a PAT entry corresponding to the current state of the tag entry 140. if
the PAT 152 is full, step 322 overwrites a completed or otherwise invalid line. If
every line in the PAT 152 is valid and pending, the new process stalls until a
line becomes available.

[0049]  In step 324, the process sends a request over the fabric 28 to the
main memory 22 to provide the missing data. There may be a considerable
wait, step 326, before the data is received.

[0050]  In the case of step 320, where the cache block 136, 140 had already
been allocated, there may be an earlier read request for the same block that is
still pending. That may be the request that originally caused the block to be
allocated, or may be a request for a third sector in the same block.
Alternatively, a request for a different sector in the same block may be issued
later, but for some reason fulfilled by main memory 22 earfier. In any of those
cases, while the process shown in FIG. 7 is waiting at step 326, another write
for the same cache block is executed in step 328. Then, in step 330, the cache
controller 50 issues a broadcast write to PAT 152. The broadcast is in the form
of a CAM write to all lines in PAT 152 that have the same index (including way if
that is separately specified) as the transaction to which the broadcast relates,
and thus relate to the same cache block 136, 140. The broadcast is thus
ignored by PAT lines for other cache blocks. The broadcast identifies the
sector for the transaction to which the broadcast relates, and gives the new
status data 146 for that sector. The new status data is written into the PAT 152,
overwriting only the previous status data for the same sector, and thus updating
the PAT line without overwriting any data that is not affected by the write being
broadcast.

[0051]  Steps 328 and 330 may happen zero, one, or a plural number of
times while step 326 continues to wait.
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[0052]  In step 332, the data requested in step 324 arrives from main
memory 22, and is forwarded to the requester 12. In step 334, the data is fed
into data pipe 210, and a write request is fed into tag pipe 202. in step 334, the
tag data retating to the write are passed from tag pipe 202 to PAT 152, if that
has not already been updated, including any status data received from the
server 20. For example the server 20 may at this time specify whether user 12
has exclusive or shared ownership of the data sector. As in step 330, the
process updates only the tag status sector 146 relating to its own transaction,
so that other tag data, including any broadcast updates from step 330, are not
affected.

[0053] In step 336, the data and the tag data are written to the cache. Inthe
data cache 132, only the new sector 138 is written, but in the tag cache 134 the
entire block 140 is written, because that is how the tag cache is constructed. In
step 338, the process sends out a CAM write broadcast to the PAT 152, which
may become step 330 of another instance of the process, if there is a write to
the same tag block 140 still pending.

[0054] The PAT line is then marked as completed and invalid, and the
process ends.

[0055] Inthe case of a write to cache from a local client 12, for example, a
writethrough or writeback of modified data, the write can be added to the pipes
202, 210 immediately, and conflicting transactions can be inhibited or stalled
during the short period between the write transaction reading the tag block 140
and writing back the updated tag block 140. Such writes can therefore be
completed without using the PAT 152. However, a PAT broadcast (steps 328,
330) is issued when the write takes place, in case there are other transactions
pending in the PAT 152 for the same cache block.

[0056] Where two cache-miss read requests are received for the same
sector, the first request proceeds as shown in FIG. 8 to retrieve the data from
main memory 22. The second request is stalled to wait for the first request to
retrieve the data. In other situations involving two pending writes to the same

sector, the second write is stalled until the first write is completed.
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[0057] Where a cache block is recalled by server 20 while a write resulting
from a cache-miss read is pending, either the transaction is abandoned or (if
the server 20 actually supplies the data being recalled} the data may be
supplied fo the requesting client with an invalid status, but not cached.

[0058] Where a cache block is ejected because the cache controller needs
more space for a new data block, it is usually undesirable for the ejected block
to be one on which a cache-miss read is pending. To reduce the probability of
that occurring, the NRU register 206 may be updated at step 318 or 320 to
show the block in question as recently used.

[0059] Various modifications and variations can be made in the present
invention without departing from the spirit or scope of the invention. Thus, itis
intended that the present invention cover the modifications and variations of this
invention provided they come within the scope of the appended claims and their
equivalents.

[0060] For example, in FIG. 1 the device managing main memory 22 was
described as “server” 20, and the devices 12 were described as “clients.”
However, the devices 12 and 20 may be substantially equivalent computers,
each of which acts both as server to and as client of the other.

j0061]  For examplie, the device 50 has been described as a stand-alone
cache controller, but may be part of a one of the other devices in a computing
system. The Pending Allocation Table 152 may be several cooperating
physical tables, assigned to different clients 12, different parts of cache 30, or in
some other way. PAT broadcasts may then be sent only to parts of PAT table
152 to which they are potentially applicable. The cache 30 has been described
as a single partially-associative sectored cache, but aspects of the present
disclosure may be applied to various other sorts of cache. The skilled reader
will understand how the components of computing system 10 may be
combined, grouped, or separated differently.

[0062]  Although various distinct embodiments have been described, the
skilled reader will understand how features of different embodiments may be

combined.
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CLAIMS
What is claimed is:
1. A sectored cache system, comprising:

a cache data block comprising separately updatable cache sectors;

a common tag block containing metadata for the cache sectors of the
data block and writable as a whole; and

a pending allocation table (PAT) containing data representing pending
writes to the tag block;

wherein when writing changes data to the tag block, the changed data is
broadcast to the PAT to update data representing other pending writes to the
tag block so that when the other pending writes are written to the tag block

changed data from received broadcasts is included.

2. A sectored cache system according to claim 1, comprising a piurality of
cache blocks and a common pending allocation table operative to contain data
representing pending writes to a plurality of said cache blocks from a plurality of
clients, wherein a broadcast includes an index identifying a specific cache block
and is applied only to pending allocation table entries applying to sectors in that
block.

3. A sectored cache system according to claim 1, comprising a content
addressable memory containing the common pending allocation table, wherein
each entry in the pending allocation table comprises and is addressable by an
index identifying the block to which the entry relates, and each broadcast
comprises and addresses the common pending allocation table by the index
identifying the block to which the broadcast relates.

4. A sectored cache system according to claim 1, wherein a broadcast
specifies a sector to which the changed data relates, and is applied to pending
allocation table entries for writes updating tag array data relating to other

sectors in the same block.
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5. A sectored cache system according to claim 1 wherein, when a client
dispatches a memory read request that is a cache miss, an entry is created in

the pending allocation table before the missing data is fetched.

6. A method of operating sectored cache, comprising:

receiving a memory access request from a client;

where the memory access request cannot be immediately completed
and would alter a cache tag entry, creating an entry in a pending allocation table
representing the current state of the cache tag entry;

when a cache tag entry is altered, broadcasting the alteration to the
pending allocation table and updating pending allocation table entries relating to
the same cache tag entry; and

when making an alteration to which a pending allocation table entry
refates, basing the alteration on the pending allocation table entry, including any

updates from received broadcasts.

7. A method according to claim 6, comprising maintaining a common pending
allocation table for entries relating to access requests from a plurality of users to
a plurality of cache blocks, each block comprising a plurality of sectors with a
common tag entry, and applying a broadcast to entries relating to access
requests for different sectors of the same block to which the broadcast relates.

8. A method according to claim 6, wherein an entry in the pending allocation
table is updated for the request to which it relates only when the entry is ready

to be written to the cache tag.

8. A computer readable storage medium containing instructions for causing a
cache controller:

to receive a memory access request from a client;

where the memory access request cannot be immediately completed

and would alter a cache tag entry, to create an entry in a pending allocation
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table representing the current state of the cache tag entry;

when a cache tag entry is altered, to broadcast the alteration to the
pending allocation table and to update pending allocation table entries relating
to the same cache tag entry; and

when making an alteration to which a pending allocation table entry
relates, to base the alteration on the pending allocation table entry, including

any updates from received broadcasts.

10. A computer readable storage medium according to claim 9, comprising
instructions for causing a cache controller to maintain a common pending
allocation table for entries relating to access requests from a plurality of users to
a plurality of cache blocks, each block comprising a plurality of sectors with a
common tag entry, and to apply a broadcast to entries relating to access
requests for different sectors of the same block to which the broadcast relates.

11. A computer readable storage medium according to claim 9, comprising
instructions for causing a cache contfroller to update an eniry in the pending
allocation table for the request to which it relates only when the entry is ready to

be written to the cache tag.

12. A cache system, comprising:

a buifer operative to store cache tag data from recent cache lookups;

a comparator operative to compare a cache lookup request with the
contents of the buffer; and

wherein information from the buffer is supplied in response to a cache
lookup request where the comparator matches the request to information in the
buffer.

13. A cache system according to claim 12, wherein the buffer is operative to

store pending or recent cache tag writes.

14. A method of operating a cache system, comprising:
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receiving a request from a client for a cache lookup;

comparing the lookup request with the contents of a buffer;

where the comparison fails, completing the lookup, sending the result to
the requesting client, and storing the result in the buffer; and

where the comparison succeeds, supplying corresponding data from the

buffer to the client.

15. A method according to claim 14, further comprising storing in the buffer

pending or recently completed cache tag writes.

16. A method according to claim 14, wherein the buffer is a FIFO buffer, further
comprising permitting the oldest entry in the buffer to be discarded when a new
entry is added.

17. A computer readable storage medium containing instructions for causing a
cache controller:

to receive a request from a client for a cache lookup;

to compare the lookup request with the contents of a buffer;

where the comparison fails, to complete the lookup, to send the result to
the requesting client, and to store the result in the buffer; and

where the comparison succeeds, to supply corresponding data from the

buffer to the client.

18. A computer readable storage medium according to claim 17, containing
instructions for causing a cache controller to store in the buffer pending or

recently completed cache tag writes.

19. A computer readable storage medium according to claim 17, containing
instructions for causing a cache controller, where the buffer is a FIFQ buffer, to
permit an oldest entry in the buffer to be discarded when a new entry is added.



WO 2010/039142

1/5

PCT/US2008/078605

10

34

/
CELL 23
CLIENT
COMPUTER CLIENT | [CLIENT]| [CLIENT
12 12 12 12
STORE 18
R%M up 14| —{cACHE 30
- NODE 24
|
FABRIC 28 FIG. 1
I
NODE 26 CELL 25
SERVER MAIN
20 MEMORY 22
DATA
ARRAY
32
A
s 3
F_ .
BLOCK (WAY) 36 —» | SECTOR | SECTOR | SECTOR | SECTOR
38 38 38 38
TAG BLOCK 40> | INDEX 42 | ADDRESS 44 SITATk’S %6
N )
N
FIG. 2 TAG
ARRAY



WO 2010/039142

2/5

DATA BLOCK 36 TAG BLOCK 40

7y

PCT/US2008/078605

uP 54

CACHE CONT.

? PAT 52

50

ROM 56

|

TO

TO
FABRIC

CLIENTS
12

60
RECEIVE MEM
ACCESS REQ

l

62
CREATE PAT
ENTRY

FIG. 3

FIG. 4

)

64

BROADCAST

TAG WRITE & —» UPDATE

66

PAT

END




WO 2010/039142 PCT/US2008/078605

3/5

FIG. 5

R
I LOOKUP

— | COMPARATOR 74 t

OUT <«— BUFFER 72 —

REQUEST
IN

80
CACHE
LOOKUP REQ

82
COMPARE HIT

MISS
k 4

88
READ FROM
BUFFER

84
LOOKUP

|

86
SEND TO
FIG. 6 CLIENT &
BUFFER

END




WO 2010/039142 PCT/US2008/078605

4/5

DATA BLOCK 136
DATA PIPE 210 138 | SECTOR
ﬁ
DATA ARRAY 132
—— GROUP
148
TAG PIPE | 206
202 NRU
142] INDEX
—»  |144| ADDR
146] STATUS
COMP
174 TAG ARRAY 134
r—
die <03 TAG BLOCK 140
<« 1O _|FAB '?2‘;
FABRIC | 212 —==
L FILL REQ———T
FIG. 7
TCB 200




WO 2010/039142 PCT/US2008/078605

515

START
FIG. 8

314
302 S14
READ |« READ &

SUPPLY
REQUEST DATA

F

END

304 306
FIFO >-HIT» GET FROM
OMp BUFFER

338
BROADCAST

312 {

—» ADD TO 336

FIFO WRITE TO
CACHE

T

334
UPDATE
PAT

T

332

A 4

318 320 RECEIVE DATA.

ALLOCATE IDENTIFY & FORWARD TO
BLOCK READ TAG CLIENT

1 | ‘l‘
> 3%
CREATE ——» RECEIVE

PAT ENTRY BROADCAST

I I

324 328
REQ DATAFROM b——» .57 —— OTHER
MAIN MEMORY WRITE




INTERNATIONAL SEARCH REPORT International application No.
PCT/US2008/078605

A. CLASSIFICATION OF SUBJECT MATTER

GOG6F 12/08(2006.01)i

According to International Patent Classification (IPC) or to both national classification and IPC
B. FIELDS SEARCHED

Minimum documentation searched (classification system followed by classification symbols)
IPC: GOGF

Documentation searched other than minimum documentation to the extent that such documents are included in the fields searched
Korean Utility models and applications for Utility models since 1975
Japanese Utility models and applications for Utility models since 1975

Electronic data base consulted during the international search (name of data base and, where practicable, search terms used)

eKIPASS(KIPO internal) "memory", "pending"

>

C. DOCUMENTS CONSIDERED TO BE RELEVANT

Category* Citation of document, with indication, where appropriate, of the relevant passages Relevant to claim No.
Y US 2007-0156960 A1 (VASUDEVAN, A. et al.) 05 July 2007 1-11
A See Abstract, Paragraphs [0002, 0008-0011, 0029-0034], Claims 1-8, Figures 1-4 and their 12-19
descriptions.
X ZEBCHUK, J. et al. 'A Framework for Coarse-Grain Optimizations in the On-Chip Memory 12-19
Y Hierarchy.' In: Proceedings of the 40th Annual IEEE/ACM International Symposium on 1-11

Microarchitecture (MICRO 2007), 2007, pages 314-327.
See Abstract and Sections 1-4.

A US 2005-0177687 A1 (RAO, R. J.) 11 August 2005 1-19
See Abstract, Claim 1, Figures 2-6 and their descriptions.

A US 2004-0153611 A1 (JAMIL, S. et al.) 05 August 2004 1-19
See Abstract, Claim 1, Figures 2-4 and their descriptions.

A US 2005-0188160 A1 (KACZYNSKI, T.) 25 August 2005 1-19
See Abstract, Claim 1, Figures 1-9 and their descriptions.

|:| Further documents are listed in the continuation of Box C. IE See patent family annex.

* Special categories of cited documents: "T" later document published after the international filing date or priority

"A" document defining the general state of the art which is not considered date and not in conflict with the application but cited to understand
to be of particular relevance the principle or theory underlying the invention

"E" earlier application or patent but published on or after the international "X" document of particular relevance; the claimed invention cannot be
filing date considered novel or cannot be considered to involve an inventive

"L"  document which may throw doubts on priority claim(s) or which is step when the document is taken alone
cited to establish the publication date of citation or other "Y" document of particular relevance; the claimed invention cannot be
special reason (as specified) considered to involve an inventive step when the document is

"O" document referring to an oral disclosure, use, exhibition or other combined with one or more other such documents,such combination
means being obvious to a person skilled in the art

"P"  document published prior to the international filing date but later "&" document member of the same patent family

than the priority date claimed

Date of the actual completion of the international search Date of mailing of the international search report
20 MAY 2009 (20.05.2009) 20 MAY 2009 (20.05.2009)
Name and mailing address of the ISA/KR Authorized officer

Korean Intellectual Property Office
Government Complex-Daejeon, 139 Seonsa-ro, Seo- LEE, Sang Hun
gu, Daejeon 302-701, Republic of Korea

Facsimile No. 82-42-472-7140 Telephone No.  82-42-481-5914

Form PCT/ISA/210 (second sheet) (July 2008)




INTERNATIONAL SEARCH REPORT International application No.

Information on patent family members PCT/US2008/078605

Patent document Publication Patent family Publication

cited in search report date member(s) date

US 2007-0156960 A1 05.07.2007 None

US 2005-0177687 A1 11.08.2005 EP 1723528 A1 22.11.2006
US 7,130,956 B2 31.10.2006

US 2004-0153611 A1 05.08.2004 None

US 2005-0188160 A1 25.08.2005 Us 7,370,154 B2 06.05.2008

Form PCT/ISA/210 (patent family annex) (July 2008)



	Page 1 - front-page
	Page 2 - description
	Page 3 - description
	Page 4 - description
	Page 5 - description
	Page 6 - description
	Page 7 - description
	Page 8 - description
	Page 9 - description
	Page 10 - description
	Page 11 - description
	Page 12 - description
	Page 13 - description
	Page 14 - claims
	Page 15 - claims
	Page 16 - claims
	Page 17 - claims
	Page 18 - drawings
	Page 19 - drawings
	Page 20 - drawings
	Page 21 - drawings
	Page 22 - drawings
	Page 23 - wo-search-report
	Page 24 - wo-search-report

