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METHODS AND APPARATUS FOR 
MULT-PATH FLOW CONTROL WITHNA 

MULT-STAGE SWITCH FABRIC 

BACKGROUND 

Some embodiments described herein relate generally to 
Switch fabric systems, and, in particular, to methods and 
apparatus for multi-path flow control in a multi-stage Switch 
fabric system. 
Some known Switch fabric systems implement a standard 

based flow control method such as the priority-based flow 
control protocol (i.e., IEEE 802.1Qbb) to resolve congestion 
problems in the switch fabric. Based on such a standard-based 
flow control method, when a congestion is built up in the 
Switch fabric, an indication of the congestion (e.g., a conges 
tion notification message) is sent from a congestion point to a 
Source or a congestion reaction point of a data flow. The 
Source or the congestion reaction point of the data flow then 
uses a multi-path mechanism to select some other paths for 
the data flow, and/or reduces the rate of the data flow. Because 
the indication of the congestion does not include information 
on whether the congestion point is a source or a victim of the 
congestion, the multi-path mechanism does not help to solve 
the congestion because the multi-path mechanism typically 
produces a head-of-line (HOL) blocking problem in the 
Switch fabric if the congestion point is a victim of the con 
gestion. 

Accordingly, a need exists for a flow control method that 
can effectively use multi-path for data flows and avoid head 
of-line blocking problems in resolving congestion problems 
in a multi-stage switch fabric system. 

SUMMARY 

In some embodiments, an apparatus comprises a Switch 
from a set of switches associated with a stage of a multi-stage 
switch fabric. The switch is configured to receive a data 
packet having a destination address of a destination device 
from a source device, and then store the data packet in a queue 
of the Switch. The Switch is configured to define a message 
based on the queue having an available capacity less than a 
threshold, and include a congestion root indicator in the mes 
sage if the Switch is a congestion root. The Switch is then 
configured to send the message to the source device such that 
the source device sends another data packet having the des 
tination address of the destination device to another switch 
from the set of switches and not to the previous switch if the 
message includes the congestion root indicator. 

BRIEF DESCRIPTION OF THE DRAWINGS 

FIG. 1 is a system block diagram of a switch fabric system 
configured to send data packets from a source device to a 
destination device, according to an embodiment. 

FIG. 2 is a schematic illustration of a multi-stage switch 
fabric, according to an embodiment. 

FIG. 3 is a schematic illustration of sending data packets 
from a source device to a destination device through a multi 
stage Switch fabric, according to another embodiment. 

FIG. 4 is a schematic illustration of an output queue of a 
Switch in a Switch fabric system, according to an embodi 
ment. 

FIG. 5 is a schematic illustration of the structure of a data 
packet, according to an embodiment. 

FIG. 6 is a schematic illustration of the structure of a 
congestion message, according to an embodiment. 
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2 
FIG. 7 is a schematic illustration of a multi-stage switch 

fabric system configured to forward data packets from a 
Source device to a destination device, according to an embodi 
ment. 

FIG. 8 is a flow chart that illustrates a method for using a 
received data packet to notify a congestion situation. 

DETAILED DESCRIPTION 

In Some embodiments, an apparatus includes a Switch from 
a set of Switches that is associated with a stage of a multi-stage 
switch fabric. The switch is configured to receive a data 
packet having a destination address of a destination device 
from a source device, and then configured to stored the data 
packet in a queue of the Switch. In some embodiments, the 
Switch is configured to route the data packet based on a hash 
function using a header of the data packet as an input. 

Based on the queue having an available capacity less than 
a threshold, the Switch is configured to define a message. In 
Some embodiments, if the available capacity of the queue is 
decreasing and the Switch is sending data packets at Substan 
tially a maximum rate, the Switch is referred as a congestion 
root. As a result, the Switch is configured to include a conges 
tion root indicator in the message. Otherwise, if the switch is 
sending data packets at a rate less than a data rate threshold 
(e.g., not at Substantially the maximum rate), the Switch is 
referred as a congestion victim. As a result, the Switch is 
configured to not include the congestion root indicator in the 
message. In some embodiments, the Switch is configured to 
define the message Such that the message includes at least one 
value associated with a header of the data packet. 

Furthermore, the switch is configured to send the message 
to the source device such that the source device sends another 
data packet having the destination address of the destination 
device to another switch (i.e., different from the previous 
switch) from the set of switches if the message includes the 
congestion root indicator. Additionally, the Source device 
reduces a rate of data packets sent to the destination device in 
response to the message, regardless of the message including 
the congestion root indicator or not. 

In some embodiments, an apparatus includes a source 
device configured to send a first data packet to a destination 
device via a multi-stage Switch fabric, which has a set of 
Switches associated with a stage of the multi-stage Switch 
fabric. The first data packet is sent via the switch fabric such 
that a switch from the set of switches switches the first data 
packet based on a hash function using aheader of the first data 
packet as an input. In response to the Switch from the set of 
Switches receiving the first data packet, the source device is 
configured to receive a message from the Switch, which 
includes at least one value associated with aheader of the first 
data packet. In some embodiments, the message is sent to the 
Source device in response to a queue at the Switch having an 
available capacity less than a predetermined threshold. In 
Some embodiments, the message indicates that the Switch is a 
congestion root if a number of data packets in the queue at the 
Switch is increasing and the Switch is sending data packets at 
Substantially a maximum rate. 

In response to the message, the Source device is configured 
to define a header of a second data packet to be sent to the 
destination device, such that the second data packet is con 
figured to be more likely sent to the destination device via a 
remaining switch from the set of switches than the first data 
packet if the message indicates that the Switch is the conges 
tion root. In some embodiments, the header of the second data 
packet defined by the source device is different than the 
header of the first data packet. In some embodiments, the 
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Source device is configured to also reduce a rate at which a set 
of data packets is sent to the destination device based on the 
message, regardless of the message identifying the Switch as 
a congestion root or not. 

In some embodiments, a non-transitory processor-readable 
medium stores code that represents instructions to be 
executed by a processor of for example, a Switch within a 
multi-stage Switch fabric. The non-transitory processor-read 
able medium stores code that represents instructions to cause 
the processor of the Switch to receive a data packet associated 
with a data flow between a source device and a destination 
device, and then store the data packet in a queue of the Switch. 
The non-transitory processor-readable medium stores code 
that represents instructions to cause the processor of the 
Switch to select the data packet from a set of data packets in 
the queue if an available capacity of the queue is less than a 
threshold. The non-transitory processor-readable medium 
stores code that represents instructions to cause the processor 
of the Switch to define a message including at least a portion 
of a header of the data packet and an indicator of a flow 
control status of the Switch, and further send the message 
from the switch to the source device such that the source 
device modifies the data flow based on the portion of the 
header of the data packet and the indicator of the flow control 
status of the switch. 
As used herein, the term “physical hop' can include a 

physical link between two modules and/or devices. For 
example, a data path operatively coupling a first module with 
a second module can be said to be a physical hop. Similarly 
stated, a physical hop can physically link the first module with 
the second module. 
As used herein, the term “single physical hop' can include 

a direct physical connection between two modules in a sys 
tem. Similarly stated, a single physical hop can include a link 
via which two modules are coupled without intermediate 
modules. Accordingly, for example, if a first module is 
coupled to a second module via a single physical hop, the first 
module can send data packets directly to the second module 
without sending the data packets through intervening mod 
ules. 
As used herein, the term “single logical hop' means a 

physical hop and/or group of physical hops that are a single 
hop within a network topology associated with a first proto 
col. Similarly stated, according to the topology associated 
with the first protocol, no intervening nodes exist between a 
first module and/or device operatively coupled to a second 
module and/or device via the physical hop and/or the group of 
physical hops. A first module and/or device connected to a 
second module and/or device via a single logical hop can send 
a data packet to the second module and/or device using a 
destination address associated with the first protocol and the 
second module and/or device, regardless of the number of 
physical hops between the first device and the second device. 
In some embodiments, for example, a second protocol can use 
the destination address of the first protocol to switch or route 
a data packet from the first module and/or device to the second 
module and/or device over the single logical hop. Similarly 
stated, when a first module and/or device sends data to a 
second module and/or device via a single logical hop of a first 
protocol, the first module and/or device treats the single logi 
cal hop as if it is sending the data directly to the second 
module and/or device. 
As used herein, the term "switch’ can include a layer-2 

(i.e., data link layer) networking device that is used to pro 
cess, Switch or forward data items (e.g., data frames) at the 
data link layer within a switch fabric, such as a network 
bridge, etc. Similarly, a “switch' can include a layer-3 (i.e., 
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4 
network layer) networking device that is used to process, 
Switch or route data items (e.g., data packets) at the network 
layer within a switch fabric, such as a layer-3 router, etc. 
Furthermore, a “switch’ can be a consolidated networking 
device that can be used to process data at multiple layers, such 
as layer-2, layer-3, and/or one or more layers above the net 
work layer. Such a consolidated switch is also referred to as a 
multilayer switch. In some embodiments, a “switch’ can be a 
single device that combines functionalities of, for example, a 
switch, a router and a controller. Sucha switch can be referred 
to as a SRC (switch, router, and controller). As used herein, 
the term “physical hop' can include a physical link between 
two modules and/or devices. For example, a data path opera 
tively coupling a first module with a second module can be 
said to be a physical hop. Similarly stated, a physical hop can 
physically link the first module with the second module. 
As used herein, the term “single physical hop' can include 

a direct physical connection between two modules in a sys 
tem. Similarly stated, a single physical hop can include a link 
via which two modules are coupled without intermediate 
modules. Accordingly, for example, if a first module is 
coupled to a second module via a single physical hop, the first 
module can send data packets directly to the second module 
without sending the data packets through intervening mod 
ules. 

In some embodiments, a Switch fabric can function as part 
of a single logical hop (e.g., a single large-scale consolidated 
L2/L3 switch). Portions of the switch fabric can be physically 
distributed across, for example, many chassis and/or modules 
interconnected by multiple physical hops. In some embodi 
ments, for example, a stage of the Switch fabric can be 
included in a first chassis and another stage of the switch 
fabric can be included in a second chassis. Both of the stages 
can logically function as part of a single consolidated Switch 
(e.g., within the same logical hop according to a first protocol) 
but include a separate single physical hop between respective 
pairs of stages within the consolidated switch. Similarly 
stated, a physical hop can operatively couple each stage 
within a Switch fabric representing a single logical hop asso 
ciated with a protocol used to switch or route data outside the 
switch fabric. Additionally, packet classification and for 
warding associated with a protocol used to Switch or route 
data outside a single logical hop need not occurat each stage 
within the single logical hop. In some embodiments, for 
example, packet classification and forwarding associated 
with a first protocol (e.g., Ethernet) can occur prior to a 
module and/or device sending the data packet to another 
module and/or device via the single logical hop. 
As used in this specification, the singular forms “a” “an 

and “the include plural referents unless the context clearly 
dictates otherwise. Thus, for example, the term “a switch 
fabric' is intended to mean a single switch fabric or a com 
bination of switch fabrics. 
The terms “first stage”, “second stage' and so on refer to 

portions, modules or nodes within a Switch fabric. In some 
instances, these terms refer to a specific stage within a given 
switch fabric. For example, a three-stage Clos network 
includes three consecutive stages from ingress to egress. Such 
a switch fabric has three stages that can be referred to as the 
“first stage” (the first stage with respect to the ingress to 
egress direction) through the “third stage' (the third and final 
stage with respect to the ingress to egress direction). For 
example, FIG. 2 refers to specific stages within a given multi 
stage Switch fabric. In other instances, however, the terms 
“first stage', 'second stage' and so on refer to any stage 
within the switch fabric and correspond to the order of dis 
cussion of a given stage. For example, the “first stage' can 
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refer to the first stage discussed and can correspond to any 
stage within the Switch fabric (e.g., the third stage within a 
three-stage Clos network), and the 'second stage' can refer to 
a remaining stage within the Switch fabric (e.g., the first stage 
within the three-stage Clos network). Thus, it should be 
understood that the specific context will indicate whether the 
terms “first stage', 'second stage' and so on can refer to a 
specific ordinal stage within a Switch fabric or can refer to any 
particular stage within the switch fabric. 

FIG. 1 is a schematic diagram that illustrates a switch 
fabric system 100 configured to send data packets from a 
Source device to a destination device, according to an embodi 
ment. The switch fabric system 100 includes a switch fabric 
110 and multiple edge devices (e.g., edge devices 181-183). 
The switch fabric system 100 operatively couples multiple 
peripheral processing devices (e.g., peripheral processing 
devices 111-116) to each other. The peripheral processing 
devices 111-116 can be, for example, compute nodes, service 
nodes, routers, and storage nodes, etc. In some embodiments, 
for example, the peripheral processing devices 111-116 
include servers, storage devices, gateways, workstations, 
and/or the like. 
The peripheral processing devices 111-116 can be opera 

tively coupled to the edge devices 181-183 of the switch 
fabric system 100 using any Suitable connection Such as, for 
example, an optical connection (e.g., an optical cable and 
optical connectors), an electrical connection (e.g., an electri 
cal cable and electrical connectors) and/or the like. As such, 
the peripheral processing devices 111-116 are configured to 
send data (e.g., data packets) to the switch fabric system 100 
via the edge devices 181-183. In some embodiments, the 
connection between a peripheral processing device 111-116 
and an edge device 181-183 is a direct link. Such a link can be 
said to be a single physical hop link. In other embodiments, 
the peripheral processing devices can be operatively coupled 
to the edge devices via intermediary modules. Such a connec 
tion can be said to be a multiple physical hop link. 

Each edge device 181, 182, 183 can be any device config 
ured to operatively couple peripheral processing devices 111 
116 to the Switch fabric 110. In some embodiments, for 
example, the edge devices 181-183 can be access switches, 
input/output modules, top-of-rack devices and/or the like. 
Structurally, the edge devices 181-183 can function as both 
Source edge devices and destination edge devices. Accord 
ingly, the edge devices 181-183 can send data (e.g., data 
packets) to and receive data from the switch fabric 110, and to 
and from the connected peripheral processing devices 111 
116. 

In some embodiments, the edge device 181-183 can be a 
combination of hardware modules and Software modules (ex 
ecuting in hardware). In some embodiments, for example, 
each edge device 181, 182, 183 can include a field-program 
mable gate array (FPGA), an application specific integrated 
circuit (ASIC), a digital signal processor (DSP) and/or the 
like. 
The edge devices 181-183 can be configured to prepare a 

data packet (e.g., an Ethernet packet) to enter the Switch fabric 
110. In some embodiments, a source edge device 181-183 can 
be configured to define a header for the data packet, which 
includes a value that can be used to switch or route the data 
packet through the switch fabric 110 to a destination edge 
device 181-183. For example, the source edge device 181-183 
can be configured to Switch or route the data packet via an 
egress port of the source edge device 181-183 to a switch of 
the switch fabric 110 based on a hash function using the value 
in the header as an input, where the header is defined for the 
data packet at the source edge device 181-83. Similarly, one 
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6 
or more switches within the switch fabric 110 can be config 
ured to switch or route the data packet through the switch 
fabric 110 to the destination edge device 181-183 based on a 
hash function using the value in the header as an input. Detail 
of routing a data packet based on for example, a hash func 
tion, using a value in a header of the data packet at an edge 
device or a switch is further described with respect to FIGS. 
3-6. 

Each edge device 181-183 is configured to communicate 
with the otheredge devices 181-183 via the switch fabric 110. 
Specifically, the switch fabric 110 is configured to provide 
any-to-any connectivity between the edge devices 181-183 at 
relatively low latency. For example, switch fabric 110 can be 
configured to transmit (e.g., convey) data between edge 
devices 181-183. In some embodiments, the switch fabric 110 
can have at least hundreds or thousands of ports (e.g., egress 
ports and/or ingress ports) through which edge devices 181 
183 can transmit and/or receive data. As described in further 
detail herein, each edge device 181-183 can be configured to 
communicate with the other edge devices 181-183 over mul 
tiple data paths. More specifically, in some embodiments, 
multiple data paths containing different sets of Switches exist 
within the switch fabric 110, between a first edge device and 
a second edge device. 
The edge devices 181-183 can include one or more net 

work interface devices (e.g., a 40 Gigabit (Gb) Ethernet inter 
face, a 100 Gb Ethernet interface, etc.) through which the 
edge devices 181-183 can send signals to and/or receive sig 
nals from the switch fabric 110. The signals can be sent to 
and/or received from the Switch fabric 110 via an electrical 
link, an optical link, and/or a wireless link operatively 
coupled to the edge devices 181-183. In some embodiments, 
the edge devices 181-183 can be configured to send signals to 
and/or receive signals from the switch fabric 110 based on one 
or more protocols (e.g., an Ethernet protocol, a multi-protocol 
label switching (MPLS) protocol, a Fibre Channel protocol, a 
Fibre-Channel-over Ethernet protocol, an Infiniband-related 
protocol, a cell-based protocol, etc.). 
The switch fabric 110 can be any suitable switch fabric that 

operatively couples the edge devices 181-183 to the other 
edge devices 181-183 via multiple data paths. In some 
embodiments, for example, the switch fabric 110 can be a 
Clos network (e.g., a non-blocking Clos network, a strict 
sense non-blocking Clos network, a Benes network) having 
multiple stages of Switch modules (e.g., integrated Ethernet 
Switches). In some embodiments, for example, the Switch 
fabric 110 can be similar to the switch fabric 200 shown in 
FIG. 2 and described in further detail herein, which has three 
stages. In other embodiments, the switch fabric 110 shown in 
FIG. 1 can include any number of stages. In such embodi 
ments, for example, the switch fabric 110 can include three, 
five, seven or nine stages. The switch fabric 110 can be, for 
example, part of a core portion of a data center similar to the 
core portion of the data center described in co-pending U.S. 
patent application Ser. No. 12/495,337, filed Jun. 30, 2009, 
and entitled “Methods and Apparatus Related to Any-to-Any 
Connectivity Within a Data Center, which is incorporated 
herein by reference in its entirety. 

In some embodiments, the switch fabric 110 can be (e.g., 
can function as) a single consolidated Switch (e.g., a single 
large-scale consolidated L2/L3 switch). In other words, the 
switch fabric 110 can be configured to operate as a single 
logical entity (e.g., a single logical network element). Simi 
larly stated, the switch fabric 110 can be part of a single 
logical hop between a first edge device 181, 182, 183 and a 
second edge device 181, 182, 183 (e.g., along with the data 
paths between the edge devices 181-183 and the switch fabric 
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110). The switch fabric 110 can be configured to connect 
(e.g., facilitate communication between) the peripheral pro 
cessing devices 111-116. In some embodiments, the switch 
fabric 110 can be configured to communicate via interface 
devices (not shown) that are configured to transmit data at a 
rate of at least 10 Gbis. In some embodiments, the Switch 
fabric 110 can be configured to communicate via interface 
devices (e.g., fibre-channel interface devices) that are config 
ured to transmit data at a rate of, for example, 2 Gb/s, 4Gb/s, 
8 Gb/s, 10 Gb/s, 40 Gb/s, 100 Gb/s and/or faster link speeds. 

Although the switch fabric 110 can be logically central 
ized, the implementation of the switch fabric 110 can be 
highly distributed, for example, for reliability. For example, 
portions of the switch fabric 110 can be physically distributed 
across, for example, many chassis. In some embodiments, for 
example, a stage of the switch fabric 110 can be included in a 
first chassis and another stage of the switch fabric 110 can be 
included in a second chassis. Both of the stages can logically 
function as part of a single consolidated Switch (e.g., within 
the same logical hop) but have a separate single physical hop 
between respective pairs of stages. More details related to 
architecture of a multi-stage switch fabric are described 
herein with respect to FIGS. 2, 3 and 7. 

In use, a data packet (e.g., an Ethernet packet) can be sent 
between peripheral processing devices 111-116 via portions 
of the switch fabric system 100. For example, as shown in 
FIG. 1, a data packet can be sent from a first peripheral 
processing device 113 to a second peripheral processing 
device 115 via path 170. The first peripheral processing 
device 113 can send the data packet to the edge device 181 via 
link 192. The edge device 181 can prepare the data packet to 
enter the switch fabric 110 by defining a header for the data 
packet, and can then route the data packet via a link (e.g., 
shown as the link 193 in FIG. 1) to a switch in the switch 
fabric 110 based on a value in the defined header. Similar to 
the edge device 181, one or more switches within the switch 
fabric 110 can route the data packet through the switch fabric 
110 based on the value in the define header of the data packet. 
Eventually, the data packet is switched or routed from a 
switch in the switch fabric 110 to the edge device 183 via a 
link (e.g., shown as the link 194 in FIG. 1), which can then 
forward the data packet to peripheral processing device 115 
via link 195. 

FIG. 2 is a schematic illustration of a multi-stage switch 
fabric 200, according to an embodiment. The switch fabric 
200 can include multiple physical hops that are within a single 
logical hop. In some embodiments, switch fabric 200 can be 
a multi-stage, non-blocking Clos network that includes a first 
stage 240, a second stage 242, and a third stage 244. The first 
stage 240 includes switch modules 212; the second stage 242 
includes switch modules 214; the third stage 244 includes 
switch modules 216. Said another way, Switch modules 212 
of the first stage 240, switch modules 214 of the second stage 
242 and switch modules 216 of the third stage 244 collec 
tively define the multi-stage switch fabric 200. 

In the switch fabric 200, each switch module 212 of the first 
stage 240 is an assembly of electronic components and cir 
cuitry. In some embodiments, for example, each Switch mod 
ule is an application-specific integrated circuit (ASIC). In 
other embodiments, multiple Switch modules are contained 
on a single ASIC or a single chip package. In still other 
embodiments, each Switch module is an assembly of discrete 
electrical components. 

In some embodiments, each switch module 212 of the first 
stage 240 is a Switch (e.g., a packet Switch, a frame Switch, an 
integrated Ethernet switch and/or a cell switch). The switches 
are configured to redirect data (e.g., data packets) as it flows 
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8 
through the switch fabric 200. In some embodiments, for 
example, each Switch includes multiple ingress ports opera 
tively coupled to write interfaces on a memory buffer (not 
shown in FIG. 2). Similarly, a set of egress ports are opera 
tively coupled to read interfaces on the memory buffer. In 
some embodiments, the memory buffer can be a shared 
memory buffer implemented using on-chip static random 
access memory (SRAM) to provide sufficient bandwidth for 
all ingress ports to write one incoming data packet per time 
period (e.g., one or more clock cycles) and for all egress ports 
to read one outgoing data packet pertime period. Each Switch 
operates similarly to a crossbar Switch that can be reconfig 
ured in Subsequent each time period. 

Each switch module 212 of the first stage 240 includes a set 
of ingress ports 260 configured to receive data (e.g., a data 
packet) as it enters the switch fabric 200. For example, each 
ingress port 260 can be coupled to an edge device (e.g., edge 
devices 181, 182, 183 shown and described with respect to 
FIG. 1). In some embodiments, more than one ingress port 
260 of a switch module 212 can be coupled to different ports 
of a common edge device via separate physical connections 
(e.g., multiple electrical cables, multiple fiber-optic cables, 
etc.). Accordingly, an edge device can send data to the Switch 
fabric 200 via the ingress ports 260. In this embodiment, each 
switch module 212 of the first stage 240 includes the same 
number of ingress ports 260. 

Similar to the first stage 240, the second stage 242 of the 
switch fabric 200 includes switch modules 214. The switch 
modules 214 of the second stage 242 are structurally similar 
to the switch modules 212 of the first stage 240. Each switch 
module 214 of the second stage 242 is operatively coupled to 
each switch module 212 of the first stage 240 by a data path 
220. Each data path 220 between a given switch module 212 
of the first stage 240 and a given switch module 214 of the 
second stage 242 is configured to facilitate data transfer from 
the switch modules 212 of the first stage 240 to the switch 
modules 214 of the second stage 242. 
The data paths 220 between the switch modules 212 of the 

first stage 240 and the switch modules 214 of the second stage 
242 can be constructed in any manner configured to facilitate 
data transfer from the switch modules 212 of the first stage 
240 to the switch modules 214 of the second stage 242. In 
Some embodiments, for example, the data paths 220 are opti 
cal connectors between the Switch modules. In other embodi 
ments, the data paths 220 are within a midplane. Such a 
midplane can be similar to that described in U.S. application 
Ser. No. 12/345,500, filed Dec. 29, 2008, and entitled “Sys 
tem Architecture for a Scalable and Distributed Multi-Stage 
Switch Fabric.” which is incorporated herein by reference in 
its entirety. Such a midplane can be used to connect each 
switch module 214 of the second stage 242 with each switch 
module 212 of the first stage 240. In still other embodiments, 
two or more Switch modules are contained within a single 
chip package and the data paths are electrical traces. 

In some embodiments, the Switch fabric 200 is a non 
blocking Clos network. Thus, the number of switch modules 
214 of the second stage 242 of the switch fabric 200 varies 
based on the number of ingress ports 260 of each switch 
module 212 of the first stage 240. In a rearrangeably non 
blocking Clos network (e.g., a Benes network), the number of 
Switch modules 214 of the second stage 242 is greater than or 
equal to the number of ingress ports 260 of each switch 
module 212 of the first stage 240. Thus, if n is the number of 
ingress ports 260 of each switch module 212 of the first stage 
240 and m is the number of switch modules 214 of the second 
stage 242, men. In some embodiments, for example, each 
switch module 212 of the first stage 240 has five ingress ports. 
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Thus, the second stage 242 has at least five Switch modules 
214. Each of the switch modules 212 of the first stage 240 is 
operatively coupled to all the switch modules 214 of the 
second stage 242 by data paths 220. Said another way, each 
switch module 212 of the first stage 240 can send data to any 
switch module 214 of the second stage 242. 
The third stage 244 of the switch fabric 200 includes switch 

modules 216. The switch modules 216 of the third stage 244 
are structurally similar to the switch modules 212 of the first 
stage 240. The number of switch modules 216 of the third 
stage 244 is typically equivalent to the number of Switch 
modules 212 of the first stage 240. Each switch module 216 of 
the third stage 244 includes egress ports 262 configured to 
allow data to exit the switch fabric 200. For example, each 
egress port 262 can be coupled to an edge device (e.g., edge 
devices 181, 182, 183 shown and described with respect to 
FIG. 1). In some embodiments, similar to switch module 212 
of the first stage 240, more than one egress port 262 of a 
switch module 216 can be coupled to different ports of a 
common edge device via separate physical connections (e.g., 
multiple electrical cables, multiple fiber-optic cables, etc.). 
Accordingly, the edge device can receive data from the Switch 
fabric 200 via the egress port 262. In this embodiment, each 
switch module 216 of the third stage 244 includes the same 
number of egress ports 262. Further, the number of egress 
ports 262 of each switch module 216 of the third stage 244 is 
typically equivalent to the number of ingress ports 260 of each 
switch module 212 of the first stage 240. 

Each switch module 216 of the third stage 244 is connected 
to each switch module 214 of the second stage 242 by a data 
path 224. The data paths 224 between the switch modules 214 
of the second stage 242 and the switch modules 216 of the 
third stage 244 are configured to facilitate data transfer from 
the switch modules 214 of the second stage 242 to the switch 
modules 216 of the third stage 244. 
The data paths 224 between the switch modules 214 of the 

second stage 242 and the switch modules 216 of the third 
stage 244 can be constructed in any manner configured to 
facilitate data transfer from the Switch modules 214 of the 
second stage 242 to the switch modules 216 of the third stage 
244. In some embodiments, for example, the data paths 224 
are optical connectors between the switch modules. In other 
embodiments, the data paths are within a midplane. Such a 
midplane can be used to connect each Switch module 214 of 
the second stage 242 with each switch module 216 of the third 
stage 244. In still other embodiments, two or more switch 
modules are contained within a single chip package and the 
data paths are electrical traces. 

In some embodiments, data can be routed through the 
switch fabric 200 using for example, hash functions, lookup 
tables, routing tables and/or the like. For example, a first stage 
Switch module 212 can determine to which second stage 
Switch module 214 to send a data packet by using a header 
value of the data packet as an input to a hash function. A result 
of the hash function can be an identifier of a second stage 
Switch module 214, or equivalently, an identifier of an egress 
port of the first stage switch module 212 that is coupled to a 
second stage Switch module 214. The first stage Switch mod 
ule 212 can then send the data packet to the second stage 
Switch module 214 accordingly. Similarly, a second stage 
switch module 214 and/or a third stage switch module 216 
can determine to which third stage switch module 216 or edge 
device (i.e., an edge device coupled to an egress port 262) to 
send the data packet, respectively, using a hash function that 
takes the header value of the data packet as an input. Detail of 
routing a data packet based on for example, a hash function, 
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using a header value of a data packet at a Switch is further 
described with respect to FIGS. 3-6. 

FIG. 3 is a schematic illustration of sending data packets 
from a source device to a destination device through a multi 
stage switch fabric 300, according to another embodiment. As 
shown in FIG. 3, the switch fabric 300 operatively couples a 
source device 310 with a destination device 360 such that 
Source device 310 can send data traffic (e.g., data packets) to 
destination device 360 through the switch fabric 300. Source 
device 310 or destination device 360 can be any device that is 
coupled to one or more switches of the switch fabric 300 and 
can send data packets to and/or receive data packets from the 
switch(es). For example, source device 310 or destination 
device 360 can be an edge device that is structurally and 
functionally similar to the edge devices 181-183 shown and 
described with respect to FIG. 1. 
The multi-stage switch fabric 300 includes switches 320 

and 330, which are associated with a first stage of the switch 
fabric 300; and switches 340 and 350, which are associated 
with a second stage of the switch fabric 300. The switches 
within the switch fabric 300 are structurally and functionally 
similar to the switch modules in the Switch fabric 200 shown 
and described with respect to FIG.2. Specifically, switch 320, 
330,340 or 350 can be, for example, any assembly and/or set 
of operatively-coupled electrical components and circuitry, 
or an application-specific integrated circuit (ASIC). In some 
embodiments, switch 320, 330, 340 or 350 can include, for 
example, a memory, a processor, electrical traces, optical 
connectors, Software (stored or executing inhardware) and/or 
the like. In some embodiments, the memory included in a 
switch within the switch fabric 300 can be, for example, a 
random-access memory (RAM) (e.g., a dynamic RAM, a 
static RAM), a flash memory, a removable memory, and/or so 
forth. Furthermore, each switch 320, 330, 340 or 350 has an 
output queue 325,335,345 or 355, respectively, which is used 
to store data packets in a queue before sending the data 
packets to a switch of a next stage or to destination device 360. 
Details of an output queue are described below with respect to 
FIG. 4. While shown and described herein as being an output 
queue, in other embodiments, any queue configured to store 
data packets at a Switch can be used. In some embodiments, 
for example, the queue can be an input queue configured to 
receive and store data packets from input ports of a Switch. 
As shown in FIG. 3, Switches of the Switch fabric 300 can 

be configured to Switch or route data packets sent from source 
device 310 to destination device 360 via multiple data paths 
through the switch fabric 300 (e.g., data paths 370 and 375 in 
FIG. 3). Initially, upon receiving a data packet from a device 
(not shown in FIG. 3) coupled to source device 310, source 
device 310 can be configured to define a header for the data 
packet before sending the data packet into the switch fabric 
300. The device that sends the data packet to source device 
310 can be for example, a peripheral processing device simi 
lar to the peripheral processing devices 111-116 in FIG. 1, 
and source device 310 can be for example, an edge device 
similar to the edge devices 181-183 in FIG.1. Alternatively, 
Source device 310 can be configured to originate a data 
packet, including defining a header for the data packet, and 
then send the data packet to destination device 360 through 
the switch fabric 300. For example, source device 310 can be 
a compute device that can establish a communication session 
with destination device 360, which is another compute 
device, through the switch fabric 300 without the assistance 
from any edge device. 

FIG. 5 is a schematic illustration of the structure of a data 
packet 500 that is sent from a source device (e.g., source 
device 310) into a switch fabric (e.g., the switch fabric 300), 
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according to an embodiment. Data packet 500 includes a 
packet header 510 and a payload 520. The source device can 
be configured to define packet header 510 for data packet 500, 
which contains information that is associated with the com 
munication session for data packet 500. For example, packet 
header 510 can include a destination address (e.g., an IP 
address, a MAC address, etc.) of a destination device (e.g., 
destination device360) of the communication session, and/or 
a source address of a source device (e.g., source device 310) 
of the communication session. Thus, a Switch of the Switch 
fabric that receives data packet 500 can identify a source 
and/or a destination of data packet 500 from packet header 
510. Additionally, payload 520 contains actual data payload 
carried by data packet 500, one or more packet headers asso 
ciated with a higher level protocol (e.g., a TCP header, a 
hypertext transfer protocol (HTTP) header, a simple mail 
transfer protocol (SMTP) header, etc.), and/or other control 
information associated with the communication session for 
data packet 500, etc. 

In some embodiments, the source device that sends data 
packet 500 into the switch fabric can be configured to include 
a value in packet header 510, which can be used to switch or 
route data packet 500 through the switch fabric. As described 
in further detail herein, the source device or a switch of the 
Switch fabric can be configured to select an egress port from 
a set of egress ports of the Source device or the Switch, based 
on the value included in packet header 510, such that data 
packet 500 is sent out via the selected egress port. In some 
embodiments, such a selection can be done by using, for 
example, a hash function that takes the value included in 
packet header 510 as an input. Alternatively, the hash function 
can take the entire packet header 510 including the value, or 
the value plus any portion of packet header 510, as an input. 
In such embodiments, the value included in packet header 510 
can be any value that is a valid input to the hash function. In 
some embodiments, once packet header 510 including the 
value is defined at the source device, packet header 510 can 
not be modified by any switch of the switch fabric that 
receives data packet 500. In other words, the source device 
and all the switches of the switch fabric that receive data 
packet 500 are configured to switch or route data packet 500 
based on the same value included in packet header 510 that is 
defined by the source device. 

Returning to FIG.3, after a packet header including a value 
for Switching or routing is defined for a data packet at Source 
device 310, source device 310 can be configured to send the 
data packet to a switch (e.g., switch 320, switch 330) of the 
first stage of the switch fabric 300. Specifically, source device 
310 can be configured to select an egress port, based on the 
value included in the packet header of the data packet, from a 
set of egress ports of source device 310, each of which is 
coupled to a switch associated with the first stage of the 
switch fabric 300. Source device 310 is then configured to 
send the data packet to a Switch via the selected egress port. In 
Some embodiments, such a selection can be done by, for 
example, a hash function at source device 310. For example, 
source device 310 is configured to determine an output value 
using a hash function that takes the value included in the 
packet header of the data packet as an input, where the output 
value is associated with (e.g., mapped to) an index of an 
egress port of source device 310 that is coupled to switch 330. 
Thus, source device 310 is configured to send the data packet 
to switch 330 via the egress port that is associated with the 
output value of the hash function, shown as a portion of data 
path 375 in FIG. 3. 

After receiving the data packet from source device 310, 
switch 330 can be configured to store the data packet in an 
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12 
output queue 335 within switch 330. At a later time, switch 
330 can be configured to send the data packet to a switch 
associated with the second stage of the switch fabric 300 (i.e., 
switch 340, switch 350). Similar to source device 310, switch 
330 can be configured to select an egress port that is coupled 
to a switch of the second stage of the switch fabric 300 by 
using a hash function that takes the value included in the 
packet header of the received data packet as an input. For 
example, switch 330 can be configured to determine an output 
value usingahash function that takes the value included in the 
packet header of the received data packet as an input, where 
the output value is associated with (e.g., mapped to) an index 
of an egress port of switch 330 that is coupled to switch 350. 
Thus, switch 330 is configured to send the received data 
packet to switch 350 via the egress port that is associated with 
the output value of the hash function, shown as a portion of 
data path 375 in FIG. 3. In some embodiments, the hash 
function used at a switch (e.g., switch 330) can be different 
from the hash function used at a source device (e.g., source 
device 310) or another switch (e.g., switch 320). 

Similar to switch 330, switch 350 can be configured to 
store the data packet in an output queue 355 within switch350 
after receiving the data packet from Switch 330. At a later 
time, switch 350 can be configured to send the data packet to 
destination device 360 based on the destination address of 
destination device 360 included in the packet header of the 
data packet, shown as a portion of data path 375 in FIG. 3. 
Thus, the data packet is sent from source device 310 to des 
tination device 360 via switch 330 and switch 350, which are 
associated with the first stage and the second stage of the 
switch fabric 300, respectively. A data packet sent from a 
source device to a destination device via a data path through 
a switch fabric is associated with a data flow, which is defined 
by the source device, the destination device and the data path. 
For example, a data flow that includes the data packet dis 
cussed above is defined by source device 310, destination 
device 360, and data path 375 as shown in FIG.3. 

FIG. 4 is a scheme illustration of output queue 355 of 
switch 350 in the switch fabric 300, according to an embodi 
ment. As shown in FIG. 4, data packets (e.g., DP1, DP2, 
DP100, DP101, DP102, DP120, etc.) received at switch 350 
are stored in output queue 355 at a given time, where DP1 
represents the data packet storedata memory unit that is at the 
first position of output queue 355 at the given time, DP2 
represents the data packet stored at another memory unit that 
is at the second position of output queue355 at the given time, 
etc. In some embodiments, the positions of data packets being 
placed in output queue 355 represent a logic relation associ 
ated with the data packets, and do not necessarily represent 
any relation of the physical locations (e.g., memory units) 
where the data packets are stored. For example, DP2 is placed 
in a position immediately after the position of DP1 in output 
queue 355, but the memory unit where DP2 is physically 
stored can be apart from the memory unit where DP1 is 
physically stored. 
The data packets stored in output queue 355 can be 

received from various switches (e.g., switch 330, switch 320) 
associated with the first stage of the switch fabric 300, and can 
be associated with different data flows. For example, DP100 
and DP120 can be associated with the data flow that includes 
data packets sent from source device 310 to destination device 
360 via switch 330 and switch 350 (i.e., via data path 375 
shown in FIG. 3); DP101 and DP102 can be associated with 
another data flow that includes data packets sent from Source 
device 310 to another destination device (not shown in FIG.3) 
via switch 320 and switch 350; etc. Data packets stored in 
output queue 355 in an order are typically processed and sent 
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out from switch 350 based on the same order (i.e., first-in 
first-out (FIFO)). For example, DP1 is processed and sent out 
from switch 350 at a first time; DP2 is processed and sent out 
from Switch350 at a second time later than the first time; etc. 
Furthermore, after a data packet at the first position of output 
queue 355 (e.g., DP1) is sent out from switch 350, each 
remaining data packet in output queue 355 moves one posi 
tion up in output queue 355 consequently. That is, DP2 moves 
to the first position of output queue 355, the data packet 
previously at the third position of output queue 355 moves to 
the second position of output queue 355, etc. Thus, after a data 
packet stored in output queue 355 is sent out from Switch 350, 
the total number of data packets stored in output queue 355 is 
reduced by 1. 

In some embodiments, when the number of data packets 
stored in an output queue of a Switch reaches a threshold, or 
equivalently, when the output queue of the Switch has an 
available capacity less than a threshold (note that the total 
capacity of an output queue of a Switch is typically a fixed 
value), the Switch can determine that it is in a congestion 
situation. As shown in FIG. 4, when the number of data 
packets stored in output queue 355 reaches 120, or equiva 
lently, when output queue 355 has an available capacity less 
thana threshold (represented by T2 in FIG. 4), switch350 can 
determine that it is in a congestion situation. 

Furthermore, a Switch in a congestion situation can deter 
mine whether it is a congestion root or not. Specifically, if the 
number of data packets stored in the output queue of the 
Switch is increasing (or equivalently, if the available capacity 
of the output queue of the Switch is decreasing), and the 
Switch is sending data packets at Substantially a maximum 
rate (or in other words, the switch is not under flow control), 
then the Switch can determine that it is a congestion root. 
Otherwise, if the number of data packets stored in the output 
queue of the switch is over a threshold (or equivalently, if the 
available capacity of the output queue of the Switch is less 
than a threshold), but the Switch is sending data packets at a 
rate less than a data rate threshold that is substantially less 
than the maximum rate, then the Switch can determine that it 
is not a congestion root. In the example of FIGS. 3-4, because 
as many as 120 data packets are stored in output queue 355 (or 
equivalently, the available capacity of output queue355 is less 
than the threshold represented by T2), and if switch 350 is 
sending data packets to destination device 360 at substantially 
a maximum rate for switch 350, Switch 355 can determine 
that it is a congestion root. In contrast, because the available 
capacity of output queue 335 is less than a threshold, but if 
switch 330 is sending data packets to switch 340 and switch 
350 at a rate less than a data rate threshold that is substantially 
less than a maximum rate for switch 330 (in other words, 
switch 330 is not sending data packets at substantially the 
maximum rate), switch 330 can determine that it is not a 
congestion root. In some embodiments, a Switch in a conges 
tion situation is referred to as a congestion victim if it is not 
determined as a congestion root. 

Returning to FIG. 3, in response to determining a conges 
tion situation and the type of the congestion (e.g., a conges 
tion root, a congestion victim), a Switch can be configured to 
define a congestion message and then send the congestion 
message to a source device of a data flow to notify the Source 
device of the congestion situation. Specifically, a Switch in a 
congestion situation can define a congestion message based 
on a data packet selected from the set of data packets stored in 
the output queue of the switch. In the example of FIGS. 3-4, 
after switch 350 determines that it is in a congestion situation 
and it is a congestion root, switch 350 can be configured to 
define a congestion message based on a data packet selected 
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from the data packets stored in output queue 355. Such a data 
packet can be selected in various methods. In one method, a 
data packet at a specific position of output queue 355 can be 
selected. For example, the data packet at the 120" position of 
output queue 355 (i.e., DP120), which makes the number of 
data packets in output queue 355 reach the threshold of T2. 
can be selected. In another method, each data packet can be 
randomly selected from all data packets stored in output 
queue 355 with an equal probability. In such a method, data 
packets associated with a data flow that has the most number 
of data packets stored in output queue 355 have a higher 
probability of being selected than data packets associated 
with other data flows. In other words, data packets associated 
with the data flow that contributes most to the congestion 
situation at switch 355 is most likely to be selected. Subse 
quently, a congestion message to be sent to a source device 
can be defined based on the selected data packet. 

FIG. 6 is a schematic illustration of the structure of a 
congestion message 600, which is defined based on data 
packet 500 described with respect to FIG. 5, according to an 
embodiment. Congestion message 600 includes a congestion 
header 610, a packet header 510 (or a portion of packet header 
510) of data packet 500, and a congestion type field 620. 
Congestion header 610 can contain information associated 
with an originator (e.g., Switch 350) and a destination (e.g., 
source device 310) of congestion message 600, such that 
congestion message 600 can be routed from the originator to 
the destination at each intermediary Switch or device appro 
priately. In some embodiments, the destination of a conges 
tion message defined at a Switch is the source of the data 
packet on which the congestion message is based, such that 
the congestion message can be sent back to the exact source 
device that sent the data packet to the switch previously. In the 
example of FIGS. 3-6, after data packet 500 is selected to be 
used to define congestion message 600 at Switch 350, the 
information associated with source device 310 is retrieved 
from packet header 510 because source device 310 is the 
source of data packet 500, and then the information associ 
ated with source device 310 is included in congestion header 
610 as the destination of congestion message 600, and infor 
mation associated with switch 350 is included in congestion 
header 610 as the originator of congestion message 600. 

In some embodiments, a packet header of a data packet on 
which a congestion message is based can be included in the 
congestion message. As a result, the value included in the 
packet header of the data packet, which is used as an input to 
for example a hash function to Switch or route the data packet 
through a Switch fabric, can be included in the congestion 
message. For example, as shown in FIGS. 5-6, packet header 
510 of data packet 500, on which congestion message 600 is 
based, is included in congestion message 600. Consequently, 
the value included in packet header 510, which is used by a 
Source device (e.g., source device 310) and Switches (e.g., 
switch 320,330) to switch or route data packet 500 through a 
switch fabric (e.g., switch fabric 300), is also included in 
congestion message 600. Alternatively, in Some other 
embodiments, a portion of a packet header of a data packet, 
including a value used to Switch or route the data packet 
through a Switch fabric, can be included in a congestion 
message that is defined based on the data packet. 

Furthermore, in some embodiments, a congestion message 
defined at a Switch in a congestion situation can also include 
a congestion type field (shown as congestion type 620 in FIG. 
6) that contains information identifying if the switch is a 
congestion root or not. For example, congestion message 600 
defined at switch 350, which is in a congestion situation and 
is a congestion root, includes information in congestion type 
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620 that identifies switch 350 as a congestion root. For 
another example, another congestion message defined at 
Switch 330, which is in a congestion situation and is a con 
gestion victim, includes information in a congestion type field 
within that congestion message that identifies switch 330 as a 
congestion victim instead of a congestion root. In some 
embodiments, if a Switch is a congestion root, a congestion 
type field of a congestion message defined at the Switch can 
include a congestion root indicator. Otherwise, if the switch is 
a congestion victim, the congestion type field of the conges 
tion message defined at the Switch can include a congestion 
victim indicator. In some embodiments, a congestion type 
field of a congestion message defined at a Switch can include 
an indicator of a flow control status of the Switch, which 
identifies the Switch is a congestion root or not. 

Returning to FIG. 3, after a congestion message is defined 
based on a received data packet at a Switch that is in a con 
gestion situation, the Switch can be configured to send the 
congestion message to a source device of the data packet. In 
Some embodiments, the congestion message can be routed 
from the switch to the source device via the same data path 
(with an opposite direction) initially traveled by the data 
packet. In Such embodiments, each intervening Switch on the 
data path including the Switch that originates the congestion 
message is configured to record information associated with 
the data path when they received and/or sent the data packet. 
Thus, when the Switch originates or receives the congestion 
message, it can determine, based on the congestion message 
and the recorded information, from which switch or source 
device it previously received the data packet associated with 
the congestion message. Subsequently, the Switch can be 
configured to send the congestion message to the determined 
Switch or source device accordingly. For example, as shown 
in FIG. 3, switch350 receives a data packet (e.g., data packet 
500 shown in FIG. 5) sent from source device 310 via switch 
330, shown as a portion of datapath.375 in FIG.3. In response 
to determining to be in a congestion situation, switch 350 is 
configured to define a congestion message (e.g., congestion 
message 600 shown in FIG. 6) based on the data packet, and 
then send the congestion message back to Source device 310. 
Particularly, the congestion message is sent from Switch 350 
to source device 310 via the same data path (with an opposite 
direction) initially traveled by the data packet, i.e., via switch 
330 shown within data path 378 in FIG. 3. In some other 
embodiments, the congestion message is not necessarily 
routed from the Switch to the source device via the same data 
path (with an opposite direction) initially traveled by the data 
packet. Instead, the congestion message can be routed from 
the switch to the source device via any route. For example, 
Switch 350 can be configured to send the congestion message 
to source device 310 via Switch 320, which is a different data 
path (not shown in FIG. 3) from the one initially traveled by 
the data packet and on which the congestion message is 
based. 

In response to receiving a congestion message from a 
Switch that is in a congestion situation, a source device can 
take actions to regulate a data flow sent from the Source 
device, such that the data rate at which the source device 
sends data packets of the data flow to the congested Switch is 
reduced. To determine the data flow to be regulated, the 
source device first can be configured to retrieve, from the 
received congestion message, information associated with 
the data packet on which the congestion message is based. As 
a result, the Source device can determine a data flow associ 
ated with the data packet by identifying a destination device 
and a value used for Switching or routing from the retrieved 
information. For example, as shown in FIG. 6, upon receiving 
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congestion message 600 that is defined based on data packet 
500, a source device can be configured to retrieve information 
from packet header 510 of data packet 500, or at least a 
portion of packet header 510 of data packet 500 that includes 
a destination address of a destination device and a value used 
for Switching or routing data packet 500, from congestion 
message 600. Based on the retrieved information, the source 
device can determine the destination device and the value 
used for Switching or routing that are associated with the data 
flow that included data packet 500. Thus, the source device 
can determine the data flow that is to be regulated. 

In some embodiments, upon receiving a congestion mes 
sage from a Switch in a congestion situation, a source device 
can be configured to determine if the congested Switch is a 
congestion root or not based on the received congestion mes 
sage. For example, the Source device can determine the con 
gested Switch is a congestion root if a congestion root indi 
cator is determined to be included in the congestion message; 
otherwise the source device can determine the congested 
Switch is a congestion victim instead of a congestion root. 
Alternatively, if an indicator of a flow control status is 
included in the received congestion message, the Source 
device can determine the congestion Switch is a congestion 
root or not by checking the indicator of the flow control status. 
In the example of FIGS. 3-6, switch 350 is configured to send 
to source device 310 congestion message 600, which includes 
a congestion root indicator in congestion type field 620, or 
alternatively, an indicator of the flow control status of Switch 
350 in congestion type field 620 that identifies switch 350 as 
a congestion root. As a result, source device 310 is configured 
to determine switch 350 is a congestion root by checking 
congestion type field 620 of congestion message 600. 

In some embodiments, ifa Source device determines a data 
flow to be regulated based on a congestion message sent from 
a Switch, and determines the Switch is a congestion root based 
on the congestion message, the source device can be config 
ured to modify data packets associated with the data flow such 
that the data rate at which the source device sends the data 
packets associated with the data flow to the congested Switch 
is reduced. As described above, upon receiving a congestion 
message defined based on a first data packet sent to a desti 
nation device from a source device, the source device can be 
configured to retrieve information associated with the first 
data packet from the received congestion message. The 
retrieved information associated with the first data packet 
includes a value in a packet header of the first data packet, 
upon which the first data packet was switched or routed from 
the source device and through Switches along the data path 
initially traveled by the first data packet. In some embodi 
ments, the value is used as an input to a hash function at the 
Source device or a Switch along the data path to generate an 
output value associated with an egress port of that source 
device or Switch, Such that the first data packet is sent to a 
Switch of the next stage coupled to the egress port via the 
egress port. Thus, to deviate a data flow of a second data 
packet sent to the same destination device as the first data 
packet around the congested Switch, the source device can be 
configured to change the value for Switching or routing in the 
packet header of the second data packet. For example, the 
Source device can be configured to randomly select a value 
from a set of values that are different from the previous value 
for Switching or routing and that are valid as an input to the 
hash function. Alternatively, other methods can be used to 
determine a different value for switching or routing for the 
second data packet. As a result, an output value different from 
the previous output value associated with the first data packet 
can be likely generated by the hash function at the source 
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device or a Switch. Subsequently, the second data packet can 
be likely sent out from an egress port different from the 
previous egress port from which the first data packet was sent 
out, at the source device or a Switch. As a result, the second 
data packet is likely to be deviated around the congested 
switch, through which the first data packet was switched or 
routed. 

In the example of FIGS. 3-6, upon determining a conges 
tion situation, switch 350 is configured to define congestion 
message 600 based on data packet 500 that is associated with 
a data flow sent from source device 310 to destination device 
360 via switch 330 and switch 350, shown as data path.375 in 
FIG. 3. Switch 350 is then configured to send congestion 
message 600 to source device 310, for example, via switch 
330 (shown as data path 378 in FIG. 3). After receiving 
congestion message 600, source device 310 is configured to 
determine the data flow to be regulated, and a first value in 
packet header 510 that is used for switching or routing data 
packet 500, based on packet header 510 (or a portion of packet 
header 510) retrieved from congestion message 600. Further 
more, source device 310 is configured to determine switch 
350 is a congestion root by checking the congestion type field 
620 of congestion message 600. Thus, to deviate a second 
data packet that is to be sent from source device 310 to 
destination device 360 around switch 350, source device 310 
is configured to randomly select a second value for Switching 
or routing that is different from the first value included in 
packet header 510 of data packet 500, and include the second 
value in a packet header of the second data packet. As a result, 
the second data packet is sent from source device 310 to 
destination device 360 via switch 320 and switch 340 along a 
datapath (shown as datapath370 in FIG.3) different from the 
previous data path (shown as data path 375 in FIG. 3) for data 
packet 500. This data path 370 successfully deviates around 
Switch 350. 

Note that in some embodiments, for example when a hash 
function is used to determine an egress port based on an input 
value retrieved from a packet header of a data packet, differ 
ent egress ports are not necessarily determined based on 
different input values. In other words, the same egress port 
may be selected based on two different input values. Conse 
quently, the second data packet may be sent to the congested 
Switch in Some scenarios even though a different value for 
Switching or routing is used for the second data packet. 

In Some embodiments, if a source device determines a data 
flow is to be regulated based on a congestion message sent 
from a Switch, and determines the Switch is a congestion 
victim instead of a congestion root associated with the data 
flow based on the congestion message, the Source device can 
be configured to reduce a data rate at which data packets of the 
data flow are sent from the source device. In such embodi 
ments, the source device is not necessarily configured to 
modify the value used for Switching or routing that is included 
in the data packets of the data flow. In the example of FIG. 3, 
upon determining a congestion situation caused by data pack 
ets of a data flow that are sent from source device 310 to 
destination device360 via switch 330 and switch 350 (shown 
as data path.375 in FIG. 3), switch 330 is configured to define 
a congestion message based on a data packet (e.g., data packet 
500) associated with the data flow, and then send the conges 
tion message to source device 310 (data path not shown in 
FIG. 3), where the congestion message identifies switch 330 
as a congestion victim. After receiving Such a congestion 
message, source device 310 is configured to reduce the data 
rate at which source device 310 sends out data packets asso 
ciated with the data flow. Meantime, source device 310 does 
not change the value for Switching or routing included in the 
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data packets. Consequently, the data packets associated with 
the data flow are sent from source device 310 to destination 
device 360 via Switch 330 and Switch 350 at the reduced data 
rate. 

In some embodiments, in addition to other actions, a source 
device can be configured to reduce a data rate at which data 
packets associated with a data flow are sent out from the 
Source device in response to receiving a congestion message 
from a congested Switch, regardless of the congestion mes 
sage identifying the congested Switch as a congestion root or 
not. In Such embodiments, if the congested Switch is a con 
gestion root, the Source device can be configured to reduce the 
data rate for sending data packets associated with the data 
flow, in addition to taking actions to deviate the data packets 
around the congested Switch. 

In some embodiments, in response to receiving a conges 
tion message destined to a source device from a congested 
Switch, a second Switch that is adjacent and downstream to the 
congested Switch with respect to the congestion message can 
be configured to reduce a data rate at which data packets 
associated with one or more data flows are sent from the 
second Switch to the congested Switch. Alternatively, the sec 
ond switch can be configured to limit the data rate at which 
data packets associated with one or more data flows are sent 
from the second Switch to the congested Switch under a 
threshold. As a result, the second switch that reduces or limits 
a data rate is not sending data packets at Substantially the 
maximum rate, or in other words, is under flow control. Thus, 
if the second Switch is in a congestion situation itself at the 
same time, the second Switch is identified as a congestion 
victim instead of a congestion root. In the example of FIGS. 
3-6, in response to receiving congestion message 600 sent 
from switch 350 to source device 310, switch 330 is config 
ured to limit a data rate, at which switch 330 sends data 
packets to switch 350, under a threshold. As a result, switch 
330 is not sending data packets at Substantially the maximum 
rate. Thus, if switch 330 is in a congestion situation at the 
same time, switch 330 is identified as a congestion victim but 
not a congestion root. 

Alternatively, in some embodiments, a congested Switch 
can be configured to send a second type congestion message 
to one or more second Switches that are adjacent and upstream 
to the congested Switch with respect to data flow(s) that cause 
the congestion at the congested Switch. The second type con 
gestion message is different from the congestion message 
(e.g., congestion message 600) sent from a congested Switch 
to a source device as described herein. Upon receiving a 
congestion message of the second type, each second Switch 
can be configured to reduce a data rate for sending data 
packets to the congested Switch accordingly. In Such embodi 
ments, more than one threshold associated with an output 
queue of a Switch are typically implemented. For example, as 
shown in FIGS. 3-4, when the number of data packets stored 
in output queue 355 of switch 350 reaches a first threshold of 
100, or equivalently, when output queue 355 of switch 350 
has an available capacity less than a first threshold repre 
sented by T1 in FIG. 4, switch 350 can be configured to send 
a congestion message of the second type to Switch 330 and/or 
switch320 such that switch 330 and/or switch320 can reduce 
a data rate for sending data packets to switch 350. Further 
more, when the number of data packets stored in output queue 
355 of Switch 350 reaches a second threshold of 120, or 
equivalently, when output queue 355 of switch 350 has an 
available capacity less than a second threshold represented by 
T2 in FIG. 4, Switch 350 can be configured to define and send 
a congestion message (e.g., congestion message 600) to 
source device 310, as described in detail above. 
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In some embodiments, a Switch of a multi-stage Switch 
fabric has a non-transitory processor-readable medium that 
stores code representing instructions to be executed by a 
processor of the Switch, and the code comprises code to cause 
the processor of the Switch to perform a series of operations as 
described in detail herein. Specifically, the code can cause the 
processor of the Switch to, among other operations, store a 
received data packet associated with a data flow in an output 
queue of the Switch, define a congestion message based on the 
stored data packet, send the defined congestion message to a 
Source device Such that data packets associated with the data 
flow are sent at a lower rate from the source device to the 
Switch, etc. 

FIG. 7 is a schematic illustration of a multi-stage switch 
fabric system 700 configured to forward data packets from a 
Source device to a destination device, according to an embodi 
ment. The switch fabric system 700 includes a multi-stage 
switch fabric 730, multiple edge devices 750 operatively 
coupled to the switch fabric 730, and multiple peripheral 
processing devices 770 operatively coupled to the edge 
devices 750. As described in further detail herein, a first 
peripheral processing device 770 (e.g., S) is configured to 
send data packets to a second peripheral processing device 
770 (e.g., Ss) via one or more than one data paths (e.g., data 
path 722, data path 728 shown in FIG. 7) through the switch 
fabric 730. 
The switch fabric 730 can be structurally and functionally 

similar to the multi-stage switch fabric 200 described with 
respect to FIG. 2. Accordingly, the switch fabric 730 includes 
switch modules F-F-associated with a first stage 732 of the 
switch fabric 730, switch modules G-G associated with a 
second stage 734 of the switch fabric 730, and switch mod 
ules H-H associated with a third stage 736 of the switch 
fabric 730. Said another way, switch modules F-F associ 
ated with the first stage 732, switch modules G-G associ 
ated with the second stage 734 and switch modules H-Hy 
associated with the third stage 736 collectively define the 
multi-stage switch fabric 730. 
As shown in FIG. 7, each switch module F-F-associated 

with the first stage 732 is operatively coupled to each switch 
module G-G associated with the second stage 734 via data 
paths. Similarly, each Switch module G-G associated with 
the second stage 734 is operatively coupled to each switch 
module H-H associated with the third stage 736 via data 
paths. The data paths between the switch modules F-F 
associated with the first stage 732 and the switch modules 
G-G associated with the second stage 734 and/or the data 
paths between the switch modules G-G associated with the 
second stage 734 and the Switch modules H-H associated 
with the third stage 736 can be constructed in any manner 
configured to facilitate data transfer. In some embodiments, 
for example, the data paths include optical connectors, optical 
fibers and/or electrical connectors between the switch mod 
ules. In some embodiments, the data paths are within a mid 
plane or a backplane. 
The peripheral processing devices 770 can be structurally 

and functionally similar to the peripheral processing devices 
111-116 described with respect to FIG. 1. Specifically, the 
peripheral processing devices 770 can be, for example, com 
pute nodes, service nodes, routers, and storage nodes, etc. The 
peripheral processing devices 770 can be operatively coupled 
to the edge devices 750 using any suitable connection Such as, 
for example, an optical connection (e.g., an optical cable and 
optical connectors), an electrical connection (e.g., an electri 
cal cable and electrical connectors) and/or the like. As such, 
the peripheral processing devices 770 are configured to send 
data packets to the edge devices 750. 
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The edge devices 750 can be structurally and functionally 

similar to the edge devices 181-183 described with respect to 
FIG.1. Specifically, the edge devices 750 can be any devices 
configured to operatively couple peripheral processing 
devices 770 to the Switch fabric 730. In some embodiments, 
for example, the edge devices 750 can be access switches, 
input/output modules, top-of-rack devices and/or the like. 
Edge device E is schematically shown as a source edge 
device and edge device E is schematically shown as a desti 
nation edge device with respect to the peripheral processing 
device S sending data packets to peripheral processing 
device Ss, for illustration purposes only. Structurally, the 
edge devices 750 (including E-E) can function as both 
Source edge devices and destination edge devices. Accord 
ingly, the edge devices 750 can send data packets to and 
receive data packets from the switch fabric 730. 

While shown in FIG. 7 as being operatively coupled to a 
single switch module F associated with the first stage 732, 
the edge device E can be coupled to multiple switch modules 
associated with the first stage 732. Additionally, while shown 
in FIG. 7 as being operatively coupled to a single switch 
fabric 730, the edge device can be operatively coupled to 
multiple switch fabrics, similar to switch fabric 730. In some 
embodiments, for example, the edge device E can be both 
coupled to the switch module Fassociated with the first stage 
732 of the switch fabric 730 and a switch module associated 
with a first stage of a second switch fabric (not shown in FIG. 
7). In such embodiments, the edge device E can send data to 
either the switch module For the switch module associated 
with the first stage of the second switch fabric. 

In use, for example, a peripheral processing device S can 
be configured to send data packets to another peripheral pro 
cessing device Ss. FIG. 7 represents peripheral processing 
device S sending data packets to peripheral processing 
device Ss through the Switch fabric 730. Any peripheral pro 
cessing device 770 operatively coupled to the switch fabric 
730 via an edge device 750 can be configured to send data 
packets to any other peripheral processing device 770 
coupled to the switch fabric 730 via an edge device 750 in a 
similar way. 
As a first step, peripheral processing device S can send a 

first data packet to edge device E. Edge device E can be 
configured to define a packet header for the first data packet, 
which includes a destination address (e.g., an IP address, a 
MAC address) of a destination edge device (e.g., edge device 
E) based on information retrieved from the received data 
packet. The packet header of the first data packet also includes 
a first value for Switching or routing the first data packet. 
Then, edge device E can be configured to determine to which 
switch module F-F to send the first data packet based on the 
first value for Switching or routing, and send the first data 
packet accordingly. In some embodiments, for example, edge 
device E can use a hash function using the first value for 
Switching or routing as an input to determine to which Switch 
module F-Fy to send the first data packet. In the example of 
FIG.7, edge device E determines to send the first data packet 
to Switch module F and sends the first data packet accord 
ingly. 

After a switch module associated with the first stage 732 
(e.g., Switch module F, Switch module F, etc.) or a Switch 
module associated with the second stage 734 (e.g., Switch 
module G, Switch module G, etc.) receives the first data 
packet from an edge device or a Switch module associated 
with the previous stage, the switch module can store the first 
data packet in an output queue of the Switch module. Next, the 
Switch module can determine to which Switch module asso 
ciated with the next stage to send the first data packet based on 



US 8,811,183 B1 
21 

the first value for switching or routing retrieved from the 
packet header of the first data packet, and then send the first 
data packet accordingly. Similar to edge device E, a Switch 
module associated with the first stage 732 or a switch module 
associated with the second stage 734 can use a hash function 
using the first value for Switching or routing as an input to 
determine to which switch module associated with the next 
stage to send the first data packet. In the example of FIG. 7, 
switch module F determines to send the first data packet to 
switch module G based on the first value for switching or 
routing, and Switch module G determines to send the first 
data packet to switch module H based on the first value for 
Switching or routing. Thus, the first data packet is sent to 
switch module H via switch module F and switch module 
G. 

After a switch module associated with the third stage 736 
(e.g., Switch module H, Switch module H, etc.) receives the 
first data packet from a switch module associated with the 
second stage 734, the switch module associated with the third 
stage 736 can store the first data packet in an output queue of 
the switch module. Next, the Switch module associated with 
the third stage 736 can determine to which edge device 750 to 
send the first data packet based on the destination address of 
the destination edge device retrieved from the packet header 
of the first data packet, and then send the first data packet 
accordingly. After receiving the first data packet, an edge 
device 750 can forward the first data packet to a destination 
peripheral processing device of the first data packet. In the 
example of FIG. 7, switch module H determines to send the 
first data packet to edge device E based on the address of 
edge device E that is included in the packet header of the first 
data packet, and sends the first data packet to edge device E. 
accordingly. Subsequently, the first data packet is forwarded 
by edge device E to peripheral processing device Ss. Thus, 
the first data packet is sent from peripheral processing device 
S to peripheral processing device Ss via data path 722 shown 
in FIG. 7, through edge device E, switch modules F, G, H, 
and edge device E. 

In some embodiments, when a switch module of the Switch 
fabric 730 is in a congestion situation, the switch module can 
notify a source edge device such that the Source edge device 
can take actions to reduce a data rate for sending data packets 
to the congested Switch module. As a first step, a Switch 
module in a congestion situation can determine it is a con 
gestion root or not (e.g., by comparing the rate the Switch 
module is sending data packets against a rate threshold, as 
described in detail with respect to FIGS. 3-4), and retrieve a 
data packet from an output queue of the Switch module. Next, 
the Switch module can define a congestion message based on 
the determination of the congestion type and the retrieved 
data packet. Specifically, the congestion message includes a 
congestion type field (e.g., congestion type field 620 shown in 
FIG. 6) that identifies the congested switch module as a 
congestion root or not, and at least a portion of a packet header 
of the retrieved data packet. The information retrieved from 
the packet header of the data packet includes the addresses of 
a source edge device and a destination edge device of the data 
packet, and the value that is used for Switching or routing the 
data packet. 

In the example of FIG. 7, after switch module G deter 
mines it is in a congestion situation and it is a congestion root, 
Switch module G defines a congestion message that identi 
fies switch module G as a congestion root. Furthermore, the 
congestion message is defined based on the first data packet 
that is retrieved from the output queue of switch module G. 
Thus, the congestion message includes addresses of a source 
edge device (i.e., edge device E) and a destination edge 
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device (i.e., edge device Es), and the first value for Switching 
or routing that is used to Switch or route the first data packet 
through the switch fabric 730. Subsequently, switch module 
G sends the congestion message to edge device E accord 
ingly, for example, via Switch module F. 

After edge device E receives the congestion message, 
edge device E can modify a packet header of a second data 
packet that is to be sent from edge device E to edge device E. 
Such that the second data packet can be likely sent via a 
remaining switch module of the second stage 734 other than 
Switch module G. In other words, the second data packet can 
be likely sent from edge device E to edge device E via a data 
path different from the data path initially traveled by the first 
data packet (i.e., data path 722). For example, edge device G. 
can define a second value for Switching or routing in the 
packet header of the second data packet, which is different 
from the first value for switching or routing used for the first 
data packet. Subsequently, the second value for Switching or 
routing is used, for example, as an input to a hash function at 
edge device E, a Switch module associated with the first stage 
732, and a switch module associated with the second stage 
734, to determine to which switch module associated with the 
next stage to send the second data packet. As a result, such a 
switch module associated with the next stage to which the 
second data packet is determined to be sent is likely different 
from the one determined for the first data packet. 

In the example of FIG. 7, edge device E uses a second 
value for Switching or routing for the second data packet, 
where the second value for switching or routing is different 
from the first value for switching or routing used for the first 
data packet. As a result, edge device E. Switch module F. 
and switch module G determine to send the second data 
packet to Switch module F, Switch module G, and Switch 
module H, respectively, based on the second value for 
Switching or routing. Furthermore, similar to the scenario of 
the first data packet, switch module H determines to send the 
second data packet to edge device E based on the address of 
edge device E that is included in the packet header of the 
second data packet, and sends the second data packet to edge 
device E accordingly. Last, the second data packet is for 
warded from edge device E to peripheral processing device 
Ss. Thus, the second data packet is sent from peripheral 
processing device S to peripheral processing device Ss via 
data path 728 shown in FIG.7, through edge device E, switch 
modules F, G, H and edge device E. 

FIG. 8 is a flow chart that illustrates a method for using a 
received data packet to notify a congestion situation. At 802. 
a data packet associated with a data flow between a source 
device and a destination device can be received at a Switch 
within a switch fabric. The data packet has a packet header 
that contains a source address (e.g., an IP address, a MAC 
address) of the source device (e.g., an edge device), a desti 
nation address of the destination device, and a value that is 
used at the Switch to determine to which switch or other 
device the data packet is sent. In the example of FIGS. 3-6, 
data packet 500 associated with a data flow sent from source 
device 310 to destination device 360 is received at Switch 350 
with the switch fabric 300 via switch 330, shown as a portion 
of data path 375 in FIG. 3. Packet header 510 of data packet 
500 includes addresses of source device 310 and destination 
device360, and a first value that is used to switch or route data 
packet 500 at source device 310 or any switch within the 
Switch fabric 300. 
At 804, the data packet can be stored in an output queue of 

the Switch. In some embodiments, the output queue of the 
switch can be a first-in-first-out (FIFO) queue. That is, data 
packets stored in the output queue are processed and sent out 
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from the switch in an order of the data packets being received 
at the Switch. Additionally, in some embodiments, the output 
queue has a limited capacity for storing data packets. In the 
example of FIGS. 3-6, data packet 500 is stored in output 
queue 355 of switch 350 before data packet 500 is sent from 5 
switch 350 to destination device 360. At a given time, data 
packet 500 is stored at the 120" position in output queue355. 
shown as DP120 in FIG. 4. 
At 806, the data packet can be selected from a set of data 

packets in the output queue if an available capacity of the 10 
output queue is less than a threshold. Specifically, if an avail 
able capacity of the output queue is less than a threshold, or 
equivalently, the number of data packets stored in the output 
queue reaches a threshold, the switch is determined to be in a 
congestion situation. As a result, a data packet can be selected 15 
from the data packets stored in the output queue Such that a 
congestion message can be defined based on the selected data 
packet. In some embodiments, a specific data packet can be 
selected from the output queue, such as the data packet that 
makes the available capacity of the output queue reach the 20 
threshold. In some other embodiments, a data packet can be 
selected from the data packets stored in the output queue in a 
random fashion. 

In the example of FIGS. 3-6, a data packet is selected from 
data packets stored in output queue 355 if the total number of 25 
data packets stored in output queue 355 reaches a threshold of 
120, or equivalently, an available capacity of output queue 
355 is less than a threshold represented by T2 in FIG. 4. 
Furthermore, the data packet that causes the total number of 
data packets stored in output queue 355 to exceed the thresh- 30 
old, i.e., the 120" data packet in output queue 355, is selected. 
Thus, data packet 500 is selected from output queue 355. 

At 808, a message including a portion of a header of the 
data packet and an indicator of a flow control status of the 
Switch can be defined. In some embodiments, a congestion 35 
message can be defined based on the data packet that is 
selected from the set of data packets in the output queue. The 
congestion message includes at least a portion of a header of 
the data packet, including for example the addresses of a 
Source device and a destination device of the data packet, and 40 
the value that is used to switch or route the data packet. The 
congestion message also includes an indicator of a flow con 
trol status of the Switch that indicates the Switch is a conges 
tion root or not. In some embodiments, a Switch in a conges 
tion situation is a congestion root if the Switch is sending data 45 
packets at Substantially a maximum rate, or in other words, 
the switch is not under any flow control. 

In the example of FIGS. 3-6, congestion message 600 can 
be defined based on data packet 500 that is selected from the 
data packets stored in output queue 355 of switch 350. As 50 
shown in FIG. 6, congestion message 600 includes packet 
header 510, or at least a portion of packet header 510, of data 
packet 500. Specifically, congestion message 600 contains 
addresses of source device 310 and destination device 360, 
and the first value included in packet header 510 that is used 55 
to switch or route data packet 500 at source device 310 or any 
switch within the switch fabric 300. Furthermore, congestion 
message 600 includes a congestion type field 620, which 
contains an indicator of a flow control status of switch 350. 
At 810, the message can be sent from the switch to the 60 

source device such that the source device modifies the data 
flow based on the portion of the header of the data packet and 
the indicator of the flow control status of the switch. In some 
embodiments, after a congestion message defined based on a 
data packet is received at the Source device, the Source device 65 
can be configured to determine the data flow associated with 
the congestion message based on the portion of the header of 
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the data packet that is included in the congestion message. 
Then, the source device can take actions to modify the data 
flow accordingly, based on the congested Switch being a 
congestion root or not according to the indicator of the flow 
control status of the switch. In some embodiments, if the 
congested Switch is a congestion root, the Source device can 
be configured to change the value included in a header of a 
second data packet associated with the data flow that is used 
to Switch or route the second data packet through the Switch 
fabric. Specifically, the source device can be configured to 
change the value from the first value to a different second 
value. Such that the second data packet can be likely switched 
or routed not through the congested switch. On the other 
hand, if the congested Switch is not a congestion root, the 
Source device can be configured to reduce a rate for sending 
data packets associated with the data flow to the destination 
device through the congested Switch. 

In the example of FIGS. 3-6, congestion message 600, 
which is defined based on data packet 500, can be sent from 
switch350 to source device 310 via, for example, switch 330, 
shown as data path.378 in FIG.3. Subsequently, source device 
310 is configured to determine the data flow associated with 
data packet 500 based on the portion of packet header 510 of 
data packet 500 that is included in congestion message 600. 
Source device 310 is also configured to determine switch 350 
is a congestion root or not, based on the indicator of the flow 
control status of switch 350 that is included in the congestion 
type field 620 of congestion message 600. If switch 350 is a 
congestion root, Source device 310 is configured to change 
the value included in a header of a second data packet asso 
ciated with the data flow that is used to switch or route the 
second data packet through the switch fabric 300. Specifi 
cally, source device 310 is configured to change the value 
from the first value included in packet header 510 of data 
packet 500 to a different second value for the second data 
packet. As a result, the second data packet is sent from Source 
device 310 to destination device 360 via Switch 320 and 
switch 340, shown as data path 370 in FIG. 3. Thus, the 
second data packet is deviated around switch 350. On the 
other hand, if switch 350 is not a congestion root, source 
device 310 is configured to reduce a rate for sending data 
packets associated with the data flow to destination device 
360. As a result, data packets associated with the data flow are 
sent to switch 350 at a reduced rate. 
While various embodiments have been described above, it 

should be understood that they have been presented by way of 
example only, not limitation, and various changes inform and 
details may be made. Any portion of the apparatus and/or 
methods described herein may be combined in any combina 
tion, except mutually exclusive combinations. The embodi 
ments described herein can include various combinations 
and/or Sub-combinations of the functions, components and/or 
features of the different embodiments described. 

While shown and described above with respect to FIGS. 
3-8 as one value included in a packet header of a data packet 
being used as an input to one or more hash functions to Switch 
or route the data packet through a switch fabric, in other 
embodiments, more than one value can be included in the 
packet header of the data packet that are used as an input to 
one or more hash functions to Switch or route the data packet. 
For example, a packet header of a data packet can include 
multiple values, each of which is used in Switching or routing 
the data packet at each stage of a multi-stage Switch fabric. 
Thus, when a Switch associated with a stage is in a congestion 
situation, the value associated with that stage and/or a portion 
of the remaining values can be modified to deviate the data 
paths of the data packets around the congested Switch. For 
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another example, in addition to a general value used to Switch 
or route a data packet, a packet header of the data packet can 
include another specific value used in Switching or routing the 
data packet in a particular stage of Switches in a multi-stage 
switch fabric. Thus, a source device can select a desired 
Switch associated with the particular stage to which a data 
packet is sent to by setting the specific value in the packet 
header of the data packet appropriately. 

While shown and described above with respect to FIGS. 
3-8 as a Source device or a Switch using a hash function to 
select an egress port based on a value included in a packet 
header of a data packet to send out the data packet, in other 
embodiments, other methods can be used to determine an 
egress port to send out the data packet. For example, a Switch 
can store a routing table that maps one or more values to a 
specific egress port of the Switch, Such that an egress port of 
the Switch can be determined based on a value in a determin 
istic way. Thus, a data packet can be deviated around a Switch 
or sent to a Switch in a deterministic fashion by setting the 
value in the packet header of the data packet to an appropriate 
value. 

While shown and described above with respect to FIGS. 
1-8 as data packets being sent through a Switch fabric and a 
congestion message being defined based on a received data 
packet at a switch within the switch fabric, in other embodi 
ments, data items in other forms can be sent through a Switch 
fabric and a congestion message can be defined based on a 
received data item of otherforms at a switch within the Switch 
fabric. For example, a data packet can be decomposed at an 
edge device into multiple data cells, each of which can be sent 
through a Switch fabric independently. Thus, a congestion 
message can be defined based on a received data cell at a 
switch within the switch fabric in a similar way to that of a 
data packet as described herein. 
Some embodiments described herein relate to a computer 

storage product with a computer-readable medium (also can 
be referred to as a processor-readable medium) having 
instructions or computer code thereon for performing various 
computer-implemented operations. The media and computer 
code (also can be referred to as code) may be those designed 
and constructed for the specific purpose or purposes. 
Examples of computer-readable media include, but are not 
limited to: magnetic storage media Such as hard disks, floppy 
disks, and magnetic tape; optical storage media Such as Com 
pact Disc/Digital Video Discs (CD/DVDs), Compact Disc 
Read Only Memories (CD-ROMs), and holographic devices: 
magneto-optical storage media Such as optical disks; carrier 
wave signal processing modules; and hardware devices that 
are specially configured to store and execute program code, 
such as Application-Specific Integrated Circuits (ASICs), 
Programmable Logic Devices (PLDs), and read-only 
memory (ROM) and RAM devices. 

Examples of computer code include, but are not limited to, 
micro-code or micro-instructions, machine instructions. Such 
as produced by a compiler, code used to produce a web 
service, and files containing higher-level instructions that are 
executed by a computer using an interpreter. For example, 
embodiments may be implemented using Java, C++, or other 
programming languages (e.g., object-oriented programming 
languages) and development tools. Additional examples of 
computer code include, but are not limited to, control signals, 
encrypted code, and compressed code. 
What is claimed is: 
1. An apparatus, comprising: 
a first switch from a plurality of switches associated with a 

stage of a switch fabric, the first switch configured to 
receive a first data packet having a destination address of 
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a destination device from a source device, the first switch 
configured to store the first data packet in a queue. 

the first Switch configured to define a message based on the 
queue having an available capacity less thana threshold, 
the first Switch configured to include a congestion root 
indicator in the message if the available capacity of the 
queue is decreasing and the first Switch is sending data 
packets at Substantially a maximum rate, the first Switch 
is configured to not include the congestion root indicator 
in the message if the first Switch is sending data packets 
at a rate Substantially less than the maximum rate, the 
first Switch configured to send the message to the source 
device such that the Source device sends a second data 
packet having the destination address of the destination 
device to a second switch from the plurality of switches 
and not to the first switch from the plurality of switches 
if the message includes the congestion root indicator. 

2. The apparatus of claim 1, wherein the first switch is 
configured to include a congestion victim indicator in the 
message if the available capacity of the queue is decreasing 
and the first Switch is not sending data packets at Substantially 
the maximum rate. 

3. The apparatus of claim 1, wherein the first switch is 
configured to include a congestion victim indicator in the 
message if the available capacity of the queue is decreasing 
and the first Switch is not sending data packets at Substantially 
the maximum rate, the first Switch configured to send the 
message to the source device such that the source device 
reduces a rate of data packets sent to the destination device in 
response to the message without sending any data packet 
having the destination address of the destination device to the 
second switch if the message includes the congestion victim 
indicator. 

4. The apparatus of claim 1, wherein the first switch is 
configured to route the first data packet based on a hash 
function using a header of the first data packet as an input. 

5. The apparatus of claim 1, wherein the first switch is 
configured to send the message to the Source device such that 
the Source device reduces a rate of data packets sent to the 
destination device in response to the message. 

6. The apparatus of claim 1, wherein the first switch is 
configured to define the message such that the message 
includes at least one value associated with aheader of the first 
data packet. 

7. The apparatus of claim 1, wherein the first switch is 
configured to send the message to the Source device such that 
the source device sends the second data packet to the second 
switch and not to the first switch without reducing a rate of 
data packets sent to the destination device in response to the 
message if the message includes the congestion root indica 
tOr. 

8. A non-transitory processor-readable medium storing 
code representing instructions to be executed by a processor, 
the code comprising code to cause the processor to: 

receive, at a Switch within a Switch fabric, a data packet 
associated with a data flow between a source device and 
a destination device; 

store the data packet in a queue of the Switch; 
select the data packet from a plurality of data packets in the 

queue if an available capacity of the queue is less than a 
threshold; 

define a message including at least a portion of a header of 
the data packet and an indicator of a flow control status 
of the switch, the indicator indicates that the Switch is a 
congestion root if the available capacity of the queue is 
decreasing and the Switch is sending data packets at 
Substantially a maximum rate, the indicator indicates 
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that the Switch is a congestion victim and not a conges 
tion root if the available capacity of the queue is decreas 
ing and the switch is not sending data packets at sub 
stantially the maximum rate; and 

send the message from the switch to the source device such 
that the source device modifies the data flow based on the 
at least the portion of the header of the data packet and 
the indicator of the flow control status of the switch. 

9. The non-transitory processor-readable medium of claim 
8, wherein the at least the portion of the header includes at 
least one value associated with the header of the data packet 
used by the switch to route the data packet. 

10. The non-transitory processor-readable medium of 
claim 8, wherein the code to cause the processor to send the 
message includes code to cause the processor to send the 
message to the source device such that the source device 
reduces a rate associated with the data flow without modify 
ing a data path through the switch fabric associated with the 
data flow based on the indicator of the flow control status 
identifying the Switch as a congestion victim. 

11. The non-transitory processor-readable medium of 
claim 8, wherein the code to cause the processor to send the 
message includes code to cause the processor to send the 
message to the source device such that the source device 
reduces a rate associated with the data flow in response to the 
message. 

12. The non-transitory processor-readable medium of 
claim 8, wherein the code to cause the processor to send the 
message includes code to cause the processor to send the 
message to the source device such that the source device 
modifies a data path through the Switch fabric associated with 
the data flow based on the indicator of the flow control status 
identifying the Switch as a congestion root. 

13. The non-transitory processor-readable medium of 
claim 8, wherein the code to cause the processor to send the 
message includes code to cause the processor to send the 
message to the source device such that the source device 
modifies a data path through the switch fabric associated with 
the data flow without reducing a rate associated with the data 
flow based on the indicator of the flow control status identi 
fying the Switch as a congestion root. 

14. The non-transitory processor-readable medium of 
claim8, wherein the data packet is a first data packet, the code 
to cause the processor to send the message includes code to 
cause the processor to send the message to the source device 
at a first time such that the source device is less likely to send 
a second data packet via the data flow at a second time after 
the first time than a third data packet via the data flow before 
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the first time, based on the at least the portion of the header of 
the first data packet and the indicator of the flow control status 
of the switch. 

15. An apparatus, comprising: 
a source device configured to send a first data packet to a 

destination device via a multi-stage switch fabric having 
a plurality of switches associated with a stage of the 
multi-stage switch fabric, the source device configured 
to receive a message from a switch from the plurality of 
Switches in response to the Switch receiving the first data 
packet, 

the source device configured to define aheader of a second 
data packet to be sent to the destination device in 
response to the message such that the header of the 
second data packet is different than a header of the first 
data packet and the second data packet is configured to 
be more likely sent to the destination device via a 
remaining Switch from the plurality of switches than the 
first data packet if the message indicates that a number of 
data packets in a queue at the switch is increasing and the 
Switch is sending data packets at substantially a maxi 
mum rate. 

16. The apparatus of claim 15, wherein the source device is 
configured to reduce a rate at which a plurality of data packets 
is sent to the destination device based on the message if the 
message indicates that the number of data packets in the 
queue at the Switch is increasing and the switch is sending 
data packets at a rate substantially less than the maximum 
rate. 

17. The apparatus of claim 15, wherein the source device is 
configured not to reduce a rate at which a plurality of data 
packets is sent to the destination device based on the message 
if the message indicates that the number of data packets in the 
queue at the switch is increasing and the switch is sending 
data packets at substantially the maximum rate. 

18.The apparatus of claim 15, wherein the source device is 
configured to send the first data packet to the destination 
device via the switch fabric such that the switch from the 
plurality of switches switches the first data packet based on at 
least one hash function using a header of the first data packet 
as an input. 

19. The apparatus of claim 15, wherein the message 
includes at least one value associated with a header of the first 
data packet. 

20. The apparatus of claim 15, wherein the source device is 
configured to receive the message from the switch in response 
to the queue at the switch having an available capacity less 
than a predetermined threshold. 
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