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1. 

DRIVE REBUILD 

BACKGROUND OF THE INVENTION 

Field of the Invention 
This invention relates to computer networks and, more 

particularly, to efficiently distributing data among multiple 
storage devices. 

Description of the Related Art 
As computer memory storage and data bandwidth 

increase, so does the amount and complexity of data that 
businesses daily manage. Large-scale distributed Storage 
systems, such as data centers, typically run many business 
operations. A distributed storage system may be coupled to 
client computers interconnected by one or more networks. If 
any portion of the distributed storage system has poor 
performance or becomes unavailable, company operations 
may be impaired or stopped completely. A distributed Stor 
age system therefore is expected to maintain high standards 
for data availability and high-performance functionality. As 
used herein, storage disks may be referred to as storage 
devices as Some types of storage technologies do not include 
disks. 

To protect against data loss, storage devices often include 
error detection and correction mechanisms. Often these 
mechanisms take the form of error correcting codes, which 
are generated by the devices and stored within the devices 
themselves. In addition, distributed storage systems may 
also utilize decentralized algorithms to distribute data 
among a collection of storage devices. These algorithms 
may also include error detection and correction algorithms 
such as RAID type algorithms (e.g., RAIDS and RAID6). 
Although data protection is offered, latencies are added for 
servicing received input/output (I/O) requests from multiple 
clients. For example, the RAID type algorithms include data 
reconstruction steps prior to performing steps for the 
received request. Therefore, performance is reduced until 
failures are fully recovered. 

In view of the above, systems and methods for efficiently 
distributing data among multiple storage devices are desired. 

SUMMARY OF THE INVENTION 

Various embodiments of a computer system and methods 
for efficiently distributing data among multiple storage 
devices are disclosed. 

In various embodiments, a computer system includes 
multiple client computers that send read and write requests 
over a network to one or more data storage arrays. The data 
storage array includes multiple storage devices, each with 
multiple allocation units (AUs). The AU is a basic unit of 
storage in the storage device. A size of an AU is chosen to 
provide both sufficiently large sized units and a relatively 
low number of units to reduce overhead tracking of the AUs. 
Each AU includes multiple data storage locations. In various 
embodiments, the data storage locations are referred to as 
pageS. 

In various embodiments, the storage devices are config 
ured in a redundant array of independent drives (RAID) 
arrangement for data storage and protection. The data Stor 
age Subsystem further comprises a data storage controller 
that determines the RAID layout for use in storing data. In 
response to determining a failure of a first AU, the storage 
controller begins reconstructing or rebuilding the data stored 
in the first AU in a second AU. During the reconstruction, 
read and write requests targeting a given portion (e.g., a 
page) in the first AU, an attempt is made to service the 
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2 
request using the first AU. In some embodiments, the second 
AU is simultaneously accessed with the first AU. In such 
cases, the request may be serviced by the AU that responds 
first. In various embodiments, the second AU is accessed 
after an error or a miss occurs in the first AU for the targeted 
page. 

These and other embodiments will become apparent upon 
consideration of the following description and accompany 
ing drawings. 

BRIEF DESCRIPTION OF THE DRAWINGS 

FIG. 1 is a generalized block diagram of one embodiment 
of handling requests in a storage Subsystem with a failed 
region of storage. 

FIG. 2 is a generalized block diagram of another embodi 
ment of handling requests in a storage Subsystem with a 
failed region of storage. 

FIG. 3 is a generalized block diagram illustrating one 
embodiment of a network architecture. 

FIG. 4 is a generalized block diagram of one embodiment 
of a storage Subsystem. 

FIG. 5 is a generalized block diagram of one embodiment 
of a device unit. 

FIG. 6 is a generalized flow diagram illustrating one 
embodiment of a method for handling requests in a storage 
Subsystem with a failed region of storage. 
While the invention is susceptible to various modifica 

tions and alternative forms, specific embodiments are shown 
by way of example in the drawings and are herein described 
in detail. It should be understood, however, that drawings 
and detailed description thereto are not intended to limit the 
invention to the particular form disclosed, but on the con 
trary, the invention is to cover all modifications, equivalents 
and alternatives falling within the spirit and scope of the 
present invention as defined by the appended claims. 

DETAILED DESCRIPTION 

In the following description, numerous specific details are 
set forth to provide a thorough understanding of the present 
invention. However, one having ordinary skill in the art 
should recognize that the invention might be practiced 
without these specific details. In some instances, well 
known circuits, structures, signals, computer program 
instruction, and techniques have not been shown in detail to 
avoid obscuring the present invention. 

Referring to FIG. 1, a generalized block diagram of one 
embodiment of handling requests in a storage Subsystem 
with a failed region of storage is shown. The data storage 20 
receives read and write requests 10 from multiple client 
computers (not shown). The data storage 20 includes mul 
tiple storage devices, which are not shown for ease of 
illustration. Each of the storage devices includes multiple 
allocation units (AUs) such as AU 12. Some of the AUs 
among the storage devices are shown in the illustrated 
example as Data 1, Data 2, Bad Data 3, Repairing Data 3. 
and Parity 1. 
The AU is a basic unit of storage in a storage device. A 

size of an AU is chosen to provide both sufficiently large 
sized units and a relatively low number of units to reduce 
overhead tracking of the AUs. Each of the Data 1, Data 2. 
Bad Data 3, Repairing Data 3, and Parity 1 represents an AU. 
A redundant array of independent drives (RAID) arrange 
ment is used for data storage and protection on the shown 
AUs. Although three data allocation units with a single 
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parity is shown for data storage and protection, other num 
bers of allocation units and other parity Schemes are possible 
and contemplated. 
The data layout being shown is a logical representation. In 

Some examples, the physical arrangement of the stored data 
may be a random access arrangement, such as used for 
Solid-state devices. In some examples, each of the AUS 
shown is located on a separate storage device within the data 
storage 20. In other examples, two or more of the AUs are 
located on a same storage device. 

Each AU includes multiple data storage locations. As 
shown, each of the AUS includes N Storage locations, 
wherein N is an integer. The storage locations are logically 
arranged as rows. In some examples, each storage location 
is a page. Such as a 4 kilobyte (KB) storage space. The data 
stored in each of the storage locations in a given AU may be 
associated with data 22 in a free or unallocated location, data 
24 in an allocated and valid location, or with data 26 in an 
allocated and invalid location. The data 26 may be associ 
ated with stored data where accesses result in a miss or an 
error. The particular storage location may be located in a 
problematic region on a storage device. For example, the 
region may be overused, may be relatively old, may include 
fabrication defects and so forth. In various embodiments, in 
response to detection of errors to one or more portions of an 
AU, the storage system may be configured to relocate all of 
the data within the AU to a new AU. In various embodi 
ments, the AU detected to have errors may or may not be 
removed from further use. In some embodiments, a decision 
may be made to move data from one AU to another that is 
not directly based on detection of an error. The methods and 
mechanisms described herein are applicable regardless of 
the reasons data is being moved to a new AU. 

Control logic within a data storage controller (not shown) 
may have determined the allocation unit Bad Data 3 satisfies 
one or more conditions for having an AU state of bad, 
invalid, failed, or a similar state. The conditions may include 
at least one miss or one error occurred for an access for a 
storage location in the allocation unit, a number of misses or 
errors occurred for accesses to a same storage location in the 
allocation unit exceeding a threshold, a number of misses or 
errors occurred for accesses for any storage location in the 
allocation unit exceeding a threshold, and a miss rate or an 
error rate for accesses for any storage location in the 
allocation unit exceeding a threshold. The storage controller 
selected an unallocated or free AU to replace the allocation 
unit Bad Data 3. The replacement allocation unit Repairing 
Data 3 may be located on a different storage device. Alter 
natively, the replacement allocation unit Repairing Data 3 
may be located on a same storage device but in a different 
region of memory on the same storage device. 

Using the RAID layout, the storage controller initiates 
reconstruction of data stored in the allocation unit Bad Data 
3 to the replacement allocation unit Repairing Data 3. For 
example, data stored in row 2 and in the allocation units Data 
1 and Data 2 in addition to data stored in row 2 and in the 
allocation unit Parity 1 are used to reconstruct the data stored 
in row 2 and in allocation unit Bad Data 3. The reconstructed 
data is stored in row 2 in the allocation unit Repairing Data 
3. Again, the data storage is shown as a logical representa 
tion of the data stored among the allocation units on the 
multiple storage devices. 
As the rebuilding or reconstructing occurs for the data 

stored on the allocation unit Bad Data 3, requests are 
concurrently serviced. As shown, each of the allocation unit 
Bad Data 3 and Repairing Data 3 is not used for servicing 
requests. Rather, the RAID layout is used to reconstruct data 
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4 
used for the requests. In the example shown, the control 
logic 30 performs the reconstruction of data using the data 
read from a requested row in each of the allocation units 
Data 1, Data 2 and Parity 1. Therefore, each request includes 
an added latency for the reconstruction of data. 

Turning now to FIG. 2, a generalized block diagram of 
another embodiment of handling requests in a storage Sub 
system with a failed region of storage is shown. Similar to 
the data storage 20, the data storage 40 receives read and 
write requests 10. The data storage 40 includes the allocation 
units and logic 30 shown earlier for data storage 20. How 
ever, the data storage 40 also includes a multiplexers 34. 
Additionally, control logic 30 is depicted that is configured 
to reconstruct data as will be described below. It is to be 
understood that the multiplexor 34 and control logic 30 are 
depicted as such for purposes of discussion. Those skilled in 
the art will appreciate that the functions performed by the 
multiplexor and control logic 30 may be achieved in any of 
a variety of ways using hardware and/or software. In the 
example shown, the allocation unit Repairing Data 3 is used 
to store reconstructed data in order to restore the data 
originally stored in the allocation unit Bad Data 3. There 
fore, detection of failure for the allocation unit Bad Data 3 
has already occurred. As the rebuilding occurs for the data 
stored on the allocation unit Bad Data 3, received requests 
are concurrently serviced. However, in some embodiments, 
an attempt to service a read directed to Bad Data 3 is first 
made using the allocation units Bad Data 3 and Repairing 
Data 3, rather than simply waiting for rebuilt data using the 
allocations units Data 1, Data 2 and Parity 1. 
The multiplexer 34 receives data stored in locations of a 

requested row from each of the allocation units Bad Data 3. 
Repairing Data 3 and Parity 1. In addition, logic 30 receives 
data from Data 1, Data 2, and Parity 1 that can be used to 
reconstruct data of Bad Data 3. In some embodiments, the 
allocation unit Repairing Data 3 is only accessed if an access 
of the allocation unit Bad Data 3 is not successful. For 
example, the data in row 2 may be targeted by a read request. 
The storage location at row 2 in the allocation unit Bad Data 
3 may be accessed and result in an error. Although it was 
already determined that the allocation unit Bad Data 3 fails 
and needs reconstruction of data stored at another location, 
the allocation unit Bad Data 3 is still accessed for servicing 
requests. While an access to a particular row may result in 
an error, there may be rows within the allocation unit Bad 
Data 3 that do not fail for accesses. Therefore, the allocation 
unit Bad Data 3 is accessed. If this access fails, the storage 
location at row 2 in the allocation unit Repairing Data 3 may 
be accessed. If the data has been reconstructed and stored in 
the allocation unit Repairing Data 3, then the data may be 
selected by the multiplexer 32. 

Similarly, the data in row 4 may be targeted by a read 
request. The storage location at row 4 in the allocation unit 
Bad Data 3 may be accessed and result in an error-free hit. 
Again, although it was already determined that the alloca 
tion unit Bad Data 3 fails and needs reconstruction of data 
performed and stored at another location, the allocation unit 
Bad Data 3 is still accessed for servicing requests. The data 
in the storage location in row 4 in the allocation unit Bad 
Data 3 may be selected by the multiplexer 34. In various 
embodiments, the data stored in the allocation units Bad 
Data 3 and Repairing Data 3 are simultaneously accessed. In 
Some embodiments, the data in the storage location in row 
4 in the allocation unit Bad Data 3 may be copied to row 4 
of the allocation unit Repairing Data 3, rather than have the 
data reconstructed and stored in row 4 of the allocation unit 
Repairing Data 3. In various embodiments, an attempt may 
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be made to copy as many portions of a failed AU as possible 
to a new location before reconstruction is performed. 

In various embodiments, the control logic 30 performs 
reconstruction of data according to the RAID layout. The 
multiplexer 34 selects between the output of the logic 30 and 
the output of the multiplexer32. For a read request resulting 
in an access hit in the allocation unit Bad Data 3, the 
resulting data in the storage location of the allocation unit 
Bad Data 3 is sent through the multiplexer 34. For a read 
request resulting in an access miss or error in the allocation 
unit Bad Data 3, but an access hit in the allocation unit 
Repairing Data 3, the resulting data in the storage location 
of the allocation unit Repairing Data 3 is sent through the 
multiplexer 34. In various embodiments, logic 30 may begin 
reconstruction of data simultaneously with accesses to Bad 
Data 3 and Repairing Data 3. Whichever successfully com 
pletes first is then selected for servicing the read (e.g., using 
a multiplexor 34 type mechanism). Any suitable combina 
tion of the ordering of accesses to each of Bad Data 3. 
Repairing Data 3, and reconstructed data using logic 30, are 
possible and are contemplated. Some may precede others, 
while others are concurrent, etc. 
As seen in the above, valid data stored in either of the 

allocation units Bad Data 3 and Repairing Data 3 may be 
read out to service the read request with no added latency 
normally associated with reconstructing data. Similar steps 
may be used and simply modified for write requests for 
particular technologies used within the storage devices. For 
example, storage devices using Solid-state technology. Such 
as Flash memory, may only use the above steps for read 
requests as write requests are always sent to different physi 
cal storage locations. 

Referring to FIG. 3, a generalized block diagram of one 
embodiment of a network architecture 100 is shown. As 
described further below, one embodiment of network archi 
tecture 100 includes client computer systems 110a–110b 
interconnected to one another through a network 180 and to 
data storage arrays 120a-120b. Network 180 may be 
coupled to a second network 190 through a switch 140. 
Client computer system 110C is coupled to client computer 
systems 110a–110b and data storage arrays 120a-120b via 
network 190. In addition, network 190 may be coupled to the 
Internet 160 or otherwise outside network through switch 
150. 

It is noted that in alternative embodiments, the number 
and type of client computers and servers, Switches, net 
works, data storage arrays, and data storage devices is not 
limited to those shown in FIG. 3. At various times one or 
more clients may operate offline. In addition, during opera 
tion, individual client computer connection types may 
change as users connect, disconnect, and reconnect to net 
work architecture 100. Further, while the present description 
generally discusses network attached storage, the systems 
and methods described herein may also be applied to 
directly attached storage systems and may include a host 
operating system configured to perform one or more aspects 
of the described methods. Numerous such alternatives are 
possible and are contemplated. A further description of each 
of the components shown in FIG. 3 is provided shortly. First, 
an overview of some of the features provided by the data 
storage arrays 120a-120b is described. 

In the network architecture 100, each of the data storage 
arrays 120a-120b may be used for the sharing of data among 
different servers and computers, such as client computer 
systems 110a-110c. In addition, the data storage arrays 
120a-120b may be used for disk mirroring, backup and 
restore, archival and retrieval of archived data, and data 
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6 
migration from one storage device to another. In an alternate 
embodiment, one or more client computer systems 110a 
110c may be linked to one another through fast local area 
networks (LANs) in order to form a cluster. Such clients 
may share a storage resource, such as a cluster shared 
Volume residing within one of data storage arrays 120a 
120b. 

Each of the data storage arrays 120a-120b includes a 
storage Subsystem 170 for data storage. Storage Subsystem 
170 may comprise one or more storage devices 176a-176m. 
These storage devices 176a-176m may provide data storage 
services to client computer systems 110a-110c. Each of the 
storage devices 176a-176m uses a particular technology and 
mechanism for performing data storage. The type of tech 
nology and mechanism used within each of the storage 
devices 176a-176m may at least in part be used to determine 
the algorithms used for controlling and scheduling read and 
write operations to and from each of the storage devices 
176a-176m. For example, the algorithms may locate par 
ticular physical locations corresponding to the operations. In 
addition, the algorithms may perform input/output (I/O) 
redirection for the operations, removal of duplicate data in 
the storage Subsystem 170, and Support one or more map 
ping tables used for address redirection and deduplication. 
The logic used in the above algorithms may be included 

in one or more of a base operating system (OS) 132, a 
Volume manager 134, within the storage Subsystem control 
ler 174, control logic within each of the storage devices 
176a-176m, or otherwise. Additionally, the logic, algo 
rithms, and control mechanisms described herein may com 
prise hardware and/or software. 

Each of the storage devices 176a-176m may be config 
ured to receive read and write requests and comprise a 
plurality of data storage locations, each data storage location 
being addressable as rows and columns in an array. In one 
embodiment, the data storage locations within the storage 
devices 176a-176m may be arranged into logical, redundant 
storage containers or RAID arrays (redundant arrays of 
inexpensive/independent disks). 

In some embodiments, each of the storage devices 176a 
176m may include or be further coupled to storage consist 
ing of Solid-state memory to store persistent data. In one 
embodiment, the included solid-state memory comprises 
solid-state drive (SSD) technology. A Solid-State Disk 
(SSD) may also be referred to as a Solid-State Drive. 

Storage array efficiency may be improved by creating a 
storage virtualization layer between user storage and physi 
cal locations within storage devices 176a-176m. In one 
embodiment, a virtual layer of a Volume manager is placed 
in a device-driver Stack of an operating system (OS), rather 
than within storage devices or in a network. A volume 
manager or a disk array manager is used to Support device 
groups 173a-173m. 

In one embodiment, one or more mapping tables may be 
stored in the storage devices 176a-176m, rather than 
memory, such as RAM172, memory medium 130 or a cache 
within processor 122. The storage devices 176a-176 may be 
SSDs utilizing Flash memory. The low read access and 
latency times for SSDs may allow a small number of 
dependent read operations to occur while servicing a storage 
access request from a client computer. The dependent read 
operations may be used to access one or more indexes, one 
or more mapping tables, and user data during the servicing 
of the storage access request. 
Network architecture 100 includes client computer sys 

tems 110a-110c interconnected through networks 180 and 
190 to one another and to data storage arrays 120a-120b. 
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Networks 180 and 190 may include a variety of techniques 
including wireless connection, direct local area network 
(LAN) connections, wide area network (WAN) connections 
Such as the Internet, a router, storage area network, Ethernet, 
and others. Networks 180 and 190 may comprise one or 
more LANs that may also be wireless. Switch 140 may 
utilize a protocol associated with both networks 180 and 
190. The network 190 may interface with a set of commu 
nications protocols used for the Internet 160 such as the 
Transmission Control Protocol (TCP) and the Internet Pro 
tocol (IP), or TCP/IP. Switch 150 may be a TCP/IP switch. 

Client computer systems 110a-110care representative of 
any number of stationary or mobile computers such as 
desktop personal computers (PCs), servers, server farms, 
workstations, laptops, handheld computers, servers, per 
Sonal digital assistants (PDAs), Smartphones, and so forth. 
Each of the client computer systems 110a–110c may include 
a hypervisor used to support virtual machines (VMs). 

Each of the data storage arrays 120a-120b may be used 
for the sharing of data among different servers, such as the 
client computer systems 110a–110c. Each of the data storage 
arrays 120a-120b includes a storage subsystem 170 for data 
storage. Storage Subsystem 170 may comprise one or more 
storage devices 176a-176m. Each of these storage devices 
176a-176m may be an SSD. A random-access memory 
(RAM) 172 may be used to batch operations, such as 
received write requests. In various embodiments, when 
batching write operations (or other operations) non-volatile 
storage (e.g., NVRAM) may be used. The controller 174 
may comprise logic for handling received read/write 
requests. The controller 174 may also include the RAID 
engine 178 to determine data layout among the devices 
176a-176m and to add protection for the stored data. 
The base OS 132, the volume manager 134 (or disk array 

manager 134), any OS drivers (not shown) and other soft 
ware stored in memory medium 130 may provide function 
ality providing access to files and the management of these 
functionalities. The base OS 132 and the OS drivers may 
comprise program instructions stored on the memory 
medium 130 and executable by processor 122 to perform 
one or more memory access operations in storage Subsystem 
170 that correspond to received requests. Each of the data 
storage arrays 120a-120b may use a network interface 124 
to connect to network 180. Similar to client computer 
systems 110a-110c, in one embodiment, the functionality of 
network interface 124 may be included on a network adapter 
card. 

In addition to the above, the storage controllers 174 within 
the data storage arrays 120a-120b may support storage array 
functions such as Snapshots, replication and high availabil 
ity. In addition, the storage controller 174 may support a 
virtual machine environment that comprises a plurality of 
Volumes with each Volume including a plurality of Snap 
shots. In one example, the storage controller 174 may 
Support hundreds of thousands of Volumes, wherein each 
Volume includes thousands of Snapshots. In one embodi 
ment, a Volume may be mapped in fixed-size sectors. Such 
as a 4-kilobyte (KB) page within storage devices 176a 
176m. In another embodiment, a volume may be mapped in 
variable-size sectors such as for write requests. A volume 
ID, a Snapshot ID, and a sector number may be used to 
identify a given Volume. 

Turning now to FIG. 4, a generalized block diagram of 
one embodiment of a storage Subsystem is shown. Each of 
the one or more storage devices 176a-176m may be parti 
tioned in one of one or more device groups 173a-173m. 
Other device groups with other devices may be present as 

10 

15 

25 

30 

35 

40 

45 

50 

55 

60 

65 

8 
well. One or more corresponding operation queues and 
status tables for each storage device may be included in one 
of the device units 400a-400w. These device units may be 
stored in RAM 172. A corresponding RAID engine 178a 
178m may be included for each one of the device groups 
173a-173m. Each one of the RAID engines 178a-178m may 
include a monitor 410 that tracks statistics for each of the 
storage devices included within a corresponding device 
group. Data layout logic 420 may determine an amount of 
space to allocate within a corresponding storage device for 
user data, inter-device redundancy data and intra-device 
redundancy data. The storage controller 174 may comprise 
other control logic 430 to perform at least one of the 
following tasks: wear leveling, garbage collection, I/O 
scheduling, deduplication and protocol conversion for 
incoming and outgoing packets. 

Turning now to FIG. 5, a generalized block diagram of 
one embodiment of a device unit is shown. A device unit 
may comprise a device queue 510 and tables 520. Device 
queue 510 may include a read queue 512, a write queue 514 
and one or more other queues such as other operation queue 
516. Each queue may comprise a plurality of entries for 
storing one or more corresponding requests 530a-530d. For 
example, a device unit for a corresponding SSD may include 
queues to store at least read requests, write requests, trim 
requests, erase requests and so forth. 

Tables 520 may comprise one or more state tables 522a 
522b, each comprising a plurality of entries for storing state 
data, or statistics, 530. It is also noted that while the queues 
and tables are shown to include a particular number of 
entries in this and other figures, the entries themselves do not 
necessarily correspond to one another. Additionally, the 
number of queues, tables, and entries may vary from that 
shown in the figure and may differ from one another. 

Turning now to FIG. 6, a generalized flow diagram of one 
embodiment of a method 600 for handling requests in a 
storage Subsystem with a failed region of storage is shown. 
For purposes of discussion, the steps in this embodiment are 
shown in sequential order. However, some steps may occur 
in a different order than shown, Some steps may be per 
formed concurrently, some steps may be combined with 
other steps, and some steps may be absent in another 
embodiment. For example, as discussed above, simultane 
ous accesses may be made to a failed AU and an AU selected 
to replace the failed AU. Additionally, reconstruction could 
begin at the same time as such accesses. All Such possible 
combinations discussed above are contemplated. 

Responsive to receiving input/output (I/O) requests, such 
as read and write requests, to multiple allocation units (AUS) 
within one or more storage devices, the I/O requests are 
processed (block 602). Each of the AUs includes multiple 
pages. In some embodiments, each page is an allocation 
space that is the Smallest allocation size to access for an I/O 
request. In some examples, the page may be a 4 KB storage 
space in an AU. The read requests have requested data 
returned to a requesting client computer, such as one or more 
targeted pages within a specified AU. Additionally, the write 
requests have request data written to a targeted Storage 
location, such as one or more pages within an AU. 
A given AU may be determined to fail based on multiple 

conditions. As described earlier, the conditions may include 
at least one miss or one error occurred for an access for a 
storage location in the given AU, a number of misses or 
errors occurred for accesses to a same storage location in the 
given AU exceeding a threshold, a number of misses or 
errors occurred for accesses for any storage location in the 
given AU exceeding a threshold, and a miss rate or an error 
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rate for accesses for any storage location in the given AU 
exceeding a threshold. Alternatively, an AU may simply be 
selected to have its data relocated to another AU for any 
another reason. 

If it is determined a first AU fails (conditional block 604), 
then in block 606, an unallocated second AU is selected to 
replace the failed first AU. To reconstruct the data originally 
stored in the first AU, the data may be reconstructed using 
a supported RAID layout and stored in the second AU. The 
data originally stored in the pages of the first AU are 
reconstructed in the second AU (block 608). 

For an I/O request targeting the first AU while the AU is 
being replaced, the targeted page is accessed in the first AU 
(block 610). If the access in the first AU fails (conditional 
block 612), and an access for the same page in the second 
AU fails (conditional block 614), then in block 616, the 
requested page is reconstructed or rebuilt using AU's other 
than the first AU or the second AU. For example, a RAID 
layout with one or more parity pages may be used to 
reconstruct the requested page. In block 618, the I/O request 
is serviced. For example, the reconstructed data is sent to a 
requesting client computer. As already discussed, multiple 
approaches to obtaining data to service a read request may 
be attempted simultaneously. In such embodiments, the first 
approach to successfully obtain the data or otherwise have it 
ready is used to service the read. 

It is noted that the above-described embodiments may 
comprise software. In Such an embodiment, the program 
instructions that implement the methods and/or mechanisms 
may be conveyed or stored on a computer readable medium. 
Numerous types of media which are configured to store 
program instructions are available and include hard disks, 
floppy disks, CD-ROM, DVD, flash memory, Program 
mable ROMs (PROM), random access memory (RAM), and 
various other forms of volatile or non-volatile storage. 

In various embodiments, one or more portions of the 
methods and mechanisms described herein may form part of 
a cloud-computing environment. In such embodiments, 
resources may be provided over the Internet as services 
according to one or more various models. Such models may 
include Infrastructure as a Service (IaaS), Platform as a 
Service (PaaS), and Software as a Service (SaaS). In IaaS. 
computer infrastructure is delivered as a service. In Such a 
case, the computing equipment is generally owned and 
operated by the service provider. In the PaaS model, soft 
ware tools and underlying equipment used by developers to 
develop Software solutions may be provided as a service and 
hosted by the service provider. SaaS typically includes a 
service provider licensing Software as a service on demand. 
The service provider may host the software, or may deploy 
the software to a customer for a given period of time. 
Numerous combinations of the above models are possible 
and are contemplated. 

Although the embodiments above have been described in 
considerable detail, numerous variations and modifications 
will become apparent to those skilled in the art once the 
above disclosure is fully appreciated. It is intended that the 
following claims be interpreted to embrace all such varia 
tions and modifications. 
What is claimed is: 
1. A computer system comprising: 
a data storage Subsystem configured to receive read and 

write requests, wherein the Subsystem comprises one or 
more storage drives, each storage drive including a 
plurality of allocation units (AUs), each AU of a 
storage drive comprising a plurality of data storage 
locations within the storage drive; and 
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10 
a data storage controller, 
in response to detecting a failure of a first AU of the 

plurality of AUs, the storage controller is configured to: 
Select an unallocated second AU as a replacement for 

the first AU; and 
initiate reconstruction of data stored in the first AU to 

the second AU; and 
in response to receiving a read or write request target 

ing a given data storage location in the first AU 
during said reconstruction, the storage controller is 
configured to attempt to access the first AU before 
attempting to access any of the other AUs of the 
plurality of AUs, in order to service the read or write 
request. 

2. The computer system as recited in claim 1, wherein in 
response to determining no error occurs when accessing the 
given data storage location in the first AU during said 
reconstruction, the storage controller is further configured to 
service the received read or write request with data in the 
given data storage location in the first AU. 

3. The computer system as recited in claim 2, wherein in 
response to determining data has not yet been reconstructed 
in the given data storage location in the second AU, the data 
storage controller is further configured to copy data from the 
given data storage location in the first AU to the given data 
storage location in the second AU. 

4. The computer system as recited in claim 1, wherein the 
data storage controller is further configured to service the 
received read or write request using the second AU respon 
sive to determining an error occurs when accessing the given 
data storage location in the first AU. 

5. The computer system as recited in claim 4, wherein the 
data storage controller is further configured to use recon 
structed data to both service the received read or write 
request and store data in the given data storage location in 
the second AU responsive to determining an error occurs 
when accessing the given data storage location in the first 
AU. 

6. The computer system as recited in claim 2, wherein 
detecting the failure of the first AU comprises determining 
a number of errors when accessing data in the first AU 
exceeds a threshold. 

7. A method for use in a computer system, the method 
comprising: 

receiving read and write requests at a data storage Sub 
system, wherein the Subsystem comprises one or more 
storage drives, each storage drive including a plurality 
of allocation units (AUs), each AU of a storage drive 
comprising a plurality of data storage locations within 
the storage drive; and 

in response to detecting a failure of a first AU of the 
plurality of AUs: 
Selecting an unallocated second AU as a replacement 

for the first AU; and 
initiating reconstruction of data stored in the first AU to 

the second AU; and 
in response to receiving a read or write request target 

ing a given data storage location in the first AU 
during said reconstruction, attempting to access the 
first AU before attempting to access any of the other 
AUs of the plurality of AUs, in order to service the 
read or write request. 

8. The method as recited in claim 7, wherein in response 
to determining no error occurs when accessing the given 
data storage location in the first AU during said reconstruc 
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tion, the method further comprises servicing the received 
read or write request with data in the given data storage 
location in the first AU. 

9. The method as recited in claim 8, wherein in response 
to determining data has not yet been reconstruction in the 
given data storage location in the second AU, the method 
further comprises copying data from the given data storage 
location in the first AU to the given data storage location in 
the second AU. 

10. The method as recited in claim 7, further comprising 
servicing the received read or write request using the second 
AU responsive to determining an error occurs when access 
ing the given data storage location in the first AU. 

11. The method as recited in claim 10, further comprising 
using reconstructed data to both service the received read or 
write request and store data in the given data storage location 
in the second AU responsive to determining an error occurs 
when accessing the given data storage location in the first 
AU. 

12. The method as recited in claim 8, wherein detecting 
the failure of the first AU comprises determining a number 
of errors when accessing data in the first AU exceeds a 
threshold. 

13. The method as recited in claim 8, wherein detecting 
the failure of the first AU comprises determining an error 
rate when accessing data in the first AU exceeds a threshold. 

14. A non-transitory computer readable storage medium 
storing program instructions, wherein the program instruc 
tions are executable by a processor to: 

receive read and write requests at a data storage Subsys 
tem, wherein the Subsystem comprises one or more 
storage drives, each storage drive including a plurality 
of allocation units (AUs), each AU of a storage drive 
comprising a plurality of data storage locations within 
the storage drive; and 
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in response to detecting a failure of a first AU of the 

plurality of AUs: 
Select an unallocated second AU as a replacement for 

the first AU; 
initiate reconstruction of data stored in the first AU to 

the second AU; 
in response to receiving a read or write request target 

ing a given data storage location in the first AU 
during said reconstruction, attempt to access the first 
AU before attempting to access any of the other AUs 
of the plurality of AUs, in order to service the read 
or write request. 

15. The non-transitory computer readable storage medium 
as recited in claim 14, wherein in response to determining no 
error occurs when accessing the given data storage location 
in the first AU during said reconstruction, the program 
instructions are further executable by a processor to service 
the received read or write request with data in the given data 
storage location in the first AU. 

16. The non-transitory computer readable storage medium 
as recited in claim 15, wherein in response to determining 
data has not yet been reconstructed in the given data storage 
location in the second AU, the program instructions are 
further executable by a processor to copy data from the 
given data storage location in the first AU to the given data 
storage location in the second AU. 

17. The non-transitory computer readable storage medium 
as recited in claim 14, wherein the program instructions are 
further executable by a processor to service the received 
read or write request using the second AU responsive to 
determining an error occurs when accessing the given data 
storage location in the first AU. 

k k k k k 


