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System and Method of Enforcing a Computer Policy

The present invention relates to a system and method of enforcing a computer

policy.

Corporate Security Policies (SPs) are a vital part of corporate security governance.

Such policies are put at serious risk when employees are allowed to roam with an

organisation's most vital asset - information. This is an extremely important

problem that is also very difficult to satisfactorily address.

For example corporate policy might require any corporate laptop to protect any data

stored on it even it is stolen, i.e. even if an adversary has physical access to the

laptop and it is taken outside the corporate boundary (within which policy is typically

enforced). Similarly, corporate laptops taken home in an authorised way by

employees should still be governed by corporate policy, even though the laptop is

outside the corporate premises.

Existing Security Policies are typically complex and time-consuming to manage due

to the need to replicate encryption keys as employees move between offices and

work on a variety of different computing devices both within and outside the

corporate boundary. When an employee leaves employment, all of the

corresponding encryption keys need to be revoked. These issues of key-

management represent significant costs to companies attempting to enforce

security policies on a mobile and ever-changing workforce.

It is an object of the present invention at least to alleviate these difficulties.

According to a first aspect of the present invention there is provided a method of

enforcing a computer policy comprising:

(a) defining a policy for controlling a user's access to sensitive data on a

client device by means of a cryptographic key;

(b) storing the policy and the associated cryptographic key on a server;



(c) ascertaining the identity of the user, and cryptographically validating via

a secure environment of the client device the identity and trustworthiness of the

client device;

(d) when permitted by the policy, securely transmitting the cryptographic key

from the server to the secure environment of the client device; and

(e) providing the user with access to the sensitive data without disclosing to

the user the cryptographic key.

According to a second aspect there is provided a system for enforcing a computer

policy comprising:

(a) a server on which is stored a policy for controlling a user's access to

sensitive data on a client device, and an associated cryptographic key;

(b) a client device operated by a user, the device including a secure

environment holding the cryptographic key which allows the user access, when

permitted by policy, to encrypted sensitive data on the client device without

disclosing the key to the user;

(c) means for ascertaining the identity of the user and for cryptographically

validating the identity and trustworthiness of the client device; and

(d) means for securely transmitting the cryptographic key from the server to

the secure environment of the client device when permitted by the policy.

From another aspect the invention provides a method of accessing a cryptographic

key stored on a remote server in order to perform a cryptographic operation,

comprising:

determining the identity of a user;

cryptographically validating the identity of the client device;

determining whether the identity of the user and the identity of the client

device satisfy an access condition which is stored on the remote server;

securely transmitting the cryptographic key from the remote server to the

client device when the access condition is satisfied; and

using the cryptographic key to perform a cryptographic operation without

disclosing the cryptographic key to the user.

Such a method may be used to control user access to data stored in encrypted

form on the client device. The cryptographic operation may then comprise



decrypting the data. The method may further comprise providing the user with

access to the decrypted data without disclosing the cryptographic key to the user.

This aspect extends to a client device configured to:

allow the device's identity to be cryptographically validated;

receive a securely-transmitted cryptographic key from a remote server; and

use the cryptographic key to perform a cryptographic operation without

disclosing the cryptographic key to a user.

Data may be stored on the client device in encrypted form, with the device being

configured to use the cryptographic key to decrypt the data and to provide a user

with access to the decrypted data.

This aspect further extends to a server on which a cryptographic key and an access

condition are stored, wherein the server is configured to:

determine whether the identity of a user and the identity of the client device

satisfy the access condition; and

transmit the cryptographic key securely to the client device when the access

condition is satisfied.

The access condition may relate to the cryptographic key and/or to data stored in

encrypted form on the client device.

In addition to and separate from the notion of user identity, a machine identity is

used to enable complex and more expressive policies to be defined and enforced.

This allows system administrators to specify what a particular user can do, and also

what a user may do when using a particular machine.

Preferably the client device comprises a secure cryptoprocessor or hardware

security module. In this way a secure environment can be provided (e.g. a Trusted

Platform Module). Preferably the device is configured to use a secure

cryptoprocessor to allow the device's identity to be cryptographically validated.

Preferably the device is configured to use a secure cryptoprocessor to perform the

cryptographic operation, such as using the cryptographic key to decrypt data stored

on the device.



However a dedicated hardware secure environment is not essential and, in some

embodiments, the client device may use software executing on a microcontroller or

central processing unit (CPU) to create a secure environment. Such means may be

used to perform the cryptographic operation and/or to allow the device's identity to

be cryptographically verified.

The client device is preferably configured to hold the cryptographic key in volatile

memory (e.g. RAM) and to clear the cryptographic key from the memory after

performing the cryptographic operation.

Preferably the server is configured to validate the identity of the client device.

The identify of the user may be verified by the client device and/or the remote

server.

The client device may be configured to validate the identity of the server.

All cryptographic keys used to protect sensitive data on the client devices are

preferably stored on a central server and are preferably never stored on the local

disks of client machines. This reduces the impact of theft of a portable client device

- any encrypted data stored on such a device cannot be recovered, since the

necessary decryption keys will not be available.

Data to be decrypted may be any type; for example, they may comprise all or part

of an email message.

The cryptographic key might be used to by the client device for any of a variety of

purposes; e.g. to decrypt data, to encrypt data, to sign data, or to establish a secure

session with a remote device.

The access condition may constitute a security policy.

In contrast with existing methods of enforcing a computer policy, in the preferred

embodiment:



- cryptographic keys (used to protect data) are preferably not stored long-

term on client devices;

- the system can control whether client keys are made available to client

devices (thus enforcing policy) because of its ability to identify remotely both

devices and users, and to verify the integrity of remote devices.

This allows server-centric policy enforcement even on remote devices. This policy

enforcement can take place across any distributed environment such as the Cloud.

The cryptographic key may be specific to the user.

The remote server may transmit one or more certificates along with the

cryptographic key. It may transmit a plurality of cryptographic keys to the client

device.

In some embodiments, Trusted Computing is used for the enforcement of policy

covering the download of user profile containing user-specific secret keys.

This differs from other applications (e.g. the trusted software download application)

in the following ways:

- a user profile is something specific to a user, not a general purpose piece

of software;

- policy-based control of access to specific parts of the user profile enables

policy-based control of access to secret and private keys in a flexible manner - for

example, the policy may permit the release of low grade keys to platforms in a

broad class, but only permit the download of high grade keys to very specific

platforms in a very specific set of possible software states;

- policy-based control of a user profile enables many other possible

applications, since it gives flexible access to cryptographic keys (which can

themselves be used to control access to further services and/or information).

Any optional feature of one aspect may be an optional feature of any other aspect,

wherever appropriate.



Certain preferred embodiments of the invention will now be described by way of

example only.

Components

A preferred embodiment incorporates the following devices:

1. a server computing device, preferably offering web services;

2 . a user-agent client device which is equipped with a Trusted Platform Module

(TPM) conforming to the Trusted Computing Group specifications (or any other

device or system offering similar security services).

Each user-agent's TPM is equipped with a public/private cryptographic key pair,

providing the foundation for a unique user-agent (machine) identity. Because of the

way it is designed, and given its tamper-resistant properties, the TPM private key is

never made available outside the TPM, making identity theft of the client device

extremely difficult.

Client-server protocol

In order for the server to verify the user-agent's identity, and thus use it in policy

enforcement, the following protocol is applied:

1. The user-agent/client device verifies the server. This is done by verifying a

signature produced by the server and checking the server's public key

(programmed in the user-agent).

2 . The server verifies the user-agent by interrogating the TPM. The server

challenges the TPM, requesting the TPM to compute a signature using a private

key belonging to the TPM. Note that the TPM's private key never leaves the TPM

in unencrypted form, and thus cannot be stolen (e.g. via malicious software running

on the client platform).

Once the identity of the user-agent's physical device has been authenticated, user

verification is performed via an appropriate user authentication mechanism, e.g.

involving passwords, cryptographic key pairs, and/or biometrics. The system allows



the identification of arbitrary combinations of devices and users, i.e. a single user

can employ multiple devices, and a single device can be employed by multiple

users. Policy can then be enforced accordingly.

Remotely verifying the user-agent

Policy can limit system functionality, for example by disabling uncontrolled internet

connectivity when connected to a corporate VPN in order to avoid data leakage via

the (insecure) internet. The user-agent can be programmed to enforce such

policies.

However, through the use of the combination of server control of keys and the TPM

on the client platform, the solution we describe can also provide assurance to the

server that the policy is actually being enforced. Suppose that a malicious,

modified, user-agent reports to the server that it is enforcing policy, when in reality it

will not. The server can verify the integrity of the remote system via its TPM, and

hence detect the presence of a modified user-agent, using the following procedure.

1. At boot time, the TPM verifies the integrity of the operating system, and securely

records measurements characterising the software that has been loaded.

2 . The operating system, whose integrity is guaranteed by the TPM measurements

made at boot time, verifies the integrity of the user-agent. The results of this

measurement are also stored internally to the TPM.

3 . When the server authenticates the identity of the remote device, it also confirms

its integrity. That is, the authentication process involves the transfer from the TPM

to the server of the integrity measurements referred to in steps 1 and 2 ; this transfer

takes place in such a way that the server can verify that the measurements indeed

come from a genuine TPM embedded in the platform with which it is

communicating. This is achieved by the TPM digitally signing the integrity

measurements using a private key verifiably unique to that TPM. This process is

known as attestation.



4 . The server processes the integrity measurements for the client platform, and

decides whether or not these are indicative of a processing environment consistent

with the security policy in force.

5 . If the policy requirements are met, then the server transfers the cryptographic

keys to the device in such a way that the client platform will only be able to decrypt

them if the integrity measurements sent in message 3 are still valid. This uses

functionality known as sealed storage (as described for example in the paper The

Trusted Platform Module (TPM) and Sealed Storage, Bryan Parno, 2 1 June 2007,

available at www.rsa.com/rsalabs/technotes/tpm/sealedstorage.pdf). This

effectively binds the security policy to the set of keys downloaded to the client

platform, i.e. so that the keys are only available to client platforms meeting the

policy requirements.

This procedure shows the importance of the notion of machine identity for ensuring

that policy is being enforced in a remote setting. The combination of server-centric

key management and the use of TPM-based integrity measurements (including

attestation and sealed storage) is believed to be unique to the present embodiment.

Key-based policy enforcement

Policy can and usually does limit access to sensitive data held on the client device.

Encrypted data can be disclosed freely, assuming that the keys necessary for

decryption are kept secret. Thus, the problem of limiting access to data can be

transformed to a key management problem; by denying a user access to keys, the

user cannot access (encrypted) data.

Performing policy control in this way provides significant advantages, especially

with remote devices. If a remote device held data in cleartext and was stolen, data

could be read by analysing the contents of the hard disk directly, regardless of any

operating system enforced access restrictions or the presence of a TPM. This is

impossible if the data is encrypted and the necessary decryption keys are not

stored on the client device.

To enforce policies regarding the handling of sensitive data, the following

mechanism is used:



1. Data is encrypted with a key generated and kept on the server.

2 . If a user is allowed access to data by the policy in force, the server discloses the

necessary decryption key(s) to the user-agent, only after the user-agent's host

machine and the user have been authenticated. The end user never learns the key

from the user-agent as the key is never stored (in cleartext) on the client machine's

hard disk, and is stored only in protected memory, inaccessible from (say)

debuggers. These properties are enforced because the system's integrity has been

verified by the server, for example, using a TPM attestation procedure. Because the

end user never learns the decryption keys, it is possible to revoke such keys and

hence revoke access to data, by simply eliminating keys from the user-agent's

memory.

3 . To allow offline data access, the user-agent may (subject to policy) store the data

encryption key on disk in encrypted form. The key used to encrypt the data key is

protected using the TPM's sealed storage function, thus making recovery in

unauthorised ways impractical because of the tamper-resistant properties of the

TPM. Only when the client system is running the appropriate set of software

(including the valid user-agent) will the TPM permit the key encrypting key to be

decrypted - using the sealed storage functionality.

The novel combination of server-centricity to manage policies (and keys), and the

use of a secure environment such as a TPM to verify policy enforcement and allow

off-line data use, enables robust server-based corporate policy management and

enforcement on remote devices.

Profile transfer

We now turn to a detailed explanation of the transfer of user profiles from a server

to a client device.

Introduction

The word 'profile' is used here to mean a set of user-specific data stored on a

central server. This profile includes such things as cryptographic keys and policy

information relating to that individual, e.g. which applications he/she is authorised to



use, and in what circumstances the keys should be downloaded to a client. The

term profile is used loosely - it may well be appropriate to only download parts of

the profile information to a client machine, with the choice of elements depending

on the type of client being used, and/or the specific user requirements at the time of

download.

We divide the description of the profile transfer protocol into three phases: a

preliminary (set-up) phase, and two main phases. Whilst the set-up phase will only

be performed once for each relevant entity, the other two phases will be performed

every time a user wishes to make use of a client machine, i.e. for every session.

The main phases (Phases I and //) are described separately here to simplify the

explanation; however, in practice, the implementations could overlap - for example,

messages implementing Phase I could be sent at the same time as some of the

messages implementing Phase II.

Every user and every server must perform the set-up phase prior to engaging in the

protocol. This phase will establish all the necessary long-term keys and user

profiles. Once performed, it will not normally be necessary to perform the set-up

phase again, unless a security compromise has occurred or the user status has

changed.

Phase I is intended to enable the client platform and the server to share a secret

session key, which can then be used both to protect the transfer of the user profile

in Phase II.

In Phase II, the client (securely) requests the profile from the server - the request

can be authenticated using the session key established in Phase I . The request

could, for example, indicate which types of key are required. The server then

selects the relevant parts of the profile to send to the user, generates any

necessary short-term key pairs and/or secret keys, generates any necessary short-

term public key certificates, and assembles the material to be sent to the user. This

package of profile data is then encrypted and integrity-protected using the session

key established in Phase I , and the package is sent to the client. On receipt of the

profile data from the server, the client verifies and decrypts it, and processes the

information ready for use.



Set-up phase

The objectives of this preliminary phase are to equip the parties involved in the

scheme with the resources they need to participate in the protocol. We divide this

discussion into three parts, covering the set-up requirements for the server, user

and client.

Server set-up

To establish a server to support the scheme, the following steps take place:

1. The necessary software is installed.

2 . Provision is made to enable the secure storage of user profiles and user

passwords.

User set-up

In order for a user to start using the scheme, the following steps are performed:

1. The user establishes a relationship with a server. This could, for example, be a

fee-paying contractual relationship (where the server is providing a service to the

user), or a relationship which arises 'by default' with the user's employment where

the server is run by, or on behalf of, the employer.

2 . The user selects one or more Certificate Authorities (CAs) who will be

responsible for generating certificates for user public keys. Of course, depending on

the server-user relationship, this may be done automatically for the user by the

server.

3 . The user establishes a shared secret password with the server.

4 . The server creates a profile for the user. The user specifies (or has automatically

selected) which types of keys are required. The server will then generate the

necessary secret keys and asymmetric key pairs, and obtain certificates for the

public keys from one or more CAs. (Note that the only long-term key needed as

part of the user profile may be a signature key pair.)



5 . The server will then securely store the profile (containing, for example, secret

keys, asymmetric key pairs and accompanying public key certificates) along with

the user password or other user identification details. Note that each key has

certain information associated with it, including an identifier for the algorithm with

which it is to be used, the intended use (e.g. encryption, MAC generation, signature

generation, etc), and a validity period.

Client set-up

In order for a client device to be employed by a user as part of the scheme, the

following steps are performed:

1. Appropriate software is installed on the client (however, this could be performed

dynamically by downloading it from the server, e.g. as a Java applet, at the time of

use).

2 . The client machine's TPM is initialised, and the server made capable of dealing

with a platform containing the type of TPM or other security environment in use on

the client machine.

Phase I

The main objective of this phase is to establish a short-lived secret session key

between the client machine and the server. We now discuss possible ways of

realising this phase of the protocol.

Note that, in order to ensure that the profile is only made available to a platform

running trustworthy software, trusted computing functionality can be used to verify

the software environment on the recipient (client) platform. This should be done in

such a way that only a trustworthy platform will have access to the short-lived

session key. Without this key, the profile sent from the server to the client cannot be

decrypted, and hence will not be available to the client that is, policy control is

exerted through access to the short-lived session key.



Possible means of establishing the short-lived key are discussed below. Ways in

which this process can be made dependent on trusted computing are discussed

later.

A trivial approach

A very simple approach is for both parties to simply derive a key from the shared

secret password. In order to ensure that a different key is used for each session,

one of the two parties could first generate a random number r, e.g. of 128 bits, and

send it to the other party. Both server and client could then generate the session

key as K = h(p\\r), where h is a cryptographic hash-function (e.g. SHA-256, [5]), p is

the user's secret password, and | | denotes concatenation of strings of bits.

Whilst very simple, such an approach has a major weakness. If an attacker

intercepts and also intercepts some data encrypted using the session key K, then

the following offline dictionary attack is possible if p is drawn from too small a set of

possibilities:

- The attacker works through the set of all possible passwords one at a time,

eliminating incorrect 'guesses' in the following simple way. Suppose p* is a

candidate value for the password. The attacker computes the corresponding

candidate session key K* = h(p* \\r), using the intercepted value of r. The attacker

then tries decrypting the intercepted ciphertext using K* if the result does not yield

meaningful plaintext then the candidate password can be eliminated.

In fact, it is somewhat difficult to readily memorise passwords which are taken from

a sufficiently large set to prevent such attacks. Even if we suppose that users

choose 8-character passwords, with each character being either a letter or a

numeral, then the number of possible passwords is only 368 « 2.8 10 2 . Working

through a set of this size is not infeasible (although non-trivial).

It is thus desirable to use a more robust approach, e.g. along the lines proposed

below.

An SSL-based approach



Another relatively simple approach is to require the server to first set up a Secure

Sockets Layer (SSL) session with the client machine. The client machine needs to

have a means to verify that the session has been set up with the appropriate

server. This could, for example, involve the software downloaded to the client being

pre-equipped with a trusted copy of the public key of the server.

Once the SSL session is in place, the client software could then prompt the user to

enter his/her password, which can then be sent to the server (via the SSL channel)

for verification. Since the password is communicated over an encrypted channel (as

provided by SSL), it is protected against compromise by an interceptor.

The SSL channel could also be employed in Phase I I to provide a secure means of

transfer for the profile.

There is one major disadvantage of such an approach. The client must have the

means to verify that it is talking to the correct server, or otherwise man-in-the-

middle attacks can be launched. If the software that is used by the client contains

the public key of the server, then this problem is avoided - however, it does mean

that the software to be used on a client machine must be personalised to include

the public key of the particular server with which the user has a trust relationship.

There may be scenarios where this may be difficult to arrange. The above problem

is avoided by the solution described immediately below.

A standards-based approach

There are a number of well-established protocols which are designed to enable a

secret session key to be established using a user-memorable password in such a

way that offline dictionary attacks are not possible. Moreover, such protocols can

also be designed to foil more active attacks (as long as some measure is in place to

count unsuccessful authentication attempts and take appropriate

countermeasures).

Three such protocols are specified in clause 6 of ISO/IEC 11770-4 [6], called there

Key Agreement Mechanisms 1, 2 and 3 . All these mechanisms are believed to be



secure, and any of them would be appropriate for use in the scheme. Next we

consider their relative advantages and disadvantages.

Security properties

All three of the mechanisms in ISO/I EC 11770-4 have very similar security

characteristics. The only significant difference (with current knowledge) is that

mechanism 1 requires the server to know the password, whereas the other two

mechanisms only require the server to store the hash of a password. This latter

property may have some (small) practical advantages.

Implementation issues

There are some differences in properties between the options, as follows:

- mechanism 1 (SPEKE) can be implemented using three message flows;

mechanisms 2 (SRP6) and 3 (AMP) require at least four message flows;

- mechanisms 1 and 3 can be implemented both in the 'standard' discrete

log setting and the elliptic curve setting;

- mechanism 2 can only be implemented in the 'standard' discrete log

setting;

- all three mechanisms are believed to have similar computation costs,

although the differences have not been checked in detail.

An implementation using SPEKE

To clarify the above discussion, we give a simplified description of Phase I in the

case where Mechanism 1 from ISO/IEC 11770-4 is used.

1. Provide user name and password. The user will need to run the client software

and equip it with the user's name and password. It may be appropriate for the user

to provide additional information at this stage, such as the types of keys the user

would like to have downloaded from the server (such information would be used in

phase II).

2 . Request profile (phase I). The client software will then send a message to the

server to request the initiation of the profile download process.



3 . Establish session key (phase I). The server and client now use the SPEKE

protocol, as specified in clause 6.1 of ISO/I EC 11770-4 [6], to establish a shared

secret key.

We now explain in a little more detail how steps 2 and 3 could be implemented.

References are made to the descriptions in clause 6.1 of ISO/I EC 11770-4 [6]. We

suppose that the client corresponds to A in 11770-4 and the server corresponds to

B.

1. The client software performs the key token construction step (A1) specified in

clause 6.1 .3 using the user-provided password .

2 . The client software sends wA to B, along the user name and a request to

inaugurate profile download.

3 . On receipt of the message from the client, the server recovers the user password

π from the user profile (indexed by the user name) and performs the key token

construction step (B1 ) specified in clause 6.1 .3 using π .

4 . The server send wB to A .

5 . The server uses the received value of wA in step B2 to obtain the shared secret

6 . On receipt of the message from the server, the client uses the received value of

wB in step A2 to also obtain the shared secret key K,

Note that the key confirmation steps are omitted, as phase I I provides a degree of

(one way) key confirmation. Note also that it may be helpful for the client (A) to

generate a random session identifier and sent it to the server (S) in step 2 above.

The server should then send this back to the client in step 4 , enabling the client to

match responses to requests.

Phase I I



The main objective of this phase is to securely download user profile data from the

server to the client machine.

There are a variety of ways in which this could be implemented. We give one

option.

The transfer protocol takes the following general form.

1. Client → Server: Request for profile

This request message specifies which types of key are needed by the client

machine. For example, if the user only needs to perform signature operations, then

the profile information to be provided to the user only needs to include a signature

private key (and certificate for the corresponding public key).

Note that this message could be sent at the same time as one of the messages in

Phase I . However, it may be necessary to integrity protect and, possibly, to encrypt

this message. If so, then it can only be sent after the client machine has obtained a

copy of the session key.

2 . Server: Prepare profile

Once the request has been received (and verified) by the server, it performs the

tasks necessary to prepare the data to be sent to the client machine.

All the necessary keys and certificates are then put into a formatted profile, ready to

be downloaded to the client.

3 . Server → Client: Encrypted profile

Once the profile data has been assembled by the server, including keys and

certificates, it can be sent to the client. Prior to transmission it should be encrypted

by the server using the session key. The method of encryption should provide both

confidentiality and integrity protection, and one of the techniques contained in

ISO/IEC 19772 [7] is highly recommended.



Note that this message could be sent at the same time as one of the messages in

Phase I , as long as the necessary session key is available to the server.

4 . Client: Process received profile

Finally, on receipt of the encrypted profile, the client can verify and decrypt it using

the secret session key.

As discussed above, a profile will normally be generated for every user. A user

profile will contain a range of keys and certificates. Some or all of these keys and

certificates can then be sent to the client machine whenever a session is

established.

This approach has the advantage that the server will not need to generate any new

keys or certificates when a client requests a profile, since all the necessary keys are

generated in advance. Also, each public key will have a single certificate associated

with it, signed by a trusted CA.

However, this approach has the disadvantage that, if a client machine is ever

compromised, then the long-term private keys of the user are also compromised.

Moreover, whilst key revocation is possible, this will only occur if the compromise is

detected, and this will not always be the case.

Finally note that there may be a need to 'unpack' the profile to provide keys and/or

certificates to other applications on the client host. If the private keys are then

outside the direct control of the system of the invention, it may be difficult to ensure

that these keys are deleted at the end of a session.

Use of trusted computing

The fact that the client device may not be trustworthy brings with it significant

security risks. If the server can verify that the correct software is running on a client

(and that the client operating system environment is secure) prior to downloading

the profile to the client, then profile security can be significantly improved.



Such a capability is offered by trusted computing (see, for example, [8]). This

technology is now present in a significant proportion of new PCs, in the form a

special purpose security chip known as a Trusted Platform Module (TPM). The

technology allows one device to remotely verify the nature of the software running

on another platform, and to restrict access to secrets to specific software

configurations. These properties would appear to be ideally suited to the

operational model described above.

We now consider the trusted computing functions which can be used to make the

profile transfer process policy controlled. As discussed above, this involves making

access to the short-lived session key conditional on the server being content with

the state of the remote client platform.

Related work

The general notion of only allowing certain things to occur if a remote platform is in

a certain state (as tested using trusted computing functionality) is a well-established

one. The Trusted Network Connect (TNC) protocol uses trusted computing to

decide whether or not to admit a client PC to a network. A server requires the client

to provide evidence of its software configuration before deciding whether or not to

admit the client to the network. TNC has been standardised by the trusted

computing group http://www.trustedcomputinggroup.org/) - for a simple description

of its operation see, for example, Rehbock and Hunt [9].

This general idea has also been proposed as a means of protecting sensitive

software by only downloading this software to a platform verifiably in a trusted state.

This idea has been described by Gallery, Tomlinson, Delicata and Mitchell [1], [2],

[3], [4].

A simple approach

The simplest approach is for the server to require the trusted platform to attest to its

current software configuration immediately prior to starting the process of agreeing

a secret key. This assumes that the client platform has a TPM, and the software on

the client is capable of using the TPM to store measurements indicative of the

current state of the client platform in the PCRs (Platform Configuration Registers)

within the TPM. The attestation process then operates along the following lines.



1. The server sends a random challenge to the client, together with the serial

numbers of the PCRs whose values it wishes to have assurance of.

2 . The client passes this information to its TPM, which digitally signs a string

containing the random challenge and the current values of the requested PCRs

(together with their indexes).

3 . This signature is then passed back to the server which can verify the signature

(and check the random challenge for freshness) and thereby verify that these PCR

values are an accurate record of the current software state of the client platform.

The signature is computed using an attestation identity key, a signature key the

private value of which is available only to the TPM. The validity of the associated

public key (used to verify the signature) can be verified by the server checking a

public key certificate also supplied by the client.

The server can then verify that the PCR values match a software configuration

deemed acceptable by the policy statement associated with the relevant user

profile. If (and only if) the policy deems this configuration acceptable, the server

then proceeds to establish a shared secret key, as described above.

A more robust approach

One problem with the approach described immediately above is the possibility that

the software state of the client might change between the time that the

measurement takes place and the time (shortly afterwards) when the shared secret

is established. This problem can be removed by combining the process of

attestation with the establishment of the shared secret key. Methods to achieve this

have been described in the literature - see, for example, Gallery, Tomlinson,

Delicata and Mitchell [1], [2], [3], [4].
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Claims

. A method of accessing a cryptographic key stored on a remote server in

order to perform a cryptographic operation, comprising:

determining the identity of a user;

cryptographically validating the identity of the client device;

determining whether the identity of the user and the identity of the client

device satisfy an access condition which is stored on the remote server;

securely transmitting the cryptographic key from the remote server to the

client device when the access condition is satisfied; and

using the cryptographic key to perform a cryptographic operation without disclosing

the cryptographic key to the user.

2. A method as claimed in claim 1 suitable for controlling user access to data

stored in encrypted form on the client device, wherein the cryptographic operation

comprises decrypting the data, and the method further comprises providing the user

with access to the decrypted data.

3. A method as claimed in claim 1 or 2 wherein the cryptographic operation

comprises encrypting or signing data.

4 . A method as claimed in any preceding claim wherein the client device

comprises a secure cryptoprocessor.

5 . A method as claimed in any preceding claim wherein the client device

comprises a Trusted Platform Module.

6 . A method as claimed in any preceding claim comprising using a secure

cryptoprocessor to allow the client device's identity to be cryptographically validated

or to perform the cryptographic operation.

7. A method as claimed in any of claims 1 to 4 comprising the client device

executing software on a microcontroller or central processing unit to allow the

device's identity to be cryptographically validated or to perform the cryptographic

operation.



8. A method as claimed in any preceding claim comprising the client device

holding the cryptographic key in volatile memory and clearing the cryptographic key

from the memory after performing the cryptographic operation.

9 . A method as claimed in any preceding claim comprising the server

validating the identity of the client device.

10. A method as claimed in any preceding claim comprising the server verifying

the identify of the user.

11. A method as claimed in any preceding claim comprising the client device

validating the identity of the server.

. A method as claimed in any preceding claim wherein the cryptographic key

is specific to the user.

13. A method as claimed in any preceding claim comprising the remote server

transmitting one or more certificates along with the cryptographic key.

14. A method as claimed in any preceding claim comprising the remote server

transmitting a plurality of cryptographic keys to the client device.

15. A client device configured to:

allow the device's identity to be cryptographically validated;

receive a securely-transmitted cryptographic key from a remote server; and

use the cryptographic key to perform a cryptographic operation without

disclosing the cryptographic key to a user

16. A client device as claimed in claim 15 on which data are stored in encrypted

form, the client device being configured to use the cryptographic key to decrypt the

data and to provide a user with access to the decrypted data.

17. A client device as claimed in claim 15 or 16 wherein the cryptographic

operation comprises encrypting or signing data.



18. A client device as claimed in any of claims 15 to 17 comprising a secure

cryptoprocessor.

19. A client device as claimed in any of claims to 18 comprising a Trusted

Platform Module.

20. A client device as claimed in any of claims 15 to 19 configured to use a

secure cryptoprocessor to allow the client device's identity to be cryptographically

validated or to perform the cryptographic operation.

2 1 . A client device as claimed in any of claims 1 to 20 configured to execute

software on a microcontroller or central processing unit to allow the device's identity

to be cryptographically validated or to perform the cryptographic operation.

22. A client device as claimed in any of claims 15 to 2 1 configured to hold the

cryptographic key in volatile memory and to clear the cryptographic key from the

memory after performing the cryptographic operation.

23. A client device as claimed in any of claims 15 to 22 configured to validate

the identity of the server.

24. A server on which a cryptographic key and an access condition are stored,

wherein the server is configured to:

determine whether the identity of a user and the identity of a client device

satisfy the access condition; and

transmit the cryptographic key securely to the client device when the access

condition is satisfied.

25. A server as claimed in claim 24 wherein the access condition relates to data

stored in encrypted form on the client device.

26. A server as claimed in claim 24 or 25 configured to validate the identity of

the client device.



27. A server as claimed in any of claims 24 to 26 configured to verify the identify

of the user.

28. A server as claimed in any of claims 24 to 27 configured to transmit one or

more certificates along with the cryptographic key.

29. A server as claimed in any of claims 24 to 28 configured to transmit a

plurality of cryptographic keys to the client device.

30. A method of enforcing a computer policy comprising:

(a) defining a policy for controlling a user's access to sensitive data on a

client device by means of a cryptographic key;

(b) storing the policy and the associated cryptographic key on a server;

(c) ascertaining the identity of the user, and cryptographically validating via

a secure environment of the client device the identity and trustworthiness of the

client device;

(d) when permitted by the policy, securely transmitting the cryptographic key

from the server to the secure environment of the client device; and

(e) providing the user with access to the sensitive data without disclosing to

the user the cryptographic key.

3 . The method of claim 30 in which the cryptographic key is, in use, held in a

protected memory of the client device.

32. The method of claim 30 in which the cryptographic key is visible to the user

of the client device, but only in encrypted form.

33. The method of any one of claims 30 to 32 in which the secure environment

is a Trusted Platform Module (TPM) and in which the identity and trustworthiness of

the client device are verified by a TPM attestation procedure.

34. The method of claim 33 when dependent upon claim 32 in which the

cryptographic key is encrypted with a second key which is protected by TPM sealed

storage.



35. The method of claim 3 1 in which if the user or client device are no longer

policy-compliant the key is revoked by deleting it from the protected memory.

36. The method of claim 30 including an initial set-up phase in which the server

and the client device are configured to create and share secret session keys.

37. The method of claim 36 including a download phase in which the policy and

associated cryptographic key are downloaded from the server to the client device,

the download phase being protected by a secret session key.

38. The method of any of claims 30 to 37 in which the policies and

cryptographic keys associated with a particular user are generated in advance and

are stored as a user profile on the server.

39. The method of claim 38, when dependent upon claim 37, in which during

the download phase only those parts of the profile that are applicable for the

specific client device in use are downloaded.

40. A system for enforcing a computer policy comprising:

(a) a server on which is stored a policy for controlling a user's access to

sensitive data on a client device, and an associated cryptographic key;

(b) a client device operated by a user, the device including a secure

environment holding the cryptographic key which allows the user access, when

permitted by policy, to encrypted sensitive data on the client device without

disclosing the key to the user;

(c) means for ascertaining the identity of the user and for cryptographically

validating the identity and trustworthiness of the client device; and

(d) means for securely transmitting the cryptographic key from the server to

the secure environment of the client device when permitted by the policy.

41. A system as claimed in claim 40 in which the secure environment is a Trusted

Platform Module (TPM).
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