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(57) ABSTRACT 

Programming of modules which can be reprogrammed dur 
ing operation is described. Partitioning of code sequences is 
also described. 
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CONFIGURABLE LOGIC INTEGRATED 
CIRCUIT HAVING AMULTIDIMIENSIONAL 

STRUCTURE OF CONFIGURABLE 
ELEMENTS 

AREA OF APPLICATION 

0001. The present invention may be applied to program 
mable arithmetic and/or logic hardware modules (VPUs) 
which can be reprogrammed during operation. For example, 
the present invention may be applied to VPUS having a plu 
rality of arithmetic and/or logic units whose interconnection 
can also be programmed and reprogrammed during opera 
tion. Such logical hardware modules are available from sev 
eral manufacturers under the generic name of FPGA (Field 
Programmable Gate Arrays). Furthermore, several patents 
have been published, which describe special arithmetic hard 
ware modules having automatic data synchronization and 
improved arithmetic data processing. 
0002 All the above-described hardware modules may 
have a two-dimensional or multidimensional arrangement of 
logical and/orarithmetic units (Processing Array Elements— 
PAEs) which can be interconnected via bus systems. 
0003. The above described hardware modules may either 
have the units listed below or these units may be programmed 
or added (including externally): 

0004. 1. at least one unit (CT) for loading configuration 
data; 

0005 2. PAEs: 
0006 3. at least one interface (IOAG) for one or more 
memory(ies) and/or peripheral device(s). 

0007 An object of the present invention is to provide a 
programming method which allows the above-described 
hardware modules to be efficiently programmed with conven 
tional high-level programming languages, making automatic, 
full, and efficient use of the parallelism of the above-de 
scribed hardware modules obtained by the plurality of units to 
the maximum possible degree. 

BACKGROUND INFORMATION 

0008 Hardware modules of the type mentioned above 
may be programmed using popular data flow languages. This 
can create two basic problems: 
0009 1. A programmer must become accustomed to pro 
gramming in data flow languages; multilevel sequential tasks 
can generally be described only in a complex manner; 
0010 2. Large applications and sequential descriptions 
can be mapped to the desired target technology (synthesized) 
with the existing translation programs (synthesis tools) only 
to a certain extent. 
0011. In general, applications are partitioned into multiple 
Subapplications, which are then synthesized to the target tech 
nology individually (FIG. 1). Each of the individual binary 
codes is then loaded onto one hardware module. A method 
described in German Patent 44 16881, filed on Feb. 8, 1997, 
makes it possible to use a plurality of partitioned Subapplica 
tions within a single hardware module by analyzing the time 
dependence, sequentially requesting the required Subapplica 
tions from a higher-level load unit via control signals, where 
upon the load unit loads the Subapplications onto the hard 
ware module. 
0012 Existing synthesis tools are capable of mapping pro 
gram loops onto hardware modules only to a certain extent 
(FIG. 2 (02.01)). FOR loops (0202) are often supported only 
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as primitive loops by fully rolling out the loop onto the 
resources of the target module, in FIG. 2. 
(0013 Contrary to FOR loops, WHILE loops (0203) have 
no constant abort value. Instead, a WHILE loop is evaluated 
using a condition, whenever interrupt takes place. Therefore, 
normally (when the condition is not constant), at the time of 
the synthesis, it is not known when the loop is aborted. Due to 
their dynamic behavior, these synthesis tools cannot map 
these loops onto the hardware, e.g., transfer them to a target 
module, in a fixed manner. 
0014. Using conventional synthesis tools, recursions basi 
cally cannot be mapped onto hardware if the recursion depth 
is not known at the time of the synthesis. Mapping may be 
possible if the recursion depth is known, e.g., constant. When 
recursion is used, new resources are allocated with each new 
recursion level. This would mean that new hardware has to be 
made available with each recursion level, which, however, is 
dynamically impossible. 
00.15 Even simple basic structures can be mapped only by 
synthesis tools when the target module is sufficiently large to 
offer sufficient resources. 
0016 Simple time dependencies (0301) are not parti 
tioned into multiple Subapplications by conventional synthe 
sis tools and can therefore be transferred onto a target module 
as a whole. 

0017 Conditional executions (0302) and loops over con 
ditions (0303) can also only be mapped if sufficient resources 
exist on the target module. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0018 FIG. 1 illustrates the partitioning of applications 
into multiple subapplications, which are then synthesized to 
the target technology individually. 
0019 FIG. 2 illustrates mapping program loops onto hard 
ware modules. 
0020 FIG. 3 illustrates the partitioning of simple time 
dependencies. 
0021 FIG. 4 illustrates the achievement of time indepen 
dence in the partitioning of a larger example program, accord 
ing to an example embodiment of the present invention. 
0022 FIG. 5 illustrates the execution of a model graph, 
according to an example embodiment of the present inven 
tion. 
0023 FIG. 6 illustrates the partitioning of a graph contain 
ing loops, according to an example embodiment of the 
present invention. 
0024 FIG. 7 illustrates the implementation of a recursion, 
according to an example embodiment of the present inven 
tion. 

0025 FIG. 8 illustrates determining the states within a 
graph by making the status registers of the individual cells 
(PAEs) available to other arithmetic units via a freely routable 
and segmentable status bus system. 
0026 FIG. 9 illustrates the inclusion of a set of configu 
ration registers with a PAE, and memory access by a group of 
PAES 

0027 FIG. 10 illustrates three approaches to having the 
multiplexer select a register, according to example embodi 
ment of the present invention. 
0028 FIG. 11 illustrates approaches to selecting a register 
with a sequencer, according to an example embodiment of the 
present invention. 
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0029 FIG. 12 illustrates an additional or alternative pro 
cedure for creating sequencers within VPUs, according to an 
example embodiment of the present invention. 
0030 FIG. 13 shows the basic principle of wave recon 
figuration (WRC), according to an example embodiment of 
the present invention. 
0031 FIG. 14 illustrates a virtual machine model, accord 
ing to an example embodiment of the present invention. 
0032 FIG. 15 illustrates the extraction of subapplications 
from a processing graph, according to an example embodi 
ment of the present invention. 
0033 FIG. 16 illustrates the structure of an example stack 
processor, according to an example embodiment of the 
present invention. 
0034 FIG. 17 illustrates the operation of an array of PAEs 
as a register processor, according to an example embodiment 
of the present invention. 
0035 FIG. 18 illustrates an example complex machine in 
which the PAE array controls a load/store unit with a down 
stream RAM, according to an example embodiment of the 
present invention. 
0036 FIG. 19 illustrates a memory in the “register/cache” 
mode, according to an example embodiment of the present 
invention. 
0037 FIG. 20 illustrates the use of a memory in the FIFO 
mode, according to an example embodiment of the present 
invention. 
0038 FIG. 21 illustrates the operation of example memo 
ries in stack mode, according to an example embodiment of 
the present invention. 
0039 FIG. 22 illustrates an example re-sorting of graphs, 
according to an example embodiment of the present inven 
tion. 
0040 FIG. 23 illustrates a special case of FIGS. 4-7, 
according to an example embodiment of the present inven 
tion. 
0041 FIG. 24 illustrates the effects of wave reconfigura 
tion over time, in an example embodiment of the present 
invention. 
0042 FIG. 25 illustrates the scalability of the VPU tech 
nology, according to an example embodiment of the present 
invention. 
0043 FIG. 26 illustrates a circuit for speeding up the (re) 
configuration time of PAES, according to an example embodi 
ment of the present invention. 
0044 FIG. 27 illustrates the structure of an example con 
figuration unit, according to an example embodiment of the 
present invention. 
0045 FIG. 28 illustrates an example structure of complex 
programs. 
0046 FIG. 29 illustrates an example basic structure of a 
PAE, according to an example embodiment of the present 
invention. 
0047 FIG. 30 illustrates an extension of the PAE in order 

to allow the CT or another connected microprocessor to 
access the data registers, according to an example embodi 
ment of the present invention. 
0048 FIG. 31 illustrates the connection of the array of 
PAES to a higher-level micro controller, according to an 
example embodiment of the present invention. 
0049 FIG. 32 illustrates an example circuit which allows 
the memory elements to jointly access a memory or a group of 
memories, according to an example embodiment of the 
present invention. 
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0050 FIG.33 illustrates the use of a freely programmable 
sequencer, according to an example embodiment of the 
present invention. 
0051 FIG. 34 illustrates a PAE for processing logical 
functions, according to an example embodiment of the 
present invention. 
0052 FIG. 35 illustrates possible designs of a unit for 
gating individual signals, according to an example embodi 
ment of the present invention. 
0053 FIG. 36 illustrates speculative design with VPUs, 
according to example embodiment of the present invention. 
0054 FIG. 37 illustrates the design of an example high 
level language compiler, according to an example embodi 
ment of the present invention. 
0055 FIG. 38 illustrates an example implementation of a 
DMA function with direct memory access, according to an 
example embodiment of the present invention. 
0056 FIG. 39 illustrates the mode of operation of the 
memories, according to an example embodiment of the 
present invention. 

DETAILED DESCRIPTION OF AN EXAMPLE 
EMBODIMENT 

0057 The method described in German Patent 44 16881 
allows conditions to be recognized within the hardware struc 
tures of the above-mentioned modules at runtime and makes 
it possible to dynamically respond to Such conditions so that 
the function of the hardware is modified according to the 
condition received, which is basically accomplished by con 
figuring a new structure. 
0058. The method according to the present invention may 
include the partitioning of graphs (applications) into time 
independent Subgraphs (Subapplications). 
0059. The term “time independence” is defined so that the 
data which are transmitted between two Subapplications are 
separated by a memory of any design (including a simple 
register). This is possible, in particular, at the points of agraph 
where there is a clear interface with a limited and minimum 
amount of signals between the two Subgraphs. 
0060. Furthermore, points in the graph having the follow 
ing features may be particularly Suitable when, for example: 
0061 1. There are few signals or variables between the 
nodes; 
0062. 2. A small amount of data is transmitted via the 
signals or variables; 
0063. 3. There is no feedback, e.g., no signals or variables 
are transmitted in the direction opposite to the others. 
0064. In the case of large graphs, time independence may 
beachieved by introducing specific, clearly defined interfaces 
that are as simple as possible to store data in a buffer (see S, 
S and S in FIG. 4). 
0065. Loops often have a strong time independence with 
respect to the rest of the algorithm, since they may work over 
a long period on a limited number of variables that are 
(mostly) local in the loop and may require a transfer of oper 
ands or of the result only when entering or leaving the loop. 
0066. With time independence, after a subapplication has 
been completely executed, the Subsequent Subapplication can 
be loaded without any further dependencies or influences 
occurring. When the data is stored in the above-named 
memory, a status signal trigger, as described in German Patent 
Application No. 19704782.9, filed on Feb. 8, 1997, can be 
generated, which may request the higher-level load unit to 
load the next Subapplication. When simple registers are used 
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as memories, the trigger may be generated when data is 
written into the register. When memories are used, in particu 
lar memories operating by the FIFO principle, triggers may 
be generated depending on multiple conditions. For example, 
the following conditions, individually or in combination, can 
generate a trigger: 

0067. Result memory full 
0068 Operand memory empty 
0069. No new operands 
0070 Any condition within the subapplication, gener 
ated, e.g., by 
0071 comparators (equal, greater, etc.) 
0072 counters (overrun) 
(0073 adders (overrun) 

0074. In the following, a subapplication may also be 
referred to as a software module in order to improve under 
standability from the point of view of conventional program 
ming. For the same reason, signals may also be called Vari 
ables. These variables may differ from conventional variables 
in one important aspect: a status signal (Ready) which shows 
whether a given variable has a legal value may be assigned to 
each variable. If a signal has a legal (calculated) value, the 
status signal may be Ready; if the signal has no legal value 
(calculation not yet completed), the status signal may be 
Not Ready. This principle is described in detail in German 
Patent Application No. 19651 075.9. 
0075. In summary, the following functions may be 
assigned to the triggers: 
0076 1. Control of data processing as the status of indi 
vidual processing array elements (PAEs); 
0077 2. Control of reconfiguration of PAEs (time 
sequence of the Subapplications). 
0078. In particular, the abort criteria of loops (WHILE) 
and recursions, as well as conditional jumps in Subapplica 
tions, may be implemented by triggers. 
0079. In case 1, the triggers are exchanged between PAEs: 
in case 2, the triggers are transmitted by the PAEs to the CT. 
The transition between case 1 and case 2 may depend on the 
number of subapplications running at the time in the matrix of 
PAES. In other words, triggers may be to the Subapplications 
currently being executed on the PAEs. If a subapplication is 
not configured, the triggers are sent to the CT. If this Subap 
plication were also configured, the respective triggers would 
be sent directly to the respective PAEs. 
0080. This results in automatic scaling of the computing 
performance with increasing PAE size, e.g., with cascading of 
a plurality of PAE matrices. No more reconfiguration time is 
needed, but the triggers are sent directly to the PAEs which are 
now already configured. 
0081 Example Wave Reconfiguration 
0082. A plurality of software modules may be overlapped 
using appropriate hardware architecture (see FIGS. 10/11). A 
plurality of Software modules may be pre-configured in the 
PAEs at the same time. Switching between configurations 
may be performed with minimum expenditure in time, so 
only one configuration is activated at one time for each PAE. 
0083. In a collection of PAEs into which a software mod 
ule A and a module B are preconfigured, one part of this 
collection can be activated using a part of A and another part 
of this collection can be activated at the same time using apart 
of B. The separation of the two parts is given exactly by the 
PAE in which the Switch-over state between A and B occurs. 
This means that, from a certain point in time B is activated in 
all PAEs for which A was activated for execution prior to this 
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time, and in all other PAEs A is still activated after this time. 
With increasing time, B is activated in more and more PAEs. 
I0084 Switch-over may take place on the basis of specific 
data, states which result from the computation of the data, or 
on the basis of any other events which are generated exter 
nally, e.g., by the CT. 
I0085. As a result, after a data packet has been processed, 
Switch-over to another configuration may take place. At the 
same time/alternatively, a signal (RECONFIG-TRIGGER) 
can be sent to the CT, which causes new configurations to be 
pre-loaded by the CT. Pre-loading can take place onto other 
PAEs, which are dependent on or independent of the current 
data processing. 
I0086. By isolating the active configuration from the con 
figurations which are now available for reconfiguration (see 
FIGS. 10/11), new configurations can be loaded even into 
PAES that are currently operating (active), in particular also 
the PAE which generated the RECONFIG-TRIGGER. This 
allows a configuration to overlap with the data processing. 
I0087 FIG. 13 shows the basic principle of wave recon 
figuration (WRC). It is based on a row of PAES (PAE1-PAE9), 
through which the data runs as through a pipeline. It will be 
appreciated that WRC is not limited to pipelines and the 
interconnection and grouping of PAES may assume any 
desired form. The illustration was selected in order to show a 
simple example for easier understanding. 
I0088. In FIG. 13a, a data packet runs in PAE1. The PAE 
has four possible configurations (A. F. H. C), which may be 
selected using appropriate hardware (see FIGS. 10/11). Con 
figuration F is activated in PAE1 for the current data packet 
(shaded area). 
I0089. In the next cycle, the data packet runs to PAE2 and a 
new data packet appears in PAE1. F is also active in PAE2. 
Together with the data packet, an event (1) appears in PAE1. 
The event may occur whenever the PAE receives any external 
event (e.g., a status flag or a trigger) or it is generated within 
the PAE by the computation performed. 
(0090. In FIG. 13c, configuration H is activated in PAE1 
because of the event (1); at the same time, a new event ( 2) 
appears, which causes configuration A to be activated in the 
following cycle (FIG. 13d). 
(0091. In FIG. 13e, (3) is received at PAE1, which causes 
F to be overwritten by G (FIG. 13?). G is activated with the 
receipt of (4) (FIG. 13g). (5) causes K to be loaded instead 
of C (FIGS. 13h, i), and (6) loads and starts F instead of H 
(FIG. 13i). 
0092 FIGS. 13g to 13i show that when running a wave 
reconfiguration, not all PAES need to operate according to the 
same pattern. The way a PAE is configured by a wave con 
figuration depends mainly on its own configuration. It should 
be mentioned here that PAE4 to PAE6 are configured so that 
they respond to events differently from the other PAEs. For 
example, in FIG. 13.g., H is activated instead of A in response 
to event 2 (see FIG. 13g). The same holds true for 13h. 
Instead of loading G in response to event 3 in FIG. 13i. 
configuration Fremains preserved and A is activated. In FIG. 
13i, it is shown for PAE7 that event 3 will again cause G to 
be loaded. In PAE4, event 4 causes F to be activated instead 
of configuration G (see FIG. 13i). 
0093. In FIG. 13, a wave of reconfigurations moves in 
response to events through a number of PAEs, which may 
have a two- or multidimensional design. 
0094. It is not absolutely necessary that a reconfiguration 
having taken place once take place throughout the entire flow. 
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For example, reconfiguration with activation of A in response 
to event (2) could take place only locally in PAES 1 to 3 and 
PAE7, while configuration H continues to remain activated in 
all the other PAES. 
0095. In other words: 

0096) a) It is possible that an event only occurs locally 
and therefore has only local reactivation as a result: 

0097 b) a global event may not have any effect on some 
PAEs, depending on the algorithm being executed. 

0098. In PAEs which continue to keep H activated even 
after (2), the receipt of event (3) may, of course, have a 
completely different effect, (I) such as activation of C instead 
of loading of G; (ii) also, (3) might not have any effect at all 
on these PAEs. 
0099 Example Processor Model 
0100. The example graphs shown in the following figures 
always have one Software module as a graph node. It will be 
appreciated that a plurality of Software modules may be 
mapped onto one target hardware module. This means that, 
although all software modules are time independent of one 
another, reconfiguration is performed and/or a data storage 
device is inserted only in those software modules which are 
marked with a vertical line and At. This point is referred to as 
reconfiguration time. 
0101 The reconfiguration time depends on certain data or 
the states resulting from the processing of certain data. 
0102. It will be appreciated that: 
0103 1. Large software modules can be partitioned at 
suitable points and broken down into small software modules 
which are time independent of one another, and fit into the 
PAE array in an optimum manner. 
0104 2. In the case of small software modules, which can 
be mapped together onto a target module, time independence 
is not needed. This saves configuration steps and speeds up 
data processing. 
0105 3. The reconfiguration times may be positioned 
according to the resources of the target modules. This makes 
it possible to Scale the graph length in any desired manner. 
0106 4. Software modules may be configured with super 
imposition. 
0107 5. The reconfiguration of software modules may be 
controlled through the data itself or through the result of data 
processing. 
0108 6. The data generated by the software modules may 
be stored and the chronologically Subsequent Software mod 
ules read the data from this memory and in turn store the 
results in a memory or output the end result to the peripheral 
devices. 
0109 Example Use of Status Information in the Processor 
Model 
0110. In order to determine the states within a graph, the 
status registers of the individual cells (PAEs) may be made 
available to all the other arithmetic units via a freely routable 
and segmentable status bus system (0802) which exists in 
addition to the data bus (0801) (FIG. 8b). This means that a 
cell (PAEX) may evaluate the status information of another 
cell (PAE Y) and process the data accordingly. In order to 
show the difference with respect to existing parallel comput 
ing systems, FIG. 8a shows a conventional multiprocessor 
system whose processors are connected to one another via a 
common data bus (0803). No explicit bus system exists for 
synchronized exchange of data and status. 
0111. The network of the status signals (0802) may repre 
sent a freely and specifically distributed Status register of a 
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single conventional processor (or of multiple processors of an 
SMP computer). The status of each individual ALU (e.g., 
each individual processor) and, in particular, each individual 
piece of status information may be available to the ALU or 
ALUs (processors) that need the information. There is no 
additional program runtime or communication runtime (ex 
cept for the signal runtimes) for exchange of information 
between the ALUs (processors). 
0112. In conclusion, it should be noted that, depending on 
the task, both the data flow chart and the control flow chart 
may be treated according to the above-described method. 
0113. Example Virtual Machine Model 
0114. According to the previous sections, the principles of 
data processing using VPU hardware modules are mainly 
data flow oriented. However, in order to execute sequential 
programs with a reasonable performance, a sequential data 
processing model must be available for which the sequencers 
in the individual PAEs are often insufficient. 

(0.115. However, the architecture of VPUs basically allows 
sequencers of any desired complexity to be formed from 
individual PAEs. This means: 

011 6 1. Complex sequencers which exactly correspond 
to the requirements of the algorithm may be configured; 

0.117 2. Through appropriate configuration, the data 
flow may exactly represent he computing steps of the 
algorithm. 

0118. Thus, a virtual machine corresponding in particular 
to the sequential requirements of an algorithm may be imple 
mented on VPUs. 

0119) An advantage of the VPU architecture is that an 
algorithm can be broken down by a compiler so that the data 
flow portions are extracted. The algorithm may be repre 
sented by an “optimum” data flow, in that an adjusted data 
flow is configured AND the sequential portions of the algo 
rithm are represented by an “optimum’ sequencer, by config 
uring an adjusted sequencer. A plurality of sequencers and 
data flows may be accommodated on one VPU at the same 
time. 

0.120. As a result of the large number of PAEs, there may 
be a large number of local states within a VPU during opera 
tion. When changing tasks or calling a Subprogram (inter 
rupts), these states may need to be saved (see PUSH/POP for 
standard processors). This, however, may be difficult in prac 
tice due to the large number of States. 
I0121. In order to reduce the states to a manageable num 
ber, a distinction must be made between two types of state: 

0.122 1. Status information of the machine model (MA 
CHINE-STATE). This status information is only valid 
within the execution of a specific software module and is 
also only used locally in the sequencers and data flow 
units of this specific software module. This means that 
these MACHINE STATEs represent the states occurring 
in the background within the hardware in conventional 
processors, are implicit in the commands and processing 
steps, and have no further information for Subsequent 
commands after the execution of a command. Such 
states need not be saved. The condition for this is that 
interrupts should only be executed after the complete 
execution of all the currently active software modules. If 
interrupts for execution arise, no new software modules 
are loaded, but only those still active are executed; more 
over, if allowed by the algorithm, no new operands are 
sent to the active software modules. Thus a software 
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module becomes an indivisible, uninterruptible unit, 
comparable to an instruction of a conventional proces 
SO. 

I0123 2. States of data processing (DATA-STATE). The 
data-related states must be saved and written into the 
memory when an interrupt occurs according to the con 
ventional processor model. These are specific required 
registers and flags or, according to the terminology of 
VPU technology, triggers. 

0.124. In the case of DATA-STATEs, handling can be fur 
ther simplified depending on the algorithm. Two basic strat 
egies are explained in detail below: 
0125 1. Concomitant Run of the Status Information 
0126 All the relevant status information that is needed at 
a later time may be transferred from one software module to 
the next as normally implemented in pipelines. The status 
information is then implicitly stored, together with the data, 
in a memory, so that the states are also available when the data 
is called. Therefore, no explicit handling of the status infor 
mation takes place, in particular using PUSH and POP, which 
considerably speeds up processing depending on the algo 
rithm, as well as results in simplified programming. The 
status information can be either stored with the respective 
data packet or, only in the event of an interrupt, saved and 
specifically marked. 
0127 2. Saving the Reentry Address. 
0128. When large amounts of data stored in a memory are 
processed, it may be advantageous to pass the address of at 
least one of the operands of the data packet just processed 
together with the data packet through the PAEs. In this case 
the address is not modified, but is available when the data 
packet is written into a RAM as a pointer to the operand 
processed last. 
0129. This pointer can be either stored with the respective 
data packet or, only in the event of an interrupt, can be saved 
and specifically marked. In particular, if all pointers to the 
operands are computed using one address (or a group of 
addresses), it may be advantageous to save only one address 
(or a group of addressees). 
0130. Example “ULIW-“UCISC Model 
0131 The concept of VPU architecture may be extended. 
The virtual machine model may be used as a basis. The array, 
of PAES (PA) may be considered as an arithmetic unit with a 
configurable architecture. The CT(s) may represent a load 
unit (LOAD-UNIT) for opcodes. The IOAG(s) may take over 
the bus interface and/or the register set. 
0132) This arrangement allows two basic modes of opera 
tion which can be used mixed during operation: 
0.133 1. A group of one or more PAEs may be configured 
to execute a complex command or command sequence and 
then the data associated with this command (which may be a 
single data word) is processed. Then this group is reconfig 
ured to process the next command. The size and arrangement 
of the group may change. According to partitioning technolo 
gies described previously, it is the compiler's responsibility to 
create optimum groups to the greatest possible extent. Groups 
are “loaded as commands onto the module by the CT; there 
fore, the method is comparable to the known VLIW, except 
that considerably more arithmetic units are managed AND 
the interconnection structure between the arithmetic units can 
also be covered by the instruction word (Ultra Large Instruc 
tion Word=“ULIW). This allows a very high Instruction 
Level Parallelism (ILP) to be achieved. (See also FIG. 27.) 
One instruction word corresponds here to one software mod 
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ule. A plurality of software modules can be processed simul 
taneously, as long as the dependence of the data allows this 
and sufficient resources are available on the module. As in the 
case of VLIW commands, usually the next instruction word is 
immediately loaded after the instruction word has been 
executed. In order to optimize the procedure in terms of time, 
the next instruction word can be pre-loaded even during 
execution (see FIG. 10). In the event of a plurality of possible 
next instruction words, more than one can be pre-loaded and 
the correct instruction word is selected prior to execution, 
e.g., by a trigger signal. (See FIG. 4a B1/B2, FIG. 15IDC/ID 
K, FIG. 36A/B/C.) 
0.134 2. A group of PAEs (which can also be one PAE) 
may be configured to execute a frequently used command 
sequence. The data, which can also in this case be a single data 
word, is sent to the group as needed and received by the group. 
This group remains without being reconfigured for a one or 
more. This arrangement is comparable with a special arith 
metic unit in a processor according to the related art (e.g., 
MMX), which is provided for special tasks and is only used as 
needed. With this method, special commands can be gener 
ated according to the CISC principle with the advantage that 
these commands can be configured to be application-specific 
(Ultra-CISC=UCISC). 
0.135 Extension of the RDY/ACK Protocol 
(0.136 German Patent Application No. 19651 075.9, filed 
on Dec. 9, 1996, describes a RDY/ACK standard protocol for 
synchronization procedures of German Patent 44 16881 with 
respect to a typical data flow application. The disadvantage of 
the protocol is that only data can be transmitted and receipt 
acknowledged. Although the reverse case, with data being 
requested and transmission acknowledged (hereinafter 
referred to as REQ/ACK), can be implemented electrically 
with the same two-wire protocol, it is not detected semanti 
cally. This is particularly true when REQ/ACK and RDY/ 
ACK are used in mixed operation. 
0.137 Therefore, a clear distinction is made between the 
protocols: 
0.138 RDY: data is available at the transmitter for the 
receiver; 
I0139 REQ: data is requested by the receiver from the 
transmitter, 
0140 ACK: general acknowledgment for receipt or trans 
mission completed 
0.141. It will be appreciated that a distinction could also be 
made between ACK fora RDY and an ACK for a REQ, but the 
semantics of the ACK is usually implicit in the protocols. 
0142. Example Memory Model 
0.143 Memories (one or more) may be integrated in VPUs 
and addressed as in the case of a PAE. In the following, a 
memory model shall be described which represents at the 
same time an interface to external peripherals and/or external 
memories: 
0144. A memory within a VPU with PAE-like bus func 
tions may represent various memory modes: 
0145 1. Standard memory (random access) 
0146 2. Cache (as an extension of the standard memory) 
0147 3. Lookup table 
0148 4. FIFO 
0149 5. LIFO (stack). 
0150. A controllable interface, which writes into or reads 
from memory areas either one word or one block at a time, 
may be associated with the memory. 
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0151. The following usage options may result: 
0152 1. Isolation of data streams (FIFO) 
0153. 2. Faster access to selected memory areas of an 
external memory, which represents a cache-like function 
(standard memory, lookup table) 

0154) 3. Variable-depth stack (LIFO). 
0155 The interface can be used, but it is not absolutely 
necessary if, for example, the data is used only locally in the 
VPU and the free memory in an internal memory is sufficient. 
0156 Example Stack Model 
0157. A simple stack processor may be designed by using 
the REQ/ACK protocol and the internal memory in the LIFO 
mode. In this mode, temporary data is written by the PAEs to 
the stack and loaded from the stack as needed. The necessary 
compiler technologies are sufficiently known. The Stack may 
be as large as needed due to the variable stack depth, which is 
achieved through a data exchange of the internal memory 
with an external memory. 
0158 Example Accumulator Model 
0159. Each PAE can represent an arithmetic unit accord 
ing to the accumulator principle. As described in German 
Patent Application No. 19651 075.9, the output register may 
be looped back to the input of the PAE. This yields structure 
which may operate like a related art accumulator. Simple 
accumulator processors can be designed in connection with 
the sequencer according to FIG. 11. 
(0160 Example Register Model 
0161. A simple register processor can be designed by 
using the REQ/ACK protocol and the internal memory in the 
standard memory mode. The register addresses are generated 
by one group of PAEs, while another group of PAES is respon 
sible for processing the data. 
0162 Example Memory Architecture 
0163 The example memory has two interfaces: a first 
interface which connects the memory to the array, and a 
second one which connects the memory with an IO unit. In 
order to improve the access time, the memory may be 
designed as a dual-ported RAM, which allows read and write 
accesses to take place independently of one another. 
0164. The first interface may be a conventional PAE inter 
face (PAE1), which may guarantee access to the bus system of 
the array and may ensure synchronization and trigger pro 
cessing. Triggers can be used to display different states of the 
memory or to force actions in the memory, for example, 
(0165 1. Empty/full: when used as a FIFO, the FIFO status 
“full.” “almost full.” “empty.” or “almost empty' is displayed; 
0166 2. Stack overrun/underrun: when used as a stack, 
stack overrun and underrun may be signaled; 
0167 3. Cache hit/miss: in the cache mode, whether an 
address has been found in the cache may be displayed; 
0168 4. Cache flush: writing the cache into the external 
RAM is forced by a trigger. 
0169. A configurable state machine, which may control 
the different operating modes, may be associated with the 
PAE interface. A counter may be associated with the state 
machine. The counter may generate the addresses in FIFO 
and LIFO modes. The addresses are supplied to the memory 
via a multiplexer. So that additional addresses generated in the 
array may be Supplied to the memory. 
0170 The second interface may be used to connect an IO 
unit (IOI). The IO unit may be designed as a configurable 
controller having an external interface. The controller may 
read or write data one word or one block at a time from and 
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into the memory. The data is exchanged with the IO unit. The 
controller also supports different cache functions using an 
additional TAG memory. 
(0171 IOI and PAE1 may be synchronized with one 
another, so that no collision of the two interfaces can occur. 
Synchronization is different depending on the mode of opera 
tion; for example, while in standard memory or stack mode 
operation either the IOI or the PAEI may access the entire 
memory at any time, synchronization is row by row in the 
FIFO mode, e.g., while IOI accesses a row x, the PAEI can 
access any other row other than X at the same time. 
0172. The IO unit may be configured according to the 
peripheral requirements, for example: 
(0173 1. SDRAM controller 
0.174 2. RDRAM controller 
(0175 3. DSP bus controller 
(0176 4. PCI controller 
(0177 5. serial controller (e.g., NGIO) 
(0178 6. special purpose controller (SCSI, Ethernet, USB, 
etc.). 
0179 A VPU may have any desired memory elements 
having any desired IO units. Different IO units may be imple 
mented in a single VPU. 
0180 Example Memory Modes of Operation: 
0181 1. Standard Memory 
0182 1.1 Internal/Local 
0183 Data and addresses are exchanged with the memory 
via the PAEI. The addressable memory size is limited by the 
size of the memory. 
0184) 1.2 External/Memory Mapped Window 
0185. Data and addresses may be exchanged with the 
memory via the PAEI. A base address in the external memory 
may be specified in the IOI controller. The controller may 
read data from the external memory address one block at a 
time and write it into the memory, the internal and external 
addresses being incremented (or decremented) with each read 
or write operation, until the entire internal memory has been 
transmitted or a predefined limit has been reached. The array 
works with the local data until the data is written again into the 
external memory by the controller. The write operation takes 
place similarly to the read operation described previously. 
0186 Read and write by the controller may be initiated 
0187 a) by a trigger or 
0188 b) by access of the array to an address that is not 
locally stored. If the array accesses Such an address, initially 
the internal memory may written to the external one and then 
the memory block is reloaded with the desired address. 
0189 This mode of operation may be particularly relevant 
for the implementation of a register set for a register proces 
sor. In this case, the push/pop of the register set with the 
external memory can be implemented using a trigger for a 
change in task or a context Switchover. 
(0190. 1.3 External/Lookup Table 
0191 The lookup table function is a simplification of the 
external/memory mapped window mode of operation. In this 
case, the data may be read once or a number of times via a CT 
call or a trigger from the external RAM into the internal 
RAM. The array reads data from the internal memory, but 
writes no data into the internal memory. The base address in 
the external memory is stored in the controller either by the 
CT or by the array and can be modified at runtime. Loading 
from the external memory is initiated either by the CT or by 
a trigger from the array and can also be done at runtime. 
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(0192 1.4 External/Cached 
0193 In this mode, the array optionally accesses the 
memory. The memory operates as a cache memory for the 
external memory according to the related art. The cache can 
be emptied (e.g., the cache can be fully written into the 
external memory) through a trigger from the array or through 
the CT. 
0194 2. FIFO 
0.195 The FIFO mode is normally used when data streams 
are sent from the outside to the VPU. Then the FIFO is used 
to isolate the external data processing from the data process 
ing within the VPU so that either the write operation to the 
FIFO takes place from the outside and the read operation is 
performed by the VPU or vice versa. The states of the FIFO 
are signaled by triggers to the array or, if needed, also to the 
outside. The FIFO itself is implemented according to the 
related art with different read and write pointers. 
0.196 3. Stack/Internal 
0.197 An internal stack may be formed by an address 
register. The register is (a) incremented or (b) decremented 
depending on the mode with each write access to the memory 
by the array. In contrast, in the case of read accesses from the 
array, the register is (a) decremented and (b) incremented. 
The address register makes the addresses available for each 
access. The stack may be limited by the size of the memory. 
Errors, such as overrun or underrun may be indicated by 
triggers. 
0198 4. Stack/External 
(0199. If the internal memory is too small for forming a 
stack, it may be transferred into the external memory. For this 
purpose, an address counter for the external Stack address 
may be available in the controller. If a certain amount of 
records is exceeded in the internal stack, records may be 
written onto the external stack one block at a time. The stack 
may be written outward from the end, e.g., from the oldest 
record, a number of the newest records not being written to 
the external memory, but remaining internal. The external 
address counter (ERC) may be modified one row at a time. 
0200. After space has been created in the internal stack, 
the remaining content of the stack may need to be moved to 
the beginning of the stack; the internal stack address may 
adjusted accordingly. 
0201 A more efficient version is configuring the stack as 
a ring memory as described in German Patent Application 
No. 19654846.2, filed on Dec. 27, 1996. An internal address 
counter may be modified by adding or removing stack entries. 
As soon as the internal address counter (IAC) exceeds the top 
end of the memory, it point to the lowermost address. If the 
IAC is less than the lowermost address, it may point to the 
uppermost address. An additional counter (FC) may indicate 
the full status of the memory, e.g., the counter may be incre 
mented with each word written, and decremented with each 
word read. Using the FC, it may be ascertained when the 
memory is full or empty. This technology is known from 
FIFOs. Thus, if a block is written into the external memory, 
the adjustment of the FC is sufficient for updating the stack. 
An external address counter (EAC) may be configured to 
always points to the oldest record in the internal memory and 
is therefore at the end of the stack opposite the IAC. The EAC 
may be modified if 
0202 (a) data is written to the external stack; then the EAC 
runs toward the IAC: 
0203 (b) data is read from the external stack; then The 
EAC moves away from the IAC. 
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0204. It will be appreciated that it may be ensured by 
monitoring the FC that the IAC and the EAC do not collide. 
0205 The ERC may be modified according to the external 
stack operation, e.g., buildup or reduction. 
(0206. Example MMU 
0207. An MMU can be associated with the external 
memory interface. The MMU may perform two functions: 
0208 1. Recompute the internal addresses to external 
addresses in order to Support modern operating systems; 
0209 2. Monitor accesses to the external addresses, e.g., 
generate an error signal as a trigger if the external stack 
overruns or underruns. 
0210 Example Compiler 
0211. In an example embodiment according to the present 
invention, the VPU technology programming may include 
separating sequential codes and breaking them down into the 
largest possible number of Small and independent Subalgo 
rithms, while the subalgorithms of the data flow code may be 
mapped directly onto the VPU. 
0212 Separation between VPU Code and Standard Code 
0213 C++ is used in the following to representall possible 
compilers (Pascal, Java, Fortran, etc.) within a related art 
language; a special extension (VC=VPUC), which contains 
the language constructs and types which can be mapped onto 
VPU technology particularly well, may be defined. VC may 
be used by programmers only within methods or functions 
that use no other constructs or types. These methods and 
functions can be mapped directly onto the VPU and run 
particularly efficiently. The compiler extracts the VC in the 
pre-processor and forwards it directly to the VC back-end 
processing (VCBP). 
0214) Extraction of the Parallelizable Compiler Code 
0215. In the following step, the compiler analyzes the 
remaining C++ codes and extracts the portions 
(MC-mappable C) which can be readily parallelized and 
mapped onto the VPU technology without the use of sequenc 
ers. Each individual MC may be placed into a virtual array 
and routed. Then, the space requirement and the expected 
performance are analysed. For this purpose, the VCBP may 
be called and the individual MCs may be partitioned together 
with the VCs, which are mapped in each case. 
0216) The MCs whose VPU implementations achieve the 
highest increase in performance are accepted and the others 
are forwarded to the next compiler stage as C++. 
0217 Example Optimizing Sequencer Generator 
0218. This compiler stage may be implemented in differ 
ent ways depending on the architecture of the VPU system: 
0219 1. VPU without a Sequencer or External Processor 
0220 All remaining C++ codes may be compiled for the 
external processor. 
0221) 2. VPU only with Sequencer 
0222 2.1. Sequencer in the PAEs 
0223 All remaining C++ codes may be compiled for the 
sequencer of the PAEs. 2.2 Configurable Sequencer in the 
Array 
0224. The remaining C++ code is analysed for each inde 
pendent Software module. The best-Suited sequencer version 
is selected from a database and stored as VC code (SVC). This 
step is mostly iterative, e.g., a sequencer version may be 
selected, the code may be compiled, analysed, and compared 
to the compiled code of other sequencer versions. Finally, the 
object code (SVCO) of the C++ code may be generated for the 
Selected SVC. 
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0225 2.3 Both 2.1 and 2.2 are Used 
0226. The mode of operation corresponds to that of 2.2. 
Special static sequencer models are available in the database 
for the sequencers in the PAEs. 
0227 3. VPU with Sequencer and External Processor 
0228. This mode of operation also corresponds to 2.2. 
Special static sequencer models are available in the database 
for the external processor. 
0229. Example Linker 
0230. The linker connects the individual software mod 
ules (VC, MC, SVC, and SVCO) to form an executable pro 
gram. For this purpose, the linker may use the VCBP in order 
to place and route the individual software modules and to 
determine the time partitioning. The linker may also add the 
communication structures between the individual software 
modules and, if needed, additional registers and memories. 
Structures for storing the internal states of the array and 
sequencers for the case of a reconfiguration may be added, 
e.g., on the basis of an analysis of the control structures and 
dependencies of the individual software modules. 
0231. Notes on the Processor Models 
0232. It will be appreciated that the machine models used 
may be combined within a VPU in any desired manner. It is 
also possible to switch from one model to another within an 
algorithm depending on which model is best. 
0233. If an additional memory is added to a register pro 
cessor from which the operands are read and into which the 
results are written, a load/store processor may be created. A 
plurality of different memories may be assigned by treating 
the individual operands and the result separately. 
0234. These memories then may operate more or less as 
load/store units and represent a type of cache for the external 
memory. The addresses may be computed by the PAEs which 
are separate from the data processing. 
0235 Pointer Reordering 
0236 High-level languages such as C/C++ often use 
pointers, which are poorly handled by pipelines. If a pointeris 
not computed until immediately before a data structure at 
which it points is used, the pipeline often cannot be filled 
rapidly enough and the processing is inefficient, especially in 
the VPUS. 
0237. It may be useful not to use any pointers in program 
ming VPUs; however, this may be impossible. 
0238. The problem may be solved by having the pointer 
structures re-sorted by the compiler so that the pointer 
addresses are computed as early as possible before they are 
used. At the same time, there should be as little direct depen 
dence as possible between a pointer and the data at which it 
points. 
0239 Extensions of the PAEs 
0240 German Patents 196 51 075.9 and 196 54 846.2 
describe possible configuration characteristics of cells 
(PAEs). 
0241. According to German Patent 19651 075.9, a set of 
configuration registers (0904) containing a configuration may 
be associated with a PAE (0903) (FIG. 9a). According to 
German Patent 19654846.2, a group of PAEs (0902) may 
access a memory to store or read data (FIG.9b). 
0242. These related patents may be extended, e.g., 
0243 a) to provide a method to speed up the reconfigura 
tion of PAEs and isolate it in time from the higher-level load 
unit, 
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0244 b) to design the method so that the possibility of 
simultaneously sequencing over more than one configuration 
is provided, and 
0245 c) to simultaneously hold in one PAE a plurality of 
configurations, one of which is always activated, with rapid 
Switching between different configurations. 
0246 Isolation of the Configuration Register 
0247 The configuration register may be isolated from the 
higher-level load unit (CT) (FIG. 10) by the use of a set 
configuration registers (1001). Precisely one of the configu 
ration registers always selectively determines the function of 
the PAE. The active register is selected via a multiplexer 
(1002). The CT may freely write into each of the configura 
tion registers as long as the configuration register does not 
determine the current configuration of the PAE, e.g., is not 
active. Writing onto the active register is possible using, for 
example, the method described in German Patent Application 
No. 19807 782.2, filed on Feb. 25, 1998. 
0248. The configuration register to be selected by multi 
plexer 1002 may be determined by different sources: 
0249 1. Any status signal or a group of any status signals 
supplied via a bus system 0802 in FIG. 8 to multiplexer 1002 
(FIG. 10a). The status signals may generated by any of the 
PAEs or made available through external links of the hard 
ware module (see FIG. 8). 
0250 2. The status signal of the PAE which is configured 
by the configuration registers 1001 and multiplexer 1002 may 
be used for the selection (FIG. 10b). 
0251 3. A signal 1003 generated by the higher-level CT 
may used for the selection, as shown in FIG. 10c. 
0252 Optionally, the incoming signals 1003 may be 
stored for a certain period of time using a register and may be 
optionally called as needed. 
0253. By using a plurality of registers, the CT may be 
isolated in time. The CT may “pre-load a plurality of con 
figurations without a direct time-dependency existing. 
0254 The configuration of the PAE is delayed only until 
the CT has loaded the register if the selected/activated register 
in the register set 1001 has not yet been loaded. In order to 
determine whether a register has valid information, a “valid 
bit 1004 which is set by the CT may be inserted in each 
register. If 0906 is not set in a selected register, the CT may be 
requested, via a signal, to configure the register as rapidly as 
possible. 
(0255. The procedure described in FIG. 10 may be 
extended to a sequencer, as shown in FIG. 11. For this pur 
pose, a sequencer having an instruction decoder 1101 may be 
used for triggering the selection signals of the multiplexer 
1002. The sequencer determines, as a function of a currently 
selected configuration 1102 and an additional piece of status 
information 1103 the configuration to be selected next. The 
status information may be: 
0256 (a) the status of the status signal of the PAE which is 
configured by register set 1001 and 1002, as shown in FIG. 
11a, 
0257 (b) any desired status signal supplied via bus system 
0802, as shown in FIG.11b; or 
0258 (c) a combination of (a) and (b). 
0259 Register set 1001 may also be designed as a 
memory, with a command being addressed by instruction 
decoder 1101 instead of multiplexer 1002. Addressing here 
depends on the command itself and on a status register. In this 
respect, the structure corresponds to that of a “von Neumann 
machine with the difference 
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0260 (a) of universal applicability, e.g., non-use of the 
sequencer (as in FIG. 10); 
0261 (b) that the status signal does not need to be gener 
ated by the arithmetic unit (PAE) associated with the 
sequencer, but may come from any other arithmetic unit (e.g., 
FIG.11b). 
0262. It will be appreciated that it may be useful if the 
sequencer can execute jumps, in particular also conditional 
jumps within the register set 1001. 
0263 FIG. 12 illustrates an additional or alternative pro 
cedure for creating sequencers within VPUs. FIG. 12 shown 
the use of the internal data storage device 1201 or 0901 for 
storing the configuration information for a PAE or a group of 
PAES. In this case, the data output of a memory is connected 
to a configuration input 1202 or data input of a PAE or a 
plurality of PAEs. The address 1203 for data storage device 
1201 may be generated by the same PAE/PAEs or any one or 
more other PAE(s). 
0264. In this procedure, the sequencer is not fixedly imple 
mented, but may be emulated by a PAE or a group of PAEs. 
The internal memories may reload programs from the exter 
nal memories. 

0265. In order to store local data (e.g., for iterative com 
putations and as a register for a sequencer), the PAE may be 
provided with an additional register set, whose individual 
registers are either determined by the configuration, con 
nected to the ALU or written into by the ALU, or they be 
freely used by the command set of an implemented sequencer 
(register mode). One of the registers may also be used as an 
accumulator (accumulator mode). If the PAE is used as a 
full-featured machine, it may be advantageous to use one of 
the registers as an address counter for external data addresses. 
0266. In order to manage stacks and accumulators outside 
the PAE (e.g., in the memories according to the present inven 
tion), the previously described RDY/ACK REQ/ACK syn 
chronization model is used. 

0267 Conventional PAEs, such as those described in Ger 
man Patent Application No. 19651 075.9, may be ill-suited 
for processing bit-wise operations, since the integrated ALU 
may not particularly support bit operations, e.g., it has a 
narrow design (1, 2, 4 bits wide). Efficient processing of 
individual bits or signals may be guaranteed by replacing the 
ALU core with an FPGA core (LC), which executes logical 
operations according to its configuration. The LC can be 
freely configured in its function and internal interconnec 
tions. Conventional LCs can be used. For certain operations it 
may be advantageous to assign a memory to the LC internally. 
The interface modules between FC and the bus system of the 
array are adjusted only slightly to the FC, but are basically 
preserved. However, in order to configure the time response 
of the FC in a more flexible manner, it may be useful if the 
registers in the interface modules are configured so that they 
can be turned off. 

0268 FIG. 4a illustrates some basic characteristics of an 
example method according to the present invention. The Type 
A Software modules may be combined into a group and, at the 
end, have a conditional jump either to B1 or to B2. At position 
0401, a reconfiguration point may be inserted. It may be 
useful to treat each branch of the conditional jump as a sepa 
rate group (case 1). However, if both B branches (B1 and B2), 
together with Aas well, Suit the target module (case 2), it may 
be more convenient to insert only one reconfiguration point at 
position 0402, since this reduces the number of configura 
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tions and increases the processing speed. Both branches (B1 
and B2) jump to C at position 0402. 
0269. The configuration of cells on the target module is 
illustrated schematically in FIG. 4b. The functions of the 
individual graph nodes may be mapped onto the cells of the 
target module. Each line represents one configuration. The 
broken-line arrows at a new line indicate a reconfiguration. S. 
is a data storage cell of any desired design (register, memory, 
etc.). SI is a memory which accepts data and SO is a 
memory which outputs data. Memory S is always the same 
for the same n; I ad O identify the direction of data transfer. 
0270. Both cases of conditional jump (case 1, case 2) are 
shown. 
0271 The model of FIG. 4 corresponds to a data flow 
model with several extensions. The model includes the recon 
figuration point and the graph partitioning that is achieved 
thereby, the data transmitted between the partitions being 
buffered. 

0272 FIG. 5 illustrates the execution of a model graph. 
The model graph B includes the Subgraphs B, B, and B. 
The model graph B may be called from a collection of graphs 
0501. The collection of graphs 0501 may include any number 
and combination of graphs. After execution of B, the data is 
returned to the collection of graphs 0501. 
0273. If a sufficiently large sequencer (A) is implemented 
in 0501, a principle which is very similar to typical processors 
can be implemented with this model. In this case, the data 
may go to 
0274 1. sequencer A, which decodes it as commands and 
responds to it according to the “von Neumann' principle; 
0275 2. sequencer A, where it is treated as data and for 
warded to a fixedly configured arithmetic unit C for compu 
tation. 
0276 Graph B selectively makes available a special arith 
metic unit and/or special opcodes for certain functions and is 
alternatively used to speed up C. For example, B1 can be an 
optimized algorithm for performing matrix multiplications, 
while B2 represents a FIR filter, and B3 a pattern recognition. 
The appropriate, e.g., corresponding graph B is called accord 
ing to an opcode which is decoded by the collection 0501. 
0277 FIG. 5b schematically shows the mapping onto the 
individual cells. The cell may perform pipeline-type arith 
metic unit, as illustrated in 0502. 
0278 While larger memories may be introduced at the 
reconfiguration points of FIG. 4 for temporary storage of 
data, simple synchronization of data is Sufficient at the recon 
figuration points of FIG. 5, since the data stream preferably 
runs as a whole through graph B, and graph B is not parti 
tioned further, therefore, temporary storage of data is Super 
fluous. 

0279 FIG. 6a shows different loops. Loops may be basi 
cally h handled in three different ways: 
0280) 1. Hardware approach: Loops may be mapped onto 
the target hardware completely rolled out (0601a/b). As 
explained previously, this may be possible only for a few 
types of loops; 
0281 2. Data flow approach: Loops may beformed over a 
plurality of cells within the data flow (0602a/b). The end of 
the loop may be looped back to the beginning of the loop. 
0282. 3. Sequencer approach: A sequencer having a mini 
mum command set may execute the loop (0603a/b). The cells 
of the target modules may be configured so that they contain 
the corresponding sequencers (see FIG.11a/b). 
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0283. The execution of the loops may sometimes be opti 
mized by breaking them down in a suitable manner: 
0284 1. Using conventional optimizing methods, often 
the body of the loop, e.g., the part to be executed repeatedly, 
can be optimized by removing certain operations from the 
loop and placing them before or after the loop (0604a/b). 
Thus, the number of commands to be sequenced is Substan 
tially reduced. The removed operations are only executed 
once before or after the execution of the loop. 
0285 2. Another optimization option is dividing the loops 
into a plurality or smaller or shorter loops. This division is 
performed so that a plurality of parallel or sequential (0605a/ 
b) loops are obtained. 
0286 FIG. 7 illustrates the implementation of a recursion. 
The same resources 0701 may be used in the form of cells for 
each recursion level. Several revision levels are shown (1-3). 
The results of each recursion level (1-3) may be written into 
a stack-type memory 0702 as it is being built up (0711:). The 
stack is torn down simultaneously with the tear-down (0712:) 
of the levels. 

0287 FIG. 14 illustrates a virtual machine model. Data 
1401 and states 1402 associated with the data may be read 
into a VPU 1403 from an external memory. Data 1401 and 
states 1402 may be selected via an address 1404 generated by 
the VPU. PAEs may be combined to form different groups 
within the VPU (group 1405, group 1406, group 1407). Each 
group may have a data processing part 1408, which may have 
local implicit states (1409), which have no effect on the 
Surrounding groups. Therefore the states of the data process 
ing part are not forwarded outside the group. However, it may 
depend on the external states. Another part 1410 generates 
states which have an effect on the Surrounding groups. 
0288 The data and states of the results may be stored in 
memories (1411 and memory 1412). At the same time, the 
address of operands 1404 may be stored as a pointer 1413. 
Address 1404 may pass through registers 1414 for time Syn 
chronization. 

0289 FIG. 14 shows a simple model for the sake of clarity. 
The interconnection and grouping may be considerably more 
complex than they are in this model. States and data may also 
be transmitted to software modules other than those men 
tioned below. Data is transmitted to different software mod 
ules than the states. Both data and states of a certain software 
modules may be received by a plurality of different software 
modules. 1408, 1409, and 1410 may be present within a 
group. Depending on the algorithm, individual parts may also 
not be present (e.g., 1410 and 1409 present, but not 1410). 
0290 FIG. 15 illustrates how subapplications may be 
extracted from a processing graph. The graph may be broken 
down so that long graphs are subdivided into Smaller parts as 
appropriate and mapped in Subapplications (H, A, C, K). 
After jumps, new Subgraphs may be formed (C, K), with a 
separate subgraph being formed for each jump. 
0291. In the ULIW model, each subgraph may be loaded 
separately by the CT, see German Patent Application No. 198 
07 782.2. Subgraphs may be managed by the mechanisms of 
German Patent Application No. 198 07 782.2. These may 
include intelligent configuring, execute/start, and deletion of 
Subapplications. 
0292 At point 1503 a fetch instruction may cause subap 
plication A to be loaded or configured, while Subapplication 
K is being executed. Thus, 
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0293 a) subapplication A may be already configured in 
the PAEs at the time subapplication K is completely executed 
if the PAEs have more than one configuration register; 
0294 b) subapplication A may be already loaded into the 
CT at the time subapplication K is completely executed if the 
PAEs only have one configuration register. 1504 starts the 
execution of Subapplication K. 
0295) This means that, at runtime the next required pro 
gram parts may be loaded independently while the current 
program parts are running. This may yield a much more 
efficient handling of the program codes than the usual cache 
mechanisms. 
0296 Another particular feature of subapplications A is 
shown. In principle, both possible branches (C, K) of the 
comparison could be preconfigured. Assuming that the num 
ber of free configuration registers available is insufficient for 
this, the more probable of the two branches is configured 
(1506). This also saves configuration time. When the non 
configured branch is executed, the program execution may be 
interrupted (since the configuration is not yet loaded into the 
configuration registers) until the branch is configured. 
0297. In principle, unconfigured subapplications may also 
be executed (1505); in this case they may need to be loaded 
prior to execution as described previously. 
0298. A FETCH command may be initiated by a trigger 
via its own ID. This allows subapplications to be pre-loaded 
depending on the status of the array. 
0299. The ULIW model differs from the VLIW model in 
that it 
0300 also includes data routing. The ULIW model also 
0301 forms larger instruction words. 
0302) The above-described partitioning procedure may 
also be used by compilers for existing standard processors 
according to the RISC/CISC principle. If a unit described in 
German Patent Application No. 198 07 782.2 is used for 
controlling the command cache, it can be substantially opti 
mized and sped up. 
0303 For this purpose, “normal programs may be parti 
tioned into Subapplications in an appropriate manner. 
According to German Patent Application No. 19807 782.2, 
references to possible Subsequent Subapplications are 
inserted (1501, 1502). Thus a CT may pre-load the subappli 
cations into the cache before they are needed. In the case of a 
jump, only the Subapplication to which the jump was made 
needs to be executed; the other(s) may be overwritten later by 
new Subapplications. In addition to intelligent pre-loading, 
the procedure has the additional advantage that the size of the 
Subapplications is already known at the time of loading. Thus, 
optimum bursts can be executed by the CT when accessing 
the memories, which in turn may considerably speed up 
memory access. 
0304 FIG. 16 illustrates the structure of an example stack 
processor. Protocols may be generated by the PAE array 1601 
in order to write into or read from a memory 1602 configured 
as LIFO. A RDY/ACK protocol may be used for writing and 
a REQ/ACK protocol may be used for reading. The intercon 
nection and operating modes may be configured by the CT 
1603. Memory 1602 may transfer its content to an external 
memory 1604. 
0305 An array of PAEs may operate as a register proces 
sor in this embodiment (FIG. 17). Each PAE may be com 
posed of an arithmetic unit (1701) and an accumulator (1702) 
to which the result of arithmetic unit 1701 is looped back 
(1703). Thus, in this embodiment, each PAE may represent an 
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accumulator processor. A PAE (1705) reads and writes the 
data into the RAM (1704) configured as a standard memory. 
An additional PAE (1706) may generate the register 
addresses. 

0306. It may be advantageous to use a separate PAE for 
reading the data. In this case, PAE 1705 would only write and 
PAE 1707 would only read. An additional PAE (1708, shown 
in broken lines underneath PAE 1706) may be added for 
generating the read addresses. 
0307. It is not necessary to use separate PAEs for gener 
ating addresses. Often the registers are implicit and, config 
ured as constants, may be transmitted by the data processing 
PAES 

0308 The use of accumulator processors for a register 
processor is shown as an example. PAES without accumula 
tors can also be used for creating register processors. The 
architecture shown in FIG. 17 can be used for activating 
registers as well as for activating a load/store unit. 
0309 When used as a load/store unit, an external RAM 
(1709) may need to be connected downstream, so that RAM 
1704 represents only a temporary section of external RAM 
1709, similar to a cache. 
0310. Also, when 1704 is used as a register bank, it may be 
advantageous to some for an external memory to be con 
nected downstream. In this case, PUSH/POP operations 
according to the related art, which write the content of the 
register into a memory or read it from there, may be per 
formed. 

0311 FIG. 18 illustrates a complex machine as an 
example, in which the PAE array (1801) controls a load/store 
unit (1802) with a downstream RAM (1803), and also has a 
register bank (1804) with a downstream RAM (1805). 1802 
and 1804 may be activated by one PAE each or any group of 
PAEs. The unit is controlled by a CT (1806) according to the 
VPU principle. 
0312 There is no basic difference between the load/store 
unit (1802) and the register bank (1804) and their activation. 
0313 FIGS. 19, 20, 21 show an internal memory accord 
ing to an example embodiment of the present invention. The 
figures also represent a communication unit having external 
memories and/or peripheral devices. The individual figures 
show different modes of operation of the same memory. The 
modes of operation and the individual detail settings are 
configured. 
0314 FIG. 19a shows a memory according to the present 
invention in the “register/cache” mode. In the memory 
(1901), words of a usually larger and slower external memory 
(1902) may be stored. 
0315. The data exchange between 1901, 1902, and the 
PAEs (not shown) connected via a bus (1903) may take place 
as follows, distinction being made between two modes of 
operation: 
0316 A). The data read or transmitted by the PAEs from 
main memory 1902 is buffered in 1901 using a cache tech 
nique. Any conventional cache technique can be used. 
0317 B) The data of certain addresses is transmitted 
between 1902 and 1901 via a load/store unit. Certain 
addresses may be predefined both in 1902 and in 1901, dif 
ferent addresses being normally used for 1902 and 1901. The 
individual addresses may be generated by a constant or by 
computations in PAEs. In this operating mode memory 1901 
may operate as a register bank. 
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0318. The addresses between 1901 and 1902 may be 
assigned in any desired manner, which only depends on the 
respective algorithms of the two operating modes. 
0319. The corresponding machine is shown in FIG. 19b as 
a block diagram. A control unit (1904) operating as a conven 
tional load/store unit (1904) or as a conventional cache con 
troller is associated with the bus between 1901 and 1902. If 
needed, a memory management unit (MMU) (1905) with 
address translation and address checking may be associated 
with this unit. Both 1904 and 1905 can be activated by the 
PAEs. Thus, for example, the MMU may be programmed, the 
load/store addresses may be set, or a cache flush may be 
triggered. 
0320 FIG. 20 shows the use of the memory (2001) in the 
FIFO mode, in which data streams are isolated according to a 
FIFO principle. The typical application is in a write (2001a) 
or read (2001b) interface, in which case data is isolated in 
time between the PAES connected to the internal bus system 
(2002) and the peripheral bus (2003). 
0321) A unit (2004) which controls the write and read 
pointers of the FIFO as a function of the bus operations of 
2003 and 2002 may be provided to control the FIFO. 
0322 FIG. 21 illustrates an example operating principle of 
the memories in Stack mode, according to an example 
embodiment of the present invention. A stack may be a 
memory whose uppermost/lowermost element is the one 
active at the time. Data may be appended at the top/bottom, 
and data may likewise be removed from the top/bottom. The 
data written last may also be the data read first (last in first 
out). The stack may grow upward or downward depending on 
the implementation. In the following embodiment, stacks 
growing upward will be discussed. 
0323. The current data may be held in internal memory 
2101; the most recent record (2107) may be located at the 
very top in 2101. Old records are transferred to external 
memory 2102. If the Stack continues to grow, the space in 
internal memory 2101 is no longer sufficient. When a certain 
amount of data is reached, which may be represented by a 
(freely selectable) address in 2101 or a (freely selectable) 
value in a record counter, part of 2101 is written as a block to 
the more recent end (2103) of the stack in 2102. This part is 
the oldest and thus the least current data (2104). Subse 
quently, the remaining data in 2101 may be shifted so that the 
data in 2101 copied to 2102 is overwritten with the remaining 
data (2105) and thus sufficient free memory (2106) may 
created for new stack inputs. 
0324. If the stack decreases, starting at a certain (freely 
selectable) point, the data in 2101 may be shifted so that free 
memory is created after the oldest and least current data. A 
memory block is copied from 2102 into the freed memory, 
and is then deleted in 2102. 
0325 Thus, 2101 and 2102 may represent a single stack, 
the current records being located in 2101 and the older and 
less current records being transferred to 2102. The method 
represents a quasi-cache for stacks. The data blocks may be 
transmitted by block operations; therefore, the data transfer 
between 2101 and 2102 can be performed in the rapid burst 
operating modes of modern memories (SDRAM, RAMBUS, 
etc.). 
0326 In the example illustrated in FIG. 21 the stackgrows 
upward. It will be appreciated that if the stack grew downward 
(a frequently used method), the positions top/bottom and the 
directions in which the data is moved within the memory are 
exactly reversed. 
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0327 Internal stack 2101 may be designed as a type ofring 
memory. The data at one end of the ring may be transmitted 
between PAEs and 2101 and at the other end of the ring 
between 2101 and 2102. This has the advantage that data can 
be easily shifted between 2101 and 2102 without having any 
effect on the internal addresses in 2101. Only the position 
pointers of the bottom and top data and the fill status counter 
have to be adjusted. The data transfer between 2101 and 2102 
may by triggered by conventional ring memory flags “almost 
full/“full” “almost empty”/"empty.” 
0328. Example hardware is shown as a block diagram in 
FIG. 21b. A unit (2110) for managing the pointers and the 
counter may be associated with internal stack 2101. A unit 
(2111) for controlling the data transfers may be looped into 
the bus (2114) between 2101 and 2102. A conventional MMU 
(2112) having the corresponding test systems and address 
translations can be associated with this unit. 
0329. The connection between the PAEs and 2101 may be 
implemented by bus system 2113. 
0330 FIG. 22 illustrates an example re-sorting of graphs. 
The left-hand column (22 . . . a) shows an unoptimized 
arrangement of commands. Pointers A (2207a) and B (22.11a) 
are loaded. One cycle later in each case, the values of the 
pointers are needed (2208a, 2212a). This dependence may be 
too short to be executed efficiently, since a certain time 
(2220a, 2221a) is needed for loading from the memory. The 
time periods are increased to a maximum (2220b, 2221b) by 
re-Sorting the commands (22... b). Although the value of the 
pointer of A is needed in 2210 and 2208, 2208 is placed after 
2210, since more time is gained in this way for computing B. 
Computations that are independent of pointers (2203, 2204. 
2206) may be inserted between 2211 and 2212, for example, 
in order to gain more time for memory accesses. A compiler 
or assembler may perform the corresponding optimization 
using system parameters which represent the access times. 
0331 FIG. 23 illustrates a special case of FIGS. 4-7. An 
algorithm is often composed of data flow portions and 
sequential portions even within loops. Such structures may be 
efficiently constructed according to the above-described 
method using the bus system described in German Patent 
Application No. 19704742.4, filed on Feb. 11, 1997. For this 
purpose, the RDY/ACK protocol of the bus system may be 
initially extended by the REQ/ACK protocol, according to an 
example embodiment of the present invention. Register con 
tents of individual PAEs may be specifically queried by one or 
more other PAEs or by the CT. A loop (2305) may be broken 
down into at least two graphs: a first one (2301) which rep 
resents the data flow portion, and a second one (2302), which 
represents the sequential portion. 
0332 A conditional jump chooses one of the two graphs. 
The special characteristic is that now 2302 needs to know the 
internal status of 2301 for execution and vice versa, 2301 
must know the status of 2302. 
0333. This may be implemented by storing the status just 
once, namely in the registers of the PAEs of the higher 
performance data flow graph (2301). 
0334. If a jump is performed in 2302, the sequencer may 
read the states of the respective registers from (2303) using 
the bus system of German Patent Application No. 19704 
742.4. The sequencer performs its operations and writes all 
the modified states back (2304) into the registers (again via 
the bus system of German Patent Application No. 19704 
742.4. Finally, it should be mentioned that the above-men 
tioned graphs need not necessarily be narrow loops (2305). 
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The method is generally applicable to any Subalgorithm 
which is executed multiple times within a program run (reen 
trant) and is run either sequentially or in parallel (data flow 
type). The states may be transferred between the sequential 
and the parallel portions. 
0335 Wave reconfiguration offers considerable advan 
tages regarding the speed of reconfiguration, in particular for 
simple sequential operations. With wave reconfiguration, the 
sequencer may also be designed as an external microproces 
sor. A processor may be connected to the array via the data 
channels and the processor may exchange local, temporary 
data with the array via bus systems. All sequential portions of 
an algorithm that cannot be mapped into the array of PAES 
may be run on the processor. 
0336. The example system may have three bus systems: 
0337 1. Data bus which regulates the exchange of pro 
cessed data between the VPU and the processor; 
0338 2. Register bus which enables access to the VPU 
registers and thus guarantees the data exchange (2302, 2304) 
between 2302 and 2301; 
0339. 3. Configuration data bus, which configures the 
VPU array. 
0340 FIG. 24 illustrates the effects of wave reconfigura 
tion over time, in an example embodiment of the present 
invention. 
0341 Single-hatched areas represent data processing 
PAEs, 2401 showing PAEs after reconfiguration and 2403 
showing PAEs before reconfiguration. Cross-hatched areas 
(2402) show PAEs which are being reconfigured or are wait 
ing for reconfiguration. 
0342 FIG. 24a illustrates the effect of wave reconfigura 
tion on a simple sequential algorithm. Those PAES that have 
been assigned a new task may be reconfigured. This may be 
performed efficiently, e.g., simultaneously, because a PAE 
receives a new task in each cycle. 
0343 A row of PAEs from the matrix of all PAEs of a VPU 

is shown as an example. The states in the cycles after cycle t 
are given with a one-cycle delay. 
0344 FIG. 24b shows the effect over time of the recon 
figuration of large portions. A number of PAEs of a VPU is 
shown as an example. The states in the cycles after cycle tare 
given with different delays of a plurality of cycles. 
(0345 While initially only a small portion of the PAEs are 
being reconfigured or are waiting for reconfiguration, this 
area becomes larger overtime until all PAEs are reconfigured. 
The enlarging of the area means that, due to the time delay of 
the reconfiguration, more and more PAEs will be waiting for 
reconfiguration (2402), resulting in loss of computing capac 
ity. 
0346 A wider bus system may be used between the CT (in 
particular the memory of the CT) and the PAEs, which may 
provide sufficient lines for reconfiguring multiple PAEs at the 
same time within one cycle. 
(0347 FIG. 25 illustrates the scalability of the VPU tech 
nology. Scalability may result from the rollout of a graph 
without a time sequence separating individual Sub applica 
tions. The algorithm previously illustrated in FIG. 4 is chosen 
as an example. In FIG.25a, the individual subgraphs may be 
transferred to the VPU consecutively, with either B or B. 
being loaded. In FIG.25b, all subgraphs are transferred to a 
number of VPUs and connected to one another via bus sys 
tems. Thus large amounts of data may be processed efficiently 
without the negative effect of the reconfiguration. 



US 2011/001264.0 A1 

0348 FIG. 26 illustrates a circuit for speeding up the (re) 
configuration time of PAES, according to an example embodi 
ment of the present invention. At the same time, the circuit 
may be used for processing sequential algorithms. The array 
of PAEs (2605) may be partitioned into a plurality of portions 
(2603). An independent unit for (re)configuration (2602) may 
be associated with each portion. ACT (2601) as described in, 
for example, German Patent Application No. 19807 782.2 is 
at a higher level than these units and may in turn be connected 
to another CT or a memory (2604). The CT loads the algo 
rithms into the configuration units (2602). The 2602 auto 
matically load the configuration data into the PAES associated 
with them. 
0349 FIG. 27 illustrates the structure of an example con 
figuration unit, according to an example embodiment of the 
present invention. The core of the unit is a sequencer (2701), 
which may have a series of commands. The commands 
include: 
0350 wait <trgi> 
0351 Wait for the receipt of a certain trigger f(trgii) from 
the array, which indicates which next configuration should be 
loaded. 
0352 lookup <trgi> 
0353 Returns the address of the subprogram called by a 
trigger received. 
0354 jmp <adr> 
0355 Jump to address 
0356) call <adrd 
0357 Jump to address. Returnjump address may be stored 
on the Stack. 
0358 jmp <cond><adr> 
0359 Conditional jump to address 
0360 call <condd-adre 
0361 Conditional jump to address. Returnjump address is 
stored on the stack. 

0362 ret 
0363 Returnjump to the returnjump address stored on the 
stack 
0364 may <target <source> 
0365 Transfers a data word from source to target. Source 
and target may each be a peripheral address or in a memory. 
0366. The commands may be similar to those described in 
German Patent Application No. 198 07 782.2, e.g., the 
description of the CT. The implementation of 2602, may need 
only very simple commands for data management. A com 
plete micro controller may be omitted. 
0367 The command set may include a “pabm’ command 
for configuring the PAES. Two commands (pabmr, pabmm) 
are available, which have the following structure: 

pabmr regno count 
pal adro pa dtao 
pa adri pa dtail 

pa adrcount pa dtacount 
pabmr O count 
offset 
pa adro pa dtao 
pa adri pa dtail 

pa adrcount pa dtacount 
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-continued 

b) 

pabmr regno count 
memref 
pabmm O count 
offset 
memref 

0368. The commands may copy an associated block of 
PAE addresses and PAE data from the memory to the PAE 
array. <countd indicates the size of the data block to be 
copied. The data block may either be directly appended to the 
opcode (a) or referenced by specifying the first memory 
address <memref> (b). 
0369 Each pa adr-pa dta row represents a configura 
tion for a PAE. paladr, specifies the address and pa dta, 
specifies the configuration word of the PAE. 
0370. An example of the RDY/ACK-REJ protocol is 
described in German Patent Application No. 19807 782.2. If 
the configuration data is accepted by a PAE, the PAE 
acknowledges the transmitted data with an ACK. However, if 
a PAE cannot accept the configuration data because it is not in 
a reconfigurable state, it returns a RE.J. Thus the configuration 
of the subalgorithm fails. 
0371. The location of the pa adr-pa dta, row rejected 
with REJ is stored. The commands may be called again at a 
later time (as described in German Patent Application No. 
198 07 782.2, FILMO). If the command was completely 
executed, e.g., no REJ occurred, the command performs no 
further configuration, but terminates immediately. If a REJ 
occurred, the command jumps directly to the location of the 
rejected pa adr-pa dta row. Depending on the command, 
the location is stored in different ways: 
0372 pabmr: the address is stored in the register named 
<regno); 
0373 pabmm: the address is stored directly in the com 
mand at the memory location <offsetd. 
0374. The commands can be implemented via DMA struc 
tures as memory/IO transfers according to the related art. The 
DMAS are extended by a logic for monitoring the incoming 
ACK/RE.J. The start address is determined by <regno or 
<offsetd. The last address of the data block is computed via 
the address of the command plus its opcode length minus one 
plus the number of pa adr-pa dta, rows. 
0375. It is also useful to extend the circuit described in 
German. Patent Application No. 19807 782.2, by the above 
mentioned commands. 

0376 FIG. 27 shows the structure of a 2602 unit. The unit 
has a register set 2701 with which a simple ALU is associated 
for stack operations (2702). The structure contains address 
registers and stack pointers. Optionally, a full-fledged ALU 
can be used. A bus system (2703) having a minimum width 
connects registers and ALU. The width is such that simple 
control flow commands or simple ALU operations can be 
represented practically. The above-described PABM com 
mands and the commands described in German Patent Appli 
cation No. 19807 782.2, are also supported. Registers and 
ALU may be controlled by a sequencer 2706, which may 
represent a complete micro controller by its execution of 
commands. 
0377. A unit 2704, which receives and acknowledges trig 
gers from the associated PAES and transmits triggers to the 
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PAEs when appropriate, is connected to 2703. Incoming trig 
gers cause an interrupt in sequencer 2706 or are queried by the 
WAIT command. Optionally, an interface (2705) to a data bus 
of the associated PAES is connected to 2703 in order to be able 
to send data to the PAEs. For example, the assembler codes of 
a sequencer implemented in the PAES are transmitted via 
2705. The interface contains, when required, a converter for 
adjusting the different bus widths. Units 2701 through 2706 
are connected to a bus system (2708), which is multiple times 
wider and leads to the memory (2709), via a multiplexer/ 
demultiplexer (2707). 2707 is activated by the lower-value 
addresses of the address/stack register; the higher-value 
addresses lead directly to the RAM (2711). Bus system 2708 
leads to an interface (2709), which is controlled by the PA 
commands and leads to the configuration bus of the PAEs. 
2708 is designed to be wide enough to be able to send as many 
configuration bits as possible per cycle unit to the PAES via 
2709. An additional interface (2710) connects the bus to a 
higher-level CT, which exchanges configuration data and 
control data with 2602. Examples of interfaces 2710 and 2709 
are described in German Patent Application No. 19807 782. 
2 

0378. 2706 may have a reduced, minimum set of com 
mands that is optimized for the task, mainly for PA com 
mands, jumps, interrupts, and lookup commands. Further 
more, optimized wide bus system 2708, which is transferred 
to a narrow bus system via 2707 is of particular importance 
for the reconfiguration speed of the unit. 
0379 FIG. 27a illustrates a special version of the example 
configuration unit shown in FIG. 27. Interface 2705 may be 
used for transmitting assembler codes to sequencers config 
ured in the PAE array. The processing capacity of the 
sequencers may depend on the speed of interface 2705 and of 
its memory access. In FIG. 27a, 2705 is replaced by a DMA 
function with direct memory access (2720). 2720, performs 
its own memory accesses and has its own bus system (2722) 
with appropriate adjustment of the bus width (2721); the bus 
may be relatively wide for loading wide command sequences 
(ULIW), so that in the limit case 2721 may not be needed. In 
order to further increase the speed, memory 2711 may be 
physically separated into 2711a and 2711b. The address 
space across 2711a and 2711b, remains linear, but 2701, 
2701, and 2706 may access both memory blocks indepen 
dently and simultaneously; 2720, can only access 2711b. 
2720, 2721, and 2711b, can be implemented as multiple 
units (), so that more than one sequencer can be managed at 
the same time. For this purpose, 2711b, can be subdivided 
again into multiple physically independent memory areas. 
Example implementations for 2720, are illustrated in FIG. 
38. 

0380 FIG. 28 illustrates an example structure of complex 
programs. The basic modules of the programs are the com 
plex configurations (2801) containing the configurations of 
one or more PAES and the respective bus and trigger configu 
rations. 2801 are represented by an opcode (2802), which 
may have additional parameters (2803). These parameters 
may have constant data values, variable start values or even 
special configurations. Depending on the function, there may 
be one parameter, a plurality of parameters, or no parameter. 
0381 Multiple opcodes may use a common set of complex 
configurations to forman opcode group (2805). The different 
opcodes of a group differ from one another by the special 
versions of the complex configurations. Differentiation ele 
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ments (2807) which either contain additional configuration 
words or overwrite configuration words occurring in 2801 
may be used for this purpose. 
0382. If no differentiation is required, a complex configu 
ration may be called directly by an opcode (2806). A program 
(2804) may be composed of a sequence of opcodes having the 
respective parameters. 
0383. A complex function may be loaded once into the 
array and then reconfigured again by different parameters or 
differentiations. Only the variable portions of the configura 
tion are reconfigured. Different opcode groups use different 
complex configurations. (2805a, . . . . 2805n). 
0384 The different levels (complex configuration, differ 
entiation, opcode, program) are run in different levels of CTs 
(see CT hierarchies in German Patent Application No. 19807 
782.2). The different levels are illustrated in 2810, with 1 
representing the lowest level and N the highest. CTs with 
hierarchies of any desired depth can be constructed as 
described in, for example, German Patent Application No. 
19807 782.2. 
0385) A distinction may be made in the complex configu 
rations 2801 between two types of code: 
0386 1. Configuration words which map an algorithm 
onto the array of PAEs. The algorithm may be designed as a 
sequencer. Configuration may take place via interface 2709. 
Configuration words may be defined by the hardware. 
0387 2. Algorithm-specific codes, which depend on the 
possible configuration of a sequencer or an algorithm. These 
codes may be defined by the programmer or the compiler and 
are used to activate an algorithm. If, for example, a Z80 
microprocessor is configured as a sequencer in the PAES, 
these codes represent the opcode of the Z80 microprocessor. 
Algorithm-specific codes may be transmitted to the array of 
PAES via 2705. 
0388 FIG. 29 illustrates an example basic structure of a 
PAE, according to an example embodiment of the present 
invention. 2901 and 2902 represent, respectively, the input 
and output registers of the data. The complete interconnection 
logic to be connected to the data bus(es) (2920, 2921) of the 
array is associated with the registers, as described in, for 
example, German Patent Application No. 19651 075.9. The 
trigger lines as described in, for example, German Patent 
Application No. 19404 728, may be tapped from the trigger 
bus (2922) by 2903 and connected to the trigger bus (2923) 
via 2904. An ALU (2905) of any desired configuration is 
connected between 2901 and 2902. A register set (2915) in 
which local data is stored is associated with the data buses 
(2906, 2907) and with the ALU. The RDY/ACK synchroni 
Zation signals of the data buses and trigger buses are Supplied 
(2908) to a state machine (or a sequencer) (2910) or generated 
by the unit (2909). 
0389. The CT may selectively accesses a plurality of con 
figuration registers (2913) via an interface unit (2911) using a 
bus system (2912). 2910 selects a certain configuration via a 
multiplexer (2914) or sequences via a plurality of configura 
tion words which then represent commands for the sequencer. 
0390 Since the VPU technology operates mainly pipe 
lined, it is of advantage to additionally provide either groups 
2901 and 2903 or groups 2902 and 2904 or both groups with 
FIFOs. This can prevent pipelines from being jammed by 
simple delays (e.g., in the synchronization). 
0391) 2920 is an optional bus access via which one of the 
memories of a CT (see FIG. 27, 2720) or a conventional 
internal memory may be connected to sequencer 2910 instead 
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of the configuration registers. This allows large sequential 
programs to be executed in one PAE. Multiplexer 2914 is 
Switched so that it only connects the internal memory. 
0392 The addresses may be 
0393 a) generated for the CT memory by the circuit of 
FIG.38: 
0394 b) generated directly by 2910 for the internal 
memory. 
0395 FIG. 30 illustrates an extension of the PAE in order 

to allow the CT or another connected microprocessor to 
access the data registers. The address space and the interface 
of the bus unit (formerly 2911,3003) may be extended by the 
additional data buses (3001). A multiplexer (3002), through 
which 3003 can write data into the register via bus 3001, is 
connected upstream from each register. The outputs of the 
registers are looped back to 3003 via 3001.3003 transmits the 
data to CT 2912. As an alternative (3003a), the data can be 
transmitted to a bus (3005) that is independent of CT via an 
additional interface (3004) in order to transmit the data to CT. 
0396 FIG. 31 shows the connection of the array of PAEs 
(3101) to a higher-level micro controller. The array may con 
tain 3101 all IO channels and memories implemented accord 
ing to the present invention. The architecture may operate as 
shown in FIG. 23. 2912 in FIG. 31a provides the bus for the 
configuration data and register data according to FIG.30. The 
data bus is shown separately by 3104.3102 represents the CT, 
which in FIG. 31a also represents the microprocessor. 
0397 For all bus systems, there are the following connec 
tion models to a processor which may be selected depending 
on the programming model and balancing price and perfor 
aCC. 

0398 1. Register Model 
0399. In the register model, the respective bus is addressed 
via a register, which is directly integrated in the register set of 
the processor and is addressed by the assembler as a register 
or a group of registers. This model is most efficient when a 
few registers suffice for the data exchange. 
04.00 2. IO Model 
04.01 The respective bus is located in the IO area of the 
processor. This is usually the simplest and most cost-effective 
version. 
0402. 3. Shared Memory Model 
0403 Processor and respective bus share one memory area 
in the data memory storage device. This is an effective version 
for large amounts of data. 
04.04 4. Shared Memory-DMA Model 
04.05 Processor and bus share the same memory as in the 
previous model. There is a fast DMA to further increase speed 
(see FIG.38), which takes on the data exchange between bus 
and memory. 
0406. In order to increase the transmission speed, the 
respective memories may be physically separable from the 
other memories (a plurality of memory banks), so that pro 
cessor and VPU can access their memories independently. 
0407. In FIG.31b, a CT (3102) performs the configuration 
of the array, while a dedicated processor (3103) guarantees 
the programming model according to FIG. 23 via 3006 by 
exchanging register data with the array via 3006 and exchang 
ing conventional data via 3104. 
0408 FIGS.31C/dcorrespond to FIGS.31a/b, but a shared 
memory (3105) is selected for data exchange between the 
respective processor and 3101. 
04.09 FIG. 32 illustrates an example circuit which allows 
the memory elements to jointly access a memory or a group of 
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memories, according to an example embodiment of the 
present invention. Each individual memory of the group may 
be individually and uniquely addressed. For this purpose, the 
individual memory elements (3201) may be connected to a 
bus system, in which each 32.01 has its own bus. The bus can 
be bidirectional or implemented by two unidirectional buses. 
There is an address/data multiplexerfor each memory, which 
connects a bus to the memory. For this purpose, the adjacent 
addresses of each bus are decoded (3207) and then one bus per 
time unit is selected (3204) by an arbiter (3208). The corre 
sponding data and addresses are transferred to the respective 
memory bus (3205a), with a state machine (3206) generating 
the required protocols. If the data are received from the 
memory upon a read request, the respective state machine 
sends the address of the memory to the bus that requested the 
data. The addresses of all incoming buses are evaluated by a 
multiplexer unit for each bus of the bus system (3202) and 
transferred to the respective bus. The evaluation takes place 
corresponding to the evaluation of the output data, e.g., a 
decoder (3209) for each input bus (3205b) conducts a signal 
to an arbiter (3210) which activates the data multiplexer. 
Thus, different input buses are connected to the bus system 
(3202) in each time unit. 
0410 FIG.33 illustrates the use of a freely programmable 
sequencer, according to an example embodiment of the 
present invention. The rigid state machine/rigid sequencer 
2910, previously described, may be replaced by a freely pro 
grammable sequencer (3301). This may allow a simpler and 
more flexible evaluation of the trigger and RDY/ACK signals. 
The full function of 3301 may be determined by the configu 
ration registers (2913) prior to the execution of algorithms by 
the CT. Loading of 3301 may be controlled by a CT interface 
(3302) which has been extended by the management of 3301 
with respect to 2911. An advantage of 3301 is that it allows 
handling of the different trigger and RDY/ACK signals in a 
much more flexible manner than in fixedly implemented 
2910. A possible disadvantage is the potentially larger size of 
a 3301. 

0411. It will be appreciated that a compromise resulting in 
maximum flexibility and a reasonable size is evaluating the 
trigger and RDY/ACK signals by a unit according to 3301 and 
controlling all fixed processes within the PAE by a fixedly 
implemented unit according to 2910. 
0412 FIG. 34 illustrates a PAE for processing logical 
functions, according to an example embodiment of the 
present invention. The core of the PAE is a unit described in 
detail below for gating individual signals (3401). The bus 
signals are connected to 3401 via the known registers 2901, 
2902, 2903, 2904. The registers are extended by a feed mode 
for this purpose, which selectively exchanges individual sig 
nals between the buses and 3401 without storing them (reg 
ister) in the same cycle. The multiplexer (3402) and the con 
figuration registers (3403) are adjusted to the different 
configurations of 3401. The CT interface (3404) is also con 
figured accordingly. 
0413 FIG. 35 illustrates possible designs of 3401, for a 
unit according to an example embodiment of the present 
invention. A global data bus 3504 connects logic cells 3501 
and 3502 to registers 2901, 2902, 2903, 2904. 3504 is con 
nected to the logic cells via bus switches, which can be 
designed as multiplexers, gates, transmission gates, or simple 
transistors. The logic cells may be designed to be completely 
identical or may have different functionalities (3501, 3502). 
3503 represents a RAM. 
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0414 Possible designs of the logic cells include: 
0415 lookup tables, 
0416 logic 
0417 multiplexers 
0418 registers 

0419. The selection of the functions and interconnection 
can be either flexibly programmable via SRAM cells or using 
read-only ROMs or semistatic Flash ROMs. 
0420. In order to speed up sequential algorithms, which 
are difficult to parallelize, speculative design may be utilized. 
FIG. 36 illustrates speculative design with VPUs, according 
to an example embodiment of the present invention. The 
operands (3601) may go to a plurality of possible paths of 
subalgorithms (3602a, 3602b, 3602c) at the same time. The 
Subalgorithms may have different area and time require 
ments. Depending on the Subalgorithms, the data is stored 
according to the present invention (3612a, 3612b, 3612c) 
before being processed (3603) by the next subalgorithms 
after reconfiguration. The times of reconfiguration of the 
individual Subalgorithms are also independent of one another, 
as is the number of subalgorithms themselves (3603, 3614). 
As soon as it can be decided which of the paths is to be 
selected, the paths are combined via a bus or a multiplexer 
(3605). Trigger signals generated by a condition, e.g., as 
described in German Patent Application No. 19704. 728.9, 
(3606) determine which of the paths is selected and for 
warded to the next algorithms. 
0421 FIG. 37 illustrates the design of an example high 
level language compiler. The complier may translate com 
mon sequential high-level languages (C. Pascal, Java) to a 
VPU system. Sequential code (3711) is separated from par 
allel code (3708), whereby, 3708 is directly processed in the 
array of PAEs. 
0422 There are three design options for sequential code 
3711: 

0423 1. Within a sequencer of a PAE (2910). 
0424 2. Via a sequencer configured in the VPU. To do so, 
the compiler may generate a sequencer optimized for the task, 
as well as the algorithm-specific sequencer code (see 2801) 
directly. 
0425 3. On a conventional external processor (3103). 
0426. The option selected depends on the architecture of 
the VPU, of the computer system, and of the algorithm. 
0427. The code (3701) may initially be separated in a 
pre-processor (3702) into data flow code (3716) (written in a 
special version of the respective programming language and 
optimized for the data flow), and common sequential code 
(3717). 3717 is checked for parallelizable subalgorithms 
(3703), and the sequential subalgorithms are eliminated 
(3718). The parallelizable subalgorithms are placed tempo 
rarily as macros and routed. 
0428. In an iterative process, the macros are placed 
together with the data flow-optimized code (3713), routed, 
and partitioned (3705). A statistical unit (3706) evaluates the 
individual macros and their partitioning with regard effi 
ciency, with the time and the resources used for reconfigura 
tion being factored into the efficiency evaluation. Inefficient 
macros are removed and separated as sequential code (3714). 
0429. The remaining parallel code (3715) is compiled and 
assembled (3707) together with 3716, and VPU object codeis 
output (3708). 
0430 Statistics concerning the efficiency of the code gen 
erated and of the individual macros (including those removed 
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with 3714) are output (3709); thus, the programmer receives 
essential information on the speed optimization of the pro 
gram. 
0431 Each macro of the remaining sequential code is 
checked for complexity and requirements (3720). The appro 
priate sequencer is selected from a database, which depends 
on the VPU architecture and the computer system (3719), and 
output as VPU code (3721). A compiler (3721) generates and 
outputs (3711) the assembler code of the respective macro for 
the sequencer selected by 3720. 3710 and 3720 are closely 
linked. The process may take place iteratively in order to find 
the most Suitable sequencer with the least and fastest assem 
bler code. 

0432 A linker (3722) combines the assembler codes 
(3708, 3711,3721) and generates the executable object code 
(3723). 
0433 FIG. 38 illustrates the internal structure of an 
example direct memory access unit, according to an example 
embodiment of the present invention. The core of the circuit 
is a loadable up/down counter (3801), which may get its start 
value from bus 3803 (corresponds to 2703) of the circuit of 
FIG. 27 via appropriately set multiplexer 3802. The counter 
may be used as a program counter (PC) for the associated 
sequencer; the start value is the first address of the program to 
be executed. The value of 3801 is looped back to the counter 
via an adder (3805) and 3802. An offset, which is either 
subtracted from or added to the PC, is sent by the sequencerto 
3805 via bus 3804. Thus, relative jumps can be efficiently 
implemented. The PC is supplied to the PAE array via bus 
3811 and can be stored on the stack for call operations. For ret 
operations, the PC is sent from the stack to 3801 via 3804 and 
38O2. 

0434) Either the PC or a stack pointer (3807) supplied by 
the PAE array is supplied to an adder (3808) via multiplexer 
3806. Here an offset which is stored in register 3809 and 
written via 3803 is subtracted from or added to the values. 
3808 allows the program to be shifted within memory 2711. 
This enables garbage collector functions to clean up the 
memory German Patent Application no. 19807 782.2. The 
address shift which occurs due to the garbage collector is 
compensated for by adjustment of the offset in 3809. 
0435 FIG. 38a is a variant of FIG. 38 in which the stack 
pointer (3820) is also integrated. Only the offset is supplied to 
3805 via 3804 for relative jumps (3804a). The stackpointeris 
an up/down counter similar to 3801, whose start value repre 
sents the beginning of the stack and is loaded via 3803. The 
PC is sent directly to the data bus for the memory in order to 
be written onto the stack via a multiplexer in the event of call 
operations. The data bus of the memory is looped back to 
3801 via 3821 and 3802 to perform ret operations. 
0436 FIG. 39 illustrates the mode of operation of the 
memories, according to an example embodiment of the 
present invention. The memory (3901) is addressed via a 
multiplexer (3902). In the standard mode, lookup mode, and 
register mode, the addresses are Supplied from the array 
(3903) directly to 3901. In the stack mode and FIFO mode, 
the addresses are generated in an up/down counter (3904). In 
this case, the addresses are supplied to the IO side by another 
up/down counter (3905). The addresses for the external RAM 
(or IO) are generated by another up/down counter (3906); the 
base address is loaded from a register (3907). The register is 
set by the CT or an external host processor. A state machine 
(3908) takes over the entire control. 3908 reads the status of 
the memory (full, empty, half-full, etc.) in an up/down 
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counter (3909), which counts the number of words in the 
memory. If the memory is modified block by block (write 
stack onto external stack or read from external Stack), the size 
of the block is supplied as a constant (3917) to an adder/ 
subtracter (3910), to which the count of 3909 is looped back. 
The result is loaded according to 3909. 
0437 Thus, the count can be rapidly adjusted to block-by 
block changes. (Of course, it is also possible to modify the 
counter with each written or read word in a block operation.) 
For cache operations, a conventional cache controller (3911) 
is available, which is associated with a tag memory (3912). 
Depending on the mode of operation, the value of 3911 or 
3906 is sent out (3914) via a multiplexer (3913) as an address. 
The data is sent out via bus 3915, and data is exchanged with 
the array via bus 3916. 
0438 Programming Examples to Illustrate the Subalgo 
rithms 

0439 A software module may be declared in the following 
way, for example: 

module example1 
input (Varl, var2 : ty; var3 : ty2). 
output (res1, res2 : ty). 
begin 

register <regname1 > (res1). 
register <regname2> (res2). 
terminate(a) (res 1 & res2; 1). 
end. 

0440 module identifies the beginning of a software mod 
ule. 

0441 input/output defines the input/output variables with 
the types ty, 
0442 begin... end mark the body of the software module. 
0443 register <regname1/2> transfers the result to the 
output, the result being temporarily stored in the register 
specified by <regname1/2>. <regname1/2> is a global refer 
ence to a certain register. 
0444 The following memory types are available, for 
example, as additional transfer modes to the output: 
0445 fifo <fifoname>, where the data is transmitted to a 
memory operating by the FIFO principle. <fifoname> is a 
global reference to a specific memory operating by the FIFO 
principle. terminated(a) is extended by the “fifo?full param 
eter, e.g., signal, which shows that the memory is full. 
0446 stack <stackname>, where the data is transmitted to 
a memory operating by the stack principle. <stackname> is a 
global reference to a specific memory operating in the stack 
mode. 

0447 terminate(a differentiates the programming by the 
method according to the present invention from conventional 
sequential programming. The command defines the abort 
criterion of the software module. The result variables res1 and 
res2are not evaluated by terminate(a) with their actual values, 
but only the validity of the variables (e.g., their status signal) 
is checked. For this purpose, the two signals res1 and res2 are 
gated with one another logically via an AND, OR, or XOR 
operation. If both variables are valid, the software module is 
terminated with the value 1. This means that a signal having 
value 1 is forwarded to the higher-level load unit, whereupon 
the higher-level load unit loads the next software module. 
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module example2 
input (Varl, var2 : ty; var3 : ty2). 
output (res1 : ty). 
begin 
register <regname1 > (Varl, var2). 

fifo <fifoname1 > (res1,256). 
terminate(a) (fifofull (<fifoname1>); 1). 
end. 

0448 register is defined via input data in this example. 
<regnamel D is the same here as in example 1. This causes the 
register, which receives the output data in example1, to pro 
vide the input data for example2. 
0449 fifo defines a FIFO memory with a depth of 256 for 
the output data res1. The full flag (fifofull) of the FIFO 
memory is used as an abort criterion in terminate(a). 

module main 
input (in1, in2 : ty; in3 : ty2). 
output (out1 : ty). 
begin 
define <regname1> : register(234). 
define <regname2> : register(26). 
define <fifoname1 > : fifo(256.4). FIFO depth 256 

(Varl2, var72) = call example1 (in1, in2, in3). 

(out1) = call example2 (varl2, var72, var243). 

signal (out1). 
terminate(a) (example2). 
end. 

0450 define defines an interface for data (register, 
memory, etc.). The required resources and the name of the 
interface are specified with the definition. Since each of the 
resources is only available once, they must be specified unam 
biguously. Thus the definition is global, e.g., the name is valid 
for the entire program. 
0451 call calls a software module as a subprogram. 
0452 signal defines a signal as an output signal without a 
buffer being used. 
0453 The software module main is terminated by termi 
nate(a) (example2) as soon as Subprogram example2 is termi 
nated. 
0454. In principle, due to the global declaration “define . . 

. the input/output signals thus defined do not need to be 
included in the interface declaration of the software modules. 

1-72. (canceled) 
73. A Field Programmable Gate Array (FPGA) chip, com 

prising: 
a plurality of configurable cells; 
wherein: 

at least some of the plurality of configurable cells com 
prise an Arithmetic Logic Units (ALU); 

at least some of the plurality of configurable cells are 
memory units; and 

at least some of the memory units: 
are adapted to operate in at least two of a standard 

random-access mode, a stack mode, and a FIFO 
mode; and 
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include: 
at least two counters adapted for generating read 

and write addresses when operating in one of the 
stack mode and the FIFO mode; and 

at least one address input adapted for receiving 
addresses when operating in the standard ran 
dom-access mode. 

74. The Field Programmable Gate Array (FPGA) chip 
according to claim 73, wherein at least one of the memory 
units provides information regarding its status. 

75. The Field Programmable Gate Array (FPGA) chip 
according to claim 73, wherein at least one of the memory 
units provides information regarding its fill level. 

76. The Field Programmable Gate Array (FPGA) chip 
according to any one of claims 74 and 75, wherein the at least 
one of the memory units outputs at least one of a full signal, 
an almost-full signal, an almost-empty signal, and an empty 
signal. 

77. The Field Programmable Gate Array (FPGA) chip 
according to any one of claims 74 and 75, wherein the at least 
one of the memory units outputs at least one of a stack 
overflow signal and a stack-underflow signal. 

78. A Field Programmable Gate Array (FPGA) chip, com 
prising 

a plurality of configurable cells; 
wherein: 

at least Some of the plurality of configurable cells com 
prise an Arithmetic Logic Units (ALU); 

at least some of the plurality of configurable cells are 
memory units; and 

at least some of the memory units are adapted to operate 
as cache. 

79. The Field Programmable Gate Array (FPGA) chip 
according to claim 78, wherein the at least some of the 
memory units comprise a cache controller. 

80. A Field Programmable Gate Array (FPGA) chip, com 
prising 

a plurality of configurable cells; 
wherein: 

at least Some of the plurality of configurable cells com 
prise an Arithmetic Logic Units (ALU); 
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at least some of the plurality of configurable cells are 
memory units; and 

at least some of the memory units have more than one 
interface port. 

81. The Field Programmable Gate Array (FPGA) chip 
according to claim 80, wherein: 

at least one of the ports is connected to others of the plu 
rality of configurable cells; and 

at least one of the ports is connected to an external inter 
face. 

82. A Field Programmable Gate Array (FPGA) chip, com 
prising 

a plurality of configurable cells; and 
at least one hardwired Ethernet controller 
wherein: 

at least some of the plurality of configurable cells com 
prise an Arithmetic Logic Units (ALU); 

at least some of the plurality of configurable cells are 
memory units. 

83. A Field Programmable Gate Array (FPGA) chip, com 
prising: 

a plurality of configurable cells; and 
at least one hardwired Peripheral Component Interconnect 

(PCI) controller 
wherein: 

at least some of the plurality of configurable cells com 
prise an Arithmetic Logic Units (ALU); and 

at least some of the plurality of configurable cells are 
memory units. 

84. A Field Programmable Gate Array (FPGA) chip, com 
prising: 

a plurality of configurable cells; and 
at least one hardwired Universal Serial Bus (USB) control 

ler; 
wherein: 

at least some of the plurality of configurable cells com 
prise an Arithmetic Logic Units (ALU); and 

at least some of the plurality of configurable cells are 
memory units. 


