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MANAGING DATAN A STORAGE SYSTEM 

FIELD OF THE INVENTION 

0001. The present invention is in the field of storage sys 
tems and relates to managing data in a storage system that 
implements Snapshots. 

SUMMARY 

0002 Many of the functional components of the presently 
disclosed subject matter can be implemented in various 
forms, for example, as hardware circuits comprising custom 
VLSI circuits or gate arrays, or the like, as programmable 
hardware devices such as FPGAs or the like, or as a software 
program code stored on an intangible computer readable 
medium and executable by various processors, and any com 
bination thereof. A specific component of the presently dis 
closed Subject matter can be formed by one particular seg 
ment of Software code, or by a plurality of segments, which 
can be joined together and collectively act or behave accord 
ing to the presently disclosed limitations attributed to the 
respective component. For example, the component can be 
distributed over several code segments such as objects, pro 
cedures, and functions, and can originate from several pro 
grams or program files which operate in conjunction to pro 
vide the presently disclosed component. 
0003. In a similar manner, a presently disclosed compo 
nent(s) can be embodied in operational data or operational 
data can be used by a presently disclosed component(s). By 
way of example, Such operational data can be stored on tan 
gible computer readable medium. The operational data can be 
a single data set, or it can be an aggregation of data stored at 
different locations, on different network nodes or on different 
storage devices. 
0004. According to an aspect of the presently disclosed 
Subject matter, there is provided a method of managing data in 
a storage system. According to examples of the presently 
disclosed subject matter, the method of managing data in a 
storage system can include: maintaining a Volume-version 
data structure including LU volume entries for a LU volume 
and for Snapshot Volumes associated with the LU Volume, 
wherein for each volume a respective volume ID is kept, and 
for each Snapshot a timestamp for the Snapshot operation and 
an indication of a connection between a respective target 
Volume and a source Volume are kept; maintaining a chunk 
version data structure that is uniquely associated with a Vol 
ume ID and a logical chunk address combination; including 
in the chunk-version data structure one or more chunk-ver 
sion data elements, each chunk version data element includ 
ing a timestamp at a corresponding write to the respective 
logical chunk address in the respective Volume and a pointer 
to storage resources associated with the chunk-version data 
element. 
0005 According to an aspect of the presently disclosed 
Subject matter, there is provided a storage system. According 
to examples of the presently disclosed subject matter, the 
storage layer can include a storage layer which provides 
storage resource, and a Snapshot layer that includes: a Vol 
ume-version data structure, a chunk-version data structure 
and a IO handler. The volume-version data structure can 
include LU volume entries for an LU volume and for snapshot 
Volumes associated with the LU volume, wherein for each 
volume a respective volume ID can be kept, and for each 
Snapshot a timestamp for the Snapshot operation and an indi 
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cation of a connection between a respective target Volume and 
a source Volume can be kept. The chunk-version data struc 
ture can be uniquely associated with a Volume ID and a 
logical chunk address combination. The IO handler can be 
configured to include in the chunk-version data structure one 
or more chunk-version data elements, each chunk version 
data element including a timestamp at a corresponding write 
to the respective logical chunk address in the respective Vol 
ume and a pointer to storage resources associated with the 
chunk-version data element. 

0006. According to yet another aspect of the presently 
disclosed subject matter, there is provided a program Storage 
device readable by machine, tangibly embodying a program 
of instructions executable by the machine to perform a 
method of managing data in a storage system. According to 
examples of the presently disclosed subject matter, the pro 
gram of instructions executable by the machine can include 
instructions: for maintaining a Volume-version data structure 
including LU Volume entries for an LU volume and for Snap 
shot volumes associated with the LU volume, wherein for 
each volume a respective volume ID is kept, and for each 
Snapshot a timestamp for the Snapshot operation and an indi 
cation of a connection between a respective target Volume and 
a source Volume are kept; for maintaining a chunk-version 
data structure that is uniquely associated with a Volume ID 
and a logical chunkaddress combination; and for including in 
the chunk-version data structure one or more chunk-version 
data elements, each chunk version data element including a 
timestamp at a corresponding write to the respective logical 
chunk address in the respective Volume and a pointer to Stor 
age resources associated with the chunk-version data ele 
ment. 

0007 According to an aspect of the presently disclosed 
Subject matter, there is provided a computer program product 
comprising a computer useable medium having computer 
readable program code embodied therein for managing data 
in a storage system. According to examples of the presently 
disclosed subject matter, the computer program product can 
include: computer readable program code for causing the 
computer to maintain a Volume-version data structure includ 
ing LU volume entries for an LU volume and for snapshot 
Volumes associated with the LU volume, wherein for each 
Volume a respective Volume ID is kept, and for each Snapshot 
a timestamp for the Snapshot operation and an indication of a 
connection between a respective target Volume and a source 
Volume are kept; computer readable program code for caus 
ing the computer to maintain a chunk-version data structure 
that is uniquely associated with a Volume ID and a logical 
chunkaddress combination; and computer readable program 
code for causing the computer to include in the chunk-version 
data structure one or more chunk-version data elements, each 
chunk version data element including a timestamp at a corre 
sponding write to the respective logical chunk address in the 
respective Volume and a pointer to storage resources associ 
ated with the chunk-version data element. 

0008 According to still a further aspect of the presently 
disclosed subject matter, there is provided a method of han 
dling writes in a storage system. According to examples of the 
presently disclosed Subject matter, the method of handling 
writes in a storage system can include in response to receiving 
a write command determining with which Snapshot layer 
chunk the write command is associated, and whether there is 
an existing chunk version data structure which is associated 
with the snapshot layer chunk with which the write command 
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is associated; in case the write command is associated with an 
existing chunk-version data structure, reading a timestamp 
from a last chunk-version data element in the existing chunk 
version data structure, and if there is a Snapshot operation 
whose source is a Volume referenced in the write command 
and this Snapshot operation is associated with a timestamp 
that is later than a timestamp of the last chunk-version data 
element, maintaining the last chunk-version data element and 
adding to the existing chunk-version data structure a new 
chunk version data element for the write command. 

0009. According to another aspect of the presently dis 
closed subject matter, there is provided a storage system. 
According to examples of the presently disclosed subject 
matter, the storage layer can include a storage layer which 
provides storage resource, and a Snapshot layer that includes: 
a Volume-version data structure, a chunk-version data struc 
ture and a IO handler. The IO handler can be responsive to 
receiving a write command in the Snapshot layer for deter 
mining with which Snapshot layer chunk the write command 
is associated, and whether there is an existing chunk version 
data structure which is associated with the Snapshot layer 
chunk with which the write command is associated. In case 
the write command is associated with an existing chunk 
version data structure, the IO handler can be configured to 
read a timestamp from a last chunk-version data element in 
the existing chunk-version data structure. If there is a Snap 
shot operation whose source is a Volume referenced in the 
write command and this Snapshot operation is associated with 
a timestamp that is later than a timestamp of the last chunk 
version data element, the IO handler can be configured to 
maintain the last chunk-version data element and to add to the 
existing chunk-version data structure a new chunk version 
data element for the write command. 

0010. According to yet another aspect of the presently 
disclosed Subject matter, there is provided a program Storage 
device readable by machine, tangibly embodying a program 
of instructions executable by the machine to perform a 
method of handling writes in a storage system. According to 
examples of the presently disclosed subject matter, the pro 
gram of instructions executable by the machine can include 
instructions: for determining, in response to receiving a write 
command, with which Snapshot layer chunk the write com 
mand is associated, and whether there is an existing chunk 
version data structure which is associated with the Snapshot 
layer chunk with which the write command is associated; for 
reading, in case the write command is associated with an 
existing chunk-version data structure, a timestamp from a last 
chunk-version data element in the existing chunk-version 
data structure, and for maintaining the last chunk-version data 
element and adding to the existing chunk-version data struc 
ture a new chunk version data element for the write command, 
if there is a Snapshot operation whose source is a Volume 
referenced in the write command and this Snapshot operation 
is associated with a timestamp that is later than a timestamp of 
the last chunk-version data element. 

0011. According to an aspect of the presently disclosed 
Subject matter, there is provided a computer program product 
comprising a computer useable medium having computer 
readable program code embodied therein for handling writes 
in a storage system. According to examples of the presently 
disclosed subject matter, the computer program product can 
include: computer readable program code that is responsive 
to receiving a write command in the storage system for caus 
ing the computer to determine with which Snapshot layer 
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chunk the write command is associated, and to determine 
whether there is an existing chunk version data structure 
which is associated with the snapshot layer chunk with which 
the write command is associated; computer readable program 
code for causing the computer to determine whether the write 
command is associated with an existing chunk-version data 
structure, and in case the write command is associated with an 
existing chunk-version data structure, the computer readable 
program code is configured to cause a timestamp from a last 
chunk-version data element in the existing chunk-version 
data structure to be read, and if there is a Snapshot operation 
whose source is a Volume referenced in the write command 
and this Snapshot operation is associated with a timestamp 
that is later than a timestamp of the last chunk-version data 
element, the computer readable program code is configured to 
cause the last chunk-version data element to maintained and 
a new chunk version data element for the write command to 
be added to the existing chunk-version data structure. 
0012. According to yet another aspect of the presently 
disclosed subject matter, there is provided a method of han 
dling reading in a storage system. According to examples of 
the presently disclosed Subject matter, the method of handling 
reads in a storage system can include: (a) in response to 
receiving a read command at the storage system determining 
with which volume and with which snapshot layer chunk the 
read command is associated, initializing a read pointer with 
respective Volume ID and logical chunk address, and initial 
izing a time-marker according to a timestamp at receipt of the 
read command; (b) determining whether there is a chunk 
version data structure that is associated with a current read 
pointer; (c1) if the condition in operation (b) is not met, 
determining whether there is a Snapshot operation where the 
volume that is referenced in the write pointer is a target 
Volume and whether the Snapshot operation is associated with 
a timestamp that is not greater than the current time-marker; 
and (d1)if the conditions in operation (c) are met updating the 
read pointer with a volume ID of a source volume of the 
Snapshot operation, updating the time-marker with the times 
tamp for the Snapshot operation—1, and returning to opera 
tion (b). 
0013. According to another aspect of the presently dis 
closed Subject matter, there is provided a storage system. 
According to examples of the presently disclosed subject 
matter, the storage layer can include a storage layer which 
provides storage resource, and a Snapshot layer that includes: 
a Volume-version data structure, a chunk-version data struc 
ture and a IO handler. The IO handler can be responsive to 
receiving a write command for: (a) determining with which 
Volume and with which Snapshot layer chunk the read com 
mand is associated, initializing a read pointer with respective 
Volume ID and logical chunkaddress, and initializing a time 
marker according to a timestamp of the read command; (b) 
determining whether there is a chunk-version data structure 
that is associated with a current read pointer; (c1) if the 
condition in operation (b) is not met, determining whether 
there is a snapshot operation where the volume that is refer 
enced in the write pointer is a target volume and whether the 
Snapshot operation is associated with a timestamp that is not 
greater than the current time-marker, and (d1) if the condi 
tions in operation (c) are met the IO under is configured for: 
updating the read pointer with a volume ID of a source vol 
ume of the Snapshot operation, updating the time-marker with 
the timestamp for the Snapshot operation—1, and returning to 
operation (b). 
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0014. According to yet another aspect of the presently 
disclosed Subject matter, there is provided a program Storage 
device readable by machine, tangibly embodying a program 
of instructions executable by the machine to perform a 
method of handling reads in a storage system. According to 
examples of the presently disclosed subject matter, the pro 
gram of instructions executable by the machine can include 
instructions: for (a) determining, in response to receiving a 
read command at the storage system, with which Volume and 
with which Snapshot layer chunk the read command is asso 
ciated, initializing a read pointer with respective volume ID 
and logical chunk address, and initializing a time-marker 
according to a timestamp of the read command; for (b) deter 
mining whether there is a chunk-version data structure that is 
associated with a current read pointer, for (c1) determining, if 
the condition in operation (b) is not met, whether there is a 
snapshot operation where the volume that is referenced in the 
write pointer is a target Volume and whether the Snapshot 
operation is associated with a timestamp that is not greater 
than the current time-marker, and for (d1) updating, if the 
conditions in operation (c) are met, the read pointer with a 
Volume ID of a source Volume of the Snapshot operation, 
updating the time-marker with the timestamp for the Snapshot 
operation—1, and returning to operation (b). 

BRIEF DESCRIPTION OF THE DRAWINGS 

0.015. In order to understand the invention and to see how 
it may be carried out in practice, a preferred embodiment will 
now be described, by way of non-limiting example only, with 
reference to the accompanying drawings, in which: 
0016 FIG. 1 is a block diagram illustration of a storage 
system which includes a Snapshot layer for Supporting and 
managing Snapshot Volumes and data versioning, according 
to examples of the presently disclosed subject matter, 
0017 FIG. 2 is a schematic illustration of one example of 
a possible implementation of the Volume-version data struc 
ture, according to examples of the presently disclosed subject 
matter, 
0.018 FIG. 3 is a flowchart illustration of method of man 
aging a storage system, according to examples of the pres 
ently disclosed Subject matter; 
0019 FIG. 4 is a graphical illustration of a chunk-version 
data structure, and the chunk-version data elements contained 
therein at two different time instants, according to examples 
of the presently disclosed subject matter; 
0020 FIG. 5 is a block diagram illustration of a storage 
system which includes a Snapshot layer for Supporting and 
managing Snapshot Volumes and data versioning; 
0021 FIG. 6 is a flowchart illustration of a method of 
handling writes in a storage system, according to examples of 
the presently disclosed subject matter, 
0022 FIG. 7 is a graphical illustration of a chunk-version 
data structure, and the chunk-version data elements contained 
therein, at different time instants, according to examples of 
the presently disclosed subject matter, 
0023 FIG. 8 is a flowchart illustration of a method of 
handling reads in a storage system, according to examples of 
the presently disclosed subject matter, and 
0024 FIG. 9 is a graphical illustration of one aspect of an 
example of a scenario that involves a series of operations that 
are carried out according to examples of the presently dis 
closed subject matter. 
0025. It will be appreciated that for simplicity and clarity 
of illustration, elements shown in the figures have not neces 
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sarily been drawn to scale. For example, the dimensions of 
Some of the elements may be exaggerated relative to other 
elements for clarity. Further, where considered appropriate, 
reference numerals may be repeated among the figures to 
indicate corresponding or analogous elements. 

DETAILED DESCRIPTION 

0026. In the following detailed description, numerous spe 
cific details are set forth in order to provide a thorough under 
standing of the presently disclosed subject matter. However, it 
will be understood by those skilled in the art that the presently 
disclosed subject matter may be practiced without some of 
these specific details. In other instances, well-known meth 
ods, procedures and components have not been described in 
detail so as not to obscure the presently disclosed subject 
matter. 

0027. Unless specifically stated otherwise, as apparent 
from the following discussions, it is appreciated that through 
out the specification various functional terms refer to the 
action and/or processes of a computer or computing device, 
or similar electronic computing device, that manipulate and/ 
or transform data represented as physical. Such as electronic, 
quantities within the computing device's registers and/or 
memories into other data similarly represented as physical 
quantities within the computing device's memories, registers 
or other Such tangible information storage, transmission or 
display devices. 
0028. It is appreciated that, unless specifically stated oth 
erwise, certain features of the presently disclosed subject 
matter, which are, for clarity, described in the context of 
separate embodiments, may also be provided in combination 
in a single embodiment. Conversely, various features of the 
presently disclosed subject matter, which are, for brevity, 
described in the context of a single embodiment, may also be 
provided separately or in any Suitable Sub-combination. 
0029. As used herein, the terms “example”, “for example.” 
“such as”, “for instance' and variants thereof describe non 
limiting embodiments of the presently disclosed subject mat 
ter. Reference in the specification to “one case”, “some 
cases”. “other cases’ or variants thereof means that a particu 
lar feature, structure or characteristic described in connection 
with the embodiment(s) is included in at least one embodi 
ment of the presently disclosed subject matter. Thus the 
appearance of the phrase “one case”, “some cases”, “other 
cases” or variants thereof does not necessarily refer to the 
same embodiment(s). 
0030 The operations in accordance with the teachings 
herein may be performed by a computer specially constructed 
for the desired purposes or by a general purpose computer 
specially configured for the desired purpose by a computer 
program stored in a non-transitory computer readable storage 
medium. 
0031 Embodiments of the presently disclosed subject 
matter are not described with reference to any particular 
programming language. It will be appreciated that a variety of 
programming languages may be used to implement the teach 
ings of the presently disclosed subject matter as described 
herein. 
0032 Unless specifically stated otherwise, as apparent 
from the following discussions, it is appreciated that through 
out the specification discussions utilizing terms such as “pro 
cessing”, “obtaining”, “utilizing”, “determining”, “generat 
ing”, “setting”, “configuring”, “selecting', 'searching. 
“receiving”, “storing or the like, include actions and/or pro 
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cesses of a computer that manipulate and/or transform data 
into other data, said data represented as physical quantities, 
e.g. Such as electronic quantities, and/or said data represent 
ing the physical objects. The terms “computer”, “processor, 
and “controller should be expansively construed to cover 
any kind of electronic device with data processing capabili 
ties/ 
0033 According to an aspect the presently disclosed sub 

ject matter, there is disclosed a method of managing data in a 
storage system. According to examples of the presently dis 
closed subject matter, the method can include maintaining a 
Volume-version data structure including LU volume entries 
for an LU Volume and for Snapshot Volumes associated with 
the LU volume, wherein for each volume a respective volume 
ID is kept, and for each Snapshot a timestamp for the Snapshot 
operation and an indication of a connection between a respec 
tive target Volume and a source Volume are kept; maintaining 
a chunk-version data structure that is uniquely associated 
with a specific Snapshot-layer chunk; and including in the 
chunk-version data structure one or more chunk-version data 
elements, each chunk version data element including a times 
tamp at a corresponding write to the respective Snapshot layer 
chunk and a pointer to storage resources associated with the 
chunk-version data element. It would be appreciated that 
according to examples of the presently disclosed subject mat 
ter, the Snapshot operations can be implemented with respect 
to consistency groups. Each consistency group can include 
two or more volumes (with Zero or more LU volume and Zero 
or more Snapshot volumes) and is regarded as a single entity 
for the purposes of taking Snapshots. A Snapshot of a consis 
tency group, in effect, produces a Snapshot of each Volume 
(LU volume and/or snapshot volume) that is a member of the 
consistency group. It would be appreciated that a Snapshot 
create command that is directed to a consistency group can be 
carried out as a plurality of Snapshot create commands one 
with respect to each one of the plurality of (volume) members 
of the consistency group. It should be noted that throughout 
the description and in the claims, the term “volume' (includ 
ing LU Volume and Snapshot Volume) also means a consis 
tency group, and that examples of the presently disclosed 
subject matter which relate to a volume (including LU vol 
ume and Snapshot Volume) also relate to a consistency group. 
0034. According to examples of the presently disclosed 
Subject matter, each Snapshot layer chunk is associated with a 
specific Volume ID and logical chunk address combination, 
and the key of the chunk-version data structure is the volume 
ID and logical chunk address combination with which the 
respective Snapshot layer chunk is associated. 
0035. According to further examples of the presently dis 
closed Subject matter, the storage resources in the chunk 
version data element are the storage resources that were allo 
cated for storing the Snapshot layer chunk data. 
0036. According to an aspect the presently disclosed sub 

ject matter, there is disclosed a storage system. According to 
examples of the presently disclosed Subject matter, the Stor 
age system according to examples of the presently disclosed 
Subject matter can include a central controller, a Snapshot 
layer and a storage layer. Further by way of example, the 
Snapshot layer can include a Volume-version data structure 
and a chunk-version data structure. The Volume-version data 
structure can include LU volume entries for an LU volume 
and for snapshot volumes associated with the LU volume. For 
each Volume, the Volume-version data structure can hold a 
respective volume ID, and for each Snapshot, the Volume 
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version data structure can hold a timestamp for the Snapshot 
operation and an indication of a connection between a respec 
tive target Volume and a source Volume. The chunk version 
data structure is uniquely associated with a Volume ID and a 
logical chunk address combination, and hold one or more 
chunk-version data elements. Each chunk-version data ele 
ment includes a timestamp at a corresponding write to the 
respective logical chunkaddress in the respective Volume and 
a pointer to storage resources associated with the chunk 
version data element 

0037. Throughout the description and the claims, refer 
ence is made to the term “logical unit volume” or “LU vol 
ume' in abbreviation. The term LU volume (or logical unit 
Volume) is known in the art of digital storage, and the follow 
ing definition is provided as a non-limiting example only for 
convenience purposes. Accordingly, the interpretation of the 
term LU Volume in the claims, unless Stated otherwise, is not 
limited to the definitions below and the term LU volume 
should be given its broadest reasonable interpretation. The 
term LU Volume as used herein relates to a logical unit created 
by a Volume create command or an equivalent command. For 
example, in the SCSI storage protocol, an LU volume is 
created by Such a Volume create command. 
0038. Throughout the description and the claims, refer 
ence is made to the term "snapshot volume’. The term snap 
shot Volume is known in the art of digital storage, and the 
following definition is provided as a non-limiting example 
only for convenience purposes. Accordingly, the interpreta 
tion of the term snapshot volume in the claims, unless stated 
otherwise, is not limited to the definitions below and the term 
Snapshot Volume should be given its broadest reasonable 
interpretation. The term Snapshot Volume as used herein 
relates to a logical unit created by a Snapshot create command 
or by an equivalent command. For example, in the SCSI 
storage protocol, a Snapshot Volume is created by Such a 
Snapshot create command. In accordance with examples of 
the presently disclosed subject matter, in response to receiv 
ing a Snapshot create command referencing a certain source 
volume (the source volume can be a LU volume or another 
Snapshot Volume) and a target Volume, the following set of 
operations can be implemented: I/Os to the source volume 
can be suspended; a timestamp or counter can be incre 
mented; data structures which are related to the Snapshot 
operation can be updated; and the lock on the source Volume 
can be released allowing the I/Os to the source volume to 
resume. It would be appreciated that according to examples of 
the presently disclosed subject matter, the counter can be (but 
is not necessarily) a logical counter that is incremented by a 
whole number for each operation at the volume level (e.g., 
Snapshot create, Volume create, Volume revert/restore, etc.). 
The term timestamp relates to a reading from the counter, and 
represent the state of the counter at a given instant. In this 
regard, in the case of a logical counter, a timestamp at a 
certain write command represents the state of the counter 
following the most recent Volume level operation, and at a 
given counter State several writes can be processed, and each 
of which would be associated with the same timestamp. 
0039 For convenience, in the description of examples of 
the presently disclosed subject matter, reference is made to a 
logical counter. However, further examples of the presently 
disclosed subject matter can be implemented with other types 
of timestamps or counters including for example a timestamp 
that is generated using an external clock, and in Such an 
implementation instead of the timestamp increment opera 
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tion the external clock can be read and the relevant time 
record. Those versed in the art can readily apply such alter 
native timestamp implementations to the teachings provided 
here. 
0040. According to examples of the presently disclosed 
subject matter, a volume that is replicated by a LU revert 
command or by a LU restore can also be regarded herein as a 
Snapshot Volume. Further according to examples of the pres 
ently disclosed subject matter, a revert or restore operation as 
it is referred to herein is an operation in which the data of a 
certain source Volume is copied in a Snapshot operation to a 
target Volume that is associated with a certain existing (in the 
same volume version data structure) volume ID. The handling 
of a revert or restore operation according to examples of the 
presently disclosed subject matter, is further described below. 
For convenience, except where reference is particular made to 
a revert or restore operation, any reference that is made to a 
Snapshot operation is applicable also to a revert or restore 
operation, mutatis mutandis. 
0041 A Snapshot operation involves replicating a certain 
Source Volume at a certain point in time to provide a target 
Snapshot Volume. Usually when the Snapshot Volume is ini 
tiated, a set of references (pointers) pointing to storage 
resources from the storage layer that were allocated to the 
Source Volume are used, and when new data is written to the 
target Volume new storage resources are allocated and the 
references are updated to point to the new resources. This type 
of snapshot implementation is sometimes referred to as "copy 
on write” or COW in abbreviation. A "split-mirror snapshot 
implementation references all the data on a set of mirrored 
drives. Every time a Snapshot is created, the entire Volume is 
copied, not only the new or updated data. Examples of the 
presently disclosed subject matter are applicant to storage 
system which implement COW snapshots. 
0042. Throughout the description and the claims, refer 
ence is made to the term "snapshot layer. The term snapshot 
layer is known in the art of digital storage, and the following 
definition is provided as a non-limiting example only for 
convenience purposes. Accordingly, the interpretation of the 
term Snapshot layer in the claims, unless stated otherwise, is 
not limited to the definitions below and the term snapshot 
layer should be given its broadest reasonable interpretation. 
The term Snapshot layer as used herein, relates to a logical 
layer in a storage system which is used to manage Snapshot 
operations including mapping of different versions of data in 
the storage system's Volumes. The Snapshot layer can be 
capable of managing Volume creation, data versioning and 
resource allocation, including storage resource allocations to 
Snapshot layer chunks and mapping of external addresses to 
Snapshot layer chunks and Vice-versa. It would be appreciated 
that a Snapshot layer can be designed to provide high-avail 
ability and fault tolerance. 
0043. Throughout the description and the claims, refer 
ence is made to the term "storage layer. The term storage 
layer is known in the art of digital storage, and the following 
definition is provided as a non-limiting example only for 
convenience purposes. Accordingly, the interpretation of the 
term storage layer in the claims, unless stated otherwise, is not 
limited to the definitions below and the term storage layer 
should be given its broadest reasonable interpretation. The 
term storage layer as used herein relates to a storage system 
layer which allocates storage resources, for example, a highly 
available disk array. The storage layer can be a virtual layer 
that is implemented over a plurality of units, such as hard 
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drive disks, flash drives etc. The storage layer can provide a 
single address space for storing the data set of the storage 
system. From the perspective of the Snapshot layer the storage 
layer provides a set of storage resource addresses, where the 
data can be written or from which data can be read. The 
Snapshot layer can hold a map or other data structures in 
which the storage resources addresses allocated by the Stor 
age layer for LU Volume chunks and for Snapshot Volume 
chunks are recorded. 
0044) The term "snapshot layer chunk”, as used herein 
relates to the basic allocation unit that is managed by the 
Snapshot layer. For each Snapshot layer chunk, a fixed number 
of consecutive storage layer blocks can be allocated. Accord 
ing to examples of the presently disclosed subject matter, 
each chunk in the Snapshot layer can be associated with a 
specific logical chunk address, or LCA in abbreviation. Fur 
ther according to examples of the presently disclosed subject 
matter, a unique identifier of a Snapshot layer chunk can be a 
combination of an LCA and a Volume ID, and for each Snap 
shot layer chunk different storage layer resources can be 
allocated. For example, <LU1, LCA 1 can denote a first 
Snapshot layer chunk which is separate and distinct from a 
second snapshot layer chunk <LU2, LCA1 >. 
0045. Yet further according to examples of the presently 
disclosed Subject matter, a chunk and the respective storage 
layer resources can be allocated when the storage layer 
resources are required by the Snapshot layer, as will be 
described below. 

0046) The term “logical blockaddress” or LBA in abbre 
viation as used herein, relates to the basic reference unit 
which is used by the storage system and external hosts. 
According to examples of the presently disclosed subject 
matter, the Snapshot layer is configured to translate LBAS in a 
given volume to a respective LCA in the volume. For 
example, the LBAS can be numerical and range from 1-n, and 
the corresponding LCA can be derived by rounding down of 
the LBA address to the nearest LCA, according to the number 
of LBAs with which each LCA is associated. In some 
examples of the presently disclosed subject matter, a partly or 
an entirely overlapping LBA range (e.g., 1-n) can be used 
with multiple, different volumes (e.g., all the volumes) in the 
storage system, and therefore in order to reference a specific 
logical block or Snapshot layer chunk, a reference to the 
volume with which the logical block or snapshot layer chunk 
is associated may be required. Accordingly, in Some examples 
of the presently disclosed Subject matter, a logical block and 
a Snapshot layer chunk are referenced by a combination of a 
respective volume ID and LBA or LCA. The combinations 
<volume ID, LBA and <volume ID, LCA are unique 
within the storage system. It would be appreciated that this 
sort of addressing scheme can be made compatible with some 
existing storage protocols, such as SCSI for example. 
0047. It should be appreciated that the above addressing 
scheme is merely one possible implementation of an address 
ing scheme and is used herein by way of example only, and in 
further examples of the presently disclosed subject matter, 
different addressing schemes may be used. For example, in a 
different addressing scheme, each Volume in the storage sys 
tem can be associated with a different range of LBAs and 
respective LCAS, and in Such a case there is no need to 
reference the Volume ID with the LBAS or LCAs. 
0048. The storage layer can also implement different 
addressing schemes and can manage the storage resources in 
different ways. For example, the basic storage layer resource 
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can be a “storage layer block” or SRA in abbreviation, and 
this can be the granularity at which the storage layer operates 
in terms of locking and metadata (including the maintenance 
and management of validity indications). In some examples 
of the presently disclosed Subject matter, the storage layer can 
implement a further management layer over the “SRAs and 
can allocate storage resources to the Snapshot layer in “seg 
ments' where each segment spans a predefined number of 
SRAs, typically consecutive SRAs. For the sake of illustra 
tion, and by way of example only, the storage system can use 
the following units: 128 kb snapshot layer chunks, 4 kb stor 
age layer segments, 512 bytes LBAs and 512 bytes SRAs. 
0049. As mentioned above, and as will be described in 
greater detail below, according to examples of the presently 
disclosed Subject matter, the storage system can implement 
and manage an external addressing scheme (the one that is 
used between the storage system and external hosts), a Snap 
shot layer addressing scheme and a storage layer addressing 
scheme, and each of these addressing schemes can have a 
different granularity. Allocation tables and management 
modules may be required to allow a seamless operation across 
the various storage layers and with the external hosts. For 
convenience, the description initially relates to a storage sys 
tem in which the Snapshot layer addressing scheme and the 
storage layer addressing scheme have the same granularity. 
Further examples of the presently disclosed subject matter, 
some of which are described below, relate to storage systems 
in which the Snapshot layer addressing scheme and the Stor 
age layer addressing scheme have a different granularity. 
0050 Reference is initially made to FIG. 1 which is a 
block diagram illustration of a storage system which includes 
a Snapshot layer for Supporting and managing Snapshot Vol 
umes and data versioning, according to examples of the pres 
ently disclosed subject matter. According to examples of the 
presently disclosed subject matter, the storage system 100 can 
include a central controller 10, a snapshot layer 20 and a 
storage layer 30. The storage system 100 can also include an 
interface 40, for interfacing the storage system 100 with hosts 
SO. 

0051. According to examples of the presently disclosed 
Subject matter, the Snapshot layer 120 can include a Volume 
version data structure 122 and chunk-version data structures 
124. The volume-version data structure 122 can include Vol 
ume entries for an LU Volume and for Snapshot Volumes 
associated with the LU volume. 
0052. It would be appreciated that the storage system 100 
can allocate a plurality of LU Volumes (for example, via a 
Volume create command), and some or all such volumes can 
be independent logical storage entities. It would be appreci 
ated that some operations in a storage system are exclusively 
defined with respect to volumes (LU volumes and/or snapshot 
Volumes). For example, Volume create, Snapshot create and 
restore create are operations which are defined with respect to 
Volumes. Furthermore, LU volumes can be associated with 
Snapshot Volumes, and independent sets of logical Volumes 
can thus be formed. Further by way of example and for 
illustration purposes, such independent sets of logical Vol 
umes can be each associated with a distinct and separate 
Volume-version data structure, which is maintained in the 
Snapshot layer 120. For simplicity, many of the examples 
disclosed herein relate to one such volume-version data struc 
ture 122. However, examples of the presently disclosed sub 
ject matter are applicable to, and encompass, a storage system 
and a Snapshot layer which has a plurality of Volume-version 
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data structures (for example, two three,..., n). It would also 
be appreciated that the Volume-version data can be organized 
in any other form or structure as will be known to those versed 
in the art. 
0053 For each volume (LU volume or snapshot volume), 
the volume-version data structure 122 can hold a respective 
Volume ID, and for each Snapshot, the Volume-version data 
structure 122 can hold a timestamp for the Snapshot operation 
and an indication of a connection between a respective target 
Volume and a source Volume. It would be appreciated that a 
Source Volume of a given Snapshot operation can be a LU 
Volume or another Snapshot Volume. 
0054 Reference is now additionally made to FIG. 2, 
which is a schematic illustration of one example of a possible 
implementation of the Volume-version data structure, accord 
ing to examples of the presently disclosed subject matter. As 
can be seen in FIG. 2, each volume is associated with a 
respective Volume ID (e.g., LU1, LU2,..., LUn). According 
to examples of the presently disclosed Subject matter, each 
one of the volume IDs is unique within the volume-version 
data structure 200, and in case more than one Volume-version 
data structures exist, the Volume ID's can also be unique 
across the multiple Volume-version data structures. In this 
regard, it should be appreciated that the addressing scheme 
that is used for identifying and marking the Volumes is not 
limited to what is shown in FIG. 2 and described herein, and 
any other Suitable addressing oridentification schemes can be 
used in the storage system according to further examples of 
the presently disclosed subject matter. 
0055. The volume-version data structure 200 also records 
data for Snapshot operations in which a source of the Snapshot 
operations is a Volume (a LU Volume or a Snapshot Volume) 
from the volume-version data structure 200. The data that is 
recorded for each one of the Snapshot operations includes an 
indication of a connection between a respective target Volume 
and a source Volume, and a timestamp for the Snapshot opera 
tion. As an example, and as is shown for illustration in FIG. 2, 
the timestamp for the Snapshot operation can be a logical 
timestamp, however it should be noted that any other appro 
priate timing marker can be used. 
0056. As mentioned above, according to examples of the 
presently disclosed subject matter, the Snapshot layer can 
hold a plurality of volume-version data structures for unre 
lated sets of volumes. Further by way of example, each vol 
ume-version data structure can include data in respect of LU 
Volume(s) and Snapshot Volumes which belong to the respec 
tive set of volumes and data in respect of Snapshot operations 
which are associated the Volumes in the set. 
0057 According to examples of the presently disclosed 
Subject matter, a new Volume-version data structure can be 
created when a new LU Volume is created (e.g., by a Volume 
create command). In case a tree data structure is used, as is the 
case in FIG. 2, the LU volume can be, for example, located at 
the root of the volume-version tree. However, it should be 
appreciated, that according to examples of the presently dis 
closed subject matter, in certain storage system implementa 
tions, a LU Volume is not limited to appear only at the root of 
a Volume-version data structure. For example, a certain LU 
Volume can be restored at Some point, from one of the Snap 
shot LUs, and in Such a case, the restoration operation can be 
recorded in the Volume-version data structure in a manner 
similar to the recordation of Snapshot operation, and in 
respect of the restoration operation, a Volume entry can be 
added to the Volume-version data structure, together with a 



US 2014/0344539 A1 

timestamp for the restoration operation and an indication of a 
connection between the respective target Volume (which is in 
this case the restored LU volume) and a source volume (in this 
case it is a Snapshot Volume). Further in response to a restore 
command, the volume entry for the volume which is being 
restored by the restore operation may be removed from the 
volume-version data structure. It would be further appreci 
ated that in Some examples of the presently disclosed subject 
matter, in case of a restoration operation, the target Volume 
does not receive a new volume ID, and rather the volume ID 
of the volume that is being restored is used for the target 
Volume. Thus, in case the target Volume of the restoration 
operation is a LU volume, the target volume would be 
recorded in the volume-version data structure with the Vol 
ume ID of the restored LU volume. In a similar manner, in 
case the target Volume of the restoration operation is a certain 
snapshot volume, the target volume would be recorded in the 
Volume-version data structure with the volume ID of the 
restored Snapshot Volume. 
0058 According to examples of the presently disclosed 
Subject matter, when a Snapshot Volume is created (e.g., by a 
Snapshot create command), data in respect of the new Snap 
shot volume is added to the volume-version data structure. By 
way of example, the new Snapshot Volume can be a Snapshot 
of the LU volume at the root of the volume-version data 
structure (the LU volume is the source of the snapshot opera 
tion) or a Snapshot of a Snapshot Volume from the Volume 
version data structure, which in turn can be a snapshot of 
another Snapshot Volume, etc. When a Snapshot Volume 
which is associated with the volume-version data structure is 
created, a new node or entry representing the new Snapshot 
Volume (the target Snapshot Volume) is added to the Volume 
version data structure. For example, a Volume ID representing 
the new snapshot volume can be added to the volume-version 
data structure. Additionally in response to the creation of the 
new Snapshot Volume, a timestamp for the Snapshot operation 
and an indication of a connection between the target Snapshot 
Volume and the source volume is added to the volume-version 
data structure. For example, in response to a command to 
create a Snapshot referencing a certain Source Volume (the 
Source Volume can be a LU volume or another Snapshot 
Volume) and a target Volume, the following set of operations 
can be implemented: I/Os to the source volume can be sus 
pended; a timestamp or counter can be incremented; data 
structures which are related to the Snapshot operation can be 
updated. Such as the respective Volume-version data structure 
and possibly also the respective chunk version data structure; 
and the lock on the source Volume can be released allowing 
the I/Os to the source Volume to resume. 

0059 For example, in a tree format volume-version data 
structure Such as shown in FIG. 2, when a Snapshot command 
is received at the storage system, say a create Snapshot com 
mand in which the source volume is LU1 and the target 
Volume is LU2, a new node is added to the appropriate Vol 
ume-version data structure. Thus for example, in FIG. 2, a 
node with the volume IDLU2 is added to the volume-version 
data structure 200. In the example of FIG. 2, the node for LU2 
is added to the tree format volume-version data structure 200 
by adding an edge from the source Volume, which is LU1 in 
this case, to the new node LU2. This edge indicates that 
connection between LU2 (the Snapshot target Volume) and 
LU1 (the snapshot source volume). Further in the example of 
FIG. 2, the timestamp representing the logical time count that 
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was obtained for the Snapshot operation, which is in this case 
T 7, is assigned to the edge connecting LU2 to LU1. 
0060 According to examples of the presently disclosed 
Subject matter, the Snapshot layer is also capable of removing 
a Volume. According to examples of the presently disclosed 
Subject matter, removing a Volume can involve, inter-alia, 
removing a node from the Volume-version data structure, or 
marking the Volume entry which is associated with the Vol 
ume that is to be removed with an indication that the corre 
sponding Volume was removed. 
0061 According to examples of the presently disclosed 
Subject matter, in case a certain Volume is removed, the Snap 
shot layer can be capable of freeing or updating any data or 
metadata that was kept in the storage system for the Volume 
which was removed. This operation can be asynchronous 
with the removal of the volume from the volume-version data 
structure and can be carried out using any suitable reinstate 
ment method known in the art. According to examples of the 
presently disclosed Subject matter, various storage space 
redemption processes can be implemented in the storage sys 
tem to determine when a Volume is no longer in use (e.g., it 
has been deleted and there are no remaining references to the 
deleted volume), and the data in the volume version data 
structure in respect of the deleted volume can be deleted. By 
way of example, according to one possible implementation, 
the usage state of the various Volume entries in the Volume 
version data structure can be monitored and only when a 
certain Volume is not referenced any more, the Volume Ver 
sion data structure can be updated and the Volume entry which 
is no longer in use can be deleted. Further by way of example, 
prior to the volume version data structure update the volume 
version entry for the deleted volume can exist (following the 
volume remove/delete command) but can only be referenced 
indirectly by reads from other snapshots that are directed to 
the deleted volume. 
0062 According to examples of the presently disclosed 
Subject matter, when a revertora restore commandis received 
at the storage system, a new node can be added to the Volume 
version data structure, and the new node receives the Volume 
ID of a previously existing node in the Volume version data 
structure. The new node can be connected to the node that is 
associated with the source volume of the revert or restore 
operation. Additionally in response to the revert or restore 
operation, a timestamp for the revert or restore operation and 
an indication of a connection between the target Volume and 
the Source Volume is added to the Volume-version data struc 
ture. According to examples of the presently disclosed subject 
matter, further in response to the revert or restore operation, 
the previous version of the volume that is associated with the 
volume ID which is the target of the revertorrestore operation 
is marked as being invalid or removed. 
0063. It would be further appreciated that examples of the 
presently disclosed Subject matter are not limited to the par 
ticular data-structure format illustrated in FIG. 2, and rather 
any Suitable data structure can be used for storing the Volume 
version data mentioned herein. 
0064. It will also be appreciated that the snapshot layer 20 
of the storage system 100 can include a Volume-version con 
troller (not shown) which can be associated with the volume 
version data structure 122, and can be adapted to control 
various aspects of the operation thereof. For example the 
Volume version controller can be configured to create a new 
Volume-version data structure 122, for example in response to 
a Volume create command, and can be responsive to update an 
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existing Volume-version data structure 122 when a create 
Snapshot command is received. The Volume-version control 
ler can also be responsive to other commands which involve 
affecting changes (including creation and deletion) with 
respect to a Volume-version data structure, including for 
example, a Volume restore command and a Volume delete or 
a Volume remove command. In further examples of the pres 
ently disclosed subject matter, the functions of the volume 
version controller can be carried out by the IO handler 126. 
The IO handler 126 can include or can be associated with one 
or more processors, and can include or be associated with one 
or more memory units. According to examples of the pres 
ently disclosed subject matter, the IO handler 126 can be 
configured to utilize the processing and memory resources to 
carry out the Snapshot layer functions and operations 
described herein. 

0065. In addition the volume-version data structure 122. 
the snapshot layer 20 holdschunk-version data structures. For 
the purpose of illustration a single chunk-version data struc 
ture is shown in FIG. 1, and is referenced by the numeral 124. 
Each chunk-version data structure 124 is uniquely associated 
with a specific Snapshot-layer chunk. As mentioned above, 
each Snapshot-layer chunk can be associated with a unique 
Volume ID and a logical chunk address (LCA) combination, 
and this combination can be used as the key for the respective 
chunk-version data structure. Thus, for a plurality of different 
logical chunk addresses of a given Volume, a respective plu 
rality of chunk-version data structures are kept in the storage 
system 100. Furthermore, for two LCAs in two different 
volumes (each of the different volumes has a different volume 
ID), two different chunk-version data structures are kept, 
even if the LCAs of the two snapshot layer chunks are the 
same. This is because each chunk version data structure is 
uniquely associated with a distinct Snapshot layer chunk, 
which is in turn associated with a unique volume ID and LCA 
combination. 

0.066 Each chunk-version data structure 124 holds one or 
more chunk-version data elements. Each chunk-version data 
element can be stored in any data container in any Suitable 
form or structure. Each chunk-version data element is asso 
ciated with a specific chunk-version data structure 124. 
0067. Each chunk-version data element includes a times 
tamp at a corresponding write to the respective Snapshot layer 
chunk and a pointer to storage resources in the storage layer 
30 that are associated with the chunk-version data element. 
By way of example, a given chunk-version data structure 124 
can have a plurality of chunk-version data elements, where 
each one of the plurality of chunk-version data elements is a 
distinct data container that, in addition to being associated 
with the snapshot layer chunk with which the respective 
chunk-version data structure 124 is associated, provides a 
timestamp and a reference or a pointer to storage resources, 
where the timestamp indicates the time of a corresponding 
write to the respective Snapshot layer chunk, and the reference 
to the storage resources indicates the storage resource in the 
storage layer 30 that were allocated and are used for storing 
the respective write data in the storage layer. Thus, according 
to examples of the presently disclosed subject matter, given a 
certain Volume ID and LCA combination and a certain times 
tamp at a write operation to the corresponding Snapshot layer 
chunk, data with regard to the storage layer resources that 
were allocated and which are used for storing in the storage 
layer the respective write data can be obtained. More details 
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about the chunk-version data structure 124 and about the 
chunk-version data elements are provided below. 
0068 According to examples of the presently disclosed 
Subject matter, a dedicated chunk-versioning controller (not 
shown) may be provided and can be implemented as part of 
the snapshot layer 20 of the storage system 100 for controlling 
and/or carrying out the various functions and/or operations 
involving the chunk-version data structures 124, or as is 
shown in FIG. 1 and according to further examples of the 
presently disclosed subject matter, the IO handler 126 can be 
configured to control and/or carry out Such functions and/or 
operations. 
0069. According to examples of the presently disclosed 
subject matter, the central controller 10 can be capable of 
controlling the operation of the storage system 100 and its 
components. According to examples of the presently dis 
closed subject matter, the central controller 10 can include a 
processor and computer memory (not shown) and can control 
the flow of data to and from each of the interface 40, the 
snapshot layer 20 and the storage layer 30. 
0070 Reference is now made to FIG. 3, which is a flow 
chart illustration of method of managing a storage system, 
according to examples of the presently disclosed subject mat 
ter. It would be appreciated that the method shown in FIG. 3 
and described herein with reference thereto can be, but is not 
necessarily, implemented by the storage system shown in 
FIG 1. 
0071. According to examples of the presently disclosed 
subject matter, a volume-version data structure can be main 
tained in the Snapshot layer of the storage system, including 
volume entries for an LU volume and for snapshot volumes 
which are associated with the LU volume (block 305). In 
association with each Volume entry, a respective Volume ID 
can be maintained (block 310), and for each snapshot opera 
tion, a timestamp of the Snapshot operation and an indication 
of a connection between a target Volume and a source Volume 
of the Snapshot operation can be stored in the Volume-version 
data structure (block 315). As mentioned above, in accor 
dance with examples of the presently disclosed subject mat 
ter, within each Volume-version data structure, each one of a 
plurality of Volume IDs is unique, and in some implementa 
tions the Volume IDs can also be unique across the storage 
system. 
0072 According to examples of the presently disclosed 
Subject matter, a chunk-version data structure can also be 
maintained in the Snapshot layer of the storage system. As 
mentioned above, a plurality of chunk-version data structures 
can be maintained, and each chunk-version data structure can 
be associated with a specific Snapshot layer chunk which is 
referenced by a respective unique combination of a Volume 
ID and a logical chunk address (block 320). 
0073. A chunk-version data structure can include one or 
more chunk-version data elements, each chunk-version data 
element including a timestamp at a corresponding write to the 
respective logical chunkaddress in the respective Volume and 
a reference to storage layer resources which were allocated 
for storing the respective write data in the storage layer (block 
325). 
0074 More details with respect to the chunk-version data 
structure and the chunk-version data elements are now pro 
vided with reference to FIG. 4, which is a graphical illustra 
tion of a chunk-version data structure, and the chunk-version 
data elements contained therein at two different time instants, 
according to examples of the presently disclosed subject mat 
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ter. For the sake of illustration, the scenario depicted in FIG. 
4 corresponds with the Volume-version data structure shown 
in FIG. 2. In FIG. 2 the volume which is associated with 
Volume IDLU1 is created at T 0. As mentioned above, in 
response to the Volume create command, the Snapshot layer 
can create a Volume-version data structure and record in the 
Volume-version data structure the volume ID of the new vol 
ume (LU1). Since this is the first volume in the volume 
version data structure, LU1 is located at the root of the data 
structure (in case a tree data structure is used). This operation 
can be managed and controlled by an IO handler (referenced 
126 in FIG. 1), which is implemented in the snapshot layer 20 
or, in a further example, by a dedicated Volume-version con 
troller. 
0075 According to the example scenario depicted in FIG. 
4, when the counter is at T 2, a write command is received in 
the storage system. The write command references LU1 and 
LBAS 520-522. According to examples of the presently dis 
closed subject matter, each LBA is 8 bytes in size, and each 
chunk is 128 kb in size. Thus, the snapshot layer determines 
that the write command is associated with LCA2 in volume 
LU1. According to examples of the presently disclosed Sub 
ject matter, the Snapshot layer 20 (e.g., using the IO handler) 
can determine whether there is an existing chunk-version data 
structure for <LU1, LCA2D. If necessary, a data structure for 
LCA2 in volume LU1 can be created. 

0076. At instant 410, the chunk-version data structure for 
LCA2 in volume LU1 includes a chunk-version data element 
with the timestamp T 2 and a reference to SRAS 512-767. 
According to examples of the presently disclosed subject 
matter, the chunk-version data structure for LCA2 in volume 
LU1 can be created when the first write command referencing 
LCA2 in volume LU1 (or associated therewith) is received at 
the storage system, however, in other examples the chunk 
version data structure can be created in advance, for example, 
when the volume (in this case LU1) is created. 
0077. The handling of write commands in the storage sys 
tem is discussed further below, however, for the sake of illus 
tration, it is to be noted that at some point after the creation of 
LU1, a write command which is addressed to LU1 may be 
received at the storage system, and in this case the write 
command references LBAS 520-522 in LU1. Further by way 
of example, the Snapshot layer 20 (e.g., the IO handler) can 
receive the write command and determine that it is associated 
with LCA2 in volume LU1. Some details in respect to the 
handling of writes in the Snapshot layer are discussed below, 
however, as can be seen in FIG. 4, when it is determined that 
the write command is associated with the Snapshot layer 
chunk that is referenced by the key <LU1, LCA2D, a chunk 
version data element which is associated with the write com 
mand is included in the respective Volume-version data struc 
ture (the one that is associated with the key <LU1, LCA2>). 
or in some cases an existing chunk version data element is 
overwritten with data related to the current write command, 
as will be further described below. 

0078. The chunk-version data element includes the times 
tamp T 2, which is the timestamp that was read from the 
counter when the write command was received at the Snap 
shot layer. According to examples of the presently disclosed 
Subject matter, the counter is a logical counter which is incre 
mented by operations concerning Volumes, for example, by 
operations which affect or modify the data in the volume 
version data structure. The chunk-version data element also 
includes a reference or a pointer to storage layer blocks 720 
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728 which were allocated for storing the respective write data. 
The allocation of storage layer blocks for a given write com 
mand and the mapping between logical blocks, Snapshot layer 
chunks and storage layer blocks is further discussed below. 
(0079 Also shown in FIG. 4 by way of illustration, is the 
same Volume-version data structure at a different time (in 
stant 420). At time instant 420, the volume-version data struc 
ture associated with LCA2 in LU1 includes two volume 
version data elements. The first data element has the 
timestamp T 3 and references (or points to) SRAs 640-648. 
The second data element has the timestamp T 8 and refer 
ences SRAS 512-520. 

0080. The first chunk-version data element at time instant 
420 (the one which has the timestamp T 3), overwrote the 
chunk-version data element which previously existed in the 
chunk-version data structure (which had the timestamp T 2). 
The second chunk-version data element at time instant 420 
(the one which has the timestamp T 8) exists in the chunk 
version simultaneously with the first chunk-version data ele 
ment, and among these two chunk-version data elements an 
overwrite operation was not appropriate. When the data in a 
previous (according to its timestamp) chunk-version data ele 
ment is needed by a Snapshot Volume (or Volumes) which is a 
direct or an indirect snapshot of the volume with which the 
chunk-version data structure (or the chunk-version data ele 
ments) are associated, the previous chunk-version data ele 
ment can be maintained, and will not be overwritten by the 
chunk-version data element. The management of the chunk 
version data structure, including examples of management 
logic that can be used to determine when to overwrite existing 
chunk-version data elements, and when to retain multiple 
chunk-version data elements in a given chunk-version data 
structure, shall be further described below. 
0081. The chunk-version data structure at instant 420 
serves as an example of a chunk-version data structure which 
has a plurality of chunk-version data elements. It should be 
appreciated that a chunk-version data structure can include 
any number of chunk-version data elements from 1 to n, at 
any given instant. In some examples of the presently dis 
closed subject matter, a chunk-version data structure which 
has no (0) chunk-version data elements can exist, for example 
when the operation which removes empty chunk version data 
structures (e.g., could be referred to as a "chunk free” opera 
tion) is a lazy background operation. 
I0082. According to examples of the presently disclosed 
Subject matter, the chunk-version data structure, together 
with the volume-version data structure, can be used to enable 
or Support IO operations (or some IO operations) in a storage 
system which implements Snapshot Volumes, as will be fur 
ther described below. 

0083. Reference is now made to FIG. 5, which is a block 
diagram illustration of a storage system which includes a 
Snapshot layer for Supporting and managing Snapshot Vol 
umes and data versioning. According to examples of the 
presently disclosed subject matter, the snapshot layer 520 can 
include, in addition to the 10 handler 526, the Volume-version 
data structure 122 and chunk-version data structure 124, a 
chunk-provisioning data structure 522 and a free storage 
layer resources list 524. 
I0084. According to examples of the presently disclosed 
subject matter, the free storage layer resources list 524 can 
hold a list of the currently available storage layer addresses 
(SRAS), e.g., storage layer blocks, which can be allocated to 
Snapshot layer chunkS versions. The free storage layer 
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resources list 524 can be a dynamic list, and can provide an up 
to date image of the availability of storage layer resources 
which can be allocated to Snapshot layer chunkS versions. 
Still further by way of example, each entry in the free storage 
layer resources list 524 can relate to a certain set of SRAs 
which corresponds in size to a Snapshot layer chunk. Thus, 
when a new version of a Snapshot layer chunk is created, data 
in respect of a free chunk of storage layer resources which 
corresponds in size to the Snapshot layer chunk can be 
selected from the free storage layer resources list524, and can 
be allocated to the newly created snapshot layer chunk ver 
Sion. As was explained above, according to some examples of 
the presently disclosed subject matter, and in some circum 
stances, a given Snapshot layer chunk can have more than one 
version (e.g., two, three,..., n versions), and different storage 
layer resources can be allocated to each different version of 
the same Snapshot layer chunk. 
0085 For example, the storage layer chunks in the free 
storage layer resources list 524 can be enumerated (e.g., from 
1 to n), with each storage layer chunk being associated with a 
corresponding set of storage layer blocks of a certain size. 
Still further by way of example, the association between 
storage layer chunks and SRAS can be such that the first 
storage layer chunk is associated with the first set of consecu 
tive SRAs of the predetermined size in the storage space, the 
second to the storage layer chunk is associated with the sec 
ond set of SRAS in the storage space, etc. In this configuration 
a mapping table or a mapping function are not needed to 
determine the relation between storage layer chunks in the 
free storage layer resources list 524 and the SRAs in the 
storage layer. However, in further examples, a mapping table 
or function may be required, or alternatively the free storage 
layer resources list 524 can use SRA ranges instead of storage 
layer chunks, thus directly linking Snapshot layer chunks with 
corresponding SRAS. 
I0086. It should be noted, that according to examples of the 
presently disclosed subject matter, that the storage layer 
blocks can be associated with validity status indications, e.g., 
validity status bits, and for the storage layer blocks which are 
associated entries in the free storage layer resources list 524 
(e.g., with a storage layer chunk in the free storage layer 
resources list 524), the validity status bits have an invalid 
value, assuming that the free storage layer resources list 524 
maintains data only for free storage layer resources. 
0087. According to examples of the presently disclosed 
Subject matter, when storage layer resources are allocated to 
a certain Snapshot layer chunk version, the free resource list 
524 can be updated to reflect the allocation. Thus for example, 
in case storage layer chunks are used, the serial number which 
represents a free storage layer chunk can be removed from the 
free storage layer resources list 524 when that storage layer 
chunk is allocated to Some Snapshot layer chunk version (and 
thus ceases to be free). In a further example, the record for the 
now allocated storage layer chunk can be kept in the free 
storage layer resources list 524 after it is allocated, and an 
indication can be added in association with the allocated 
storage layer chunk record which indicates that this chunk is 
not free (or is allocated). Further by way of example, the 
indication can include a reference to the Snapshot layer chunk 
version to which the storage layer chunk was allocated. For 
example, the reference to the Snapshot layer chunk version to 
which the storage layer chunk was allocated can include the 
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respective volume ID and LCA combination, and the times 
tamp that is associated with the respective Snapshot layer 
chunk version. 
I0088. It would be appreciated that the term list as used 
herein as part of the expression free storage layer resources 
list is not intended to limit or bound the form or structure of 
the data container, and that any suitable data container can be 
used to record, track and manage the data in respect of the free 
storage layer resources. 
I0089. According to examples of the presently disclosed 
Subject matter, the chunk provisioning data structure 522 is 
capable of maintaining for each allocated Snapshot layer 
chunka pointer or pointers to the storage layer resources that 
were allocated to that Snapshot layer chunk. As mentioned 
above, according to examples of the presently disclosed Sub 
ject matter, the free storage layer resources list 524 can be 
implemented as a list of Storage layer resources which are 
available for allocation to Snapshot layer chunks versions, and 
whenever storage layer resources are allocated, the corre 
sponding data is removed from the free storage layer 
resources list 524. The chunk provisioning data structure 522 
can be used to determine which storage layer resources were 
allocated to which Snapshot layer chunks versions. 
0090. As was also mentioned above, several different ver 
sions (e.g., two, three. . . . . n versions) of a given Snapshot 
layer chunk can exist simultaneously, and the chunk provi 
Sioning data structure 522 can be capable of maintaining a 
pointer or pointers to the storage layer resources that were 
allocated to each version of a given snapshot layer chunk, in 
case there are multiple versions of the Snapshot layer chunk. 
0091 Still further by way of example, the chunk provi 
Sioning data structure 522 can be organized in the form of a 
hashtable. The hash table key can include a combination of an 
LCA and a Volume ID. Thus, according to the mapping 
scheme described above, given a volume ID and LBA 
address, the hash table key that is used by the chunk provi 
Sioning data structure 522 can be determined. According to 
examples of the presently disclosed subject matter, each hash 
table entry that is associated with a given key can point to the 
chunk-version data structure that is associated with the 
respective <volume ID, LCA combination. 
0092. Further by way of example, for each snapshot layer 
chunk version, the pointer or pointers to the storage layer 
resources which were allocated to this Snapshot layer chunk 
version are maintained in the corresponding chunk-version 
data element. Thus, when multiple versions (two, three,..., 
nversions) of the same Snapshot layer chunk exist, the chunk 
provisioning data structure 522 together with the chunk-ver 
sion data structures and the chunk-version data elements can 
be used to determine which storage layer resources are asso 
ciated with each version of a given Snapshot layer chunk. 
0093. Further by way of example, when a write command 

is received at the storage system, the IO handler (or any other 
control module) in the Snapshot layer can search the chunk 
version data structure (e.g., through the chunk provisioning 
data structure) as part of the handling of the write command in 
the storage system. The search can return a null result, for 
example, when there is no current version of the Snapshot 
layer chunk for which storage layer resources were allocated. 
In Such a case, according to examples of the presently dis 
closed subject matter, the IO handler can be configured to 
request an allocation of storage resources from the free Stor 
age layer resources list 524 for the respective snapshot layer 
chunk. It should be appreciated, that according to some 
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examples of the presently disclosed Subject matter, allocation 
of storage resources from the free storage layer resources list 
524 can also be required when there are already one or more 
versions of the relevant Snapshot layer chunk, but an addi 
tional version of the Snapshot layer chunk is to be created. 
0094. It would be appreciated that searching the chunk 
provisioning data structure 522 hashtable for a chunk-version 
data structure that is associated with a given <volume ID. 
LCA key can yield relatively good access times. Adding an 
additional key for a newly allocated chunk-version data struc 
ture can also be relatively straightforward and efficient. In this 
regard, using a hash table for this application favors perfor 
mance over storage space. However, it should also be appre 
ciated that examples of the presently disclosed Subject matter 
are not limited to this particular form of data structure, and 
that the chunk provisioning data structure 522 and the manner 
by which it is organized and used with the chunk-version data 
structures can be otherwise implemented. 
0095. There is now provided a description of the use of the 
chunk provisioning data structure 522 and the free storage 
layer resources list 524, according to one example of the 
presently disclosed subject matter. In this example, it 
assumed that the storage layer implements a 512 bytes acces 
sible sectors size, and 4KB management segments (e.g., this 
is the granularity of the validity data), and the Snapshot layer 
implements 128 KB snapshot layer chunks. The chunk pro 
visioning data structure 522 thus holds a list of free 128KB 
storage layer chunks, and the IO handler 526 can obtain such 
128 KB storage layer chunks for newly allocated Snapshot 
layer chunks of for new versions of an existing Snapshot layer 
chunks. The actual writing of the data in the storage layer is 
carried out in segments. 
0096. In one example, assume a write command is 
received at the storage system referencing blocks 520-535 in 
LU1 (SCSI address). The IO handler converts the SCSI 
address by rounding down the LBA to LCA (logical chunk 
address). Assuming that storage resources were not previ 
ously allocated to this Snapshot layer chunk, or that the allo 
cated resources should not be overwritten by the current 
write, the chunk provisioning data structure 522 may return a 
null. In response to the null from the chunk provisioning data 
structure, the IO handler 526 may request a chunk allocation 
from the free storage layer resources list 524. By way of 
example, the free storage layer resources list 524 may return 
a reference to a free storage layer chunk. The free storage 
layer chunk can be simply a number—in case the IO handler 
is preconfigured to determine a set of storage segments from 
a chunk number. Another alternative is that the free storage 
layer resource list returns the segments addresses or the Stor 
age layer block addresses which are associated with the 
selected Storage layer chunk. Any other scheme for pointing 
towards the storage layer resources can be used. Still further 
by way of example, the IO handler 526 may send an insert 
command to the chunk provisioning data structure 522. For 
example a command similar to the following can be used: 
insert key="<LU1, LCA2D, value #3, instructing the chunk 
provisioning data structure 522 to add to the appropriate 
chunk-version data structure 124 a chunk-version data ele 
ment which references the storage layer chunk referenced 
“3”. Further by way of example, the handler 526 can now 
write the data to the allocated storage layer chunk. The 10 
handler 526 may compute the segments in the storage layer 
which correspond to the storage layer chunk that was allo 
cated for the write command. For example, the handler 526 
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can be adapted to determine the relative location of the seg 
ments which are associated with the logical block addresses 
referenced in the write command within the chunk (snapshot 
layer chunk or storage layer chunk). For example, assuming 
128 kb chunks, 4 kb segments, and 512 bytes LBAs, for 
blocks 520-535, when the allocated chunk is #3 (the third 
chunk counted from the start of block 1), segments (1.2) in 
chunk #3 should be used, which translates to segments 97 and 
98 in the storage layer 30. Upon receiving the write com 
mand, the storage layer 30 will write the data to the specified 
segments and will mark the relevant segments as valid (each 
segment write and validity status update are carried out as a 
single atomic operation). Once the write is completed Suc 
cessfully, the storage layer 30 sends an ACK to IO handler 
526 in the snapshot layer 520, and in response the IO handler 
526 sends an ACK to the initiator of the write command. 

0097. Further by way of illustration, another example of 
the use the chunk provisioning data structure 522 and the free 
storage layer resources list 524 is now provided with refer 
ence to scenario illustrated in FIG. 4. In response to the write 
command at instant 410 (associated with timestamp T 2), 
the IO handler converts the SCSI address by rounding down 
the LBA to LCA (logical chunkaddress), and it is thus deter 
mined that the write command is associated with LCA2 in 
LU1. In this example, it is assumed that the chunk provision 
ing data structure returned a null for this write command 
indicating that storage resources were not previously allo 
cated to this Snapshot layer chunk, and in response, the free 
storage layer resources list allocated free storage layer blocks. 
In FIG.4, the storage layer resources are allocated as a set of 
consecutive storage layer blocks which correspond in size to 
a snapshot-layer chunk. Further by way of example, for the 
chunk-version data element shown at instant 410 (associated 
with timestamp T 2), the free storage layer resources list 
allocated blocks 512-767 (256 blocks, each 512 bytes and 
size, for a 128 KB chunk). The IO handler updated the chunk 
provisioning data structure, and at instant 410, the chunk 
version data structure includes a data element that includes a 
timestamp that indicates the state of the counter at the time 
when the respective write command was received (in this case 
T 2) and a reference to the storage layer resources which are 
associated with this chunk-version data element (blocks 512 
767). 
(0098. Further with reference to the example in FIG. 4, 
when the counter is showing T 3 another write which is also 
associated with <LU1, LCA2D was received and processed 
by the Snapshot layer. In the case of this write command, no 
further allocation of resources from the free storage layer 
resources list was necessary, because it was determined that 
the chunk-version data element which is associated with the 
write at timestamp T 3 should update and/or overwrite the 
chunk-version data element that is associated with a write at 
timestamp T 2, and the storage layer resources that were 
allocated to the chunk-version data element that was associ 
ated with timestamp T 2 should be referenced by the chunk 
version data element which is associated with timestamp 
T 3. By way of example, the write data of the write com 
mand received when the counter was at T 3 can be used to 
update and/or overwrite the data in the storage layer resource 
that were allocated to the overwritten chunk-version data 
element. Further by way of example, if the write data in the 
write command that is associated with T 3 overlaps with 
some (or all) of the write data that was previously stored in the 
storage resources that are allocated to the chunk-version data 
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element, the new write data will overwrite the existing data. 
Any non-overlapping data is used to update the allocated 
storage resources (there is no old data there to overwrite). 
0099 Still further with reference to the example in FIG.4, 
another write which is associated with <LU1, LCA2> was 
received and processed by the storage system. This write 
command was received when the counter registered T 8, and 
so it received the timestamp T 8. In the case of this write 
command, the IO handler determined that an overwrite of the 
existing chunk-version data element (the one associated with 
T 3) is not appropriate, and a new chunk-version data ele 
ment should be created. The IO handler thus requests an 
allocation of storage layer resources from the free storage 
layer resources list. By way of example, for the chunk-version 
data element that is associated with timestamp T 8, the free 
storage layer resources list allocated blocks 768-1023. The IO 
handler updates the chunk provisioning data structure, and at 
instant 420, the chunk-version data structure includes in addi 
tion to the chunk-version data element associated with the 
timestamp T 3, a chunk-version data element that is associ 
ated with timestamp T 8, and each of the two chunk-version 
data elements is associated with a different set of storage layer 
blocks in a size which corresponds to a Snapshot layer chunk. 
It would be appreciated that the size of the different units, the 
particular timestamp values, the particular addresses and the 
number of chunk-version data elements in the chunk-version 
data structure are all provided by way of non-limiting 
example, and can be substituted with any appropriate units, 
values, addresses or numbers. 
0100. According to a further aspect of the presently dis 
closed subject matter, there is provided a method of handling 
writes in a storage system. According to examples of the 
presently disclosed Subject matter, the method of handling 
writes in a storage system can include: maintaining a Volume 
version data structure including Volume entries for a LU 
volume and for snapshot volumes associated with the LU 
volume, wherein for each volume a respective volume ID is 
kept, and for each Snapshot a timestamp for the Snapshot 
operation and an indication of a connection between a respec 
tive target Volume and a source Volume are kept; maintaining 
chunk-version data structures, each of which is uniquely 
associated with a respective Snapshot-layer chunk, and each 
of which includes one or more chunk-version data elements, 
wherein each chunk-version data element includes a times 
tamp at a corresponding write to the respective Snapshot-layer 
chunk and a pointer to storage resources associated with the 
chunk-version data element; when a write command that is 
associated with an existing chunk-version data structure is 
received, reading a timestamp of a last chunk-version data 
element in the existing chunk-version data structure, and if 
there is a Snapshot operation whose source is the Volume 
referenced in the write command and this Snapshot operation 
is associated with a timestamp that is later than the timestamp 
of the last chunk-version data element, maintaining the last 
chunk-version data element and adding to the existing chunk 
version data structure a new chunk-version data element for 
the write command. According to further examples of the 
presently disclosed Subject matter, if there is no snapshot 
operation whose source is the volume referenced in the write 
command, or if all Snapshot operations (e.g., one or two or N 
Snapshot operations) whose source is the Volume referenced 
in the write command have a timestamp that is earlier than or 
equal to the timestamp in the last chunk-version data element, 
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the IO handler is configured to determine that the last chunk 
version data element in the existing chunk-version data struc 
ture can be overwritten. 
0101 For sake of clarity, it should be noted that FIGS. 1-5 
and the description thereof which was provided above, should 
be regarded, according to examples of the presently disclosed 
subject matter, as part of the description of the method of 
handling writes in a storage system, which is now described. 
It should be further noted that the method of handling writes 
in a storage system can be implemented in a storage system 
that is designed and managed according to the disclosure 
provided hereinabove, including with reference to FIGS. 1-5. 
In further examples of the presently disclosed subject matter, 
the system for handling writes in a storage system is not 
limited by some or all of the teachings provided above, in 
particular with reference to FIGS. 1-5. 
0102. It should also be noted that in some examples of the 
presently disclosed Subject matter, the method of handling 
writes in a storage system can be implemented in conjunc 
tions with the teachings provided above, in particular with 
reference to FIGS. 1-5. In further examples of the presently 
disclosed subject matter, the method of handling writes in a 
storage system is not limited by some or all of the teachings 
provided above, in particular with reference to FIGS. 1-5. 
(0103 Reference is now made to FIG. 6, which is a flow 
chart illustration of a method of handling writes in a storage 
system, according to examples of the presently disclosed 
subject matter. Further by way of example, the method laid 
out in FIG. 6 can be implemented by the storage system 
shown in FIG. 1 and described above. Still further by way of 
example, the method laid out in FIG. 6 can be implemented by 
the storage system shown in FIG. 5 and described above. 
Accordingly, by way of non-limiting example, the descrip 
tion of FIG. 6 is made with additional reference to the storage 
system shown in FIG. 1 or with reference to the storage 
system shown in FIG. 5. 
0104. According to examples of the presently disclosed 
subject matter, a snapshot layer 20 of the storage system 100 
can maintain a Volume version data structure 122, that 
includes volume entries for an LU volume and for snapshot 
Volumes associated with the LU volume, wherein for each 
Volume a respective Volume ID is kept, and for each Snapshot 
a timestamp for the Snapshot operation and an indication of a 
connection between a respective target Volume and a source 
volume are kept (block 605). By way of example, a tree data 
structure can be used. Further by way of non-limiting 
example, the Volume version data structure 122 can be imple 
mented in a manner that is similar to the one illustrated in FIG. 
2 and described above with reference to FIG. 2, however any 
other suitable data structure can be used. 
0105 Resuming the description of FIG. 6, according to 
examples of the presently disclosed subject matter, the Snap 
shot layer 20 of the storage system 100 can further maintain 
chunk-version data structures 124, each of which is associ 
ated with a particular Snapshot-layer chunk, and each of 
which includes one or more chunk-version data elements. 
0106. According to examples of the presently disclosed 
Subject matter, each chunk-version data structure can be asso 
ciated with and referenced by a unique Volume ID and logical 
chunk address combination, and each chunk-version data 
element includes a timestamp at a corresponding write to the 
respective logical chunk address and a pointer to storage 
resources associated with the chunk-version data element 
(block 610). Examples of chunk-version data structures, and 
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chunk-version data elements and the use thereof in managing 
of Snapshot Volumes and data versioning were discussed 
above with reference to FIGS. 1-5 and should be regarded, 
according to examples of the presently disclosed subject mat 
ter, as part of the description of the method of handling writes 
in a storage system. 
0107 At some point, a write command can be received by 
the storage system 100. As mentioned above, the write com 
mand can be received at the storage system 100 (block 615) 
through an interface 40, and is passed (possibly after some 
processing at the interface 40) to the snapshot layer 20. 
0108. According to examples of the presently disclosed 
Subject matter, upon receiving the write command at the 
snapshot layer 20, the IO handler 126, which is configured to 
control the processing of the write command in the Snapshot 
layer 20, can be configured to determine whether the write 
command is associated with an existing chunk-version data 
structure (block 620). 
0109 According to examples of the presently disclosed 
Subject matter, each write command references a certain logi 
cal address. Further by way of example, each write command 
references a certain logical unit (or Volume) and a logical 
block or blocks to which it relates. For example, assuming the 
storage system Supports the SCSI storage protocol, a write 
command would include a reference to a logical unit (LU) and 
a LBA or a range of LBAs where the data in the write com 
mand should be saved. Since the address provided to the 
storage system is a logical address, the actual storage location 
of the data can have a different address, but the storage system 
maintains a mapping of logical storage addresses (e.g. Snap 
shot-layer chunks) and the corresponding actual storage loca 
tions where the data is stored in the storage system. As men 
tioned above, more than one virtualization level can be 
implemented, in which case additional layer of logical 
addresses are implemented and further mapping functions, 
table or other means are used. 
0110. As mentioned above, the snapshot layer 20 can 
implement Snapshot layer chunks. Each Snapshot layer chunk 
can be referenced by a unique combination of a LCA address 
(e.g., a number) and Volume ID (for example, the logical unit 
number referenced in the write command). The snapshot 
layer 20 is configured to translate LBAs in a given volume to 
a respective LCA (or LCAs) in the volume. As mentioned 
above, for example, the LBAS can be numerical and range 
from 1-n, and the corresponding LCA can be derived by 
rounding down of the LBA address to the nearest LCA. 
0111. It would be appreciated that a given write command 
can reference a logical address range which is associated with 
more than one Snapshot layer chunk (e.g. two, three. . . . n 
Snapshot layer chunks). It should be noted that the process 
described herein can be implemented with respect to the 
entire logical address range, by repeating the process for each 
one of the snapshot layer chunks with which the write com 
mand is associated, or carrying out multiple instances of the 
process in parallel. For simplicity, and by way of non-limiting 
example, the below description assumes that the write com 
mand is associated with one Snapshot layer chunk. 
0112 According to examples of the presently disclosed 
Subject matter, as part of determining whether the write com 
mand is associated with an existing chunk-version data struc 
ture, the IO handler 126 can search for a chunk-version data 
structure 124 that is associated with the volume ID and with 
the logical chunk address with which the write command is 
associated. For example, in case each chunk-version data 
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structure 124 in the snapshot layer 20 is associated with a 
<volume ID, LCAD combination, the IO handler 126 can 
search for a chunk-version data structure 124 that is associ 
ated with the <volume ID, LCAD with which the write com 
mand is associated. 

0113 Still further by way of example, the storage system 
implementing the method of handling writes can have a struc 
ture that is generally similar to the storage system 500 shown 
in FIG. 5 and described above with reference thereto. The 
snapshot layer 20 of the storage system 500 can further 
include a chunk provisioning data structure 522, in which 
case, in response to receiving a write command, the IO han 
dler 126 can be configured to search the chunk provisioning 
data structure 522 to determine whether the write command is 
associated with an existing chunk-version data structure. As 
described above, the chunk provisioning data structure 522 
can, for example, be implemented as a hash table in which the 
keys are unique <volume ID, LCA combinations which are 
associated with Snapshot layer chunks for which storage 
resources in the storage layer 30 were allocated. By way of 
example, at least in the implementation of the storage system 
500 shown in FIG. 5, an existing chunk-version data structure 
is one for which storage resources in the storage layer 30 were 
allocated. Thus, according to examples of the presently dis 
closed subject matter, to determine whether a given write 
command is associated with an existing chunk-version data 
structure, the IO handler 526 can search the hash table 522 
using the volume ID and the logical chunkaddress with which 
the write command is associated. Yet further by way of 
example, if the search returns null or a corresponding result, 
the IO handler 526 can conclude that the write command is 
not associated with an existing Snapshot-layer chunk. 
0114. According to examples of the presently disclosed 
subject matter, if the IO handler 526 concludes that the write 
command is not associated with an existing Snapshot layer 
chunk, the IO handler 526 can be configured to create a new 
chunk-version data structure 124 and a chunk-version data 
element corresponding to the write command (block 625). 
The chunk-version data structure 124 will be associated with 
the volume ID and LCA with which the write command is 
associated and the Volume version data elements shall include 
a timestamp which corresponds to the state of the counter at 
the time when the write command was received and the stor 
age-layer resources that were allocated for this version of the 
snapshot-layer chunk. The IO handler 526 can then proceed 
to instruct the storage layer 30 to write the write data to the 
storage-layer resources that were allocated for the write com 
mand (block 695). 
0115 The creation of a new chunk-version data structure 
124 and a chunk version data element were discussed above. 
In brief, and by way of example, the IO handler 526 can be 
configured to determine with which Snapshot layer chunk the 
write command is associated, and can add a chunk-version 
data structure 124 whose key is associated with the Snapshot 
layer chunk with which the write command is associated. For 
example, the chunk-version data structure can have a key that 
is comprised of a combination of the volume ID and the 
logical chunk address of the Snapshot-layer chunk. 
0116. The IO handler 526 can then add in connection with 
the write command a new chunk-version data element to the 
new chunk-version data structure 124. The chunk-version 
data element includes a timestamp which corresponds to the 
state of the counter at the time when the write command was 
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received and a pointer to storage layer resources that were 
allocated for storing the write data in the storage layer 30. 
0117. According to examples of the presently disclosed 
Subject matter, as was mentioned above, the storage system 
500 can include a chunk-provisioning data structure 522 and 
a free storage layer resources list 524, and when a write 
command is received at the storage system 500, the IO han 
dler 526 can be configured to search for an existing chunk 
version data structure 124 that is associated with the write 
command using the chunk-provisioning data structure 522. If 
storage layer resources were previously allocated to the Snap 
shot layer chunk with which the write command is associated, 
the chunk-provisioning data structure 522 will include an 
entry for that snapshot layer chunk, otherwise, the search will 
return a null result, indicating that the respective Snapshot 
layer chunk does not exist, or is not initiated or allocated yet. 
0118. According to examples of the presently disclosed 
subject matter, in case the search returned a null, the IO 
handler 526 can be configured to request the free storage layer 
resources list 524 to allocate resources to the snapshot layer 
chunk with which the write command is associated. The IO 
handler 526 can be configured to add to the chunk provision 
ing data structure 522 an entry for the Snapshot layer chunk 
with which the write command is associated, and create a new 
chunk-version data structure 124 which is associated with the 
new key in the chunk provisioning data structure 522. The IO 
handler 126 can be configured to add to the chunk-version 
data structure 124 a chunk-version data element that includes 
a timestamp that indicates the state of the counter at the time 
when the write command was received and a pointer to the 
storage resources that were allocated for storing the write data 
in the storage layer 30. 
0119 Returning now to the description of FIG. 6, in case at 
block 620 it was determined that there is an existing chunk 
version data structure 124 for the snapshot layer chunk that is 
associated with the write command, the IO handler can be 
configured to read a timestamp in a last chunk-version data 
element in the existing chunk-version data structure 124 
(block 630). 
0120) The IO handler 526 can then be configured to deter 
mine whether there was a snapshot in which the volume 
referenced in the write command is a source Volume and in 
which the timestamp associated with the Snapshot operation 
is later than the timestamp in the last chunk-version data 
element (block 635). According to examples of the presently 
disclosed subject matter, in order to determine whether there 
was a snapshot in which the volume referenced in the write 
command is a source Volume, and if such a Snapshot exists, 
whether the timestamp associated with Such at least one Such 
Snapshot operation is later than the timestamp in the last 
chunk-version data element, the IO handler 526 can search 
the volume-version data structure 122 for volume entries 
which are connected to the volume referenced in the write 
command, where the volume referenced in the write com 
mand is a source of a Snapshot operation, and where the 
timestamp for the Snapshot operation is later than the times 
tamp in the last chunk-version data element. For example, 
assuming Volume-version data structure 122 has a tree for 
mat, the search can be carried out with respect to child nodes 
of the node that is associated with the volume referenced in 
the write command (which can be regarded as the parent 
node), and the timestamp on each connector, which connects 
the parent node and its children node, is read to determine if 
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there is a Snapshot operation where the timestamp for the 
Snapshot operation is later than the timestamp in the last 
chunk-version data element. 
I0121 According to examples of the presently disclosed 
Subject matter, in case it is determined that there is no record 
(in the Volume-version data structure) of a Snapshot operation 
where the source volume is the volume referenced in the write 
command, and where the timestamp for the Snapshot opera 
tion is later than the timestamp in the last chunk-version data 
element in the chunk-version data structure 124 that is asso 
ciated with the snapshot layer chunk with which the write 
command is associated, then the IO handler 526 can be con 
figured to overwrite the last chunk-version data element in the 
chunk-version data structure 124 that is associated with the 
Snapshot layer chunk with which the write command is asso 
ciated (block 640). It would be appreciated that in case there 
is not any Snapshot (at all) in which the Volume referenced in 
the write command is a source Volume, the process also 
proceeds from block 635 to block 640. 
I0122. In further examples of the presently disclosed sub 
ject matter, in connection with determining whether a chunk 
version data element should overwrite an existing Volume 
version data structure or not, the IO handler 526 can be 
configured to search for a Snapshot operation whose source is 
the volume referenced in the write command, and if there is 
no such Snapshot (a Snapshot whose source is the Volume 
referenced in the write command), or if all Snapshot opera 
tions whose source is the volume reference in the write com 
mand have a timestamp that is earlier than or equal to the 
timestamp in the last chunk-version data element in the 
respective chunk-version data structure, the IO handler 526 
can be configured to determine that the last chunk-version 
data element can be overwritten. 
I0123. According to examples of the presently disclosed 
Subject matter, the overwrite operation can involve updating 
the storage resources that were allocated to the last chunk 
version data element with the write data in the current write 
command, and optionally updating the timestamp in the last 
chunk-version data element with the timestamp that indicates 
the state of the counter at the time when the current write 
command was received. As mentioned, in case the last chunk 
version data element is overwritten, there is no need to allo 
cate further storage layer resources, and the storage layer 
resources that were previously allocated to the last chunk 
version data element can be used for storing the new write 
data. By way of example, the write data can be used to update 
and/or overwrite the data in the storage layer resources which 
were allocated to the overwritten chunk-version data element. 
0.124. According to examples of the presently disclosed 
subject matter, if however at block 635 it was determined that 
there was a snapshot in which the volume referenced in the 
write command is a source Volume and in which the times 
tamp associated with the Snapshot operation is later than the 
timestamp of the last chunk-version data element, the IO 
handler 126 can be configured to maintain the last chunk 
version data element in the chunk-version data structure that 
is associated with the write command, and the IOhandler 126 
can be configured to add to the chunk-version data structure a 
new chunk-version data element for the current write com 
mand (block 645). 
0.125. According to examples of the presently disclosed 
subject matter, in case block 645 is implemented, the IO 
handler can be configured to request allocation of storage 
layer resources, for example, through the free storage layer 
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resources list 524. The allocated storage layer resources are 
then removed from the free storage layer resources list. As 
mentioned above, the allocated storage layer resource can be 
a list or a range of storage layer block, a segment or segments 
of storage layer block or a storage layer chunk. In case storage 
layer blocks or a storage layer segment or segments are allo 
cated, the allocation can correspond to the extent of write data 
in the write command (the storage space can be less than the 
full size of snapshot layer chunk), or the allocation of the 
storage layer block or segments can be in an extent which 
corresponds to the full size of a Snapshot layer chunk. 
0126 The IO handler 126 can be configured to add a new 
chunk-version data element to the chunk-version data struc 
ture with which the write command is associated. The new 
chunk-version data element includes a reference to the Stor 
age layer resources that were allocated to the new version of 
the Snapshot layer chunk, and the timestamp which represents 
the state of the counter at the time when the write command 
was receive, e.g., a current timestamp. It would be appreci 
ated that the new chunk-version data element becomes the 
last chunk-version data element in the respective chunk-ver 
sion data structure. 
0127. Following the addition of the new chunk-version 
data element to the chunk-version data structure with which 
the write command is associated, the IO handler 126 can 
proceed to instruct the storage layer 30 to write the write data 
in the storage resources that were allocated for the write 
command (block 695). 
0128. It would be appreciated, that the new chunk-version 
data element for the current write command will become the 
last chunk-version data element in the chunk-version data 
structure with which the write command is associated. 
0129. There is now provided a description of the handling 
by a storage system in accordance with examples of the 
presently disclosed subject matter of a series of write com 
mands. The following description can be used as an example 
of an implementation of the method of handling writes in a 
storage system, according to examples of the presently dis 
closed subject matter, which was described above including 
with reference to FIG. 6. 
0130 Reference is now made to FIG. 7, which is a graphi 
cal illustration of a chunk-version data structure, and the 
chunk-version data elements contained therein, at different 
time instants, according to examples of the presently dis 
closed subject matter. For the sake of illustration, the scenario 
depicted in FIG. 7 corresponds with the volume-version data 
structure shown in FIG. 2. In addition, the chunk-version data 
structure illustrated in FIG. 7 can be implemented by a stor 
age system such as the one illustrated in FIG. 1 and described 
above. The chunk-version data structure illustrated in FIG. 7 
can also be implemented by a storage system such as the one 
illustrated in FIG. 5 and described above. It would be appre 
ciated that the chunk-version data structure illustrated in FIG. 
7 can be implemented by other suitably structured and con 
figured storage systems and is not necessarily limited to the 
specific storage system examples used herein. 
0131. In FIG. 2 the volume which is associated with vol 
ume ID LU1 is created at T 0. As mentioned above, in 
response to the Volume create command, the Snapshot layer 
20 can create a Volume-version data structure and record in 
the volume-version data structure the volume ID of the new 
volume (LU1). Since this is the first volume in the volume 
version data structure, LU1 is located at the root of the data 
structure (in case a tree data structure is used). This operation 
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can be managed and controlled by an IO handler (referenced 
126 in FIG. 1), which is implemented in the snapshot layer 20 
or, in a further example, by a dedicated Volume-version con 
troller. 
0.132. According to the example scenario depicted in FIG. 
7, at time instant 702 a write command is received and pro 
cessed in the storage system. As mentioned above, the storage 
system can implement a clock, a timer, or a counter which can 
be used to provide a timestamp for Volume operations or for 
any other events of interest in the storage system. By way of 
example, at time instant 702, when the write command that is 
received, the counter State is T 2 and so the write command 
is associated with the logical timestamp T 2. Further by way 
of example, the write commandatinstant 702 references LU1 
and LBAS 520-522. According to examples of the presently 
disclosed subject matter, each LBA is 8 bytes in size, and each 
chunk is 128 kb in size. Thus, the snapshot layer determines 
that the write command is associated with LCA2 in volume 
LU1. According to examples of the presently disclosed Sub 
ject matter, the Snapshot layer 20 (e.g., using the IO handler 
126) can determine whether there is an existing chunk-ver 
sion data structure for <LU1, LCA2>. If necessary, a data 
structure for LCA2 in volume LU1 can be created. 

0.133 At instant 702, the chunk-version data structure for 
LCA2 in volume LU1 includes a chunk-version data element 
with the timestamp T 2 and a reference to SRAS 512-767. 
According to examples of the presently disclosed subject 
matter, the chunk-version data structure for LCA2 in volume 
LU1 can be created when the first write command referencing 
LCA2 in volume LU1 (or associated therewith) is received at 
the storage system 100, however, in other examples the 
chunk-version data structure can be created in advance, for 
example, when the volume (in this case LU1) is created. 
I0134. According to examples of the presently disclosed 
subject matter, the snapshot layer 520 (e.g., using the IO 
handler 526) can receive the write command and determine, 
for example according to the mapping scheme that was 
described above, that the logical address referenced in the 
write command is associated with LCA2 in volume LU1. It 
would be appreciated that the aforementioned mapping 
scheme is merely an example, and that other mapping 
schemes can be devised an implemented in the storage system 
according to examples of the presently disclosed subject mat 
ter. 

I0135. As was described above, when an incoming write 
command is received at the snapshot layer 520, the IO handler 
526 (or any other snapshot layer controller) can be configured 
to consult a chunk provisioning data structure 522 to deter 
mine whether storage layer resources were allocated to the 
Snapshot layer chunk with which the write command is asso 
ciated. For the sake of illustration, it is to be noted that at some 
point after the creation of LU1, in this case at time instant 702, 
a write command which is addressed to LU1 may be received 
at the storage system, and in this case the write command 
references LBAS 520-522 in LU1. Further by way of 
example, according to the mapping scheme that is imple 
mented by the IO handler 526, it is determined that the write 
command is associated with Snapshot-layer chunk referenced 
by LCA2 in the volume LU1. 
0.136 The IO handler 526 (or any other snapshot layer 
controller) than uses the key <LU1, LCA2> to search the 
chunk provisioning data structure 522 to determine whether 
storage layer resources were allocated to the Snapshot layer 
chunk with which the write command is associated. Accord 
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ing to the scenario of FIG. 7, the data in the chunk provision 
ing data structure 522 indicates that the Snapshot-layer chunk 
associated with the key <LU1, LCA2D has not been provi 
Sioned yet. Accordingly, the handler 526 can request alloca 
tion of storage layer resources for this Snapshot layer chunk 
from the free storage layer resource list 524. Further by way 
of example, according to the scenario in FIG. 7, the SRAs 
512-767 are allocated for the snapshot layer chunk <LU1, 
LCA2>. Still further by way of example, the chunk-provi 
sioning data structure 522 is updated to indicate that the 
Snapshot layer chunk <LU1, LCA2D was provisioned, and a 
chunk-version data structure 122 is created for the snapshot 
layer chunk <LU1, LCA2>. Further by of example the entry 
in the chunk-provisioning data structure 522 which is asso 
ciated with <LU1, LCA2D includes a pointer to the chunk 
version data structure 122 that is associated with the snapshot 
layer chunk with which the <LU1, LCA2D is associated. 
0.137 According to examples of the presently disclosed 
subject matter, further in response to the allocation of the 
SRAS to the Snapshot layer chunk, a chunk-version data ele 
ment 124 is added to the chunk-version data structure 122. 
The timestamp T 2 that was read from the counter when the 
respective write command was received (or at any other pre 
defined time when the write command is processed) is 
included in the chunk-version data element, as well as the 
storage layer resources that were allocated for the current 
version of the Snapshot layer chunk, which are in this case 
SRAS 512-767. 

0138. The IO handler 126 can then instruct the storage 
layer to write the write data in the SRAs that were allocated 
for the current version of the snapshot layer chunk. 
0139 Next, at instant 704, the state of the chunk-version 
data structure that is associated with the Snapshot layer chunk 
<LU1, LCA2> is shown, after a further write command that is 
associated with this chunk is received and processed. The 
second write command to the Snapshot layer chunk <LU1, 
LCA2> is received when the logical counter is at T 3. 
According to examples of the presently disclosed subject 
matter, the IO handler 526 searches for the <LU1, LCA2> key 
in the chunk provisioning data structure 522, and finds it. This 
indicates that there is an existing chunk-version data structure 
124 for this snapshot layer chunk. The IO handler 526 is then 
configured to read the timestamp in the last chunk-version 
data structure in the chunk-version data structure 124. At this 
point, there chunk-version data structure 124 only includes a 
single chunk-version data element, the one that is associated 
with the timestamp T 2, and thus, the IO handler 526 deter 
mines that the timestamp of the last chunk-version data ele 
ment in the relevant chunk-version data structure 124 is T 2. 
0140 Next, the IO handler 526 is configured to query the 
Volume-version data structure 122 to determine if there was a 
snapshot operation where the volume referenced in the write 
command is a source Volume, and if there is no Snapshot 
operation whose source is the volume referenced in the write 
command, or if all Snapshot operations whose source is the 
Volume referenced in the write command have a timestamp 
that is earlier than or equal to the timestamp in the last chunk 
version data element, the IO handler 526 can determine that 
the last chunk-version data element in the chunk-version data 
structure can be overwritten. It would be appreciated that 
there may be multiple Snapshot operations which trace back 
to the volume referenced in the write command and which 
have a timestamp that is earlier than or equal to the timestamp 
of the last chunk-version element. 
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0.141. In the case of the write command that is processed at 
instant 704 there is no snapshot operation whose source is the 
Volume referenced in the write command, and thus the IO 
handler 526 is configured to overwrite the last chunk-version 
data element in the relevant chunk-version data structure 124 
with a chunk-version data element for the current write com 
mand. According to examples of the presently disclosed Sub 
ject matter, overwriting the last chunk-version data element 
with a chunk-version data element for the current write com 
mand can include: overwriting the timestamp listed in the 
chunk-version data element with the timestamp for the cur 
rent write command, and overwriting and/or updating the 
storage layer resources that are allocated to this chunk-ver 
sion data element with the write data from the new write 
command. According to examples of the presently disclosed 
Subject matter, the updating of the timestamp and the over 
writing/updating of data in the storage layer can be carried out 
as a single atomic operation. 
0142. In the scenario shown in FIG. 7, at time instant 704, 
the last chunk-version data element in the chunk-version data 
structure that is associated with <LU1, LCA2 is updated, 
and the timestamp T 2 is replaced with the timestamp T 3. 
In addition, the data in the SRAS 512-767 is overwritten 
and/or updated to include the new write data. Further by way 
of example, if the write data in the write command that is 
associated with T 3 overlaps with some (or all) of the write 
data that was previously stored in the storage resources that 
are allocated to the chunk-version data element, the new write 
data will overwrite the existing data. Any non-overlapping 
data is used to update the allocated Storage resources (there is 
no data there old data to overwrite). 
0143 Moving forward with the description of FIG. 7, at 
time instant 706 the chunk-version data structure that is asso 
ciated with <LU1, LCA2> includes two chunk-version data 
elements. The chunk-version data element from instant 704 
(the one which includes the timestamp T 3 and references 
SRAS 512-767) is retained, and a chunk-version data element 
which includes the timestamp T 8 and references SRAS 
768-1023 is additionally included in the chunk-version data 
structure. The inclusion of two (or three, four, ..., n) chunk 
version data elements in a single chunk-version data structure 
indicates that, in addition to the last version of the respective 
Snapshot-layer chunk, a (one or two, three. . . . . (n-1)) 
previous version(s) of this Snapshot-layer chunk is required 
by the snapshot layer and cannot be overwritten or discarded. 
According to examples of the presently disclosed subject 
matter, the IO handler 126 can be configured to maintain a 
chunk-version data element that is associated with a previous 
version of the respective Snapshot-layer chunk when this 
respective version of the Snapshot-layer chunk is required by 
a snapshot Volume (or by Snapshot Volumes) that was created 
Subsequent to the creation of this version of the Snapshot 
layer chunk. The Snapshot Volume can be a direct Snapshot of 
the volume with which the chunk-version data element is 
associated or it can or a source Volume of a Snapshot Volume 
that is the source Volume in a later Snapshot operation, in case 
of a series of Snapshot operations which trace back to the 
Volume referenced in the write command. 

0144. For illustration, there is provided a description of a 
series of events which according to examples of the presently 
disclosed subject matter could have led to the state of the 
chunk-version data structure that is associated with <LU1, 
LCA2D at time instant 706. The events start after time instant 
704, when a further write command that is associated with the 
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snapshot-layer chunk <LU1, LCA2D is received. The write 
command is received when the logical counter is at T 8. 
According to examples of the presently disclosed subject 
matter, the IO handler 526 searches for the <LU1, LCA2> key 
in the chunk provisioning data structure 522, and finds it. This 
indicates that there is an existing chunk-version data structure 
124 for this snapshot layer chunk. The IO handler 526 is then 
configured to read the timestamp in the last chunk-version 
data structure in the chunk-version data structure 124. At this 
point, there chunk-version data structure 124 includes a 
single chunk-version data element which includes the times 
tamp T 3, and thus, the IO handler 526 determines that the 
timestamp of the last chunk-version data element in the rel 
evant chunk-version data structure 124 is T 3. 
0145 Next, the IO handler 526 is configured to query the 
Volume-version data structure 122 to determine if there was a 
snapshot operation where the volume referenced in the write 
command is a source Volume, and if there was such a Snapshot 
operation, the IO handler is configured to determine whether 
the timestamp that is associated any of Such Snapshot opera 
tions is earlier than or equal to the timestamp of the last 
chunk-version element in the respective chunk-version data 
structure. It would be appreciated that there may be multiple 
snapshot operations which trace back to the volume refer 
enced in the write command and which have a timestamp that 
is earlier than or equal to the timestamp of the last chunk 
version element. 

0146 Thus, according to examples of the presently dis 
closed subject matter, at time instant 706, the IO handler 526 
determines that an overwrite of the existing chunk-version 
data element (the one associated with T 3) is not appropriate 
(the snapshot from LU1 to LU2 has a timestamp T 7 which 
is later than T 3), and the IO handler 526 creates a new 
chunk-version data element. For example, the IO handler 526 
can request an allocation of storage layer resources from the 
free storage layer resources list 524. By way of example, for 
the chunk-version data element that is associated with times 
tamp T 8, the free storage layer resources list allocated 
blocks 768-1023. The IO handler updates the chunk provi 
sioning data structure 522, and as a result, at instant 706 the 
chunk-version data structure includes, in addition to the 
chunk-version data element associated with the timestamp 
T 3, a chunk-version data element that is associated with 
timestamp T 8, and each of the two chunk-version data 
elements is associated with a different set of storage layer 
blocks in a size which corresponds to a Snapshot layer chunk. 
0147 The state of the chunk version data structure at 
instant 708 in the scenario illustrated in FIG. 7, by way of 
example, reflects the receipt of a write command referencing 
LU2 and LBA 524-526. For example, instant 708 immedi 
ately follows instant 706. The write command is received 
when the logical counter is at T 8. According to examples of 
the presently disclosed subject matter, the IO handler 526 
searches for the <LU2, LCA2> key in the chunk provisioning 
data structure 522, and finds it. It is assumed here, that the 
snapshot layer chunk associated with <LU2, LCA2 had a 
previous version, but there are no Snapshots whose timestamp 
is earlier than or equal to T 8. Accordingly, the write com 
mand that was received at instant 708 can overwrite or update 
the previous data, and the same storage layer resource that 
were allocated to the previous version of the snapshot layer 
chunkassociated with <LU2, LCA2 can be used for storing 
the write data from the new write request, as was described 
above. The data in the chunk version data element that is 
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associated with the key <LU2, LCA2> is updated in accor 
dance with the current timestamp and the storage layer 
resources associated with the write operation. As is shown in 
FIG. 7, the update to chunk version data element that is 
associated with the key <LU2, LCA2D does not affect the 
chunk version data element that is associated with the key 
<LU1, LCA2D. 
0.148. According to a further aspect of the presently dis 
closed subject matter, there is provided a method of handling 
reads in a storage system. According to examples of the 
presently disclosed Subject matter, the method of handling 
reads in a storage system can include: maintaining a Volume 
version data structure including volume entries for the LU 
volume and for snapshot volumes associated with the LU 
volume, wherein for each volume a respective volume ID is 
kept, and for each Snapshot a timestamp for the Snapshot 
operation and an indication of a connection between a respec 
tive target Volume and a source Volume are kept; maintaining 
chunk-version data structures, each of which is associated 
with a Volume ID and a logical chunk address which is asso 
ciated with a plurality of logical blocks, and each of which 
includes one or more chunk version data elements, wherein 
each chunk version data element includes a timestamp that 
indicates the state of a counter when a corresponding write to 
the respective logical chunk address was received and a 
pointer to storage resources associated with the chunk-ver 
sion element; in response to receiving a read command at the 
storage system referencing a plurality of logical blocks, ini 
tializing a read pointer with a volume ID and a logical chunk 
address with which the read command is associated, and 
setting a time-marker to a current process counter state; 
searching for a chunk-version data structure which is associ 
ated with the chunk read pointer, and if exists, reading data 
from Storage resources referenced in a last chunk-version 
data element of the chunk-version data structure whose 
timestamp is not later than a current time-marker, wherein in 
case there are one or more logical blocks that are referenced 
in the read command and for which valid data was not yet 
searched, searching the Volume-version data structure for an 
indication of a snapshot operation in which the volume ID in 
the read pointer is a target of a Snapshot operation, and if the 
indication exists updating the read pointer with the volume ID 
of a source of the Snapshot operation, and updating the time 
marker with the timestamp of the Snapshot operation; and 
repeating, using the updated read pointer and the updated 
time-marker, the search for a chunk-version data structure, 
the search for a last chunk version data element, the reading of 
the data, the search of the volume-version data structure, the 
update of the read pointer, and the update of the time-marker 
with the timestamp for the Snapshot operation. 
0149 According to examples of the presently disclosed 
Subject matter, the operations are repeated using an updated 
read pointer and an updated time-marker until all the data 
associated with one or more of the plurality of logical blocks 
referenced in the read command is obtained, orifat one of the 
iterations of the process no chunk version data element was 
found in the chunk-version data structure which is associated 
with the (current) chunk read pointer or if there is no chunk 
version data element in the chunk-version data structure 
whose timestamp is not later than a current time-marker, 
adding invalid values to a read response for the remaining 
logical blocks. 
0150. For sake of clarity, it should be noted that FIGS. 1-7 
and the description thereof which was provided above, should 
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be regarded, according to examples of the presently disclosed 
subject matter, as part of the description of the method of 
handling reads in a storage system, which is now described. It 
should be further noted that the method of handling reads in a 
storage system can be implemented in a storage system that is 
designed and managed according to the disclosure provided 
hereinabove, including with reference to FIGS. 1-7. In further 
examples of the presently disclosed subject matter, the system 
for handling reads in a storage system is not limited by some 
or all of the teachings provided above, in particular with 
reference to FIGS. 1-7. 

0151 Reference is now made to FIG. 8, which is a flow 
chart illustration of a method of handling reads in a storage 
system, according to examples of the presently disclosed 
subject matter. Further by way of example, the method laid 
out in FIG. 8 can be implemented by the storage system 
shown in FIG. 1 and described above. Still further by way of 
example, the method laid out in FIG. 8 can be implemented by 
the storage system shown in FIG. 5 and described above. 
Accordingly, by way of non-limiting example, the descrip 
tion of FIG. 8 is made with additional reference to the storage 
system shown in FIG. 1 or with reference to the storage 
system shown in FIG. 5. 
0152. According to examples of the presently disclosed 
Subject matter, a Volume-version data structure including Vol 
ume entries for a LU volume and for Snapshot Volumes asso 
ciated with the LU volume can be kept (block 805). For each 
volume a respective volume ID can be kept in the volume 
version data structure, and for each snapshot a timestamp for 
the Snapshot operation and an indication of a connection 
between a respective target Volume and a source Volume can 
be kept in the volume-version data structure. The structure 
and the management of the Volume-version data structure was 
described above with reference to FIGS. 1-7 and the teach 
ings provided above are also applicable here. 
0153. One or more chunk-version data structures can also 
be maintained, where each one of the chunk-version data 
structures is associated with a Volume ID and a logical chunk 
address (block 810). Each logical chunkaddress is associated 
with a plurality of logical blocks. In each chunk-version data 
structure, one or more chunk version data elements can be 
included, where each chunk version data element includes a 
timestamp at a corresponding write to the respective logical 
chunk address and a pointer to storage resources associated 
with the chunk-version data element (block 815). The struc 
ture and the management of a chunk-version data structure 
and of a chunk version data element was described above with 
reference to FIGS. 1-7 and the teachings provided above are 
also applicable here. 
0154) At some point, a read command can be received 
(block 820) at the storage system and can be processed in the 
Snapshot layer. The read command can reference a plurality 
of logical blocks (e.g., LBAS). According to examples of the 
presently disclosed Subject matter, in response to receiving 
the read command at the storage system, a time-marker can be 
set to a current counter state (block 825). Further by way of 
example, and still further in response to receiving the read 
command at the storage system, a read pointer can be initial 
ized with a volume ID and a logical chunkaddress with which 
the read command is associated (block 830). 
0155 Once the initialization is completed, a iterative pro 
cess can commence. The iterative process can consist of Zero 
or more (zero, one, two, ..., n) iterations. At block 835 it is 
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determined whether there is a chunk-version data structure 
which is associated with a current chunk read pointer. 
0156 According to examples of the presently disclosed 
subject matter, if at block 835 it is determined that there is a 
chunk-version data structure which is associated with the 
chunk read pointer, the process can process to block 840, 
where it can be determined whether there is a last chunk 
version data element in the chunk version data structure 
whose timestamp is not later than a current time-marker 
(block 840). If it is determined that there is a chunk-version 
data structure which is associated with the chunk read pointer, 
and that there is a chunk version data element in the chunk 
version data structure whose timestamp is earlier than or 
equal to a current time-marker, then the last chunk version 
data element in the chunk version data structure whose times 
tamp is earlier than or equal to a current time-marker is 
selected. From this last chunk version data element, the RSAs 
which are referenced therein are obtained (e.g., read), and the 
data that is stored in the RSAs which are referenced in the last 
chunk version data element is read (block 845). 
0157 According to examples of the presently disclosed 
subject matter, the data that is read in block 845 can be 
temporarily stored in a read buffer (not shown). It would be 
appreciated that several read operations may be required in 
order to generate a complete response to the read command. 
0158. After the data is read from the storage layer, in block 
850 it is determined the process was implemented for all of 
the LBAs that were referenced in the read command. In case 
in block 850 it is determined that the process was indeed 
implemented for all of the LBAs that were referenced in the 
read command, a response to the read command can be gen 
erated with the data that was obtained from the storage layer 
and/or with invalid data indication(s) for LBAs that were 
referenced in the read command and for which valid data 
could not be obtained from the storage system (block 855). 
The invalid indications can be, for example, Zero values. 
0159 Resuming the description of the examples of the 
presently disclosed subject matter illustrated in FIG. 8, if at 
block 835 it is determined that there is no chunk-version data 
structure which is associated with a current chunk read 
pointer, or if is determined, after the execution of block 850, 
that a further iteration of the process may be required, i.e., 
when it is determined at block 850 that there is at least one 
more LBA that was referenced in the read command and in 
respect of which the search for write data in the storage layer 
was not yet implemented or completed, block 86.0 may be 
implemented, where it can be determined whether there is a 
snapshot operation in which the volume referenced in the read 
pointer is a target of a Snapshot operation whose associated 
timestamp is earlier than or equal to the current time-marker. 
0.160) If it is determined, e.g., according to the volume 
version data structure, that there exists a Snapshot operation in 
which the volume referenced in the read pointer is a target of 
a Snapshot operation, and that Snapshot operation is associ 
ated with a timestamp that is earlier than or equal to the 
current time-marker, the read pointer can be updated with the 
volume ID of the snapshot source (block 865), and the time 
marker can be updated with the timestamp immediately pre 
ceding the timestamp of the Snapshot operation (Snapshot 
timestamp—1) (block 870), and from there the process 
returns to block 835, which was described above. 
0.161 According to examples of the presently disclosed 
subject matter, the evaluation in block 860 can be imple 
mented when: 
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(0162 a. after the execution of block 835 it is determined 
there is no chunk-version data structure which is asso 
ciated with the current chunk read pointer, or 

(0163 b. after the execution of block 840 it is determined 
that in the chunk-version data structure which is associ 
ated with the current chunk read pointer there isn't a 
chunk version data element whose timestamp is earlier 
than or equal to a current time-marker, or 

(0164 c. after the execution of block 850 it is determined 
that a furtheriteration of the process may be required, it 
is determined at block 850 that there is at least one more 
LBA that was referenced in the read command and in 
respect of which the search for write data in the storage 
layer was not yet implemented or completed. 

0.165 According to further examples of the presently dis 
closed Subject matter, a response to the read command can be 
generated with the data that was obtained from the storage 
layer and/or with invalid data indication(s) for LBAs that 
were referenced in the read command and for which valid 
data could not be obtained from the storage system (block 
855), when it is determined that: 

(0166 a. after the execution of block 850 it is determined 
that the search for write data in the storage layer was 
carried out for each one of the LBAs referenced in the 
write command, or 

(0167 b. after the execution of block 860 it is determined 
that there is no Snapshot operation in which the Volume 
referenced in the read pointer is a target of a Snapshot 
operation whose associated timestamp is earlier than or 
equal to the current time-marker. 

0.168. It would be appreciated that in some examples of the 
presently disclosed subject matter, the process illustrated in 
FIG.8 when implemented with the volume version data struc 
ture, the chunk version data structure and possibly also the 
chunk provisioning data structure and the free storage layer 

Logical 
Timestamp 

T O User creates 
LU 1: 

T O Write to 

T O Read from 
LU1*, LBA 

IO Command 
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resources list, can Support an efficient and reliable storage 
system which implements Snapshots (including revert opera 
tions) and manages multiple chunk layer versions. 
0169. There is provided below Table 1 that is accompanied 
by FIG.9, which together illustrate an example of a scenario 
that involves a series of operations that are carried out accord 
ing to examples of the presently disclosed subject matter. The 
operations in Table 1 are responsive to Snapshot create com 
mands, Volume restore command, read commands and write 
commands, and are processed using examples of a method of 
managing a storage system, examples of a method of han 
dling writes in a storage system, and examples of a method of 
handling reads in a storage system, all of which according to 
examples of the presently disclosed subject matter. FIG. 9 
provides a schematic illustration of one example of a possible 
implementation of the Volume-version data structure and cor 
responds to operations included in Table 1, according to 
examples of the presently disclosed Subject matter. 
(0170 Each row in Table 1 is associated with a certain 
Snapshot create command, Volume restore command, read 
command or write command. The cells in the leftmost col 
umn in Table 1 list the logical timestamp that is associated 
with the IO command with which the respective row is asso 
ciated. The cells in the second to last column from the left, 
each include a description of the IO command to which the 
respective row relates. The cells in the second to last column 
from the right, provide a description of the main operations 
that take place in the Snapshot layer in response to the respec 
tive IO command. The cells in the rightmost column provide 
the number of the storage layer chunk that is involved in the 
servicing of the IO command. In this regard, it would be 
recalled that the free storage layer resources list 524 that was 
described above with reference to FIG. 5 can hold storage 
layer chunks which are enumerated, with each storage layer 
chunk being associated with a corresponding set of Storage 
layer blocks of a certain size. 

TABLE 1 

Storage Layer 
Snapshot IO algorithm Chunk No. 

A volume-version data structure is created 
and LU1 is added to the volume-version data 
structure (at the root). 
Is there a Snapshot layer chunk registered in 
the chunk provisioning data structure that is 
associated with <LU1, LBA1000> --> No 
Request an allocation of storage layer 
resources from the free storage layer 
resource list -> storage layer chunk <0.000> is 
allocated 
Indicate in the chunk provisioning data 
structure that the Snapshot layer chunk that 
is associated with <LU1, LBA1000> was 
provisioned, and create a chunk-version data 
structure and register it in the chunk 
provisioning data structure using the key 
<LU1, LBA1000>. 
Create a chunk-version data element in the 
chunk-version data structure that is 
associated with <LU1, LBA1000 and include 
in the chunk-version data element the 
timestamp <T O> and the allocated storage 
layer chunk <0.000>. 
Is there a chunk version data structure that is 
associated with <LU1, LBA1000>? -> YES 
Is there a chunk version data element (in the 
chunk version data structure that is 
associated with <LU1, LBA1000>) whose 
timestamp is earlier than or equal to T. O'? -> 
YES 

OOOO 

OOOO 



US 2014/0344539 A1 

Logical 
Timestamp IO Command 

Read to LU1, 
LBA3OOO 

T 1 Create 
Snapshot 
from LU 1* 
to LU 2 

T 1 Read from 
LU2, LBA 
1OOO 

Create 
Snapshot 
from LU 2 to 
LU 3 

Create 
Snapshot 
from LU 1* 
to LU 4 

Create 
Snapshot 
from LU 2 to 
LU 5 
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TABLE 1-continued 

Snapshot IO algorithm 

Select the last chunk version data element (in 
he chunk version data structure that is 
associated with <LU1, LBA1000>) whose 
imestamp is earlier than or eual to T O and 
read data from the storage layer according to 
he storage layer chunk no. referenced in the 
selected chunk version data element. --> 
Read data from 0000 
Search conducted for all logical blocks 
referenced in the read command? -> YES 
Respond to read command -> Generate read 
response with the data stored in the SRAS 
associated with storage layer chunk no. 0000 
S there a chunk version data structure that is 
associated with <LU1, LBA3000>? -> No 
Respond to read command -> Generate read 
response with invalid values (Zeros) to 
indicate formatted data in the storage 
system for the logical address referenced in 
he write command. 
Add LU2 to the volume-version data 
structure with a connector from LU1 (the 
source volume) to LU2 (the target volume) to 
indicate a Snapshot operation and from LU1 
oLU2 and on the connector write the 
imestamp <T 1 > 
S there a chunk version data structure that is 
associated with <LU2, LBA1000>? -> No 
S there a Snapshot operation in which LU2 is 
a target and which is associated with a 
imestamp that is earlier than or equal to 12 
-> Yes (LU1) 
Update the read pointer with the volume ID 
of the Snapshot source -> read pointer = LU1 
Update the time marker with the timestamp 
or the Snapshot operation -1 ->time 
marker = TO 
S there a chunk version data structure that is 
associated with <LU1, LBA1000>? -> Yes 
S there a chunk version data element (in the 
chunk version data structure that is 
associated with <LU1, LBA1000>) whose 
imestamp is earlier than or equal to T 0? -> 
YES 
Select the last chunk version data element (in 
he chunk version data structure that is 
associated with <LU1, LBA1000>) whose 
imestamp is earlier than or equal to T 0 and 
read data from the storage layer according to 
he storage layer chunk no. referenced in the 
selected chunk version data element. --> 
READ DATA FROM OOOO 
Search conducted for all logical blocks 
referenced in the read command? -> YES 
Respond to read command -> Generate read 
response with the data stored in the SRAS 
associated with storage layer chunk no. 0000 
Add LU3 to the volume-version data 
structure with a connector from LU2 (the 
source volume) to LU3 (the target volume) to 
indicate a Snapshot operation and from LU2 
to LU3 and on the connector write the 
timestamp <T 2> 
Add LU4 to the volume-version data 
structure with a connector from LU1 (the 
source volume) to LU4 (the target volume) to 
indicate a Snapshot operation and from LU1 
to LU4 and on the connector write the 

Add LU5 to the volume-version data 
structure with a connector from LU2 (the 
source volume) to LU5 (the target volume) to 
indicate a Snapshot operation and from LU2 

timestamp <T 3> 

Storage Layer 
Chunk No. 

Pointer 
to Zero 
buffer 

OOOO 
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Logical 
Timestamp IO Command 

T 4 Write to LU1, 
LBA3OOO 

T 4 Write to LU5, 
LBA3OOO 

T 4 Read from 
LU1, LBA 
3OOO 

T 5 Create 
Snapshot of 
type 
REVERT 
from LU 5 to 
LU 1 

T 5 Read from 
LU1, LBA 
3OOO 

21 

TABLE 1-continued 

Snapshot IO algorithm 

to LU5 and on the connector write the 
timestamp <T 4> 
Is there a Snapshot laye 
the chunk provisioning 
associated with <LU1, 

r chunk registered in 
data structure that is 
LBA3OOO> --> No 

Request an allocation of storage layer 
resources from the free storage layer 
resource list -> Storage layer chunk <1000> is 
allocated 
Indicate in the chunk provisioning data 
structure that the Snapshot layer chunk that 
is associated with <LU1, LBA3000 was 
provisioned, and create 
structure and register it 

a chunk-version data 
in the chunk 

provisioning data structure using the key 
<LU1, LBA3000>. 
Create a chunk-version data element in the 
chunk-version data structure that is 
associated with <LU1, LBA3000 and include 
in the chunk-version data element the 
timestamp <T 4> and 
layer chunk <1000>. 

the allocated storage 

Is there a Snapshot layer chunk registered in 
the chunk provisioning data structure that is 
associated with <LU5, LBA3000> --> No 
Request an allocation o 
resources from the free 

f storage layer 
storage layer 

resource list -> Storage layer chunk <2000> is 
allocated 
Indicate in the chunk provisioning data 
structure that the Snapshot layer chunk that 
is associated with <LU5, LBA3000 was 
provisioned, and create 
structure and register it 

a chunk-version data 
in the chunk 

provisioning data structure using the key 
<LU5, LBA3000>. 
Create a chunk-version 
chunk-version data stru 
associated with <LU5, 

ata element in the 
cture that is 
LBA3000> and include 

in the chunk-version data element the 
timestamp <T 4> and 
layer chunk <2000>. 

he allocated storage 

Is there a chunk version data structure that is 
associated with <LU1, 
Is there a chunk version data element (in the 
chunk version data structure that is 
associated with <LU1, LBA3000>) whose 
timestamp is no greater than T 42 -> YES 
Select the last chunk version data element (in 
the chunk version data structure that is 
associated with <LU1, LBA3000>) whose 
timestamp is no greater than (earlier than or 
equal to) T 4 and read 
layer according to the S 
no. referenced in these 

ata from the storage 
orage layer chunk 
ected chunk version 

data element. --> READ DATA FROM 1000 
Search conducted for a I logical blocks 
referenced in the read command? -> YES 
Respond to read command -> Generate read 
response with the data stored in the sras 
associated with storage layer chunk no. 1000 
Add a new node to the volume-version data 
structure referenced with LU1 and add a 
connector from LU5 (the source volume) to 
LU1 (the target volume 
Snapshot operation and 
the connector write the 
mark the previous node 

) to indicate a 
from LU5 to LU1, on 
timestamp <T 5> 
that was reference 

with LU1 as REMOVED 
Is there a chunk version data structure that is 
associated with <LU1, LBA3000>? -> No 
Is there a Snapshot operation in which LU1 is 
a target and which is associated with a 
timestamp that is earlier than or equal to 5? 
-> Yes (LU5) 

Storage Layer 
Chunk No. 

1OOO 

2OOO 

1OOO 

2OOO 
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T 6 

T 6 

IO Command 
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Snapshot 
from LU 1 to 
LU 6 

Write to LU2, 
LBA 1 OOO 

Create 
Snapshot 
from LU 6 to 
LU 7 

Write to LU1, 
LBA 1 OOO 
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TABLE 1-continued 

Snapshot IO algorithm 

Update the read pointer with the volume ID 
of the Snapshot source -> read pointer = LU5 
Update the time marker with the timestamp 
or the Snapshot operation -1 ->time 
marker = T 4 
S there a chunk version data structure that is 
associated with <LU5, LBA3000>? -> Yes 
S there a chunk version data element (in the 
chunk version data structure that is 
associated with <LU5, LBA3000>) whose 
imestamp is earlier than or equal to T 4? -> 
YES 
Select the last chunk version data element (in 
he chunk version data structure that is 
associated with <LU5, LBA3000>) whose 
imestamp is no greater than T 4 and read 
data from the storage layer according to the 
storage layer chunk no. referenced in the 
selected chunk version data element. --> 
Read data from 2000 
Search conducted for all logical blocks 
referenced in the read command? -> YES 
Respond to read command -> Generate read 
response with the data stored in the SRAS 
associated with storage layer chunk no. 2000 
Add LU6 to the volume-version data 
structure with a connector from LU1 (the 
source volume) to LU6 (the target volume) to 
indicate a Snapshot operation and from LU1 
to LU6 and on the connector write the 
timestamp <T 6> 
Is there a Snapshot layer chunk registered in 
the chunk provisioning data structure that is 
associated with <LU2, LBA1000> --> No 
Request an allocation of storage layer 
resources from the free storage layer 
resource list -> Storage layer chunk <3000> is 
allocated 
Indicate in the chunk provisioning data 
structure that the Snapshot layer chunk that 
is associated with <LU2, LBA1000 was 
provisioned, and create a chunk-version data 
structure and register it in the chunk 
provisioning data structure using the key 
<LU2, LBA1000>. 
Create a chunk-version data element in the 
chunk-version data structure that is 
associated with <LU2, LBA1000 and include 
in the chunk-version data element the 
timestamp <T 6> and the allocated storage 
layer chunk <3000>. 
Add LU7 to the volume-version data 
structure with a connector from LU6 (the 
source volume) to LU7 (the target volume) to 
indicate a Snapshot operation and from LU6 
to LU7 and on the connector write the 
timestamp <T 75 
Is there a Snapshot layer chunk registered in 
the chunk provisioning data structure that is 
associated with <LU1, LBA1000> --> No 
Request an allocation of storage layer 
resources from the free storage layer 
resource list -> Storage layer chunk <4000> is 
allocated 
Indicate in the chunk provisioning data 
structure that the Snapshot layer chunk that 
is associated with <LU1, LBA1000 was 
provisioned, and create a chunk-version data 
structure and register it in the chunk 
provisioning data structure using the key 
<LU1, LBA1000>. 
Create a chunk-version data element in the 
chunk-version data structure that is 
associated with <LU1, LBA1000 and include 

Storage Layer 
Chunk No. 
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TABLE 1-continued 

Logical 
Timestamp IO Command Snapshot IO algorithm 

in the chunk-version data element the 
imestamp <T 7- and the allocated storage 
ayer chunk <4000>. 
S there a Snapshot layer chunk registered in 
he chunk provisioning data structure that is 
associated with <LU2, LBA1000> -> YES -> 
Read a timestamp of a last chunk-version 
element in the existing chunk-version data 
structure -> T 6. 
S there a Snapshot operation whose source 
is the volume referenced in the write 

T 7 Write to LU2, 
LBA 1 OOO 

are all Snapshot operations whose source is 
LU 2 have a timestamp that is earlier than or 
equal to the timestamp of the last chunk 
version data element in the chunk version 

imestamp of the last chunk-version data 
element in the chunk version data structure 
<LU2, LBA1000> is T 6). 
Overwrite the last chunk-version data 
element in the chunk version data structure 
that is associated with <LU2, LBA1000 with a 
chunk version data element that includes a 
reference to storage layer chunk <3000> and 
to timestamp T 7. 
Add LU8 to the volume-version data 

Snapshot structure with a connector from LU6 (the 
from LU6 to source volume) to LU8 (the target volume) to 
LU8 indicate a Snapshot operation and from LU6 

to LU8 and on the connector write the 
timestamp <T 8> 

T 8 Create 

command (LU 2)?-> YES at T 2 and at T 4-> 

data structure <LU2, LBA1000>? -> YES (the 
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Storage Layer 
Chunk No. 

0171 It will also be understood that the system according 
to the invention may be a suitably programmed computer. 
Likewise, the invention contemplates a computer program 
being readable by a computer for executing the method of the 
invention. The invention further contemplates a machine 
readable memory tangibly embodying a program of instruc 
tions executable by the machine for executing the method of 
the invention. 

1. A method of managing data in a storage system, com 
prising: 

maintaining a Volume-version data structure including LU 
volume entries for a LU volume and for snapshot vol 
umes associated with the LU volume, wherein for each 
volume a respective volume ID is kept, and for each 
Snapshot a timestamp for the Snapshot operation and an 
indication of a connection between a respective target 
Volume and a source Volume are kept; 

maintaining a chunk-version data structure that is uniquely 
associated with a Volume ID and a logical chunkaddress 
combination; 

including in the chunk-version data structure one or more 
chunk-version data elements, each chunk version data 
element including a timestamp at a corresponding write 
to the respective logical chunk address in the respective 
Volume and a pointer to storage resources associated 
with the chunk-version data element. 

2. The method according to claim 1, wherein responsive to 
an instruction to create a new Snapshot Volume where a source 
of the snapshot is the LU volume or a snapshot volume that is 
associated with the LU Volume, updating the Volume-version 
data structure with: a volume ID reference for the new snap 

shot-Volume, an indication of a connection between the new 
Snapshot-Volume and the Source, and a timestamp for the 
Snapshot operation. 

3. The method according to claim 1, further comprising 
responsive to receiving a write command in the storage sys 
tem: 

determining with which snapshot layer chunk the write 
command is associated; and 

determining whether there is an existing chunk version 
data structure which is associated with the Snapshot 
layer chunk with which the write command is associ 
ated. 

4. The method according to claim 3, wherein in case there 
is no existing chunk version data structure which is associated 
with the snapshot layer chunk with which the write command 
is associated, generating a new chunk version data structure 
that is uniquely associated with the volume ID and with a 
logical chunkaddress of the Snapshot layer chunk with which 
the write command is associated, and generating in the 
chunk-version data structure a chunk-version data element 
including a current timestamp and a pointer to storage 
resources that were allocated for this chunk-version data ele 
ment. 

5. The method according to claim 3, wherein in case there 
is an existing chunk version data structure which is associated 
with the snapshot layer chunk with which the write command 
is associated, determining whether a new chunk version data 
element needs to be generated or whether an existing chunk 
version data element can be overwritten. 
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6. The method according to claim 5, wherein in case it is 
determined that a new chunk version data element needs to be 
generated, allocating storage resources for the new chunk 
version data element. 

7. The method according to claim 6, further comprising 
requesting allocation of storage resources for the new chunk 
version data element from a free storage layer resources list. 

8. The method according to claim 5, wherein in case it is 
determined that there is an existing chunk version data struc 
ture which is associated with the snapshot layer chunk with 
which the write command is associated, and that an existing 
chunk version data element can be overwritten, writing write 
data of the write command in storage resources that were 
allocated to a last chunk version data element in the chunk 
version data structure. 

9. The method according to claim8, wherein in response to 
writing the write data of the write command in the storage 
resources that were allocated to the last chunk version data 
element in the chunk version data structure updating the 
timestamp of the last chunk version data element with a 
current timestamp. 

10. The method according to claim 5, wherein determining 
whether a new chunk version data element needs to be gen 
erated or whether an existing chunk version data element can 
be overwritten, comprises: 

reading a timestamp from a last chunk-version data ele 
ment in the existing chunk-version data structure; and 

if there is no Snapshot operation whose source is the Vol 
ume referenced in the write command, or if all snapshot 
operations whose source is the volume referenced in the 
write command have a timestamp that is earlier than or 
equal to the timestamp in the last chunk-version data 
element, determining that the last chunk-version data 
element in the existing chunk-version data structure can 
be overwritten. 

11. A storage system, comprising: 
a storage layer providing storage resources; 
a Snapshot layer comprising: 

a Volume-version data structure including LU Volume 
entries for an LU volume and for snapshot volumes 
associated with the LU volume, wherein for each 
volume a respective volume ID is kept, and for each 
Snapshot a timestamp for the Snapshot operation and 
an indication of a connection between a respective 
target Volume and a source Volume are kept; 

a chunk-version data structure that is uniquely associ 
ated with a Volume ID and a logical chunk address 
combination; 

a IO handler that is configured to include in the chunk 
version data structure one or more chunk-version data 
elements, each chunk version data element including 
a timestamp at a corresponding write to the respective 
logical chunk address in the respective Volume and a 
pointer to storage resources associated with the 
chunk-version data element. 

12. The storage system according to claim 11, wherein 
responsive to an instruction to create a new Snapshot Volume 
where a source of the Snapshot is the LU Volume or a Snapshot 
Volume that is associated with the LU volume, the IO handler 
is configured to update the Volume-version data structure 
with: a volume ID reference for the new snapshot-volume, an 
indication of a connection between the new Snapshot-Volume 
and the Source, and a timestamp for the Snapshot operation. 
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13. The storage system according to claim 11, further com 
prising responsive to receiving a write command in the Stor 
age System: 

the IO handler is configured to determine with which snap 
shot layer chunk the write command is associated; and 

the IO handler is configured to determine whether there is 
an existing chunk version data structure which is asso 
ciated with the snapshot layer chunk with which the 
write command is associated. 

14. The storage system according to claim 13, wherein in 
case there is no existing chunk version data structure which is 
associated with the snapshot layer chunk with which the write 
command is associated, the IO handler is configured to gen 
erate a new chunk version data structure that is uniquely 
associated with the volume ID and with a logical chunk 
address of the snapshot layer chunk with which the write 
command is associated, and to generate in the chunk-version 
data structure a chunk-version data element including a cur 
rent timestamp and a pointer to storage resources that were 
allocated for this chunk-version data element. 

15. The storage system according to claim 13, wherein in 
case there is an existing chunk version data structure which is 
associated with the snapshot layer chunk with which the write 
command is associated, the IO handler is configured to deter 
mine whether a new chunk version data element needs to be 
generated or whether an existing chunk version data element 
can be overwritten. 

16. The storage system according to claim 15, further com 
prising a free storage resources list, and wherein in case it is 
determined that a new chunk version data element needs to be 
generated, the IO handler is configured to request from the 
free storage resources list allocation of storage resources for 
the new chunk version data element. 

17. The storage system according to claim 14, wherein the 
IO handler is responsive to determining there is an existing 
chunk version data structure which is associated with the 
Snapshot layer chunk with which the write command is asso 
ciated, and that an existing chunk version data element can be 
overwritten, for writing write data of the write command in 
storage resources that were allocated to last chunk version 
data element in the chunk version data structure and for 
updating the timestamp of the last chunk version data element 
with a current timestamp. 

18. The storage system according to claim 14, wherein the 
IO handler is configured to determine whether a new chunk 
version data element needs to be generated or whether an 
existing chunk version data element can be overwritten, by: 

reading a timestamp from a last chunk-version data ele 
ment in the existing chunk-version data structure; and 

if there is no Snapshot operation whose source is the Vol 
ume referenced in the write command, or if all Snapshot 
operations whose source is the volume referenced in the 
write command have a timestamp that is earlier than or 
equal to the timestamp in the last chunk-version data 
element, the IO handler is configured to determine that 
the last chunk-version data element in the existing 
chunk-version data structure can be overwritten. 

19. A program storage device readable by machine, tangi 
bly embodying a program of instructions executable by the 
machine to perform a method of managing data in a storage 
System, comprising: 

maintaining a Volume-version data structure including LU 
volume entries for an LU volume and for snapshot vol 
umes associated with the LU volume, wherein for each 
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volume a respective volume ID is kept, and for each 
Snapshot a timestamp for the Snapshot operation and an 
indication of a connection between a respective target 
Volume and a source Volume are kept; 

maintaining a chunk-version data structure that is uniquely 
associated with a Volume ID and a logical chunkaddress 
combination; and 

including in the chunk-version data structure one or more 
chunk-version data elements, each chunk version data 
element including a timestamp at a corresponding write 
to the respective logical chunk address in the respective 
Volume and a pointer to storage resources associated 
with the chunk-version data element. 

20. A computer program product comprising a computer 
useable medium having computer readable program code 
embodied therein for managing data in a storage system, the 
computer program product comprising: 

computer readable program code for causing the computer 
to maintain a Volume-version data structure including 
LU volume entries for an LU volume and for snapshot 
Volumes associated with the LU volume, wherein for 
each volume a respective volume ID is kept, and for each 
Snapshot a timestamp for the Snapshot operation and an 
indication of a connection between a respective target 
Volume and a source Volume are kept; 

computer readable program code for causing the computer 
to maintain a chunk-version data structure that is 
uniquely associated with a volume ID and a logical 
chunk address combination; and 

computer readable program code for causing the computer 
to include in the chunk-version data structure one or 
more chunk-version data elements, each chunk version 
data element including a timestamp at a corresponding 
write to the respective logical chunk address in the 
respective Volume and a pointer to storage resources 
associated with the chunk-version data element. 

21. A method of handling writes in a storage system, com 
prising: 

in response to receiving a write command determining with 
which Snapshot layer chunk the write command is asso 
ciated, and whether there is an existing chunk version 
data structure which is associated with the Snapshot 
layer chunk with which the write command is associ 
ated; 

in case the write command is associated with an existing 
chunk-version data structure, reading a timestamp from 
a last chunk-version data element in the existing chunk 
version data structure, and if there is a Snapshot opera 
tion whose source is a volume referenced in the write 
command and this Snapshot operation is associated with 
a timestamp that is later than a timestamp of the last 
chunk-version data element, maintaining the last chunk 
version data element and adding to the existing chunk 
version data structure a new chunk version data element 
for the write command. 

22. The method according to claim 21, wherein adding to 
the existing chunk-version data structure a new chunk version 
data element includes adding a reference to storage resources 
associated with the new chunk-version data element. 

23. The method according to claim 22, further comprising 
requesting allocation of storage resources for the new chunk 
version data element from a free storage layer resources list. 

24. The method according to claim 21, further comprising 
maintaining a Volume-version data structure including Vol 

25 
Nov. 20, 2014 

ume entries for a LU volume and for Snapshot Volumes asso 
ciated with the LU volume, whereinforeach volume a respec 
tive Volume ID is kept, and for each Snapshot a timestamp for 
the Snapshot operation and an indication of a connection 
between a respective target Volume and a source Volume are 
kept. 

25. The method according to claim 24, further comprising 
maintaining chunk-version data structures, each of which is 
associated with a Volume ID and a logical chunkaddress, and 
each of which includes one or more chunk version data ele 
ments, wherein each chunk version data element includes a 
timestamp at a corresponding write to the respective logical 
chunk address and a pointer to storage resources associated 
with the chunk-version data element. 

26. The method according to claim 25, wherein in case 
there is no existing chunk version data structure which is 
associated with the snapshot layer chunk with which the write 
command is associated, generating a new chunk version data 
structure that is uniquely associated with the volume ID and 
with a logical chunkaddress of the Snapshot layer chunk with 
which the write command is associated, and generating in the 
chunk-version data structure a new chunk-version data ele 
ment including a timestamp at the write command and a 
pointer to storage resources that were allocated for this 
chunk-version data element. 

27. The method according to claim 25, in case there is an 
existing chunk version data structure which is associated with 
the snapshot layer chunk with which the write command is 
associated, and there is an existing chunk version data ele 
ment in the existing chunk version data structure that can be 
overwritten, writing write data of the write command in stor 
age resources that were allocated to a last chunk version data 
element in the existing chunk version data structure. 

28. The method according to claim 27, comprising deter 
mining that the existing chunk version data element in the 
existing chunk version data structure can be overwritten when 
the write command is associated with an existing chunk 
version data structure, and the timestamp of the last chunk 
version data element in the existing chunk-version data struc 
ture is later than or equal to the timestamp of a Snapshot 
operation in which the source volume is the volume refer 
enced in the write command. 

29. A storage system, comprising: 
a storage layer providing storage resources; 
a snapshot layer comprising: 

a Volume-version data structure; 
a chunk-version data structure; 
aIO handler responsive to receiving a write command in 

the Snapshot layer for determining with which Snap 
shot layer chunk the write command is associated, and 
whether there is an existing chunk version data struc 
ture which is associated with the Snapshot layer chunk 
with which the write command is associated, and 

in case the write command is associated with an existing 
chunk-version data structure, the IO handler is con 
figured to read a timestamp from a last chunk-version 
data element in the existing chunk-version data struc 
ture, and 

if there is a Snapshot operation whose source is a Volume 
referenced in the write command and this Snapshot 
operation is associated with a timestamp that is later 
than a timestamp of the last chunk-version data ele 
ment, the IO handler is configured to maintain the last 
chunk-version data element and to add to the existing 
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chunk-version data structure a new chunk version 
data element for the write command. 

30. The storage system according to claim 29, wherein the 
IO handler is configured to including in the new chunk ver 
Sion data element a reference to storage resources which are 
associated with the new chunk-version data element. 

31. The storage system according to claim 30, further com 
prising a free storage resources list, and wherein in case it is 
determined that a new chunk version data element needs to be 
generated, the IO handler is configured to request from the 
free storage resources list allocation of storage resources for 
the new chunk version data element. 

32. The storage system according to claim 29, wherein the 
Volume-version data structure includes volume entries for a 
LU volume and for snapshot volumes associated with the LU 
Volume, wherein for each volume a respective volume ID is 
kept, and for each Snapshot a timestamp for the snapshot 
operation and an indication of a connection between a respec 
tive target volume and a source volume are kept. 

33. The storage system according to claim 32, wherein the 
chunk-version data structure is associated with a volume ID 
and a logical chunk address, and includes one or more chunk 
Version data elements, wherein each chunk version data ele 
ment includes a timestamp at a corresponding write to the 
respective logical chunk address and a pointer to storage 
resources associated with the chunk-version data element. 

34. The storage system according to claim 33, wherein in 
case the IO handler determines that there is no existing chunk 
Version data structure which is associated with the snapshot 
layer chunk with which the write command is associated, the 
IO handler is configured to generate a new chunk version data 
structure that is uniquely associated with the volume ID and 
with a logical chunkaddress of the snapshot layer chunk with 
which the write command is associated, and to generate in the 
chunk-version data structure a new chunk-version data ele 
ment including a timestamp at the write command and a 
pointer to storage resources that were allocated for this 
chunk-version data element. 

35. The storage system according to claim 33, in case the 
IO hander determines that there is an existing chunk version 
data structure which is associated with the snapshot layer 
chunk with which the write command is associated, and that 
there is an existing chunk version data element in the existing 
chunk version data structure that can be overwritten, the IO 
handler is configured to write write-data of the write com 
mand in storage resources that were allocated to a last chunk 
Version data element in the existing chunk version data struc 
ture. 

36. The storage system according to claim 35, wherein the 
IO handler is configured to determine that the existing chunk 
Version data element in the existing chunk version data struc 
ture can be overwritten when the write command is associated 
with an existing chunk-version data structure, and the times 
tamp of the last chunk-version data element in the existing 
chunk-version data structure is later than or equal to the 
timestamp of a snapshot operation in which the source vol 
ume is the volume referenced in the write command. 

37. A program storage device readable by machine, tangi 
bly embodying a program of instructions executable by the 
machine to perform a method of handling writes in a storage 
System, comprising: 

in response to receiving a write command determining with 
which Snapshot layer chunk the write command is asso 
ciated, and whether there is an existing chunk version 
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data structure which is associated with the snapshot 
layer chunk with which the write command is associ 
ated; 

in case the write command is associated with an existing 
chunk-version data structure, reading a timestamp from 
a last chunk-version data element in the existing chunk 
Version data structure, and if there is a snapshot opera 
tion whose source is a volume referenced in the write 
command and this snapshot operation is associated with 
a timestamp that is later than a timestamp of the last 
chunk-version data element, maintaining the last chunk 
Version data element and adding to the existing chunk 
Version data structure a new chunk version data element 
for the write command. 

38. A computer program product comprising a computer 
useable medium having computer readable program code 
embodied therein for handling writes in a storage system, the 
computer program product comprising: 

computer readable program code that is responsive to 
receiving a write command in the storage system for 
causing the computer to determine with which snapshot 
layer chunk the write command is associated, and to 
determine whether there is an existing chunk version 
data structure which is associated with the snapshot 
layer chunk with which the write command is associ 
ated; 

computer readable program code for causing the computer 
to determine whether the write command is associated 
with an existing chunk-version data structure, and in 
case the write command is associated with an existing 
chunk-version data structure, the computer readable 
program code is configured to cause a timestamp from a 
last chunk-version data element in the existing chunk 
Version data structure to be read, and if there is a snap 
shot operation whose source is a volume referenced in 
the write command and this snapshot operation is asso 
ciated with a timestamp that is later than a timestamp of 
the last chunk-version data element, the computer read 
able program code is configured to cause the last chunk 
Version data element to maintained and a new chunk 
version data element for the write command to be added 
to the existing chunk-version data structure. 

39. A method of handling reads in a storage system com 
prising: 

(a) in response to receiving a read command at the storage 
system determining with which volume and with which 
Snapshot layer chunk the read command is associated, 
initializing a read pointer with respective volume ID and 
logical chunk address, and initializing a time-marker 
according to a timestamp at receipt of the read com 
mand; 

(b) determining whether there is a chunk-version data 
structure that is associated with a current read pointer; 

(c1) if the condition in operation (b) is not met, determining 
whether there is a snapshot operation where the volume 
that is referenced in the write pointer is a target volume 
and whether the Snapshot operation is associated with a 
timestamp that is not greater than the current time 
marker; and 

(d1) if the conditions in operation (c) are met updating the 
read pointer with a volume ID of a source volume of the 
Snapshot operation, updating the time-marker with the 
timestamp for the Snapshot operation-1, and returning 
to operation (b). 
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40. The method according to claim 39, further comprising: 
(c2) if the condition in operation (b) is met, determining 
whether in the chunk version data structure there is a 
chunk version data element whose timestamp is not 
greater than a current time-marker; and 

(e1) if the condition in operation (c2) is met reading data 
from the storage resource referenced in a last chunk 
version element of the chunk version data structure. 

41. The method according to claim 40, wherein in response 
to implementing operation (e1): 

(f) determining whether a search was conducted for all 
logical blocks referenced in the read command; 

(g1) and if the condition in operation (f) is met responding 
to the read command with data obtain in operation (e1) 
and including invalid data indication(s) for data blocks 
referenced in the read command for which valid data 
could not be obtained. 

42. The method according to claim 40, wherein in case the 
condition in operation (c2) is not met, returning to operation 
(c1). 

43. The method according to claim 41, wherein in case the 
condition in operation (f) is not met, returning to operation 
(c1). 

44. The method according to claim 38, further comprising 
maintaining a Volume-version data structure including Vol 
ume entries for a LU volume and for Snapshot Volumes asso 
ciated with the LU volume, whereinfor each volume a respec 
tive Volume ID is kept, and for each Snapshot a timestamp for 
the Snapshot operation and an indication of a connection 
between a respective target Volume and a source Volume are 
kept. 

45. The method according to claim 44, further comprising 
maintaining chunk-version data structures, each of which is 
associated with a Volume ID and a logical chunkaddress, and 
each of which includes one or more chunk version data ele 
ments, wherein each chunk version data element includes a 
timestamp of a corresponding write to the respective logical 
chunk address and a pointer to storage resources associated 
with the chunk-version data element. 

46. A storage system, comprising: 
a storage layer providing storage resources; 
a Snapshot layer comprising: 

a Volume-version data structure; 
a chunk-version data structure; 
aIO handler responsive to receiving a read comment for: 

(a) determining with which volume and with which 
Snapshot layer chunk the read command is associ 
ated, initializing a read pointer with respective Vol 
ume ID and logical chunk address, and initializing 
a time-marker according to a timestamp of the read 
command; 

(b) determining whether there is a chunk-version data 
structure that is associated with a current read 
pointer; 

(c1) if the condition in operation (b) is not met, deter 
mining whether there is a Snapshot operation where 
the volume that is referenced in the write pointer is 
a target Volume and whether the Snapshot operation 
is associated with a timestamp that is not greater 
than the current time-marker; and 

(d1) if the conditions in operation (c) are met the IO 
under is configured for: updating the read pointer 
with a volume ID of a source volume of the snap 
shot operation, updating the time-marker with the 
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timestamp for the Snapshot operation—1, and 
returning to operation (b). 

47. The storage system according to claim 46, wherein in 
case the condition in operation (b) is met the IO handler is 
configured for: 

(c2) determining whether in the chunk version data struc 
ture there is a chunk version data element whose times 
tamp is not greater than a current time-marker, and 

(e1) if the condition in operation (c2) is met the IO handler 
is configured for reading data from the storage resource 
referenced in a last chunk version element of the chunk 
version data structure. 

48. The storage system according to claim 47, wherein in 
response to implementing operation (e1), the IO hander is 
configured for: 

(f) determining whether a search was conducted for all 
logical blocks referenced in the read command; 

(g1) and if the condition in operation (f) is met, the IO 
handler is configured for responding to the read com 
mand with data obtain in operation (e1) and including 
invalid data indication(s) for data blocks referenced in 
the read command for which valid data could not be 
obtained. 

49. The storage system according to claim 47, wherein in 
case the condition in operation (c2) is not met, the IO handler 
is configured to return to operation (c1). 

50. The method according to claim 41, wherein in case the 
condition in operation (f) is not met, the IO handler is con 
figured to return to operation (c1). 

51. The storage system according to claim 46, wherein the 
Volume-version data structure includes Volume entries for a 
LU volume and for snapshot volumes associated with the LU 
volume, and wherein for each volume a respective volume ID 
is kept, and for each Snapshot a timestamp for the Snapshot 
operation and an indication of a connection between a respec 
tive target Volume and a source Volume are kept. 

52. The method according to claim 51, wherein each one of 
the chunk-version data structures is associated with a volume 
ID and a logical chunk address, and includes one or more 
chunk version data elements, wherein each chunk version 
data element includes a timestamp of a corresponding write to 
the respective logical chunk address and a pointer to storage 
resources associated with the chunk-version data element. 

53. A program storage device readable by machine, tangi 
bly embodying a program of instructions executable by the 
machine to perform a method of handling reads in a storage 
system comprising: 

(a) in response to receiving a read command at the storage 
system determining with which volume and with which 
Snapshot layer chunk the read command is associated, 
initializing a read pointer with respective volume ID and 
logical chunk address, and initializing a time-marker 
according to a timestamp of the read command; 

(b) determining whether there is a chunk-version data 
structure that is associated with a current read pointer; 

(c1)if the condition in operation (b) is not met, determining 
whether there is a snapshot operation where the volume 
that is referenced in the write pointer is a target volume 
and whether the Snapshot operation is associated with a 
timestamp that is not greater than the current time 
marker, and 

(d1) if the conditions in operation (c) are met updating the 
read pointer with a volume ID of a source volume of the 
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Snapshot operation, updating the time-marker with the 
timestamp for the Snapshot operation—1, and returning 
to operation (b). 

54. The method according to claim 1, wherein further in 
response to the instruction to create a new Snapshot Volume 
Suspending IO to the Source Volume and incrementing a 
timestamp for the Snapshot operation, and once the Snapshot 
operation is complete, enabling IOS to the source Volume to 
CSU. 

55. The method according to 4, wherein the timestamp is a 
logical timestamp, and wherein the logical timestamp is 
incremented as a result of a Volume create, a Snapshot create 
or a revert operation. 


