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(57) ABSTRACT 

An advanced processor comprises a plurality of multi 
threaded processor cores each having a data cache and 
instruction cache. A data Switch interconnect is coupled to 
each of the processor cores and configured to pass informa 
tion among the processor cores. A messaging network is 
coupled to each of the processor cores and a plurality of 
communication ports. The data Switch interconnect is 
coupled to each of the processor cores by its respective data 
cache, and the messaging network is coupled to each of the 
processor cores by its respective message station. In one 
aspect of an embodiment of the invention, the messaging 
network connects to a high-bandwidth star-topology serial 
bus such as a PCI express (PCIe) interface capable of Sup 
porting multiple high-bandwidth PCIe lanes. Advantages of 
the invention include the ability to provide high bandwidth 
communications between computer systems and memory in 
an efficient and cost-effective manner. 
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DELEGATING NETWORK PROCESSOR 
OPERATIONS TO STAR TOPOLOGY SERIAL 

BUSINTERFACES 

RELATED APPLICATIONS 

0001. This application is a continuation of Ser. No. 
1 1/831,887 filed Jul. 31, 2007, which is a continuation in part 
of Ser. No. 10/930,937 filed Aug. 31, 2004, which is a con 
tinuation in part of Ser. No. 10/898,008 filed Jul. 23, 2004, 
which is a continuation in part of Ser. No. 10/682.579 filed 
Oct. 8, 2003, which claimed priority to Prov. No. 60/490,236 
filed Jul. 25, 2003 and Prov. No. 60/416,838 filed Oct. 8, 
2002, all incorporated herein by reference and all priorities 
claimed. 

FIELD 

0002 The invention relates to the field of computers and 
telecommunications, and more particularly to an advanced 
processor for use in computers and telecommunications 
applications. 

BACKGROUND 

0003 Modern computers and telecommunications sys 
tems provide goat benefits including the ability to communi 
cate in formation around the world. Conventional architec 
tures for computers and telecommunications equipment 
include a large number of discrete circuits, which causes 
inefficiencies in both the processing capabilities and the com 
munication speed. 
0004 For example, HG. 1 illustrates such a conventional 
line card employing a number of discrete chips and technolo 
gies. In FIG. 1, conventional line card 100 includes the fol 
lowing discrete components: Classification 102, Traffic Man 
ager 104, Buffer Memory 106, Security Co-Processor 108, 
Transmission Control Protocol (TCP)/Internet Protocol (IP) 
Offload Engine, 110, L3+ Co-Processor 112, Physical Layer 
Device (PHY) 114, Media Access Control (MAC) 116, 
Packet Forwarding Engine 118, Fabric Interface Chip 120, 
Control Processor 122, Dynamic Random-Access Memory 
(DRAM) 124. Access Control List (ACL) Ternary Content 
Addressable Memory (TCAM) 126, and Multiprotocol Label 
Switching (MPLS) Static Random-Access Memory (SRAM) 
128. The card further includes Switch Fabric 130, which may 
connect with other cards and/or data. 
0005 Advances in processors and other components have 
improved the ability of telecommunications equipment to 
process, manipulate, store, retrieve and deliver information. 
Recently, engineers have begun to combine functions into 
integrated circuits to reduce the overall number of discrete 
integrated circuits, while still performing the required func 
tions at equal or bettor levels of performance. This combina 
tion has been spurred by the ability to increase the number of 
transistors on a chip with new technology and the desire to 
reduce costs. Some of these combined integrated circuits have 
become so highly functional that they are often referred to as 
a System on a Chip (SoC). However, combining circuits and 
systems on a chip can become very complex and pose a 
number of engineering challenges. For example, hardware 
engineers want to ensure flexibility for future design and 
software engineers want to ensure that their software will run 
on the chip and future designs as well. 
0006. The demand for sophisticated new networking and 
communications applications continues to grow in advanced 
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Switching and routing. In addition, Solutions such as content 
aware networking, highly integrated security, and new forms 
of storage management are beginning to migrate into flexible 
multi-service systems. Enabling technologies for these and 
other next generation Solutions must provide intelligence and 
high performance with the flexibility for rapid adaptation to 
new protocols and services. 
0007. In order to take advantage of such high performance 
networking and data processing capability, it is important that 
Such systems be capable of communicating with a variety of 
high bandwidth peripheral devices, preferably using a stan 
dardized, high-bandwidth bus. Although many proprietary 
high-bandwidth buses are possible, using a standardized bus 
allows the system to interface with a broader variety of 
peripherals, and thus enhances the overall value and utility of 
the system. 
0008. One high-bandwidth standardized bus that has 
become popular in recent years is the PCI Express (PCI-E or 
PCIe) interface. The PCIe interface, originally proposed by 
Intel as a replacement for the very popular but bandwidth 
limited personal computer PCI interface, is both high band 
width and, due to the fact that it has now become a standard 
component on personal computer motherboards, very widely 
adopted. Hundreds or thousands of different peripherals are 
now available that work with the PCIe interface, making this 
interface particularly useful for the present advanced process 
ing System. 
0009. In contrast to the earlier, parallel, PCI system, which 
encountered bandwidth limitations due to problems with 
keeping the large number of parallel circuit lines in synchro 
nization with each other at high clock speeds, the PCIe system 
is a very fast serial system. Serial systems use only a very 
small limited number of circuit lines, typically two to transmit 
and two to receive, and this simpler scheme holds up better at 
high clock speeds and high data rates. PCIe further increases 
bandwidth by allowing for multiple serial circuits. Depending 
upon the PCIe configuration, there can be as few as 1 bidi 
rectional circuit, or as many as 32bidirectional serial circuits. 
0010 Although, on a hardware level, the serial Me system 

is radically different from the earlier parallel PCI system, the 
earlier PCI system was extremely successful, and the com 
puter industry had made a massive investment in earliergen 
eration PCI hardware and software. To help make the much 
higher bandwidth PCIe system compatible with the preexist 
ing PCI hardware and software infrastructure, PCIe was 
designed to mimic much of the earlier parallel PCI data trans 
port conventions. Earlier generation Software thus can con 
tinue to address PCIe devices as if they were PO devices, and 
the PCIe circuitry transforms the PCI data send and receive 
requests into serial PCIe data packets, transmits or receives 
these data packets, and then reassembles the serial PCIe data 
packets back into a format that can be processed by Software 
(and hardware) originally designed for the PCI format. The 
PCIe design intention of maintaining backward compatibil 
ity, while providing much higher bandwidth, has been Suc 
cessful and PCIe has now become a widely used comp titer 
industry standard. 
0011 Although other workers, such as Stufflebeam (U.S. 
Pat. No. 7,058,738) have looked at certain issues regarding 
interfacing multiple CPUs to multiple I/O devices through a 
single switch (such as a PCIe switch), this previous work has 
focused on less complex and typically lower-performance 
multiple CPU configurations, that do not have to contend with 
the issues that result when multiple cores must coordinate 
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their activity via other high-speed (and often on-chip) com 
munication ring and interconnects. 
0012 Consequently, what is needed is an advanced pro 
cessor that can take advantage of the new technologies while 
also providing high performance functionality. Additionally, 
this technology would be especially helpful it included flex 
ible modification ability, such as the ability to interface with 
multiple high-bandwidth peripheral devices, using high 
bandwidth star topology buses such as the PCIe bus. 

SUMMARY 

0013 The present invention provides useful novel struc 
tures and techniques for overcoming the identified limita 
tions, and provides an advanced processor that can take 
advantage of new technologies while also providing high 
performance functionality with flexible modification ability. 
The invention employs an advanced architecture System on a 
Chip (SoC) including modular components and communica 
tion ion Structures to provide a high performance device. 
0014. This advanced processor comprises a plurality of 
multithreaded processor cores each having a data cache and 
instruction cache. A data switch interconnect (DSI) is coupled 
to each of the processor cores by its respective data cache, and 
configured to pass information among the processor cores. A 
level 2 (L2) cache, a memory bridge, and/or a Super memory 
bridge, can also be coupled to the data Switch interconnect 
(DSI) and configured to store information accessible to the 
processor cores. 
0015. A messaging network is coupled to each of the pro 
cessor cores by the cores respective instruction caches (mes 
sage station). A plurality of communication ports are con 
nected to the messaging network. In one aspect of the 
invention, the advanced telecommunications processor fur 
ther comprises an interface switch interconnect (ISI) coupled 
to the messaging network and the plurality of communication 
ports and configured to pass information among the messag 
ing network and the communication ports. This interface 
Switch interconnect may also communicate with the Super 
memory bridge. The Super memory bridge may also commu 
nicate with one or more communication ports and the previ 
ously discussed DSI. 
0016. In the embodiment of the invention disclosed here, 
the messaging network and the connect to a PCI express 
(PCIe) interface, enabling the processor to interface with a 
broad variety of high bandwidth PCIe peripherals. 
0017 Advantages of the PCIe embodiment of the inven 
tion include the ability to provide high bandwidth communi 
cations between computer systems and a large number of 
peripherals in an efficient, flexible, and cost-effective manner. 

BRIEF DESCRIPTION OF THE FIGURES 

0.018. The invention is described with reference to the 
FIGS, in which: 
0.019 FIG. 1 illustrates a conventional line card; 
0020 FIG. 2A illustrates an exemplary advanced proces 
sor according to an embodiment of the invention, showing 
how the PCIe interface connects to the processor; 
0021 FIG. 2B illustrates an exemplary advanced proces 
sor according to an alternate embodiment of the invention, 
again showing how the PCIe interface connects to the proces 
Sor, 
0022 FIG. 3A illustrates a conventional single-thread 
single-issue processing: 
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0023 FIG. 38 illustrates a conventional simple multi 
threaded scheduling; 
0024 FIG. 3C illustrates a conventional simple multi 
threaded scheduling with a stalled thread: 
0025 FIG. 3D illustrates an eager round-robin scheduling 
according to an embodiment of the invention; 
(0026 FIG. 3E illustrates a multithreaded fixed-cycle 
scheduling according to an embodiment of the invention; 
(0027 FIG.3F illustrates a multithreaded fixed-cycle with 
eager round-robin Scheduling according to an embodiment of 
the invention; 
0028 FIG. 3G illustrates a core with associated interface 
units according to an embodiment of the invention; 
0029 FIG. 3H illustrates an example pipeline of the pro 
cessor according to embodiments of the invention; 
0030 FIG. 3I illustrates a core interrupt flow operation 
within a processor according to an embodiment of the inven 
tion; 
0031 FIG. 3J illustrates a programmable interrupt con 
troller (PIC) operation according to an embodiment of the 
invention; 
0032 FIG. 3K illustrates a return address stack (RAS) 
operation for multiple thread allocation according to an 
embodiment of the invention; 
0033 FIG. 4A illustrates a data switch interconnect (DSI) 
ring arrangement according to an embodiment of the inven 
tion; 
0034 FIG. 4B illustrates a DSI ring component according 
to an embodiment of the invention; 
0035 FIG. 4C illustrates a flow diagram of an example 
data retrieval in the DSI according to an embodiment of the 
invention; 
0036 FIG. 5A illustrates a fast messaging ring component 
according to an embodiment of the invention; 
0037 FIG. 5B illustrates a message data structure for the 
system of FIG. 5A: 
0038 FIG. 5C illustrates a conceptual view of various 
agents attached to the fast messaging network (FMN) accord 
ing to an embodiment of the invention; 
0039 FIG.5D illustrates network traffic in a conventional 
processing System; 
0040 FIG. 5E illustrates packet flow according to an 
embodiment of the invention; 
0041 FIG. 5F shows a detailed view of bow the PCIe 
interface connect the FMN/ISI and the PCIe I/O bus. 
0042 FIG.5G shows an overview of the data fields of the 
64 bit word messages sent between the FMN/ISI and the PCIe 
interface. 
0043 FIG. 5H shows how messages from the processor 
are translated by the PCIe interface DMA into PCIe TLP 
requests, and how these various PCIe TLP packets are reas 
sembled by the PCIe interface DMA. 
0044 FIG.5I shows a flow chart showing the asymmetry 
in acknowledgement messages between PCIe read and write 
requests. 
0045 FIG. 6A illustrates a packet distribution engine 
(PDE) distributing packets evenly over four threads accord 
ing to an embodiment of the invention; 
0046 FIG. 6B illustrates a PDE distributing packets using 
a round-robin Scheme according to an embodiment of the 
invention; 
0047 FIG. 6C illustrates a packet ordering device (POD) 
placement during packet lifecycle according to an embodi 
ment of the invention; 
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0048 FIG. 6D illustrates a POD outbound distribution 
according to an embodiment of the invention; 

DETAILED DESCRIPTION 

0049. The invention is described with reference to specific 
architectures and protocols. Those skilled in the art will rec 
ognize that the description is for illustration and to provide the 
best mode of practicing the invention. The description is not 
meant to be limiting and references to telecommunications 
and other app heations may be equally applicable to general 
computer applications, for example, server applications, dis 
tributed shared memory applications and so on. As described 
herein, reference is made to Ethernet Protocol, Internet Pro 
tocol, HyperTransport Protocol and other protocols, but the 
invention may be applicable to other protocols as well. More 
over, reference is made to chips that contain integrated cir 
cuits while other hybrid or meta-circuits combining those 
described in chip form is anticipated. Additionally, reference 
is made to an exemplary MIPS architecture and instruction 
set, but other architectures and instruction sets can be used in 
the invention. Other architectures and instruction sets 
include, for example, x86, PowerPC, ARM and others, 

A. ARCHITECTURE 

0050. The architecture is focused on a system designed to 
consolidate a number of the functions performed on the con 
ventional line card and to enhance the line card functionality. 
In one embodiment, the invention is an integrated circuit that 
includes circuitry for performing many discrete functions. 
The integrated circuit design is tailored for communication 
processing. Accordingly, the processor design emphasizes 
memory intensive operations rather than computationally 
intensive operations. The processor design includes an inter 
nal network configured for relieving the processor of burden 
Some memory access processes, which are delegated to other 
entities for separate processing. The result is a high efficient 
memory access and threaded processing. 
0051. Again, one embodiment of the invention is designed 

to consolidate a number of the functions performed on the 
conventional line card of FIG. 1, and to enhance the line card 
functionality. In one embodiment, the invention is an inte 
grated circuit that includes circuitry for performing many 
discrete functions. The integrated circuit design is tailored for 
communication processing. Accordingly, the processor 
design emphasizes memory intensive operations rather than 
computationally intensive operations. The processor design 
includes an internal network configured for high efficient 
memory access and threaded processing as described below. 
0052 FIG. 2A illustrates an exemplary advanced proces 
sor (200) according to an embodiment of the invention. The 
advanced processor is an integrated circuit that can perform 
many of the functions previously tasked to specific integrated 
circuits. For example, the advanced processor includes a 
packet forwarding engine, a level 3 co-processor and a control 
processor. The processor can include other components, as 
desired. As shown herein, given the number of exemplary 
functional components, the power dissipation is approxi 
mately 20 watts in the exemplary embodiment. Of course, in 
other embodiments of the invention, the power dissipation 
may be more or less than about 20 watts. 
0053. The exemplary processor is designed as a network 
on a chip. This distributed processing architecture allows 
components to communicate with one another and not nec 
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essarily share a common clock rate. For example, one pro 
cessor component could be clocked at a relatively high rate 
while another processor component is clocked at a relatively 
low rate. The network architecture further supports the ability 
to add other components in future designs by simply adding 
the component to the network. For example, if a future com 
munication interface is desired, that interface can be laid out 
on the processor chip and coupled to the processor network. 
Then, future processors can be fabricated with the new com 
munication interface. 
0054 The design philosophy is to create a processor that 
can be programmed using general purpose software tools and 
reusable components. Several exemplary features that Sup 
port this design philosophy include: static gate design; low 
risk custom memory design; flip-flop based design; design 
for-testability including a full scan, memory built-in self-test 
(BIST), architecture redundancy and tester support features: 
reduced power consumption including clock gating; logic 
gating and memory banking datapath and control separation 
including intelligently guided placement; and rapid feedback 
of physical implementation. 
0055. The software philosophy is to enable utilization of 
industry standard development tools and environment. The 
desire is to program the processing using general purpose 
Software tools and reusable components. The industry stan 
dard tools and environment include familiar tools, such as 
gcc/gdb and the ability to develop in an environment chosen 
by the customer or programmer. 
0056. The desire is also to protect existing and future code 
investment by providing a hardware abstraction layer (HAL) 
definition. This enables relatively easy porting of existing 
applications and code compatibility with future chip genera 
tions. 

0057 Turning to the CPU core, the core is designed to be 
MIPS64 compliant and have a frequency tart in the range of 
approximately 1.5 GHZ+. Additional exemplary features Sup 
porting the architecture include: 4-way multithreaded single 
issue 10-stage pipeline; real time processing Support includ 
ing cache line locking and vectored interrupt Support; 32 KB 
4-way set associative instruction cache; 32 KB 4-way set 
associative data cache; and 128-entry translation-lookaside 
buffer (TLB). 
0058. One of the important aspects of the exemplary 
embodiment is the high-speed processor input/output (I/O), 
which is supported by: two XGMII/SPI-4 (e.g., boxes 228a 
and 228b of FIG. 2A); three 1 Gb MACs; one 16-bit Hyper 
Transport (e.g., box 232) that can scale to 800/1600 MHz 
memory, including one Flash portion (e.g., box 226 of FIG. 
2A) and two Quad Data Rate (QDR2)/Double Data Rate 
(DDR2) SRAM portions; two 64-bit DDR2 channels that can 
scale to 400/800 MHz; and communication ports including 
PCIe (PCI-expanded or Expanded Peripheral Component 
Interconnect) ports (e.g., box 234 of FIG. 2A), Joint Test 
Access Group (JTAG) and Universal Asynchronous 
Receiver/Transmitter (UART) (e.g., box 226). 

The PCIe Communication Port: 

0059 Use of high bandwidth star topology serial commu 
nication buses, such as the PCIe bus, is useful because it helps 
expand the power and utility of the processor. Before discuss 
ing how PCIe technology may be integrated into this type of 
processor, a more detailed review of PCIe technology is war 
ranted. 
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0060. As previously discussed, the PCIe bus is composed 
of one or more (usually multiple) high-bandwidth bidirec 
tional serial connections. Each bidirectional serial connection 
is called a “lane'. These serial connections are in turn con 
trolled by a PCIe switch that can create multiple point-to 
point serial connections between various PCIe peripherals 
(devices) and the PCIe Switch in a star topology configura 
tion. As a result, each device gets its own direct serial con 
nection to the Switch, and doesn’t have to share this connec 
tion with other devices. This topology, along with the higher 
inherent speed of the serial connection, helps increase the 
bandwidth of the PCIe bus. To further increase bandwidth, a 
PCIe device can connect to the Switch with between 1 and 32 
lanes. Thus a PCIe device that needs higher bandwidth can 
utilize more PCIe lanes, and a PCIe device that needs lower 
bandwidth can utilize fewer PCIe lanes. 
0061. Note that the present teaching of efficient means to 
interface serial buses to this type of advanced processor is not 
limited to the PCIe protocol per-se. As will be discussed, 
these techniques and methods can be adapted to work with a 
broad variety of different star topology high-speed serial bus 
protocols, including HyperTransport, InfiniBand, RapidIO, 
and StarFabric. To simplify discussion, however, PCIe will be 
used throughout this disclosure as a specific example. 
0062. As previously discussed, in order to maximize back 
ward compatibility with the preexisting PCI parallel bus, 
PCIe designers elected to make the new serial aspects of the 
PCIe bus as transparent (unnoticeable) to system hardware 
and software as possible. They did this by making the high 
level interface of the PCIe bus resemble the earlier PCI bus, 
and put the serial data management functions at a lower level. 
so that preexisting hardware and Software would not have to 
contend with the very different PCIe packet based serial data 
exchange format. Thus PCIe data packets send a wide variety 
of different signals, including control signals and interrupt 
signals. 
0063 Detailed information on the PCI express can be 
found in the book “PCI express system architecture' by 
Budruk, Anderson, and Shanley, Mindeshare, Inc. (2004), 
Addison Wesley. 
0064 Briefly, the PCIe protocol consists of the Physical 
layer (containing a logical Sublayer and an electrical Sub 
layer), the transaction layer, and a data link layer. 
0065. The physical layer (sometimes called the PIPE or 
PHY) controls the actual serial lines connecting various PCIe 
devices. It allows devices to form one or more serial bidirec 
tional “lanes' with the central PCIe switch, and utilizes each 
device's specific hardware and bandwidth needs to determine 
exactly how many lanes should be allocated to the device. 
Since all communication is by the serial links, other mes 
sages, such as interrupts and control signals are also sent by 
serial data packets through these lanes. Instead of using clock 
pulses to synchronize data (which use a lot of bandwidth), the 
data packets are instead sent using a sequential 8-bit/10-bit 
encoding scheme which in itself carries enough clock infor 
mation to ensure that the devices do not lose track of where 
one byte begins and another byte ends, if data is being sent 
through multiple lanes to a device, this data will usually be 
interleaved with sequential bytes being sent on different 
lanes, which further increases speed. PCIe speeds are typi 
cally in the 2.5 Gigabit/second ranges, with faster devices 
planned for the near future. 
0066. The transaction layer manages exactly what sort of 

traffic is moving over the serial lanes at any given Moment of 
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time. It utilizes credit-based flow control. PCIe devices sig 
nals (get credit for) any extra receive buffers they may have. 
Whenever a sending device sends a transaction layer packet 
(here termed a PCIe-TLP to distinguish this from a different 
“thread level parallelism” TLP acronym) to a receiving 
device, it, the sending device deducts a credit from this 
account, thus ensuring that the buffer capability of the receiv 
ing device is not exceeded. When the receiving device has 
processed the data it sends a signal back to the sending device 
signaling that it has free buffers again. This way, a fair number 
of PCIe-TLP's can be reliably sent without cluttering band 
width with a lot of return handshaking signals for each PCIe 
TLP. 
0067. The data link layer handles the transaction layer 
packets. In order to detect any PCIe-TLP send or receive 
errors, the data link error bundles the PCIe-TLP with, a 32 bit 
CRC checksum. If, for some reason, a given PCIe-TLP fails 
checksum verification, this failure is communicated back to 
the originating device as a NAK using a separate type of data 
link layer packet (DLLP). The originating device can then 
retransmit the PCIe-TLP. 
0068. Further details of how the PCIe bus can be inte 
grated with the advanced processor will be given later in this 
discussion. 
0069. In addition to the PCIe bus, the interface may con 
tain many other types of devices. Also included, as part of the 
interface are two Reduced GMII (RGMII) (e.g., boxes 230a 
and 230b of FIG. 2A) ports. Further, Security Acceleration 
Engine (SAE) (e.g., box 238 of FIG. 2A) can use hardware 
based acceleration for security functions, such as encryption, 
decryption, authentication, and key generation. Such features 
can help software deliver high performance security applica 
tions, such as IPSec and SSL. 
(0070. The architecture philosophy for the CPU is to opti 
mize for thread level parallelism (TLP) rather than instruction 
level parallelism (ILP) including networking workloads ben 
efit from TLP architectures, and keeping it small. 
0071. The architecture allows for many CPU instantia 
tions on a single chip, which in turn Supports Scalability. In 
general, Super-scalar designs have minimal performance 
wins on memory bound problems. An aggressive branch pre 
diction is typically unnecessary for this type of processor app 
Heation and can even be wasteful. 
0072 The exemplary embodiment employs narrow pipe 
lines because they typically have better frequency scalability. 
Consequently, memory latency is not as much of an issue as it 
would be in other types of processors, and in fact, any 
memory latencies can effectively be hidden by the multi 
threading as described below. 
0073 Embodiments of the invention can optimize the 
memory Subsystem with non-blocking loads, memory reor 
dering at the CPU interface, and special instruction for sema 
phores and memory barriers. 
0074. In one aspect of the invention, the processor can 
acquire and release semantics added to load/stores. In another 
aspect of embodiments of the invention, the processor can 
employ special atomic incrementing for timer Support. 
0075. As described above, the multithreaded CPUs offer 
benefits over conventional techniques. An exemplary 
embodiment of the invention employs fine grained multi 
threading that can Switch threads every clock and has 4 
threads available for issue. 
0076. The multithreading aspect provides for the follow 
ing advantages: usage of empty cycles caused by long latency 
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operations; optimized for area versus performance trade-off 
ideal for memory bound applications; enable optimal utiliza 
tion of memory bandwidth; memory Subsystem; cache coher 
ency using MOSI (Modified. Own, Shared, invalid) protocol; 
full map cache directory including reduced Snoop bandwidth 
and increased scalability over broadcast Snoop approach: 
large on-chip shared dual banked 2 MB L2 cache; error 
checking and correcting (ECC) protected caches and 
memory; 264-bit 400/800DDR2 channels (e.g., 12.8 Gbyte/s 
peak bandwidth) security pipeline; Support of on-chip stan 
dard security functions (e.g., AES, DES/3DES, SHA-1, 
MD5, and RSA); allowance of the chaining of functions (e.g., 
encrypt->sign) to reduce memory accesses; 4 Gibs of band 
width per security-pipeline, excluding RSA; on-chip Switch 
interconnect; message passing mechanism for intra-chip 
communication; point-to-point connection between Super 
blocks to provide increased scalability over a shared bus 
approach; 16 byte full-duplex links for data messaging (e.g., 
32 GB/s of bandwidth per link at 1 GHz); and credit-based 
flow control mechanism. 
0077. Some of the benefits of the multithreading technique 
used with the multiple processor cores include memory 
latency tolerance and fault tolerance. 
0078 FIG. 2B illustrates an exemplary advanced proces 
sor according to an alternate embodiment of the invention. 
This embodiment is provided to show that the architecture 
can be modified to accommodate other components, for 
example, video processor 215. In such a case, the video pro 
cessor can communicate with the processor cores, communi 
cation networks (e.g. DSI and Messaging Network) and other 
components. 

B. PROCESSOR CORES AND 
MULTI-THREADING 

0079. The exemplary advanced processor 200 of FIG. 2A 
includes a plurality of multithreaded processor cores 210a-h. 
Each exemplary core includes an associated data cache 
212a-h and instruction cache 214a-h. Data Switch Intercon 
nect (DSI) 216 may be coupled to each of the processor cores 
210a-hand configured to pass data among the processor cores 
and between the L2 cache 208 and memory bridges 206, 208 
for main memory access. Additionally, a messaging network 
222 may be coupled to each of the processor cores 210a-hand 
a plurality of communication ports 240a-f. While eight cores 
are depicted in FIG. 2A, a lesser or greater number of cores 
can be used in the invention. Likewise, in aspects of the 
invention, the cores can execute different Software programs 
and routines, and even run different operating systems. The 
ability to run different Software programs and operating sys 
tems on different cores within a single unified platform can be 
particularly useful where legacy software is desired to be run 
on one or more of the cores under an older operating system, 
and newer software is desired to be run on one or more other 
cores under a different operating system or systems. Simi 
larly, as the exemplary processor permits multiple separate 
functions to be combined withina unified platform, the ability 
to run multiple different Software and operating systems on 
the cores means that the disparate Software associated with 
the separate functions being combined can continue to be 
utilized. 
0080. The exemplary processor includes the multiple CPU 
cores 210a-h capable of multithreaded operation. In the 
exemplary embodiment, there are eight 4-way multithreaded. 
MIPS64-compatible CPUs, which are often referred to as 
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processor cores. Embodiments of the invention can include 
32 hardware contexts and the CPU cores may operate at over 
approximately 1.5 GHz. One aspect of the invention is the 
redundancy and fault tolerant nature of multiple CPU cores. 
So, for example, if one of the cores failed, the other cores 
would continue operation and the system would experience 
only slightly degraded overall performance. In one embodi 
ment, a ninth processor core may be added to the architecture 
to ensure with a high degree of certainty that eight cores are 
functional. 

I0081. The multithreaded core approach can allow soft 
ware to more effectively use parallelism that is inherent in 
many packet processing applications. Most conventional pro 
cessors use a single-issue, single-threaded architecture, but 
this has performance limitations in typical networking appli 
cations. In aspects of the invention, the multiple threads can 
execute different Software programs and routines, and even 
run different operating systems. This ability, similar to that 
described above with respect to the cores, to run different 
Software programs and operating systems on different threads 
within a single unified platform can be particularly useful 
where legacy software is desired to be run on one or more of 
the threads under an older operating system, and newer soft 
ware is desired to be run on one or more other threads under 
a different operating system or systems. Similarly, as the 
exemplary processor permits multiple separate functions to 
be combined within a unified platform, the ability to run 
multiple different software and operating systems on the 
threads means that the disparate software associated with the 
separate functions being combined can continue to be uti 
lized. Discussed below are some techniques used by the 
invention to improve performance in single and multi 
threaded applications. 
I0082 Referring now to FIG. 3A, a conventional single 
thread single-issue processing is shown and indicated, by the 
general reference character 300A. The cycle numbers—are 
shown across the top of the blocks. “A” within the blocks can 
represent a first packet and “B” within the blocks can repre 
sent a next packet. The sub-numbers within the blocks can 
represent packet instructions and/or segments. The wasted 
cycles 5-10 after a cache miss, as shown, result from no other 
instructions being ready for execution. The system must 
essentially stall to accommodate the inherent memory latency 
and this is not desirable. 
I0083. For many processors, performance is improved by 
executing more instructions per cycle, thus providing for 
instruction level parallelism (ILP). In this approach, more 
functional units are added to the architecture in order to 
execute multiple instructions per cycle. This approach is also 
known as a single-threaded, multiple-issue processor design. 
While offering some improvement over single-issue designs, 
performance typically continues to suffer due to the high 
latency nature of packet processing applications in general. In 
particular, long-latency memory references usually result in 
similar inefficiency and increased overall capacity loss. 
I0084 As an alternate approach, a multithreaded, single 
issue architecture may be used. This approach takes advan 
tage of, and more fully exploits, the packet level parallelism 
commonly found in net working applications. In short, 
memory latencies can be effectively hidden by an appropri 
ately designed multithreaded processor. Accordingly, in Such 
a threaded design, when one thread becomes inactive while 
waiting for memory data to return, the other threads can 
continue to process instructions. This can maximize proces 
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Sor use by minimizing wasted cycles experienced by other 
simple multi-issue processors. 
0085. Referring now to FIG. 3B, a conventional simple 
multithreaded scheduling is shown and indicated by the gen 
eral reference character 300B. Instruction Scheduler (IS) 
302B can receive tour threads: A, B, C, and D, as shown in the 
boxes to the left of IS 302B. Each cycle can simply select a 
different packet instruction from each of the threads in 
“round-robin fashion, as shown. This approach generally 
works well as longas every thread has an instruction available 
for issue. However, Such a “regular instruction issue pattern 
cannot typically be sustained, in actual networking applica 
tions. Common factors, such as instruction cache miss, data 
cache miss, data use interlock, and non-availability of a hard 
ware resource can stall the pipeline. 
I0086 Referring now to FIG. 3C, a conventional simple 
multithreaded scheduling with a stalled thread is shown and 
indicated by the general reference character 300C. Instruc 
tion Scheduler (IS) 302C can receive four threads: A, B, and 
C, plus an empty 'D' thread. As shown, conventional round 
robin scheduling results in wasted cycles 4, 8, and 12, the 
positions where instructions from the D thread would fall if 
available. In this example, the pipeline efficiency loss is 25% 
during the time period illustrated. An improvement over this 
approach that is designed to overcome Such efficiency losses 
is the "eager round-robin Scheduling scheme. 
0087. Referring now to FIG. 3D, an eager round-robin 
scheduling according to an embodiment of the invention is 
shown and indicated by the general reference character 300D. 
The threads and available instructions shown are the same as 
illustrated in FIG. 3C. However, in FIG. 3D, the threads can 
be received by an Eager Round-Robin Scheduler (ERRS) 
302D. The eager round-robin scheme can keep the pipeline 
full by issuing instructions from each thread in sequence as 
long as instructions are available for processing. When one 
thread is 'sleeping and does not issue an instruction, the 
scheduler can issue an instruction from the remaining three 
threads at a rate of one every three clock cycles, for example. 
Similarly, if two threads are inactive, the scheduler can issue 
an instruction from the two active threads at the rate of one 
every other clock cycle. A key advantage of this approach is 
the ability to run general applications, such as those notable 
to take full advantage of 4-way multithreading, at full speed. 
Other suitable approaches include multithreaded fixed-cycle 
scheduling. 
0088 Referring now to FIG. 3E, an exemplary multi 
threaded fixed-cycle scheduling is shown and indicated by the 
general reference character 300E. Instruction Scheduler (IS) 
302E can receive instructions from four active threads: A, B, 
C, and D, as shown. In this programmable fixed-cycle Sched 
uling, a fixed number of cycles can be provided to a given 
thread before switching to another thread. In the example 
illustrated, thread A issues 256 instructions, which may be the 
maximum allowed in the system, before any instructions are 
issued from thread B. Once thread B is started, it may issue 
200 instructions before handing off the pipeline to thread C, 
and so on. 
I0089 Referring now to FIG. 3F, an exemplary multi 
threaded fixed-cycle with eager round-robin Scheduling is 
shown and indicated by the general reference character 300F. 
Instruction Scheduler (IS)302F can receive instructions from 
four active threads: A, B, C, and D, as shown. This approach 
may be used in order to maximize pipeline efficiency when a 
stall condition is encountered. For example, if thread A 
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encounters a stall (e.g., a cache miss) before it has issued 256 
instructions, the other threads may be used in a round-robin 
manner to “fill up' the potentially wasted cycles. In the 
example shown in FIG.3F, a stall condition may occur while 
accessing the instructions for thread A after cycle 7, at which 
point the scheduler can switch to thread B for cycle 8. Simi 
larly, another stall condition may occur while accessing the 
instructions for thread B after cycle 13, so the scheduler can 
then switch to thread C for cycle 14. In this example, no stalls 
occur during the accessing of instructions for thread C, so 
scheduling for thread C can continue though the programmed 
limit for the thread (e.g., 200), so that the last Cthread instruc 
tion can be placed in the pipeline in cycle 214. 
(0090 Referring now to FIG. 3G, a core with associated 
interface units according to an embodiment of the invention is 
shown and indicated by the general reference character 300G. 
Core 302G can include Instruction Fetch Unit (IFU) 304G, 
Instruction Cache Unit (ICU) 306G, Decoupling buffer 
308G, Memory Management Unit (MMU)310G. Instruction 
Execution Unit (IEU)312G, and Load/Store Unit (LSU)314. 
IFU 304G can interface with ICU 306G and IEU 312G can 
interface with LSU 314. ICU 306G can also interface with 
Switch Block (SWB)/Level 2 (L2) cache block 316G. LSU 
314G, which can be a Level 1 (L1) data cache, can also 
interface with SWB/L2 316G. IEU 312G can interface with 
Message (MSG) Block 318G and, which can also interface 
with SWB 320G. Further, Register 322G for use in accor 
dance with embodiments can include thread ID (TID), pro 
gram counter (PC), and data fields. 
0091. According to embodiments of the invention, each 
MIPS architecture core may have a single physical pipeline, 
but may be configured to Support multi-threading functions 
(i.e., four “virtual cores). In a networking application, unlike 
a regular computational type of instruction scheme, threads 
are more likely to be waited on for memory accesses or other 
long latency operations. Thus, the scheduling approaches as 
discussed herein can be used to improve the overall efficiency 
of the system. 
0092 Referring now to FIG. 3H, an exemplary 10-stage 

(i.e., cycle) processor pipeline is shown and indicated by the 
general reference character 300H. In general operation, each 
instruction can proceed down the pipeline and may take 
10-cycles or stages to execute. However, at any given point in 
time, there can be up to 10 different instructions populating 
each stage. Accordingly, the throughput for this example 
pipeline can be 1 instruction completing every cycle. 
(0093 Viewing FIGS. 3G and 3H together, cycles 1-4 may 
represent the operation of IFU 304G, for example. In FIG. 
3H, stage or cycle 1 (IPG stage) can include scheduling an 
instruction from among the different threads (Thread Sched 
uling 302H). Such thread scheduling can include round 
robin, weighted round-robin (WRR), or eager round-robin, 
for example. Further, an Instruction Pointer (IP) may be gen 
erated in the IPG stage. An instruction fetch out of ICU306G 
can occur in stages 2 (FET) and 3 (FE2) and can be initiated 
in Instruction Fetch Start 304H in stage 2. In stage 3, Branch 
Prediction 306H and/or Return Address Stack (RAS) (Jump 
Register) 310H can be initiated and may complete in stage 4 
(DEC). Also in stage 4, the fetched instruction can be returned 
(instruction Return 308H). Next, instruction as well as other 
related information can be passed onto stage 5 and also put in 
Decoupling buffer 308G. 
0094 Stages 5-10 of the example pipeline operation of 
FIG.3H can represent the operation of IEU 312G. In stage 5 
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(REG), the instruction may be decoded and any required 
register lookup (Register Lookup 314H) completed. Also in 
stage 5, hazard detection logic (LD-Use Hazard 316H) can 
determine whether a stall is needed, if a stall is needed, the 
hazard detection logic can send a signal to Decouple buffer 
308G to replay the instruction (e.g., Decoupling/Replay 
312H). However, if no such replay is signaled, the instruction 
may instead be taken out of Decoupling buffer 308G. Further, 
in some situations, such as where a hazard/dependency is due 
to a pending long-latency operation (e.g., a data-cache miss). 
the thread may not be replayed, but rather put to sleep. In stage 
6 (EXE), the instruction may be “executed,” which may, for 
example, include an ALU/Shift and/or other operations (e.g., 
ALU/Shift/OP 318H). In stage 7 (MEM), a data memory 
operation can be initiated and an outcome of the branch can be 
resolved (Branch Resolution 320H). Further, the data 
memory lookup may extend to span stages 7, 8 (RTN), and 9 
(RT2), and the load data can be returned (Load Return 322H) 
by stage 9 (RT2). In stage 10 (WRB), the instruction—can be 
committed or retired and all associated registers can be finally 
updated for the particular instruction. 
0095. In general, the architecture is designed such that 
there are no stalls in the pipeline. This approach was taken for 
both ease of implementation as well as increased frequency of 
operation. However, there are some situations where a pipe 
line stall or stop is required. In Such situations, Decoupling 
buffer 308G, which can be considered a functional part of IFU 
304G, can allow for a restart or “replay” from a stop point 
instead of having to flush the entire pipeline and start the 
thread over to effect the stall. A signal can be provided by IFU 
304G to Decoupling buffer 308G to indicate that a stall is 
needed, for example. In one embodiment, Decoupling buffer 
308G can act as a queue for instructions whereby each 
instruction obtained by IFU 304G also goes to Decoupling 
buffer 308G. In such a queue, instructions may be scheduled 
out of order based on the particular thread scheduling, as 
discussed above. In the event of a signal to Decoupling buffer 
3080 that a stall is requested, those instructions after the 
“stop' point can be re-threaded. On the other hand, if no stall 
is requested, instructions can simply be taken out of the 
decoupling buffer and the pipeline continued. Accordingly, 
without a stall, Decoupling buffer 308G can behave essen 
tially like a first-in first-out (FIFO) buffer. However, if one of 
several threads requests a stall, the others can proceed through 
the buffer and they may not be held up. 
0096. As another aspect of embodiments of the invention, 
a translation-lookaside buffer (TLB) can be managed as part 
of a memory management unit (MMU), such as MMU 310G 
of FIG. 3G. This can include separate, as well as common, 
TLB allocation across multiple threads. The 128-entry TLB 
can include a 64-entry joint main TLB and two 32-entry 
microTLBs, one each for the instruction and the data side. 
When a translation cannot be satisfied by accessing the rel 
evant microTLB, a request may be sent to the main TLB. An 
interrupt or trap may occur if the main TLB also does not 
contain the desired entry. 
0097. In order to maintain compliance with the MIPS 
architecture, the main TLB can Support paired entries (e.g., a 
pair of consecutive virtual pages mapped to different physical 
pages), variable page sizes (e.g., 4K to 256M), and Software 
management via TLB read/write instructions. To support 
multiple threads, entries in the microTLB and in the main 
TLB may be tagged with the thread ID (TID) of the thread that 
installed them. Further, the main TLB can be operated in at 
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least two modes. In a “partitioned” mode, each active thread 
may be allocated an exclusive Subset or portion of the main 
TLB to install entries and, during translation, each thread 
only sees entries belonging to itself. In “global mode, any 
thread may allocate entries in any portion of the main TLB 
and all entries may be visible to all threads. A "de-map' 
mechanism can be used during main TLB writes to ensure 
that overlapping translations are not introduced by different 
threads. 

0.098 Entries in each microTLB can be allocated using a 
not-recently-used (NRU) algorithm, as one example. Regard 
less of the mode, threads may allocate entries in any part of 
the micro, LB. However, translation in the microTLB may be 
affected by mode. In global mode, all microTLB entries may 
be visible to all threads, but in partitioned mode, each thread 
may only see its own entries. Further, because the main TIE 
can Support a maximum of one translation per cycle, an arbi 
tration mechanism may be used to ensure that microTLB 
“miss’ requests from all threads are serviced fairly. 
0099. In a standard MIPS architecture, unmapped regions 
of the address space follow the convention that the physical 
address equals the virtual address. However, according to 
embodiments of the invention, this restriction is lifted and 
unmapped regions can undergo virtual-to-physical mappings 
through the microTLB/mainTLB hierarchy while operating 
in a “virtual-MIPS mode. This approach allows a user to 
isolate unmapped regions of different threads from one 
another. As a byproduct of this approach, however, the normal 
MIPS convention that mainTLB entries containing an 
unmapped address in their virtual page number (VPN2) field 
can be considered invalid is violated. In one embodiment of 
the invention, this capability can be restored to the user 
whereby each entry in the mainTLB can include a special 
“master valid.” bit that may only be visible to the user in the 
virtual MIPS-mode. For example, an invalid entry can be 
denoted by a master valid bit value of “0” and a valid entry can 
be denoted by a master valid bit value of “1” 
0100. As another aspect of the invention, the system can 
Support out-of-order load/store scheduling in an in-order 
pipeline. As an example implementation, there can be a user 
programmable relaxed memory ordering model So as to 
maximize overall performance. In one embodiment, the 
ordering can be changed by user programming to go from a 
strongly ordered model to a weakly ordered model. The sys 
tem can Support four types: (i) Load-Load Re-ordering; (ii) 
Load-Store Re-ordering; (ii) Store-Store Re-ordering and (iv) 
Store-Load Re-ordering. Each type of ordering can be inde 
pendently relaxed by way of a bit vector in a register. If each 
type is set to the relaxed state, a weakly ordered model can be 
achieved. 

0101 Referring now to FIG. 3I, a core interrupt flow 
operation within a processor according to an embodiment of 
the invention is shown and indicated by the general reference 
character 300I. Programmable interrupt Controller (PIC), as 
will be discussed in more detail below with reference to FIG. 
3J, may provide an interrupt including interrupt Counter and 
MSG Block to Accumulates 302I. Accordingly, operation 
300I can occur within any of the processors or cores of overall 
system. Functional block Schedules Thread 304I can receive 
control interface from block 302I. Extensions to the MIPS 
architecture can be realized by shadow mappings that can 
include Cause 306I to EIRR308I as well as Status 310I to 
EIMR312I. The MIPS architecture generally only provides 2 
bits for software interrupts and 6 bits for hardware interrupts 
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for each of designated status and cause registers. This MIPS 
instruction architecture compatibility can be retained while 
providing extensions, according to embodiments of the 
invention. 

0102. As shown in more detail in FIG. 3I, a shadow map 
ping for Cause 306I to EIRR308I for an interrupt pending can 
in dude bits 8-15 of the Cause 306I register mapping to bits 
0-7 of EIRR 308I. Also, a software interrupt can remain 
within a core, as opposed to going through the PIC, and can be 
enacted by writing to bits 8 and/or 9 of Cause 306I. The 
remaining 6 bits of Cause 306I can be used for hardware 
interrupts. Similarly, a shadow mapping for Status 310I to 
EIMR. 312I for a mask can include bits 8-15 of the Status 
310I register mapping to bits 0-7 of EIMR 312I. Further, a 
software interrupt, can be enacted by writing to bits 8 and/or 
9 of Status 310I while the remaining 6 bits can be used for 
hardware interrupts. In this fashion, the register extensions 
according to embodiments of the invention can provide much 
more flexibility in dealing with interrupts. In one embodi 
ment, interrupts can also be conveyed via the non-shadowed 
bits 8-63 of EIRR308I and/or bits 8-63 of EIMR 312I. 

0103 Referring now to FIG.3J, a PIC operation according 
to an embodiment of the invention is shown and indicated by 
the general reference character 300J. For example, flow 300J 
may be included in an implementation of box 226 of FIG. 2A. 
In FIG.3J, Sync 302J can receive an interrupt indication and 
provide a control input to Pending 304J control block. Pend 
ing 304J, which can effectively act as an interrupt gateway, 
can also receive system timer and watch dog timer indica 
tions. Schedule Interrupt 306J can receive an input from 
Pending 304.J. Interrupt Redirection Table (IRT) 308J can 
receive an input from Schedule Interrupt 306.J. 
0104. Each interrupt and/or entry of IRT308J can include 
associated attributes (e.g., Attribute 314J) for the interrupt, as 
shown. Attribute 314J can include CPU Mask 316-1J, Inter 
rupt Vector 316-2J, as well as fields 316-3J and 316-4J, for 
examples. Interrupt Vector 316-2J can be a 6-bit field that 
designates a priority for the interrupt. In one embodiment, a 
lower number in Interrupt Vector 3.16-2J can indicate a higher 
priority for the associated interrupt via a mapping to EIPR 
308I, as discussed above with reference to FIG.3I. In FIG.3J, 
Schedule across CPU & Threads 310J can receive an input 
from block 308.J., such as information from Attribute 314J. In 
particular, CPU Mask 316-1J may be used to indicate to 
which of the CPUs or cores the interrupt is to be delivered. 
Delivery 312J block can receive an input from block 310.J 
0105. In addition to the PIC, each of 32 threads, for 
example, may contain a 64-bit interrupt vector. The PIC may 
receive interrupts or requests from agents and then deliver 
them to the appropriate thread. As one example implementa 
tion, this control may be software programmable. Accord 
ingly, Software control may elect to redirect all external type 
interrupts to one or more threads by programming the appro 
priate PIC control registers. Similarly, the PIC may receive an 
interrupt event or indication from the PCI-X interface (e.g., 
PCI-X 234 of FIG. 2A), which may in turn be redirected to a 
specific thread of a processor core. Further, an interrupt redi 
rection table (e.g., IRT 308J of FIG. 3J) may describe the 
identification of events (e.g., an interrupt indication) received 
by the PIC as well as information related to its direction to one 
or more “agents. The events can be redirected to a specific 
core by using a core mask, which can be set by Software to 
specify the vector number that may be used to deliver the 
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event to a designated recipient. An advantage of this approach 
is that it allows the software to identify the source of the 
interrupt without polling. 
0106. In the case where multiple recipients are pro 
grammed for a given event, or interrupt, the PIC scheduler can 
be programmed to use a global 'round-robin' Scheme or a 
per-interrupt-based local round-robin scheme for event deliv 
ery. For example, if threads 5, 14, and 27 are programmed to 
receive external interrupts, the PIC scheduler may deliver the 
first external interrupt to thread 5, the next one to thread 14, 
the next one to thread 27, then return to thread 5 for the next 
interrupt, and so on. 
0107. In addition, the PIC also may allow any thread to 
interrupt any other thread (i.e., an inter-thread interrupt). This 
can be Supported by performing a store (i.e., a write opera 
tion) to the PIC address space. The value that can be used for 
Such a write operation can specify the interrupt vector and the 
target thread to be used by the PIC for the inter-thread inter 
rupt. Software control can then use standard conventions to 
identify the inter-thread interrupts. As one example, a vector 
range may be reserved for this purpose. 
0108. As discussed above with reference to FIGS. 3G and 
3H, each core can include a pipeline decoupling, buffer (e.g., 
Decoupling 308G of FIG.3G). In one aspect of embodiments 
of the invention, resource usage in an in-order pipeline with 
multiple threads can be maximized. Accordingly, the decou 
pling buffer is “thread aware' in that threads not requesting a 
stall can be allowed to flow through without stopping. In this 
fashion, the pipeline decoupling buffer can re-order previ 
ously scheduled threads. As discussed above, the thread 
scheduling can only occur at the beginning of a pipeline. Of 
course, re-ordering of instructions within a given, thread is 
not normally performed by the decoupling buffer, but rather 
independent threads Can incur no penalty because they can be 
allowed to effectively bypass the coupling buffer while a 
stalled thread is held-up. 
0109. In one embodiment of the invention, a 3-cycle cache 
can be used in the core implementation. Such a 3-cycle cache 
can be an “off-the-shelf cell library cache, as opposed to a 
specially-designed cache, in order to reduce system costs. As 
a result, there may be a gap of three cycles between the load 
and the use of a piece of data and/or an instruction. The 
decoupling buffer can effectively operate in and take advan 
tage of this 3-cycle delay. For example, if there was only a 
single thread, a 3-cycle latency would be incurred. However, 
where four threads are accommodated, intervening slots can 
be taken up by the other threads. Further, branch prediction 
can also be supported. For branches correctly predicted, but 
not taken, there is no penalty. For branches correctly pre 
dicted and taken, there is a one-cycle “bubble' or penalty. For 
a missed prediction, there is a 5-cycle bubble, but such a 
penalty can be vastly reduced where four threads are operat 
ing because the bubbles can simply be taken up by the other 
threads. For example, instead of a 5-cycle bubble, each of the 
four threads can take up one so that only a single bubble 
penalty effectively remains. 
0110. As discussed above with reference to FIGS. 3D, 3E, 
and 3F, instruction scheduling schemes according to embodi 
ments of the invention can include eager round-robin Sched 
uling (ERRS), fixed number of cycles per thread, and multi 
threaded fixed-cycle with ERRS. Further, the particular 
mechanism for activating threads in the presence of conflicts 
can include the use of a scoreboard median ism, which can 
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track long latency operations, such as memory access, mul 
tiply, and/or divide operations. 
0111 Referring now to FIG. 3K, a return address stack 
(RAS) operation for multiple thread allocation is shown and 
indicated by the general reference character 300K. This 
operation can be implemented in IFU304G of FIG.3G and as 
also indicated in operation 310H of FIG. 3H, for example. 
Among the instructions Supported in embodiments of the 
invention are: (i) a branch instruction where a prediction is 
whether it is taken or not taken and the target is known; (ii) a 
jump instruction where it is always taken and the target is 
known; and (iii) a jump register where it is always taken and 
the target is retrieved from a register and/or a stack having 
unknown contents. 

0112. In the example operation of FIG. 3K, a Jump-And 
Link (JAL) instruction can be encountered (302K) to initiate 
the operation. In response to the JAL, the program counter 
(PC) can be placed on the return address stack (RAS) (304K). 
An example RAS is shown as Stack312Kand, in one embodi 
ment. Stack 312K is a first-in last-out (FILO) type of stack to 
accommodate nested Subroutine calls. Substantially in paral 
lel with placing the PC on Stack 312K, a subroutine call can 
be made (306K). Various operations associated with the sub 
routine instructions can then occur (308K). Once the subrou 
tine flow is complete, the return address can be retrieved from 
Stack 312K (310K) and the main program can continue 
(316K) following any branch delay (314K). 
0113 For multiple thread operation. Stack 312K can be 
partitioned so that entries are dynamically configured across 
a number of threads. The partitions can change to accommo 
date the number of active threads. Accordingly, if only one 
thread is in use, the entire set of entries allocated for Stack 
312K can be used for that thread. However, if multiple threads 
are active, the entries of Stack 312K can be dynamically 
configured to accommodate the threads so as to utilize the 
available space of Stack 312K efficiently. 
0114. In a conventional multiprocessor environment, 
interrupts are typically given to different CPUs for processing 
on a round-robin basis or by designation of a particular CPU 
for the handling of interrupts. However, in accordance with 
embodiments of the invention, PIC 226 of FIG. 2A, with 
operation shown in more detail in FIG. 3i, may have the 
ability to load balance and redirect interrupts across multiple 
CPUs/cores and threads in a multithreaded machine. As dis 
cussed above with reference to FIG.3J, IRT308J can include 
attributes for each interrupt, as shown in Attribute 314J. CPU 
Mask 316-1J can be used to facilitate load balancing by 
allowing for certain CPUs and/or threads to be masked out of 
the interrupt handling. In one embodiment. CPU Mask may 
be 32-bits wide to allow for any combination of 8 cores, each 
having 4 threads, to be masked. As an example, Core-2210c 
and Core-7 210h of FIG. 2A may be intended to be high 
availability processors, so CPU Mask316-1J of FIG.3J may 
have its corresponding bits set to “1” for each interrupt in IRT 
308J so as to disallow any interrupt processing on Core-2 or 
Core-7. 

0115 Further, for both CPUs/cores as well as threads, a 
round-robin Scheme (e.g., by way of a pointer) can be 
employed among those cores and/or threads that are not 
masked for a particular interrupt. In this fashion, maximum 
programmable flexibility is allowed for interrupt load balanc 
ing. Accordingly, operation 300i of FIG. 3J allows for two 
levels of interrupt scheduling: (i) the scheduling of 306i, as 
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discussed above; and (ii) the load balancing approach includ 
ing CPU/core and thread masking. 
0116. As another aspect of embodiments of the invention, 
thread-to-thread interrupting is allowed whereby one thread 
can interrupt, another thread. Such thread-to-thread interrupt 
ing may be used for synchronization of different threads, as is 
common for telecommunications applications. Also, Such 
thread-to-thread interrupting may not go through any sched 
uling according to embodiments of the invention. 

C. DATA SWITCH AND L2 CACHE 

0117 Returning now to FIG. 2A, the exemplary processor 
may further include a number of components that promote 
high performance, including: an 8-way set associative on 
chip level-2 (L2) cache (2 MB); a cache coherent Hyper 
Transport interface (768 Gbps); hardware accelerated Qual 
ity-of-Service (QOS) and classification; security hardware 
acceleration AES, DES/3DES, SHA-1, MD5, and RSA: 
packet ordering Support; string processing Support; TOE 
hardware (TCP Offload Engine); and numerous IO signals. In 
one aspect of an embodiment of the invention, data Switch 
interconnect 216 may be coupled to each of the processor 
cores 210a-h by its respective data cache 212a-h. Also, the 
messaging network 222 may be coupled to each of the pro 
cessor cores 210a-h by its respective instruction cache 214a 
h. Further, in one aspect of an embodiment of the invention, 
the advanced telecommunications processor can also include 
an L2 cache 208 coupled to the data switch interconnect and 
configured to store information accessible to the processor 
cores 210a-h. In the exemplary embodiment, the L2 cache 
includes the same number of sections (sometimes referred to 
as banks) as the number of processor cores. This example is 
described with reference to FIG. 4A, but it is also possible to 
use more or fewer L2 cache sections. 

0118. As previously discussed, embodiments of the inven 
tion may include the maintenance of cache coherency using 
MOSI (Modified. Own, Shared, Invalid) protocol. The addi 
tion of the “Own' state enhances the “MSI protocol by 
allowing the sharing of dirty cache lines across process cores. 
In particular, an example embodiment of the invention may 
present a fully coherent view of the memory to software that 
may be running on up to 32 hardware contexts of 8 processor 
cores as well as the I/O devices. The MOSI protocol may be 
used throughout the L1 and L2 cache (e.g., 212a-hand 208, 
respectively, of FIG. 2A) hierarchy. Further, all external ref 
erences (e.g., those initiated by an I/O device) may Snoop the 
L1 and L2 caches to ensure coherency and consistency of 
data. In one embodiment, as will be discussed in more detail 
below, a ring-based approach may be used to implement 
cache coherency in a multiprocessing system. In general, 
only one “node' may be the owner for a piece of data in order 
to maintain coherency. 
0119. According to one aspect of embodiments of the 
invention, an L2 cache (e.g., cache 208 of FIG. 2A) may be a 
2 MB, 8-way set-associative unified (i.e., instruction and 
data) cache with a 32 B line size. Further, up to 8 simultaneous 
references can be accepted by the L2 cache per cycle. The L2 
arrays may run at about half the rate of the core clock, but the 
arrays can be pipelined to allow a request to be accepted by all 
banks every core clock with a latency of about 2 core clocks 
through the arrays. Also, the L2 cache design can be "non 
inclusive” of the L1 caches so that the overall memory capac 
ity can be effectively increased. 
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0120. As to ECC protection for an L2 cache implementa 
tion, both cache data and cache tag arrays can be protected by 
SECDED (Single Error Correction Double Error Detection) 
error protecting codes. Accordingly, all single bit errors are 
corrected without software intervention. Also, when uncor 
rectable errors are detected, they can be passed to the software 
as code-error exceptions whenever the cache line is modified. 
In one embodiment, as will be discussed in more detail below, 
each L2 cache may act like any other 'agent' on a ring of 
components. 
0121 According to another aspect of embodiments of the 
invention, “bridges' on a data Movement ring may be used for 
optimal redirection of memory and I/O traffic. Super Memory 
I/O Bridge 206 and Memory Bridge 218 of FIG. 2A may be 
separate physical structures, but they may be conceptually the 
same. The bridges can be the main gatekeepers for main 
memory and I/O accesses, for example. Further, in one 
embodiment, the I/O can be memory-mapped. 
0122 Referring now to FIG. 4A, a data switch intercon 
nect (DSI) ring arrangement according to an embodiment of 
the invention is shown and indicated by the general reference 
character 400A. Such a ring arrangement can be an imple 
mentation of DSI 216 along with Super Memory I/O Bridge 
206 and Memory Bridge 218 of FIG. 2A. In FIG. 4A, Bridge 
206 can allow an interface between memory & I/O and the 
rest of the ring. Ring elements 402a-i each correspond to one 
of the cores 210a-h and the memory bridges of FIG. 2A. 
Accordingly, element 402a interfaces to L2 cache L2 a and 
Core-0 210a, and element 402b interfaces to L2 b and Core 
210b, and so on through 402h interfacing to L2 h and Core 
210h. Bridge 206 includes an element 402i on the ring and 
bridge 218 includes an element 402i on the ring. 
0123. As shown in FIG. 4A, four rings can make up the 
ring structure in an example embodiment: Request Ring 
(RQ), Data Ring (DT), Snoop Ring (SNP), and Response 
Ring (RSP). The communication on the rings is packet based 
communication. An exemplary RQ ring packet includes des 
tination ID, transaction ID, address, request type (e.g., RD, 
RD.sub.13EX, WR, UPG), valid bit, cacheable indication, 
and a byte enable, for example. An exemplary DT ring packet 
includes destination ID, transaction ID, data, status (e.g., 
error indication), and a valid bit, for example. An exemplary 
SNP ring packet includes destination ID, valid, bit, CPU 
Snoop response (e.g., clean, shared, or dirty indication), L2 
Snoop response, bridge Snoop response, retry (for each of 
CPU, bridge, and L2), AERR (e.g., illegal request, request 
parity), and a transaction ID, for example. An exemplary RSP 
ring packet includes all the fields of SNP, but, may represent 
a “final status, as opposed to the “in-progress’ status of the 
RSP ring. 
0.124 Referring now to FIG. 4B, a DSI ring component 
according to an embodiment of the invention is shown and 
indicated by the general reference character 400B. Ring com 
ponent 402b-0 may correspond to one of the four rings RQ, 
DT, SNP, or RSP in one embodiment. Similarly, ring com 
ponents 402b-1, 402b-2, and 402b-3 may each correspond to 
one of the four rings. As an example, a “node can be formed 
by the summation of ring components 402b-0, 402b-1, 402b 
2, and 402b-3. 
0.125 Incoming data or “Ring In' can be received in flip 
flop 404B. An output of flip-flop 40413 can connect to flip 
flops 40613 and 408B as sell as multiplexer 41613. Outputs of 
flip-flops 40613 and 40813 can be used for local data use. 
Flip-flop 41013 can receive an input from the associated L2 
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cache while flip-flop 412B can receive an input from the 
associated CPU. Outputs from flip-flops 410B and 412B can 
connect to multiplexer 414B. An output of multiplexer 414B 
can connect to multiplexer 416B and an output of multiplexer 
416B can connect to outgoing data or "Ring Out.” Also, ring 
component 402b-0 can receive a valid bit signal. 
0.126 Generally, higher priority data received, on Ring. In 
will be selected by multiplexer 416B if the data is valid (e.g., 
Valid Bit='1'). If not, the data can be selected from either the 
L2 or the CPU via multiplexer 414B. Further, in this example, 
if data received on Ring. In is intended for the local node, 
flip-flops 406B and/or 408B can pass the data onto the local 
core instead of all lowing the data to pass all the way around 
the ring before receiving it again. 
I0127. Referring now to FIG. 4C, a flow diagram of an 
example data retrieval in the DSI according to an embodiment 
of the invention is shown and indicated by the general refer 
ence character 400C. The flow can begin in Start 452 and a 
request can be placed on the request ring (RQ) (454). Each 
CPU and L2 in the ring structure can check for the requested 
data (456). Also, the request can be received in each memory 
bridge attached to the ring (458). If any CPU or L2 has the 
requested data (460), the data can be put on the data ring (DT) 
by the node having the data (462). If no CPU or L2 has found 
the requested data (460), the data can be retrieved by one of 
the memory bridges (464). An acknowledgement can be 
placed on the Snoop ring, (SNP) and/or the response ring 
(RSP) by either the node that found the data or the memory 
bridge (466) and the flow can complete in End (468). In one 
embodiment, the acknowledgement by the memory bridge to 
the SNP and/or RSP ring may be implied. 
I0128. In an alternative embodiment, the memory bridge 
would not have to wait for an indication that the data has not 
been found in any of the L2 caches in order to initiate the 
memory request. Rather, the memory request (e.g., to 
DRAM), may be speculatively issued. In this approach, if the 
data is found prior to the response from the DRAM the later 
response can be discarded. The speculative DRAM accesses 
can help to mitigate the effects of the relatively long memory 
latencies. 

D. MESSAGE PASSING NETWORK 

I0129. Also in FIG. 2A, in one aspect of an embodiment of 
the invention, the advanced telecommunications processor 
can include Interface Switch Interconnect (ISI) 224 coupled 
to the messaging network 222 and a group of communication 
ports 240a-f. and configured to pass information among the 
messaging network 222 and the communication ports 240a-f 
0.130 Referring now to FIG. 5A, a fast messaging ring 
component or station according to an embodiment of the 
invention is shown and indicated by the general reference 
character 500A. An associated ring structure may accommo 
date point-to-point messages as an extension of the MIPS 
architecture, for example. The "Ring Insignal can connect to 
both Insertion Queue 502A and Receive Queue (RCVQ) 
506A. The insertion queue can also connect to multiplexer 
504A, the output of which can be “Ring Out.” The insertion 
queue always gets priority so that the ring does not get 
backed-up. Associated registers for the CPU core are shown 
in dashed boxes 520A and 522A. Within box 520A, buffers 
RCV Buffer 510A-0 through RCV Buffer 510A-N can inter 
face with RCVQ 506A. A second input to multiplexer 504A 
can connect to Transmit Queue (XMTQ) 508A. Also within 
box 520A, buffers XMT Buffer 512A-0 through XMT Buffer 
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512A-N can interface with XMTQ 508A. Status 514A regis 
ters can also be found in box 520A. Within dashed box 522A, 
memory-mapped Configuration Registers 516A and Credit 
Based Flow Control 518A can be found. 
0131 Referring now to FIG. 5B, a message data structure 
for the system of FIG. 5A is shown and indicated by the 
general reference character 500B. Identification fields may 
include Thread 502B, Source 504B, and Destination 508B. 
Also, there can be a message size indicator Size 508B. The 
identification fields and the message size indicator can form 
Sideboard 514B. The message or data to be sent itself (e.g., 
MSG 512B) can include several portions, such as 510B-0, 
510B-1, 510 B-2, and 510 B-3. According to embodiments, 
the messages may be atomic so that the full message cannot 
be interrupted. 
0132) The credit-based flow control can provide a mecha 
nism for managing message sending, for example. In one 
embodiment, the total number of credits assigned to all trans 
mitters for a target/receiver cannot exceed the Sum of the 
number of entries in its receive queue (e.g., RCVO 506A of 
FIG. 5A). For example, 256 may be the total number of 
credits in one embodiment because the size of the RCVO of 
each target/receiver may be 256 entries. Generally, software 
may control the assignment of credits. At boot-up time, for 
example, each sender/xmitter or participating agent may be 
assigned some default number of credits. Software may then 
be free to allocate credits on a per-transmitter basis. For 
example, each sender/xmitter can have a programmable num 
ber of credits set by software for each of the other targets/ 
receivers in the system. However, not all agents in the system 
may be required to participate as targets/receivers in the dis 
tribution of the transmit credits. In one embodiment, Core-0 
credits can be programmed for each one of Core-1, Core-2, 
Core-7, RGMII.sub. 130, RGMII.sub.131, XGMII/SPI-4.2. 
sub. O, XGMII/SPI-4.2.sub-1, PODO, POD1, ... POD4, 
etc. The Table 1 below shows an example distribution of 
credits for Core-0 as a receiver: 

TABLE 1. 

Transmit Agents Allowed Credits (Total of 256) 

Core-O O 
Core-1 32 
Core-2 32 
Core-3 32 
Core-4 O 
Core-5 32 
Core-6 32 
Core-7 32 
PODO 32 
RGMII O 32 
All Others O 

0133. In this example, when Core-1 sends a message of 
size 2 (e.g., 2 64-bit data elements) to Core-0, the Core-1 
credit in Core-0 can be decremented by 2 (e.g., from 32 to 30). 
When Core-0 receives a message, the message can go into the 
RCVO of Core-0. Once the message is removed from the 
RCVO of Core-0, that message storage space may essentially 
be freed-up or made available. Core-0 can then send a signal 
to the sender (e.g., a free credit signal to Core-1) to indicate 
the amount of space (e.g., 2) additionally available. If Core-1 
continues to send messages to Core-0 without corresponding 
free credit signals from Core-0, eventually the number of 
credits for Core-1 can go to zero and Core-1 may not be able 
to send any more messages to Core-0. Only when Core-0 
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responds with free credit signals could Core-1 send additional 
messages to Core-0, for example. 
0.134 Referring now to FIG. 5C, a conceptual view of how 
various agents may be attached to the fast messaging network 
(FMN) according to an embodiment of the invention is shown 
and indicated by the general reference character 500C. The 
eight cores (Core-0 502C-0 through Core-7502C-7) along 
with associated data caches (D-cache 504C-0 through 504C 
7) and instruction caches (I-cache 506C-0 through 506C-7) 
can interface to the FMN. Further, Network I/O Interface 
Groups can also interface to the FMN. Associated with Port 
A, DMA 508C-A, Parser/Classifier 512C-A, and XGMII/ 
SPI-4.2 Port A514C-A can interface to the FMN through 
Packet Distribution Engine (PDE) 510C-A. Similarly, for 
Port B, DMA 508C-B, Parser/Classifier 512C-B, and 
XGMII/SPI-42 Port B 514C-B can interface to the FMN 
through PDE 510C-B. Also, DMA 516C, Parser/Classifier 
520C, RGMII Port A 522C-A, RGMII Port B 522C-B, 
RGMII Port C 522C-C, RGMII Port D 522C-D can interface 
to the FMN through PDE 518C. Also, Security Acceleration 
Engine 524C including DMA 526C and DMA Engine 528C 
can interface to the FMN. PCIe bus 534 can also interface to 
the FMN and/or the interface switch interconnect (ISI). This 
interface is shown in more detail in FIGS. 5F through 5I 
I0135. As an aspect of embodiments of the invention, all 
agents (e.g., cores/threads or networking interfaces. Such as 
shown in FIG.5C) on the FMN can send a message to any 
other agent on the FMN. This structure can allow for fast 
packet movement among the agents, but Software can alter the 
use of the messaging system for any other appropriate pur 
pose by so defining the syntax and semantics of the message 
container. In any event, each agent on the FMN includes a 
transmit queue (e.g., 508A) and a receive queue (e.g., 506A), 
as discussed above with reference to FIG. 5A. Accordingly, 
messages intended for a particular agent can be dropped into 
the associated receive queue. All messages originating from a 
particular agent can be entered into the associated transmit 
queue and subsequently pushed on the FMN for delivery to 
the intended recipient. 
0.136. In another aspect of embodiments of the invention, 

all threads of the core e.g. Core-0 502C-0 through Core-7 
502C-7 or FIG.5C) can share the queue resources. In order to 
ensure fairness in sending out messages, a “round-robin' 
scheme can be implemented for accepting messages into the 
transmit queue. This can guarantee that all threads have the 
ability to send out messages even when one of them is issuing 
messages at a faster rate. Accordingly, it is possible that a 
Oven transmit queue may be full at the time a message is 
issued. In Such a case, all threads can be allowed to queue up 
one message each inside the core until the transmit queue has 
room to accept more messages. As shown in FIG. 5C, the 
networking interfaces use the PDE to distribute incoming 
packets to the designated threads. Further, outgoing packets 
for the networking interfaces can be routed through packet 
ordering software. 
I0137 Referring now to FIG.5D, network traffic in a con 
ventional processing system is shown and indicated by the 
general reference character 500D. The Packet. Input can be 
received by Packet Distribution 502D and sent for Packet 
Processing (504D-0 through 504D-3). Packet Sorting/Order 
ing 506D can receive the outputs from Packet Processing and 
can provide Packet Output. While such packet-level parallel 
processing architectures are inherently Suited for networking 
applications, but an effective architecture must provide effi 
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cient Support for incoming packet distribution and outgoing 
packet sorting/ordering to maximize the advantages of paral 
lel packet processing. As shown in FIG. 5D, every packet 
must go through a single distribution (e.g., 502D) and a single 
sorting/ordering (e.g., 506D). Both of these operations have a 
serializing effect on the packet stream so that the overall 
performance of the system is determined by the slower of 
these two functions. 
0138 Referring now to FIG. 5E, a packet flow according 

to an embodiment of the invention is shown and indicated by 
the general reference character 500E. This approach provides 
an extensive (i.e., Scalable) high-performance architecture 
enabling flow of packets through the system. Networking 
Input 502E can include RGMII, XGMII, and/or SPI-4.2 and/ 
or PCIe interface configured ports. After the packets are 
received, they can be distributed via Packet Distribution 
Engine (PDF) 504E using the Fast Messaging Network 
(FMN) to one of the threads for Packet Processing 506E: 
Thread 0, 1, 2, and so on through Thread 31, for example. The 
selected thread can perform one or more functions as pro 
grammed by the packet header or the payload and then the 
packet on to Packet Ordering Software 508E. As an alterna 
tive embodiment, a Packet Ordering Device (POD), as shown 
in box 236 of FIG. 2A, for example, may be used in place of 
508E of FIG.5E. In either implementation, this function sets 
up the packet ordering and then passes it onto the outgoing 
network (e.g., Networking Output 510E) via the FMN. Simi 
lar to the networking input, the outgoing port can be any one 
of the configured RGMII, XGMII, or SPI-4.2 interfaces or 
PCIe bus, for example. 

E. INTERFACE SWITCH 

0.139. In one aspect of embodiments of the invention, the 
FMN can interface to each CPU core, as shown in FIG. 2A. 
Such FMN-to-core interfacing may include push/pop instruc 
tions, waiting for a message instruction, and interrupting on a 
message arrival. In the conventional MIPS architecture, a 
co-processor or “COP2’ space is allocated. However, accord 
ing to embodiments of the invention, the space designated for 
COP2 is instead reserved for messaging use via the FMN. In 
one embodiment, software executable instructions may 
include message send (MsgSind), message load (Msgld), 
message-to-COP2 (MTC2), message-from-COP2 (MFC2), 
and message wait (MsgWait). The MsgSnd and MsgLd 
instructions can include target information as well as message 
size indications. The MTC2 and MFC2 instructions can 
include data transfers from/to local configuration registers, 
such as Status 514A and registers 522A of FIG. 5A. The 
MsgWait instruction can include the operation of essentially 
entering a "sleep' state until a message is available (e.g., 
interrupting on message arrival). 
0140. As another aspect of embodiments of the invention, 
fast messaging (FMN) ring components can be organized into 
“buckets.” For example, RCVQ 506A and XMTQ 508A of 
FIG. 5A may each be partitioned across multiple buckets in 
similar fashion to the thread concept, as discussed above. 
0141. In one aspect of embodiments of the invention, a 
Packet Distribution Engine (PDE) can include each of the 
XGMII/SPI-4.2 interfaces and four RGMII interfaces and 
PCIe interfaces to enable efficient and load-balanced distri 
bution of incoming packets to the processing threads. Hard 
ware accelerated packet distribution is important for high 
throughput networking applications. Without the PDF, packet 
distribution may be handled by software, for example. How 
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ever, for 64 B packets, only about 20 ns is available for 
execution of this function on an XGMII type interface. Fur 
ther, queue pointer management would have to be handled 
due to the single-producer multiple-consumer situation. Such 
a Software-only solution is simply notable to keep up with the 
required packet delivery rate, without impacting the perfor 
mance of the overall system. 
0142. According to an embodiment of the invention, the 
PDE can utilize the Fast Messaging Network (FMN) to 
quickly distribute packets to the threads designated by Soft 
ware as processing, threads. In one embodiment, the PDE can 
implement a weighted round-robin Scheme for distributing 
packets among the intended recipients. In one implementa 
tion, a packet is not actually moved, but rather gets written to 
memory as the networking interface receives it. The PDE can 
inserta “Packet Descriptor in the message and then send it to 
one of the recipients, as designated by Software. This can also 
mean that not all threads must participate in receiving packets 
from any given interface. 

PCIe Interface 

0143 Referring now to FIG.5F,5F shows a closeup of the 
interface between the Fast Messaging Network (FMN) and 
interface switch interconnect (ISI) (540) and the PCIe inter 
face (534) previously shown in FIG. 2A (234), and FIG. 5C 
(534). The fast messaging network and or the interface switch 
interconnect (540) sends various signals to the PCIe interface 
to both control the interface, and send and receive data from 
the interface. 
0144. To speed development of such devices, it will usu 
ally be advantageous to rely upon pre-designed PCIe compo 
nents as much as possible. Suitable PCIe digital cores, physi 
cal layer (PHY), and verification components may be 
obtained from different vendors. Typically these components 
will be purchased as intellectual property and integrated cir 
cuit design packages, and these design packages used, in 
conjunction with customized DMA design software, to 
design integrated circuit chips capable of interfacing to fast 
message buses of advanced processors, and in turninterfacing 
with PCIe bus hardware. 
0145 One important design consideration is to streamline 
(simplify) the PCIe interface and commands as much as pos 
sible. This streamlining process keeps the interface both rela 
tively simple and relatively fast, and allows single chip mul 
tiple core processors, such as the present invention, to control 
PCIe devices with relatively small amounts of software and 
hardware overhead. 
0146. As will be discussed, the present design utilizes the 
Fast messaging network (FMN)/interface switch intercon 
nect in combination with a customized DMA engine (541) 
embedded as part attic PCIe interface unit (534). The DMA 
engine essentially serves as a translator between the very 
different memory storage protocols used by the processor 
cores and the various PCIe devices. Offloading the translation 
process to a customized DMA engine greatly reduces the 
computing demands on the core processors, freeing them up 
for other tasks. 
0147 To briefly review, DMA (Direct hi empty Access) 
circuits allow hardware to access memory independently of 
the processor core CPUs. The DMA acts to copy memory 
chunks between devices. Although the CPU initiates this 
process with an appropriate DMA command, the CPU can 
then do other things while the DMA executes the memory 
copy command. 
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0148. In this embodiment, a customized. DMA engine 
was constructed that accepted the short, the highly optimized, 
processor FMN and ISI messages as input. The DMA then 
both translated the FMN/ISI messages into appropriate PCIe 
TLP packets (which were then handled by the other PCIe 
circuitry in the interface), and then automatically handled the 
original memory copy command requested by the core pro 
CSSOS. 

014.9 Thus the DMA translated the memory copy request 
into PCIe-TLP packets, and sent it on to the other PCIe 
circuitry that sends the appropriate commands to the appro 
priate PCIe device on the PCIe bus via PCIe-TLP packets. 
After these packets had been sent by the PCIe circuitry, the 
designated PCIe device completes the task. After the desig 
nated PCIe bus device has completed its assigned task, the 
PCIe bus device would then return appropriate PCIe-TLP 
packets to the PCIe interface. The PCIe interface DMA 
accepts these PCIe-TLP packets, and translates them into the 
appropriate memory copy commands, and otherwise man 
ages the task originally assigned by the processor core with 
out need for further attention from the processor cores. As a 
result, the processor and the processor cores can now com 
municate with a broad variety of different PCIe devices with 
minimal processor core computational overhead. 
0150. The processor cores communicate with the PCIe 
interface via short (1-2 64bit words) messages sent over the 
FMN/ISI. The PCIe interface is designed to accept incoming 
messages that are assigned to four different buckets. Each 
bucket can have a queue of up to 64 entries per bucket, for a 
maximum queue dept of 256 messages. 
0151. The PCIe interface is also designed to output 4 dif 
ferent classes of messages. These output messages can each 
be stored in a queue of up to 4 messages per class, for a 
maximum output queue depth of 16 output messages. 
0152 The commands sent from the FMN/ISI to the PCIe 
interface are as follows: 
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Message Out Classes 

Name Class Description 

Link0 DMA Load O 
LinkODMA Store 1 
Link1 DMA Load 2 
Link1 DMA Store 3 

Return message for Message in Bucket O 
Return Message for Message in Bucket 1 
Return Message for Message in Bucket 2 
Return Message for Message in Bucket 3 

0154 FIG.5G shows an overview of the data fields in the 
two, terse, 64 bit words sent by the processor cores via the 
FMN/ISI to the DMA engine on the PCIe interface device, as 
well as an overview of the single, terse, 64bit-word sent from 
the DMA engine on the PCIe interface device back to the 
processor cores via the FMN/ISI. As can be seen, most of the 
word space is taken up with DMA source address, DMA 
destination address, and memory data byte count informa 
tion. The remainder of the two words consists of various 
control information bits and fields, as shown below: 
(O155 The fields of the FMN/ISI message to the PCIe 
interface DMA engine are as follows 

Word Field Bits Description 

O Reserved 63:61 
O COHERENT 60 I/O Bus Slave request coherent enable 
O L2ALLOC 59 I/O Bus Slave request L2 Allocation enable 
O RDX 58 I/O Bus Slave request read exclusive enable 
O RETEN 57 Return message enable 
O RETID 56:50 Return message target ID 
O TID 49:40 Message tag ID 
O SRC 39:0 DMA source address 
1 TD 63 PCIe request TD field 
1 EP 62 PCIe request EP field 

Message In Buckets 

Name Bucket Description 

LinkO O Message to read memory data from I/O Bus Slave interface and 
DMA Load write memory data across the PCIe Link0 (also called DMA 

posted) 
LinkO 1 Message to read memory data from the PCIe Link0 and write 
DMA Store memory data across the I/O Bus Slave interface (also called 

DAM non-posted) 
Link1 2 Message to read memory data from I/O Bus Slave interface and 
DMA Load write memory data across the PCIe link1 (also called DMA 

posted) 
Link1 3 Message to read memory data from the PCIe link1 and write 
DMA Store memory data across the I/O Bus Slave interface (also called 

DAM non-posted) 

0153. Most of the communication from the processor 
cores to the PCIe interface is in the form of simple, terse, 2 
64-bit word memory read/write commands. The processor 
cores will normally assume that these commands have been 
successfully completed. As a result, the PCIe interface com 
municates back only terse OK, Not OK, status messages in 
the form of a very terse single 64-bit word. The various 
message out classes are shown below: 

-continued 

Word Field Bits Description 

1 ATTR 61:00 PCIe request Attrfield 
1 BC 59:40 DMA data byte count 
1 DEST 39:0 DMA destination address 
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0156 Here, the COHERENT, RDX, RETEN, TD, EP 
ATTR fields can be considered to be star topology serial bus 
control fields, or more specifically PCIe bus control fields. 
O157 The outgoing return message is essentially a glori 
fied ACK or OK or problem message. It is composed of a 
single 64 bit word. Its fields are shown below: 

Field Bits Description 

Reserved 63:14 
FLUSH 13 Flush is enabled for the message 
MSGERR 12 Incoming message error 
IOBERR 11 IO Bus error 
PCIEERR 10 PCIe link error 
TID 9:0 Message Tag ID 

0158 To simplify this discussion, the prowess of these 
return messages will not be discussed in detail, however some 
of this return path is shown indicated, in FIG.5F (555). 
0159 Returning to FIG. 5F, the incoming messages from 
the processor are stored in a message box (542) circuit, which 
can hold 4 buckets (different types) of messages with a buffer 
of 64 messages per type. 
0160 The messages are then processed through a round 
robin scheduler and a message bus arbiter to the DMA engine 
(541). Memory load (write) instructions are processed by the 
DMA load posted requestor portion of the DMA engine 
(543), translated into appropriate PCIe-TCP data packets, and 
are then sent to the I/O bus slave circuit (545). This is then sent 
to the I/O bus arbiter circuit (546), which handles various PCI 
I/O bus requests using a round robin scheduler. The I/O bus 
arbiter then sends the packets to other PCIe circuitry, such as 
the I/O bus requestor (547) and the PCIe link completors 
(548). These work with the PCIe control arbiter (549) to 
manage the actual PCIe physical layer circuitry (550) that 
does the actual hardware PCIe packet sending and receiving. 
The PCIe-TCP packets then are put on the PCIe bus (551) and 
sent to the various PCIe devices (not shown). The write tag 
tracker tracks the status of reads out and content in. 
0161. In this embodiment, all write commands do not 
expect responses and are complete once the commands are 
accepted, however all read and read exclusive commands 
expect return responses. 
0162. In this embodiment, in order to simplify the design, 

it is assumed that all I/O bus master read request completions 
can be returned out of order. In this embodiment, it is also 
assumed that all requests are for contiguous bytes, and that for 
the I/O, configuration, and register address spaces, the most 
number of byes requested in a command is 4 and the bytes do 
not cross the Double Word address boundary. 
(0163 FIG.5H shows an overview of the hardware flow of 
messages from the processor cores through the FMN to the 
PCIe interface device. The messages will typically originate 
from the processor cores (560) (previously shown in FIG.5c 
(502C-0 to 502C-7), and be processed (561) for sending onto 
the FMN fast messaging network/interface switch intercon 
nect ISI (562) and then be received and processed by the 
initial stages of the PCIe interface (not shown). Eventually, 
after processing and appropriate round robin Scheduling and 
arbitration, the write messages are sent to the DMA load 
requestor portion of the DMA engine (563). The DMA load 
requestor then reads to the DRAM or cache (558) via I/O 
interconnect (559), retrieves the appropriate data from 
DRAM or Cache (558), and then does the appropriate trans 
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lation and calculations needed to translate the data and 
request from the original DMA request format (shown in 5G) 
to appropriate (usually multiple) PCI-TLPO, PCI-TLP1 . . . 
PCI-TLPn (564) requests needed to access the requested 
memory locations on the relevant PCIe device. These 
requests are then routed through the other PCIe circuits to the 
PCIe physical layer (565), where they are then transmitted on 
the PCIe bus. 

0164. As previously discussed, to simplify the system and 
make processing time faster, in this embodiment, the length 
of the write data plus the destination address double word 
offset cannot exceed the maximum pay load length of the 
PCIe-TLP. Further, the write request cannot cross 4K-byte 
address boundaries. The PCIe-TLPs are further divided into 
32-byte source addresses 
(0165. Return PCIe-TLP data packets: Memory read 
(store) requests (again the two 64 bit words shown in FIG. 
5G) also travel through the FMN to the PCIe interface, where 
they are passed to the DMA store requestor in the DMA 
engine. The maximum length of the read request depends on 
the configuration's maximum payload size. When the Source 
address of the DMA store message is not Double Word 
aligned, the length of the first return PCIe-TLP packets is 1, 2, 
or 3. (566). As before, in this embodiment, the read request 
PCIe-TLP packets cannot cross 4K byte source address 
boundaries. 

0166 The DMA store requestor return packet handler 
(567) will make the appropriate writes via the I/O (559) to 
cache or dram (558), consult the original DMA instructions, 
as well as the contents of the PCIe-TLP packets, and either 
generate additional PCIe-TLP packets to forward the data on 
to the appropriate PCIe device. It will then notify the proces 
sorcores (CPU) when read or write to the DRAM is complete. 
(0167. The PCIe physical layer receiver receives (566) 
receives PCIe-TLP packets (567) from various PCIe devices. 
The DMA store requestor engine determines if the appropri 
ate way to respond to the original DMA command is or is not 
to send out additional PCIe-TLP packets to other PCIe 
devices. If so, it sends appropriate PCIe-TMP commands out 
again. If the appropriate response to the received PCIe-TLP 
packets and the original DMA command is to write the data to 
L2 cache or place it back on the FMN/ISIbus, the DMA will 
again make the appropriate decision and route it to the FMN/ 
ISI as needed. 

0168 FIG. 5I shows a flow chart of how messages flow 
from the processor cores to the PCIe interface, and shows the 
asymmetry in return message generation between PCIe write 
and read requests. While write requests do not generate return 
confirmation messages, read messages do. After the proces 
sor (570) sends a PCIe message (571), this message is parsed 
by the PCIe interface (571) and sent to the DMA engine (572). 
The DMA engine makes the appropriate reads and writes to 
DRAM or Cache via the interconnect I/O (572A), and 
retrieves the needed data where it is retransmitted in the form 
of PCIe-TMP packets. If the requested operation (573) was a 
write (574), then the operation is completed silently. If the 
requested operation was a read (575), the system generates a 
receive-complete acknowledgement (576), receives the read 
data (577), and again makes the appropriate DRAM or Cache 
writes via the interconnect I/O (577A), determines which 
processor or device requested the data (578), and places the 
data to the appropriate interconnect (579) to return the data to 
the requesting device or processor. Once this is done (580), 



US 2010/03 18703 A1 

the PCIe will clear a tracking tag (581) that is monitoring the 
progress of the transaction, indicating completion. 
0169. Referring now to FIG. 6A, a PDE distributing pack 
ets evenly over four threads according to an embodiment of 
the invention is shown and indicated by the general reference 
character 600A. In this example, software may choose 
threads 4 through 7 for possible reception of packets. The 
PDE can then select one of these threads in sequence to 
distribute each packet, for example. In FIG. 6A, Networking 
Input can be received by Packet Distribution Engine (PDE) 
602A, which can select one of Thread 4, 5, 6, or 7 for packet 
distribution. In this particular example. Thread 4 can receive 
packet 1 at time t.Sub.i and packet 5 at time t. Sub.5, Thread 5 
can receive packet 2 at time t. Sub.2 and packet 6 at time 
t. Sub.6, Thread 6 can receive packet 3 at time t. Sub.3 and 
packet 7 at time t. Sub.7, and Thread 7 can receive packet 4 at 
time t. Sub.4 and packet 8 at time t. Sub.8. 
(0170 Referring now to FIG. 6B, a PDE distributing pack 
ets using a round-robin Scheme according to an embodiment 
of the invention is shown and indicated by the general refer 
ence character 600B. As describe above with reference to the 
FMN software can program the number of credits allowed for 
all receivers from every transmitter. Since the PDE is essen 
tially a transmitter, it can also use the credit information to 
distribute the packets in a “round-robin fashion. In FIG. 6B, 
PDE 602B can receive Networking Input and provide packets 
to the designated threads (e.g., Thread 0 through Thread3), as 
shown. In this example, Thread 2 (e.g., a receiver) may be 
processing packets more slowly than the other threads. PDE 
602B can detect the slow pace of credit availability from this 
receiver and adjust by guiding packets to the more efficiently 
processing threads. In particular, Thread 2 has the least num 
ber of credits available within the PDE at cycle t. Sub.11. 
Although the next logical receiver of packet 11 at cycle t. Sub. 
11 may have been Thread 2, the PDE can identify a process 
ing delay in that thread and accordingly select Thread3 as the 
optimal target for distribution of packet 11. In this particular 
example. Thread 2 can continue to exhibit processing delays 
relative to the other threads, so the PDE can avoid distribution 
to this thread. Also, in the event that none of the receivers has 
room to accept a new packet, the PDE can extend the packet 
queue to memory. 
0171 Because most networking applications are not very 
tolerant of the random arrival order of packets, it is desirable 
to deliver packets in order. In addition, it can be difficult to 
combine features of parallel processing and packet ordering 
in a system. One approach is to leave the ordering task to 
software, but it then becomes difficult to maintain line rate. 
Another option is to send all packets in a single flow to the 
same processing thread so that the ordering is essentially 
automatic. However, this approach would require flow iden 
tification (i.e., classification) prior to packet distribution and 
this reduces system performance. Another drawback is the 
throughput of the largest flow is determined by the perfor 
mance of the single thread. This prevents single large flows 
from Sustaining their throughput as they traverse the system. 
0172 According to an embodiment of the invention, an 
advanced hardware-accelerated structure called a Packet 
Ordering Device (POD) can be used. An objective of the POD 
is to provide an unrestricted use of parallel processing threads 
by re-ordering the packets before they are sent to the network 
ing output interface. Referring now to FIG. 6C, a POD place 
ment during packet lifecycle according to an embodiment of 
the invention is shown and indicated by the general reference 
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character 600C. This figure essentially illustrates a logical 
placement of the POD during the life cycle of the packets 
through the processor. In this particular example, PDE 602C 
can send packets to the threads, as shown. Thread 0 can 
receive packet 1 at time t. Sub.1, packet 5 at time t. Sub.5, and so 
on through cycle t. Sub.n—3. Thread 1 can receive packet 2 at 
time t. Sub.2, packet 6 at time t. Sub.6, and so on through cycle 
t. Sub.n 2. Thread 2 can receive packet 3 at time t.Sub.3, 
packet 7 at time t. Sub.7, and so on through time t. Sub.n—1. 
Finally, Thread 3 can receive packet 4 at time t.Sub.4, packet 
8 at time t. Sub.8, and so on through time t. Sub.n. 
(0173 Packet Ordering Device (POD) 604C can be con 
sidered a packet sorter in receiving the packets from the 
different threads and the sending to Networking Output. All 
packets received by a given networking interface can be 
assigned a sequence number. This sequence number can then 
be forwarded to the working thread along with the rest of the 
packet information, by the PDE. Once a thread has completed 
processing the packet, it can forward the packet descriptor 
along with the original sequence number to the POD. The 
POD can release these packets to the outbound interface in an 
order strictly determined by the original sequence numbers 
assigned by the receiving interface, for example. 
0.174. In most applications, the POD will receive packets 
in a random order because the packets are typically processed 
by threads in a random order. The POD can establish a queue 
based on the sequence number assigned by the receiving 
interface and continue sorting packets as received. The POD 
can issue packets to a given outbound interface in the order 
assigned by the receiving interface. Referring now to FIG. 
6D, a POD outbound distribution according to an embodi 
ment of the invention is shown and indicated by the general 
reference character 600D. As can be seen in Packet Ordering 
Device (POD) 602D, packets 2 and 4 can be initially sent to 
the POD by executing threads. After several cycles, a thread 
can complete work on packet 3 and place it in the POD. The 
packets may not yet be ordered because packet 1 is not yet in 
place. Finally, packet 1 is completed in cycle t.Sub.7 and 
placed in the POD accordingly. Packets can now be ordered 
and the POD can begin issuing packets in the order: 1, 2, 3, 4. 
Ifpacket 5 is received next, it is issued in the output following 
packet 4. As the remaining packets are received, each can be 
stored in the queue (e.g., a 512-deep structure) until the next 
higher number packet is received. At Such time, the packet can 
be added to the outbound flow (e.g. Networking Output). 
0.175. It is possible that the oldest packet may never arrive 
in the POD, thus creating a transient head-of-line blocking 
situation. If not handled properly, this error condition would 
cause the system to deadlock. However, according to an 
aspect of the embodiment, the POD is equipped with a time 
out mechanism designed to drop a non-arriving packet at the 
head of the list once a time-out counter has expired. It is also 
possible that packets are input to the POD at a rate which fills 
the queue capacity (e.g. 512 positions) before the time-out 
counter has expired. According to an aspect of the embodi 
ment, when the POD reaches queue capacity, the packet at the 
head of the list can be dropped and a new packet can be 
accepted. This action may also remove any head-of-line 
blocking situation as well. Also, Software may be aware that 
a certain sequence number will not be entered into the POD 
due to a bad packet, a control packet, or some other Suitable 
reason. In such a case, Software control may insert a 
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“dummy” descriptor in the POD to eliminate the transient 
head-of-line blocking condition before allowing the POD to 
automatically react. 
0176 According to embodiments of the invention, five 
programmable PODS may be available (e.g., on chip) and can 
be viewed as generic 'sorting structures. In one example 
configuration, Software control (i.e., via a user) can assign 
four of the PODS to the four networking interfaces while 
retaining one POD for generic sorting purposes. Further, the 
PODS can simply be bypassed if so desired for applications 
where software-only control suffices. 

F. MEMORY INTERFACE AND ACCESS 

0177. In one aspect of embodiments of the invention, the 
advanced telecommunications processor can further include 
memory bridge 218 coupled to the data switch interconnect 
and at least one communication port (e.g., box 220), and 
configured to communicate with the data Switch interconnect 
and the communication port. 
0178. In one aspect of the invention, the advanced tele 
communications processor can further include Super memory 
bridge 206 coupled to the data switch interconnect (DSI), the 
interface Switch interconnect and at least one communication 
port (e.g., box 202, box 204), and configured to communicate 
with the data Switch interconnect, the interface switch inter 
connect and the communication port. 
0179. In another aspect of embodiments of the invention, 
memory ordering can be implemented on a ring-based data 
movement network, as discussed above with reference to 
FIGS. 4A, 4B, and 4C. 

G. CONCLUSION 

0180 Advantages of the invention include the ability to 
provide hilt bandwidth communications between computer 
systems and memory in an efficient and cost-effective man 
ner. In particular, this embodiment of the invention focuses on 
a novel PCIe interface that enhances the capability of the 
advanced processor by enabling the processor to work with a 
variety of different PCIe devices. 
0181 Having disclosed exemplary embodiments and the 
best mode, modifications and variations may be made to the 
disclosed embodiments while remaining within the subject 
and spirit of the invention as defined by the following Claims. 

1-25. (canceled) 
26. A system, comprising: 
a multiple-core processor including a plurality of processor 

cores; and 
a fast messaging network for linking at least two of pro 

cessor cores together such that at least one processor 
core can send data to another processor core without 
going through memory, said fast messaging network 
configured to be operably coupled to a star topology 
serial bus interface. 

27. The system of claim 26, wherein the fast messaging 
network is configured to operably couple to a star topology 
serial bus interface having circuitry for translating the read or 
write messages received from the fast messaging network. 

28. The system of claim 27, wherein the circuitry includes 
at least one direct memory access circuitry and associated 
PCIe circuitry. 

29. The system of claim 26, wherein the star topology serial 
bus interface handles messages from the fast messaging net 
work. 
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30. The system of claim29, wherein the star topology serial 
bus interface handles the messages from the fast messaging 
network using internal queues. 

31. The system of claim29, wherein the star topology serial 
bus interface handles the messages from the fast messaging 
network using a round-robin distribution scheme. 

32. The system of claim29, wherein the star topology serial 
bus interface handles the messages from the fast messaging 
network using a weighted round-robin distribution scheme. 

33. The system of claim29, wherein the star topology serial 
bus interface handles the messages from the fast messaging 
network using an eager round-robin distribution scheme. 

34. The system of claim 26, wherein the star topology serial 
bus interface utilizes a credit-based flow control system. 

35. The system of claim 26 wherein said star topology 
serial bus interface is a PCIe serial bus interface. 

36. The system of claim 26, further comprising: 
a star topology serial bus interface attached to said fast 

messaging network, said star topology serial bus inter 
face including a direct memory access (DMA) device 
configured to allow said fast messaging network 
memory read or write requests to be implemented as star 
topology serial bus transaction layer packets (TLP) in 
response to at least one of said read or write requests. 

37. The system of claim 26 wherein said star topology 
serial bus interface is a PCIe serial bus interface, and said 
system further comprises: 

a PCIe serial bus interface attached to said fast messaging 
network, said PCIe serial bus interface including a direct 
memory access (DMA) device configured to allow said 
fast messaging network memory read or write requests 
to be implemented as PCIe serial bus transaction layer 
packets (TLP) in response to at least one of said read or 
write requests. 

38. The system of claim37, wherein the PCIe bus interface 
handles the messages from said fast messaging network using 
internal queues. 

39. The system of claim37, wherein the PCIe bus interface 
handles the messages from said fast messaging network using 
a round-robin distribution scheme. 

40. The system of claim37, wherein the PCIe bus interface 
handles the messages from said fast messaging network using 
a weighted round-robin distribution scheme. 

41. The system of claim 37, wherein the PCIe bus interface 
handles the messages from said fast messaging network using 
an eager round-robin distribution scheme. 

42. The system of claim 37, wherein the PCIe bus interface 
utilizes a credit-based flow control system. 

43. A semiconductor device, comprising: 
a multiple-core processor including a plurality of processor 

cores; and 
a fast messaging network for linking at least two of pro 

cessor cores together such that at least one processor 
core can send data to another processor core without 
going through memory, said fast messaging network 
configured to be operably coupled to a star topology 
serial bus interface. 

44. The device of claim 43, wherein the fast messaging 
network is configured to operably couple to a star topology 
serial bus interface having circuitry for translating the read or 
write messages received from the fast messaging network. 

45. The device of claim 44, wherein the circuitry includes 
at least one direct memory access circuitry and associated 
PCIe circuitry. 
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46. The device of claim 43, wherein the star topology serial 
bus interface handles messages from the fast messaging net 
work. 

47. The device of claim 46, wherein the star topology serial 
bus interface handles the messages from the fast messaging 
network using internal queues. 

48. The device of claim 46, wherein the star topology serial 
bus interface handles the messages from the fast messaging 
network using a round-robin distribution scheme. 

49. The device of claim 43, further comprising: 
a star topology serial bus interface attached to said fast 

messaging network, said star topology serial bus inter 
face including a direct memory access (DMA) device 
configured to allow said fast messaging network 
memory read or write requests to be implemented as star 
topology serial bus transaction layer packets (TLP) in 
response to at least one of said read or write requests. 

50. The device of claim 43 wherein said star topology serial 
bus interface is a PCIe serial bus interface, and said device 
further comprises: 

a PCIe serial bus interface attached to said fast messaging 
network, said PCIe serial bus interface including a direct 
memory access (DMA) device configured to allow said 
fast messaging network memory read or write requests 
to be implemented as PCIe serial bus transaction layer 
packets (TLP) in response to at least one of said read or 
write requests. 

51. A communications Subsystem, comprising: 
a multiple-core processor including a plurality of processor 

cores; and 
a fast messaging network for linking at least two of pro 

cessor cores together such that at least one processor 
core can send data to another processor core without 
going through memory, said fast messaging network 
configured to be operably coupled to a star topology 
serial bus interface. 

52. The subsystem of claim 51, wherein the fast messaging 
network is configured to operably couple to a star topology 
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serial bus interface having circuitry for translating the read or 
write messages received from the fast messaging network. 

53. The subsystem of claim 52, wherein the circuitry 
includes at least one direct memory access circuitry and asso 
ciated PCIe circuitry. 

54. The subsystem of claim 51, wherein the star topology 
serial bus interface handles messages from the fast messaging 
network. 

55. The subsystem of claim 54, wherein the star topology 
serial bus interface handles the messages from the fast mes 
Saging network using internal queues. 

56. The subsystem of claim 54, wherein the star topology 
serial bus interface handles the messages from the fast mes 
saging network using a round-robin distribution scheme. 

57. The subsystem of claim 51, further comprising: 
a star topology serial bus interface attached to said fast 

messaging network, said star topology serial bus inter 
face including a direct memory access (DMA) device 
configured to allow said fast messaging network 
memory read or write requests to be implemented as star 
topology serial bus transaction layer packets (TLP) in 
response to at least one of said read or write requests. 

58. The subsystem of claim 51 wherein said star topology 
serial bus interface is a PCIe serial bus interface, and said 
Subsystem further comprises: 

a PCIe serial bus interface attached to said fast messaging 
network, said PCIe serial bus interface including a direct 
memory access (DMA) device configured to allow said 
fast messaging network memory read or write requests 
to be implemented as PCIe serial bus transaction layer 
packets (TLP) in response to at least one of said read or 
write requests. 


