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MERGING SEARCH RESULTS

Field of the Invention

The present invention relates to a method at an information retrieval system arranged to 

retrieve results from a plurality of different sources; and an information retrieval system.

Background of the Invention

Where federated search is carried out there is typically a need to merge search results 

received from different search engines that may retrieve information from different 

sources. For example, federated search can be carried out at a search portal which receives 

a search query and sends that to a plurality of different search engines. It collects the 

results and typically provides a user interface whereby the collected results may be 

accessed. The process of sending the query to the different search engines and receiving 

the results occurs automatically without the need for user input and may be carried out 

“behind the scenes” so that the user may be unaware that it is occurring.

In this way, federated search portals are currently used to search many different public 

sources of information, such as by using Internet search engines, public databases and 

other public data collections. However, many enterprises, educational organizations, and 

other entities have access to information sources which are not public. Issues then arise as 

to how to appropriately provide federated search where at least some of the information 

sources are public and at least some are not.

Existing federated search systems often simply collect lists of results obtained from 

different information sources without providing any additional “intelligence” in the way 

the results are presented. For example, in some federated search systems the portal 

provides a user interface means whereby the end user is required to manually merge, de- 

duplicate and sort the results lists from the different information sources. This is time 

consuming and complex and places undue burden on the end user. This is especially so
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where the end user is a novice or child with no knowledge even of the existence of the 

individual data sources being searched.

Other information retrieval systems are known whereby a user is able to operate a user 

interface in order to specify that a query is issued to a plurality of different sources that the 

user specifies. The raw results are received at the user interface and presented, often side 

by side, for the user to manage using tools provided as part of the user interface. This type 

of search is not automated in the same way as federated search, with the functionality 

being mainly provided at the user interface rather than at a separate federated search 

engine. Also, this type of search system is only suitable for expert users with detailed 

knowledge of the different information sources available.

The embodiments described below are not limited to implementations which solve any or 

all of the disadvantages of known information retrieval systems.

It is generally desirable to overcome or ameliorate one or more of the above described 

difficulties, or to at least provide a useful alternative.

Summary of the Invention

According to the present invention, there is provided a method at an information retrieval 

system arranged to retrieve results from a plurality of different sources comprising:

at an input, receiving a query;

at an output, issuing the query to the plurality of sources;

at the input receiving a results list from each of the plurality of sources at least one 

of which is a public domain search engine and at least one of which is a private domain 

search engine;
arranging a processor to form a merged results list from the received results lists 

using a merging model;

arranging a user interface to present the merged results list;

observing user behavior in response to the presented merged results list; and
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using the observed user behavior to update the merging model.

The present invention also provides a method at an information retrieval system arranged 

to retrieve results from a plurality of different sources comprising:

5 at an input, receiving a query from a user in a private domain;

at the input, receiving information about the user;

at an output, issuing the query to the plurality of sources at least one of which is in 

a public domain and at least one of which is in the private domain to which the information 

retrieval system has access;

10 at the input receiving a results list from each of the plurality of sources;

arranging a processor to form a merged results list from the received results lists

using a merging model which takes into account the user information; 

arranging a user interface to present the merged results list; 

observing user behavior in response to the presented merged results list; and

15 using the observed user behavior to update the merging model.

The present invention also provides an information retrieval system comprising: 

an input arranged to receive a query;

an output, arranged to issue the query to a plurality of sources;

20 the input being arranged to receive a results list from each of the plurality of

sources;
a memory storing a merging model in a data structure comprising a plurality of 

weighted event variables describing a merged results list presentation event;

a processor arranged to form a merged results list from the received results lists 

25 using the merging model;
a user interface arranged to present the merged results list;

and wherein the processor is also arranged to observe user behavior in response to 

the presented merged results list and use the observed user behavior to update the merging 

model.

30
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The following presents a simplified summary of the disclosure in order to provide a basic 

understanding to the reader. This summary is not an extensive overview of the disclosure 

and it does not identify key/critical elements of the invention or delineate the scope of the 

invention. Its sole purpose is to present some concepts disclosed herein in a simplified

5 form as a prelude to the more detailed description that is presented later.

Merging search results is required, for example, where an information retrieval system 

issues a query to multiple sources and obtains multiple results lists. In an embodiment a 

search engine at an Enterprise domain sends a query to the Enterprise search engine and

10 also to a public Internet search engine. In embodiments, results lists obtained from 

different sources are merged using a merging model which is learnt using a machine 

learning process and updates when click-through data is observed for example. In 

examples, user information available in the Enterprise domain is used to influence the 

merging process to improve the relevance of results. In some examples, the user

15 information is used for query modification. In an embodiment a user is able to 

impersonate a user of a specified group in order to promote particular results.

Many of the attendant features will be more readily appreciated as the same becomes better 

understood by reference to the following detailed description considered in connection

20 with the accompanying drawings.

Brief Description of the Drawings

Preferred embodiments of the present invention are hereafter described, by way of non-

25 limiting example only, with reference to the accompanying drawings, in which:

FIG. 1 is a schematic diagram of an information retrieval system at an Enterprise 

connected behind a firewall to the Internet;

FIG. 2 is a schematic diagram of an information retrieval system having a simultaneous

30 scope search engine at an Enterprise which is connected to the Internet via a firewall;

FIG. 3 is a flow diagram of a method of merging results at an information retrieval system;
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FIG. 4 is a schematic diagram of a merging model;

FIG. 5 is a schematic diagram of types of input provided to a merging model;

FIG. 6 is a flow diagram of a method at a merging engine;

FIG. 7 is a flow diagram of another method at a merging engine;

5 FIG. 8 is a schematic diagram of a user interface provided by an information retrieval 

system;

FIG. 9 is a flow diagram of a method at an information retrieval system when search 

scopes are altered;

FIG. 10 is a flow diagram of a method at an information retrieval system when an

10 impersonating user selection is made;

FIG. 11 is a flow diagram of a method at an information retrieval system for query 

modification;

FIG. 12 illustrates an exemplary computing-based device in which embodiments of an 

information retrieval system may be implemented.

15

Like reference numerals are used to designate like parts in the accompanying drawings.

Detailed Description of Preferred Embodiments of the Invention

20 The detailed description provided below in connection with the appended drawings is 

intended as a description of the present examples and is not intended to represent the only 

forms in which the present example may be constructed or utilized. The description sets 

forth the functions of the example and the sequence of steps for constructing and operating 

the example. However, the same or equivalent functions and sequences may be

25 accomplished by different examples.

The term “simultaneous scope search” is used herein to refer to using a single search 

engine to automatically search a plurality of information sources at least one of which is in 

a private domain to which the single search engine has access and at least one other of
30 which is in a public domain.
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Although the present examples are described and illustrated herein as being implemented 

in an information retrieval system for simultaneous scope search, the system described is 

provided as an example and not a limitation. As those skilled in the art will appreciate, at 

least some of the present examples are suitable for application in a variety of different

5 types of information retrieval systems including those for searching a plurality of different 

sources of information.

FIG. 1 is a schematic diagram of an information retrieval system at an Enterprise (or other 

private domain) connected behind a firewall 101 to the Internet 100. The entities to the left

10 of the dotted line in FIG. 1 are referred to herein as being part of the Enterprise domain 

whereas those to the right of the dotted line are in the public domain. A search
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engine 112 is provided in the public domain connected to the Internet 100 and arranged to 

provide a user interface 113 which can be browsed by an end user at a client terminal such 

as client terminal 107 in the Enterprise domain. The search engine 112 has access to an 

index 111 of documents 110. It is arranged to receive query terms 108 from an end user at 

a client terminal 107 (either in the public or private domain) and to return a ranked list of 

documents 109 using the index 111 as known in the art.

[0027] An intranet search engine 105 is also provided in the Enterprise domain and 

connected to an intranet 102 to which the client terminal 107 is also connected. The 

intranet search engine 105 has access to an index 104 of documents 103 which are 

available to users in the Enterprise but which are not generally available outside the 

Enterprise domain. For example, an intranet for educational organizations may have free 

access to premium content that is not available on the public internet. Also, an intranet for 

a national healthcare provider may have access to confidential and/or otherwise expensive 

information which is not available publicly. In another example, a group of users may 

have access to a private social networking site with information that is not available 

publicly. In this case the documents 103 and index 104 in FIG. 1 represent at least some 

information which is not generally available publicly. The intranet search engine 105 also 

provides a user interface 106 which is accessible by the client terminal 107. An end user 

at the client terminal 107 is able to input user query terms 108 to the Intranet search engine 

user interface 106 to obtain a ranked list of documents 109 from the index 104. In this 

way the end user is able to manually send queries to either the internet search engine 112 

or the intranet search engine 105. However, the end user often does not know from which 

source they are likely to find the best results. A time consuming process of trial and error 

often results whereby the end user sends a query to the internet search engine (for 

example) and reviews the results before sending the same query to the intranet search 

engine.

[0028] Another difference between the intranet search engine 105 and the public internet 

search engine 112 in FIG. 1 is that the intranet search engine 105 may have access to 

private user information about users of the intranet which is not available to the public 

internet search engine 112. For example, this information may be demographic 

information and/or may comprise confidential details such as the age of the user, the role 

of the user in the Enterprise (e.g., nurse, doctor, pupil, teacher, manager, support staff), the 

office location of the user and other such details.

4
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[0029] A simultaneous scope search system may be provided as illustrated in FIG. 2. A 

simultaneous scope search engine 202 is connected to the intranet and either integral with 

or in communication with the intranet search engine. Integral with, or connected to the 

simultaneous scope search engine 202 is a merging engine 203 and an evaluator 204. The 

intranet search engine has a user interface for simultaneous scope search 205.

[0030] A user at a client terminal 107 is able to input user query terms 108 to the user 

interface for simultaneous scope search 205 and to obtain a ranked list of merged 

documents 200. The simultaneous scope search engine is arranged to send the query terms 

108 to both the intranet search engine 105 and the internet search engine 112 and to 

receive the results. It is arranged to merge the results using the merging engine 203 and 

display the ranked, merged results list to the end user at the user interface 205. Implicit 

and/or explicit feedback 201 is observed at the user interface 205 and fed back to the 

simultaneous scope search engine. This feedback is used to update the merging engine. 

That is, a machine learning system at the merging engine enables it to learn how best to 

merge results. An evaluator 204 is provided to check the performance of the merging 

engine 203 at intervals in order to ensure that the learning process has been working 

appropriately. Any suitable evaluator may be used. For example, an interleaved 

evaluation process may be used as described in Radlinski, et al., “How does clickthrough 

data reflect retrieval quality” Proceedings of 17th ACM conference on Information and 

Knowledge management, pp 43-52, 2008 which is incorporated herein by reference in its 

entirety.

[0031] With reference to FIG. 3 a method at the simultaneous scope search engine 202 is 

described. (This method is also applicable to federated search engines where the multiple 

scopes of search are all from public domain sources.) A query is received 300, for 

example, from a school pupil at client terminal 107. The school pupil is looking for 

information about penguins for a homework task. The school pupil does not know 

whether to search using the intranet search engine or using a web search. The 

simultaneous scope search engine 202 sends 301 the query to the intranet search engine 

and also to the public search engine (see block 303). This may be carried out 

automatically in a manner transparent to the school pupil in some cases and so the school 

pupil does not need any skill at selecting which information sources to search. In some 

embodiments a query modification process 313 is carried out whereby the query is 

expanded or modified on the basis of the source it is to be sent to and optionally using 

feedback information provided from earlier searches (as explained in more detail below).

5



WO 2010/138772 PCT/US2010/036487

5

10

15

20

25

30

This query modification is carried out automatically and, in some embodiments, in a 

manner transparent to the school pupil or other user. This enables the system to be 

operated easily by novice users who are not experienced at how to create suitable queries 

for particular types of search scope.

[0032] In some embodiments more than two information sources may be searched as 

indicated by blocks 305 and 306 in FIG. 3. A first results list is received 302 from the 

intranet search engine and a second results list is received 304 from the web search engine. 

If more than two information sources have been searched then one results list for each 

information source is received. The results lists are merged 308 using a merging model 

(which is stored 307) and the merged results list presented to the end user. The merging 

model may also use historical information (such as click log repositories) 312 and other 

inputs as described in more detail below with reference to FIG. 5. Feedback is received 

309, for example, if the user skips over or clicks on one or more of the items in the merged 

results list and that feedback is used to update 310 the merging model. The feedback may 

be implicit feedback or explicit feedback. In addition this feedback may optionally be 

used to influence the query modification process 313.

[0033] The term “explicit feedback” is used to refer to proactive feedback from a user 

about the relevance of a document retrieved by an information retrieval system. For 

example, this may be a label assigned to a document by a human user, given a specified 

query. The label may act to classify the document into one of a plurality of classes 

depending on how relevant the user perceives the document to be to the query. Explicit 

feedback can also be thought of as an evaluation of one or more documents in a ranked list 

in view of the query terms used to obtain that ranked list. Explicit feedback may also be 

referred to as explicit relevance information.

[0034] In order for feedback to be explicit, active user input or action by a user is required 

in response to a query or request to that user to make a judgment. In contrast, for “implicit 

feedback” (also referred to as implicit relevance information) active user input in response 

to a request to make a judgment is not required. It can also be thought of as passive 

feedback. Examples of implicit feedback include click data such as query-document pairs. 

A query-document pair is a query entered by a user to a search engine in combination with 

a link or other identifier of a document. The document was listed in a ranked list of 

documents presented by the search engine in response to the query and was clicked on by 

the user. Other examples of implicit feedback include absence of activity at the user 

interface. For example, an event such as a user not accessing a document from a results

6
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list is assumed to be correlated with document irrelevance. There are many other possible 

types of implicit feedback. For example, dwell time (how long a user directs a user 

interface pointer over a link in a document list). Different grades of implicit feedback can 

be envisaged. For example, if a user copies and pastes a link from the results list, or 

bookmarks the link this can be taken as high quality implicit feedback.

[0035] It is recognized herein that such different types of feedback information can 

advantageously be used to improve merging of search results received from different 

sources in order to make the merged search results more relevant. For example this is 

achieved on an inter-query basis. That is, feedback from past user queries and/or assessor 

judgments is used to improve future merging of search results made by the same or 

different users.

[0036] The merging model is optionally evaluated 311 at intervals and adjusted or 

replaced as required by the results of those evaluations.

[0037] For example, the merging model is a model of search result presentation events 

and is used to predict whether a result will be selected (or clicked) by a user and also 

which source or search scope will be preferred (clicked). In this way, observed 

information about a merged search result presentation event may be used to update the 

merging model and this process may continue as merged search result presentation events 

are observed. The merging is then adaptive and learns to merge results in a manner most 

likely to result in “clicks” in future. Any suitable merging model may be used which 

models search result presentation events and which may be used to predict whether a 

result will be selected by a user. This can also be thought of as a model which predicts 

how relevant a result will be to a given user.

[0038] For example, the merging model 400 may be stored in memory using a data 

structure and may comprise a plurality of search result presentation event variables 401 

each having a weight with an associated probability distribution. Each probability 

distribution may represent the model’s belief that its associated weight is correct. For a 

given result in a result list the model may be used to provide a probability that the given 

result will be clicked (referred to here as a click probability) by combining the variables, 

taking into account the weights and the beliefs about the weights. The results may then be 

merged on the basis of these click probability values. For example, the results may be 

presented in an ordered list by click probability value.

[0039] As the merging model is updated (step 310 of FIG. 3) the weights are leamt and 

the beliefs about these weights become more certain. An example of a suitable merging

7
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model is described in US 2009\0043539Al published on February, 12, 2009, in the name 

of Microsoft Corporation and incorporated herein by reference in its entirety.

[0040] The event variables used in the merging model 400 describe merged search result 

presentation events whereby the user interface 205 of the simultaneous scope search 

engine 202 presents a merged list of results to an end user. Any suitable number of event 

variables may be used although as the number of variables increases the computational 

resources required also increases. The event variables may be provided as indicator values 

rather than as real valued variables in order to reduce computational requirements and 

pruning processes may be used to reduce the memory requirements for the merging model 

as described in US 2009\0043539Al referenced above.

[0041] FIG. 5 gives a non-exhaustive list of examples of event variables taken as input by 

the merging engine 203 for a particular result to be merged. Any combination of one or 

more such event variables may be used. These include the intranet search rank 500 or 

score for the result, textual features 501 that were used for ranking the result by the 

intranet search engine, the Internet search rank or score 502, textual features 503 extracted 

from any snippet provided for use with the result by the Internet search engine, whether an 

impersonating user selection 504 has been set by the user (described in more detail below), 

a query frequency 505 for the query that gave rise to the result, the number of results 506 

obtained from each source for the given search, user information 507, past click history 

508 for the result as part of a merged list and/or as part of an unmerged list. Another event 

variable may simply indicate whether the result is an Intranet or Internet result; another 

option is to infer this information from the values of the other event variables. For 

example, the intranet search rank is nil if the result has been obtained from the Internet. 

Another event variable may be a link-based feature such as a page rank in the PageRank 

link analysis algorithm.

[0042] The merging model is initialized with default weights and trained using observed 

event data using any suitable training process. Example training processes are described 

in US 2009\0043539Al referenced above. The training process may be carried out offline 

and may continue as the merging engine is used in real-time. That is, offline training is 

not essential. The training process may be carried out as part of use of the merging system 

in real-time.

[0043] Using the merging model 400 the merging engine is able to form a single ranked 

list of results from the plurality of results lists received as described with reference to FIG. 

3. The merging engine optionally removes duplicates 600 from the lists and, for each of

8
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the remaining results, determines 601 a probability of click on that result using the 

merging model. For the given result the merging engine takes the event variable values 

received as described above with reference to FIG. 5. In an example, it combines those 

event variable values taking into account the weights and applies a link function to map 

the combined variable values into a probability value as described in US 2009\0043539Al 

referenced above. The merging engine is arranged to form 602 a single ranked list of 

results on the basis of the determined probability values.

[0044] In some embodiments the merging engine 203 is also arranged to decide whether 

or not to merge the results lists. For example, in some situations it is not appropriate to 

merge the results list because the results from the Internet search (for example) are all of 

reduced relevance as compared to the results from the Intranet search. An example 

method at the simultaneous scope search engine is now described with reference to FIG. 7. 

[0045] The simultaneous scope search engine receives 700 a first scope results list from 

the Intranet search engine (for example). It also receives a second scope results list from 

the Internet search engine (for example). It uses the merging engine to obtain 702 click 

probabilities for the results in both results lists as described above. It is then arranged to 

enter a decision process 703 to decide whether or not to present the results as a merged 

list. This decision is made using rules, thresholds or other criteria specified at the 

simultaneous scope search engine. For example, if the average click probability value for 

the Internet search results is within 10% of that for the Intranet search results, then the 

results are merged 704. Otherwise the results are not merged. In that case, the 

simultaneous scope search engine proceeds to select 705 one of the results lists for 

presentation in a main part of a user interface display. The rules, thresholds or other 

criteria are used to make this selection and a decision is also made 706 about whether to 

use a side panel of the display to present the other scope results list 707.

[0046] FIG. 8 is an example of a user interface display for use by the simultaneous scope 

user interface 205 in an education domain. This is a particular example described with 

reference to an education application. The technology is also suitable for use with other 

application fields by tailoring the user interface display appropriately. It comprises a main 

display region 801 and a side panel 802. The main display region 801 comprises a text 

box 800 to enable a user to enter a query and send that query to the simultaneous scope 

search engine. Below the text box 800 are scope check boxes 803, 804, 805 which enable 

the user to specify whether the Intranet and Internet should be searched (box 803), only 

the Intranet should be searched (box 804) or only the Internet should be searched (box

9



WO 2010/138772 PCT/US2010/036487

5

10

15

20

25

30

805). Another check box 806 enables the user to impersonate another user which in this 

example, is a “year 5 child” being a school pupil who is 10 years old. Below the scope 

check boxes a display of the results is given in a ranked list 807. An indication may be 

provided alongside each result indicating the source that the result was obtained from. 

However, this is not essential. Results may also be displayed in the side panel 802 as 

mentioned above.

[0047] An example method at a simultaneous scope search engine is now described with 

reference to FIG. 9. A search query is received 900 with a first specified search scope.

For example, this might be that both the Intranet and Internet search engines should be 

searched (in the example of FIG. 8 scope box 803 is checked). The simultaneous scope 

search engine proceeds to carry out the search and to merge the results lists as described 

above. The merged results list is presented 901 to the user at the user interface. At this 

point the simultaneous scope search engine may receive 902 user input altering the 

specified search scope. For example, the only Intranet search results are now required. In 

the example of FIG. 8 this corresponds to the user clearing box 803 and checking box 804. 

The merging engine is arranged to update 903 the merged results list according to the new 

scope specification and present the revised list in real-time as the user is operating the 

search engine. This may be achieved by using the click probability values already 

determined for example, at step 601 of the method of FIG. 6. Results that are removed 

from the list, for example, the Internet results in the case being discussed, may be 

presented 904 at a side panel display.

[0048] In some embodiments it is possible for a user to impersonate another user in order 

to influence the way in which the merging engine learns. For example, a teacher may 

want to impersonate a child for a given query, to promote the selected results for a 

subsequent child search. An event variable referred to as “impersonating user” 504 in 

FIG. 5 is used together with a user interface check box 806 or other user input means. If 

the impersonating user event variable 504 is set the merging engine is arranged to modify 

the update process of FIG. 3 (step 310) to associate more weight to the corresponding 

search result presentation event than it would for other events.

[0049] For example with reference to FIG. 10, a search query is received 1000 together 

with a user input specifying an impersonating user condition. A search result presentation 

event is observed 1001 and the merging model is updated 1002 to a higher degree than for 

observed events which have no impersonating user condition.

10
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[0050] There are many applications in which the asymmetric update mechanism of FIG.

10 is useful as well as the teacher-pupil example already mentioned. For example, in 

medicine, engineering, pharmaceuticals or other application domains in which it may be 

required to influence or guide search results for particular groups of users.

[0051] As mentioned above, in the Intranet domain information is available to entities in 

that domain which is not available publicly. For example, this may include information 

about individual users or groups of users in the Intranet or Enterprise domain. This 

information may be used by the simultaneous scope search engine to influence how the 

results are merged. For example, one or more event variables describing user information 

507 is used by the merging engine 203 (see FIG. 5). Suppose that an end user is a child in 

a school who is searching for information about penguins for his or her homework project. 

The merging engine may receive an event variable specifying the age of that pupil and the 

weights in the merging model may have been trained to enable the merging process to bias 

results from the Intranet search engine in this scenario. Also, various of the results from 

the Internet search may be given different weights according to the age of the pupil. For 

example, premium content wildlife videos of penguins may be available free from the 

Intranet search engine. Even though the pupil is unaware of the different search engines 

and/or the existence of the free high quality content he or she is able to access that 

information in a fast, simple and effective manner. Even though the user information is 

only available within the Intranet domain it is used by the simultaneous scope search 

engine to influence merging of results from both the Intranet and public domain sources. 

[0052] In some embodiments the user information may be used to carry out query 

modification, which may also be dependent on the information source to be searched.

This is now described with reference to FIG. 11. A query is input by a user (for example, 

a ten year old child searching for information about penguins). The query is received 

1101 by the simultaneous scope search engine which also receives 1102 information about 

an applicable group for the user (e.g., ten year old school child). The simultaneous scope 

search engine is arranged to modify the query on the basis of the user group and a search 

scope. The scope of the search may be explicitly specified by the user selecting check 

boxes as in FIG. 8 or may be set to a default which is all the available sources. For 

example, information about previous searches made by users in the same user group may 

be used to modify the query by automatically adding, removing or editing query terms.

11
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[0053] The modified query is issued to the appropriate search engine and results lists are 

received 1104. The results lists are merged 1105 as described above. Feedback is 

received 1106 also as described above and used to update the merging model 1107.

[0054] It is also possible for the query to be modified in different manners for each 

information source. For example, the query to be issued to the Internet search engine may 

be different from that issued to the Intranet search engine.

[0055] FIG. 12 illustrates various components of an exemplary computing-based device 

1200 which may be implemented as any form of a computing and/or electronic device, and 

in which embodiments of an information retrieval system may be implemented.

[0056] The computing-based device 1200 comprises one or more inputs 1206 which are of 

any suitable type for receiving media content, Internet Protocol (IP) input, queries, user 

information or other input. The device also comprises communication interface 1207 to 

enable the device to communicate with other entities in a communications network. For 

example, the Internet search engine and Internet of FIG. 1 and FIG. 2.

[0057] Computing-based device 1200 also comprises one or more processors 1201 which 

may be microprocessors, controllers or any other suitable type of processors for processing 

computing executable instructions to control the operation of the device in order to 

provide an information retrieval system that searches a plurality of information sources. 

Platform software comprising an operating system 1204 or any other suitable platform 

software may be provided at the computing-based device to enable application software 

1203 to be executed on the device.

[0058] The computer executable instructions may be provided using any computer- 

readable media, such as memory 1202. The memory is of any suitable type such as 

random access memory (RAM), a disk storage device of any type such as a magnetic or 

optical storage device, a hard disk drive, or a CD, DVD or other disc drive. Flash 

memory, EPROM or EEPROM may also be used.

[0059] An output is also provided such as an audio and/or video output to a display system 

integral with or in communication with the computing-based device. A display interface 

1205 may provide a graphical user interface, or other user interface of any suitable type 

although this is not essential.

[0060] The term ‘computer’ is used herein to refer to any device with processing 

capability such that it can execute instructions. Those skilled in the art will realize that 

such processing capabilities are incorporated into many different devices and therefore the

12
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term ‘computer’ includes PCs, servers, mobile telephones, personal digital assistants and 

many other devices.

[0061] The methods described herein may be performed by software in machine readable 

form on a tangible storage medium. The software can be suitable for execution on a 

parallel processor or a serial processor such that the method steps may be carried out in 

any suitable order, or simultaneously.

[0062] This acknowledges that software can be a valuable, separately tradable commodity. 

It is intended to encompass software, which runs on or controls “dumb” or standard 

hardware, to carry out the desired functions. It is also intended to encompass software 

which “describes” or defines the configuration of hardware, such as HDL (hardware 

description language) software, as is used for designing silicon chips, or for configuring 

universal programmable chips, to carry out desired functions.

[0063] Those skilled in the art will realize that storage devices utilized to store program 

instructions can be distributed across a network. For example, a remote computer may 

store an example of the process described as software. A local or terminal computer may 

access the remote computer and download a part or all of the software to run the program. 

Alternatively, the local computer may download pieces of the software as needed, or 

execute some software instructions at the local terminal and some at the remote computer 

(or computer network). Those skilled in the art will also realize that by utilizing 

conventional techniques known to those skilled in the art that all, or a portion of the 

software instructions may be carried out by a dedicated circuit, such as a DSP, 

programmable logic array, or the like.

[0064] Any range or device value given herein may be extended or altered without losing 

the effect sought, as will be apparent to the skilled person.

[0065] ft will be understood that the benefits and advantages described above may relate 

to one embodiment or may relate to several embodiments. The embodiments are not 

limited to those that solve any or all of the stated problems or those that have any or all of 

the stated benefits and advantages. It will further be understood that reference to ‘an’ item 

refers to one or more of those items.

[0066] The steps of the methods described herein may be carried out in any suitable order, 

or simultaneously where appropriate. Additionally, individual blocks may be deleted from 

any of the methods without departing from the spirit and scope of the subject matter 

described herein. Aspects of any of the examples described above may be combined with

13
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aspects of any of the other examples described to form further examples without losing the 

effect sought.

The term ‘comprising’ is used herein to mean including the method blocks or elements

5 identified, but that such blocks or elements do not comprise an exclusive list and a method 

or apparatus may contain additional blocks or elements.

It will be understood that the above description of a preferred embodiment is given by way 

of example only and that various modifications may be made by those skilled in the art.

10 The above specification, examples and data provide a complete description of the structure 

and use of exemplary embodiments of the invention. Although various embodiments of 

the invention have been described above with a certain degree of particularity, or with 

reference to one or more individual embodiments, those skilled in the art could make 

numerous alterations to the disclosed embodiments without departing from the spirit or

15 scope of this invention.

Throughout this specification and the claims which follow, unless the context requires 

otherwise, the word "comprise", and variations such as "comprises" and "comprising", will 

be understood to imply the inclusion of a stated integer or step or group of integers or steps

20 but not the exclusion of any other integer or step or group of integers or steps.

The reference in this specification to any prior publication (or information derived from it), 

or to any matter which is known, is not, and should not be taken as an acknowledgment or 

admission or any form of suggestion that that prior publication (or information derived

25 from it) or known matter forms part of the common general knowledge in the field of 

endeavour to which this specification relates.
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Claims Defining the Invention

1. A method at an information retrieval system arranged to retrieve results from a 

plurality of different sources comprising:

5 at an input, receiving a query;

at an output, issuing the query to the plurality of sources;

at the input receiving a results list from each of the plurality of sources at least one 

of which is a public domain search engine and at least one of which is a private domain 

search engine;

10 arranging a processor to form a merged results list from the received results lists

using a merging model;

arranging a user interface to present the merged results list;

observing user behavior in response to the presented merged results list; and

using the observed user behavior to update the merging model.

15
2. A method as claimed in claim 1 wherein the query is received from a user and 

wherein the method further comprises receiving user information for that user and wherein 

the merging model takes into account the user information.

20 3. A method as claimed in any preceding claim which further comprises storing the

merging model using a data structure comprising a plurality of weighted event variables 

describing a merged results list presentation event.

4. A method as claimed in any preceding claim wherein the step of arranging the

25 processor to form a merged results list from the received results lists comprises using the 

merging model to determine a probability value for each result being the probability that 

the result will be clicked by a user and using the probability values to form the merged 

results list.

30 5. A method as claimed in any preceding claim which further comprises storing the

merging model using a data structure comprising a plurality of event variables selected
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from any of: a search engine rank, textual features, textual features obtained from a 

snippet, an impersonating user setting, query frequency, a number of results from each of 

the sources, user information, past click history.

5 6. A method as claimed in any preceding claim which further comprises arranging the

processor to select a subset of the received results lists from which to form the merged 

results list where that subset may comprise only one of the received results lists.

7. A method as claimed in any preceding claim which further comprises receiving a

10 user input specifying a change to the plurality of different sources; arranging the processor

to update the merged results list according to the change; and arranging the user interface 

to present the updated merged results list.

8. A method as claimed in any preceding claim which further comprises receiving a

15 user input specifying an impersonating user condition; storing the merging model using a

data structure comprising a plurality of event variables including an impersonating user 

event variable; and updating the merging model to a higher degree than for observed user 

behavior where no impersonating user condition applies.

20 9. A method as claimed in any preceding claim wherein the query is received from a

user and wherein the method further comprises receiving user information for that user; 

modifying the received query before issuing it to the plurality of sources; and where the 

modification is on the basis of the user information.

25 10. A method as claimed in any of claims 1 to 8 which further comprises modifying the

received query before issuing it to the plurality of sources; and where the modification is 

source-specific.

11. A method as claimed in any preceding claim which further comprises arranging an

30 evaluator to evaluate the merging model at intervals and modifying the merging model on 

the basis of the evaluation.
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12. A method at an information retrieval system arranged to retrieve results from a 

plurality of different sources comprising:

at an input, receiving a query from a user in a private domain;

5 at the input, receiving information about the user;

at an output, issuing the query to the plurality of sources at least one of which is in

a public domain and at least one of which is in the private domain to which the information 

retrieval system has access;

at the input receiving a results list from each of the plurality of sources;

10 arranging a processor to form a merged results list from the received results lists

using a merging model which takes into account the user information;

arranging a user interface to present the merged results list;

observing user behavior in response to the presented merged results list; and

using the observed user behavior to update the merging model.

15
13. A method as claimed in claim 12 which further comprises storing the merging 

model using a data structure comprising a plurality of weighted event variables describing 

a merged results list presentation event.

20 14. A method as claimed in claim 12 or claim 13 wherein the step of arranging the

processor to form a merged results list from the received results lists comprises using the 

merging model to determine a probability value for each result being the probability that 

the result will be clicked by a user and using the probability values to form the merged 

results list.

25
15. An information retrieval system comprising: 

an input arranged to receive a query;

an output, arranged to issue the query to a plurality of sources;

the input being arranged to receive a results list from each of the plurality of

30 sources;
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a memory storing a merging model in a data structure comprising a plurality of 

weighted event variables describing a merged results list presentation event;

a processor arranged to form a merged results list from the received results lists 
using the merging model;

5 a user interface arranged to present the merged results list;

and wherein the processor is also arranged to observe user behavior in response to

the presented merged results list and use the observed user behavior to update the merging 

model.

10 16. A method at an information retrieval system arranged to retrieve results from a

plurality of different sources substantially as hereinbefore described with reference to the 

accompanying drawings.

17. An information retrieval system substantially as hereinbefore described with

15 reference to the accompanying drawings.
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