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VIDEO OBJECT TRACKING

CROSS REFERENCE TO OTHER APPLICATIONS

[0001] This application claims priority to U.S. Provisional Patent Application No.

62/669,259 entitled VIDEO OBJECT TRACKING filed May 9, 2018, which is incorporated

herein by reference for all purposes.

BACKGROUND OF THE INVENTION

[0002] Training machine learning models to recognize and distinguish particular

objects from each other, for example, to recognize that an object is a car or a person, requires

a large number of examples, each example depicting a car or a person. To generate large data

sets required for training and building machine learning models, existing techniques have

often required human operators to manually annotate objects in each frame of a video. While

typically accurate, this process of manually annotating each object in a video on a frame by

frame basis is laborious, time-consuming, and costly. Using manual processes, the cost and

time required to annotate individual frames in video is prohibitive and makes artificial

intelligence (AI) applications that need to understand objects moving through time and space

untenable.

[0003] Accordingly, it would be advantageous to provide a solution to the problem of

annotating large volumes of images to generate large amounts of data for training machine

learning models for various applications that improves throughput and efficiency without

sacrificing accuracy. In particular, a technique for annotating an object in a video and

automatically tracking the annotated object through subsequent frames of the video to

provide accurate annotation of objects that can be used as training data for machine learning

models, but with increased throughput and reduced cost as compared with manual annotation,

would provide advantages and benefits over existing techniques. Moreover, to ensure

accurate annotations of video content, it is critical to incorporate human feedback into a

technique that provides an automated annotated object tracking capability.



BRIEF DESCRIPTION OF THE DRAWINGS

[0004] Various embodiments of the invention are disclosed in the following detailed

description and the accompanying drawings.

[0005] Figure 1 is a block diagram of a computer system used in some embodiments

to perform annotation and object tracking, including video annotation and video object

tracking.

[0006] Figure 2 is a flowchart of an embodiment of a method for annotation that can

be performed by the exemplary system depicted in Figure 1.

[0007] Figure 3 is a screenshot of an exemplary display of a first video frame

presented by an embodiment of a graphical user interface of a system for performing video

annotation and video object tracking.

[0008] Figure 4 is a screenshot of an exemplary display of a second or subsequent

video frame presented by an embodiment of the graphical user interface shown in Figure 3.

[0009] Figure 5 is a block diagram of a system used in some embodiments to perform

video annotation and video object tracking that includes a tracker.

[0010] Figure 6 is a flowchart of an embodiment of a video annotation method that

can be performed by the exemplary system depicted in Figure 5 that includes a tracker.

[0011] Figure 7 is a block diagram of a system used in some embodiments to perform

video annotation and video object tracking that includes a plurality of trackers.

[0012] Figure 8 illustrates an example of a first video frame presented by an

embodiment of a graphical user interface of a system for performing video annotation and

video object tracking.

[0013] Figure 9 illustrates an example of a second video frame presented by an

embodiment of a graphical user interface of a system for performing video annotation and

video object tracking.

[0014] Figure 10 depicts a block diagram of a system used in some embodiments to



perform video annotation and video object tracking configured to perform across a network.

[0015] Figure 11A is a depiction of a first video frame that includes an object to be

tracked.

[0016] Figure 1IB is a depiction of a second video frame that includes the object

being tracked in Figure 11A along with a second bounding region output by the system.

[0017] Figure 11C is a depiction of a second video frame that includes the object

being tracked in Figures 11A and 1IB along with the second bounding region output by the

system and a user adjustment.

[0018] Figure 12 is a flowchart of an embodiment of a method for video annotation

that incorporates human input to improve the system’s performance.

[0019] Figure 13 is a flowchart of an embodiment of a method for video annotation

that incorporates human input to improve the system’s performance and includes a tracker.

PET AILED DESCRIPTION

[0020] The invention can be implemented in numerous ways, including as a process;

an apparatus; a system; a composition of matter; a computer program product embodied on a

computer readable storage medium; and/or a processor, such as a processor configured to

execute instructions stored on and/or provided by a memory coupled to the processor. In this

specification, these implementations, or any other form that the invention may take, may be

referred to as techniques. In general, the order of the steps of disclosed processes may be

altered within the scope of the invention. Unless stated otherwise, a component such as a

processor or a memory described as being configured to perform a task may be implemented

as a general component that is temporarily configured to perform the task at a given time or a

specific component that is manufactured to perform the task. As used herein, the term

‘processor’ refers to one or more devices, circuits, and/or processing cores configured to

process data, such as computer program instructions.

[0021] A detailed description of one or more embodiments of the invention is

provided below along with accompanying figures that illustrate the principles of the



invention. The invention is described in connection with such embodiments, but the

invention is not limited to any embodiment. The scope of the invention is limited only by the

claims and the invention encompasses numerous alternatives, modifications and equivalents.

Numerous specific details are set forth in the following description in order to provide a

thorough understanding of the invention. These details are provided for the purpose of

example and the invention may be practiced according to the claims without some or all of

these specific details. For the purpose of clarity, technical material that is known in the

technical fields related to the invention has not been described in detail so that the invention

is not unnecessarily obscured.

[0022] In machine learning applications, training data is needed to train the machine

learning model. For example, deep learning models require data sets for training (e.g.,

adjusting weights in a neural net model) in order to recognize particular objects such as cars

and people. One of the challenges in machine learning is collecting and preparing a large

number of training data. The collection and preparation of datasets used for training

machine-learning models to recognize particular objects is often performed by manually

annotating the objects of interest in a video and labeling the objects frame by frame, or by

skipping some frames and linearly interpolating in order to track the same object over a series

of frames. Some approaches use basic algorithms in an attempt to automatically move an

annotation between video frames based on the image content in the video frame itself but fail

to provide a feedback loop for human input to improve object tracking. Given that video is a

growing data format with over 500,000 hours of video uploaded and 1 billion hours of video

consumed on YouTube every day, it would be advantageous to have a tool that improves

throughput, efficiency, and cost of reviewing and annotating large volumes of video and

incorporates human input to produce a better result.

[0023] The disclosed technique allows machine-learning teams to annotate an object

within a frame, such as a video frame, and then have that annotation persist across frames as

the annotated object is tracked within a video or a series of frames, still ensuring that every

frame is accurately reviewed by a human where high quality annotation is required. This

automated annotated object tracking capability is essential to annotate content, including

video content, at scale in applications such as autonomous vehicles, security surveillance, and

media entertainment. Without the automated annotated object tracking capability, the cost

and time required to annotate individual frames in applications such as video is prohibitive



and makes artificial intelligence (AI) applications that need to understand objects moving

through time and space untenable.

[0024] Accordingly, a technique is provided for annotation that can be used for

automated video annotated object tracking. In some embodiments, the disclosed technique

includes a system comprising a processor configured to: present a first frame in a series of

pre-recorded fiames; receive a first annotation of a first bounding region of an object in the

first Same; obtain a second bounding region of the object in a second frame in the series of

frames based at least in part on a prediction of the location of the object in the second frame;

and output the second bounding region. In addition, the system can comprise one or more

interfaces, wherein at least one interface is configured to display a frame and/or to receive an

annotation. Note that while some of the embodiments described herein are applied to a series

of pre-recorded frames (e.g., obtained from processing a pre-recorded video to break it into a

series of pre-recorded video frames), the disclosed technique is not limited to video frames or

video annotation, but can be applied to annotate and track objects of interest appearing in

other types of frames and sequences of frames.

[0025] Figure 1 is a block diagram of a computer system 100 used in some

embodiments to perform annotation and object tracking, including video annotation and

video object tracking. In particular, Figure 1 illustrates one embodiment of a general purpose

computer system Other computer system architectures and configurations can be used for

carrying out the processing of the disclosed technique. Computer system 100, made up of

various subsystems described below, includes at least one microprocessor subsystem (also

referred to as a central processing unit, or CPU) 102. That is, CPU 102 can be implemented

by a single-chip processor or by multiple processors. In some embodiments, CPU 102 is a

general purpose digital processor which controls the operation of the computer system 100.

Using instructions retrieved from memory 110, the CPU 102 controls the reception and

manipulation of input data, and the output and display of data on output devices.

[0026] CPU 102 is coupled bi-directionally with memory 110 which can include a

first primary storage, typically a random access memory (RAM), and a second primary

storage area, typically a read-only memory (ROM). As is well known in the art, primary

storage can be used as a general storage area and as scratch-pad memory, and can also be

used to store input data and processed data. It can also store programming instructions and

data, in the form of data objects and text objects, in addition to other data and instructions for



processes operating on CPU 102. Also as is well known in the art, primary storage typically

includes basic operating instructions, program code, data, and objects used by the CPU 102 to

perform its functions. Primary storage devices 110 may include any suitable computer-

readable storage media, described below, depending on whether, for example, data access

needs to be bi-directional or uni-directional. CPU 102 can also directly and very rapidly

retrieve and store frequently needed data in a cache memory (not shown).

[0027] A removable mass storage device 112 provides additional data storage

capacity for the computer system 100, and is coupled either bi-directionally (read/write) or

uni-directionally (read only) to CPU 102. Storage 112 may also include computer-readable

media such as magnetic tape, flash memory, signals embodied on a carrier wave, PC-

CARDS, portable mass storage devices, holographic storage devices, and other storage

devices. A fixed mass storage 120 can also provide additional data storage capacity. The most

common example of mass storage 120 is a hard disk drive. Mass storages 112, 120 generally

store additional programming instructions, data, and the like that typically are not in active

use by the CPU 102. It will be appreciated that the information retained within mass storages

112, 120 may be incorporated, if needed, in standard fashion as part of primary storage 110

(e.g., RAM) as virtual memory.

[0028] In addition to providing CPU 102 access to storage subsystems, bus 114 can

be used to provide access to other subsystems and devices as well. In the described

embodiment, these can include a display 118, a network interface 116, a graphical user

interface 104, and a pointing device 106, as well as an auxiliary input/output device interface,

a sound card, speakers, and other subsystems as needed. The pointing device 106 may be a

mouse, stylus, track ball, or tablet, and is useful for interacting with graphical user interface

104.

[0029] In some embodiments, a video or series of images is received as an input to

the computer system 100 and CPU 102 pre-processes the video or series of images to break

up the video or series of images into frames that can be displayed on display 118. In these

embodiments, graphical user interface 104 is configured to display a frame and to receive an

annotation. As an example, a user can use the pointing device 106 to annotate a frame

displayed on display 118. CPU 102 is configured to present a first frame in a series of pre¬

recorded frames; receive a first annotation of a first bounding region of an object in the first

frame; obtain a second bounding region of the object in a second frame in the series of frames



based at least in part on a prediction of the location of the object or the object’s location in

the second frame; and output the second bounding region.

[0030] The network interface 116 allows CPU 102 to be coupled to another computer,

computer network, or telecommunications network using a network connection as shown.

Through the network interface 116, it is contemplated that the CPU 102 might receive

information, e.g., data objects or program instructions, from another network, or might output

information to another network in the course of performing the above-described method

steps. Information, often represented as a sequence of instructions to be executed on a CPU,

may be received from and outputted to another network, for example, in the form of a

computer data signal embodied in a carrier wave. An interface card or similar device and

appropriate software implemented by CPU 102 can be used to connect the computer system

100 to an external network and transfer data according to standard protocols. That is, method

embodiments of the disclosed technique may execute solely upon CPU 102, or may be

performed across a network such as the Internet, intranet networks, or local area networks, in

conjunction with a remote CPU that shares a portion of the processing. Additional mass

storage devices (not shown) may also be connected to CPU 102 through network interface

116.

[0031] An auxiliary I/O device interface (not shown) can be used in conjunction with

computer system 100. The auxiliary I/O device interface can include general and customized

interfaces that allow the CPU 102 to send and, more typically, receive data from other

devices such as microphones, touch-sensitive displays, transducer card readers, tape readers,

voice or handwriting recognizers, biometrics readers, cameras, portable mass storage devices,

and other computers.

[0032] In addition, embodiments of the disclosed technique further relate to computer

storage products with a computer readable medium that contains program code for

performing various computer-implemented operations. The computer-readable medium is

any data storage device that can store data which can thereafter be read by a computer

system. The media and program code may be those specially designed and constructed for the

purposes of the disclosed technique, or they may be of the kind well known to those of

ordinary skill in the computer software arts. Examples of computer-readable media include,

but are not limited to, all the media mentioned above: magnetic media such as hard disks,

floppy disks, and magnetic tape; optical media such as CD-ROM disks; magneto-optical



media such as optical disks; and specially configured hardware devices such as application-

specific integrated circuits (ASICs), programmable logic devices (PLDs), and ROM and

RAM devices. The computer-readable medium can also be distributed as a data signal

embodied in a carrier wave over a network of coupled computer systems so that the

computer-readable code is stored and executed in a distributed fashion. Examples of program

code include both machine code, as produced, for example, by a compiler, or files containing

higher level code that may be executed using an interpreter.

[0033] The computer system shown in Figure 1 is but an example of a computer

system suitable for use with the disclosed technique. Other computer systems suitable for use

with the disclosed technique may include additional or fewer subsystems. In addition, bus

114 is illustrative of any interconnection scheme serving to link the subsystems. Other

computer architectures having different configurations of subsystems may also be utilized.

[0034] Figure 2 is a flowchart of an embodiment of a method 200 for annotation

(including video annotation) that can be performed by the exemplary system depicted in

Figure 1. As shown in Figure 2, method 200 comprises presenting a first frame in a series of

pre-recorded frames at 210 and receiving a first annotation of a first bounding region of an

object in the first frame at 220. A location of the object in the second frame is predicted at

230 and a second bounding region of the object in a second frame in the series of frames is

obtained based at least in part on the prediction of the location of the object in the second

frame at 240. At 250, the second bounding region is output by the system.

[0035] In some embodiments, the method includes receiving a pre-recorded video and

preprocessing the video to break it into a series of pre-recorded video frames. In some

examples, the method includes displaying the first video frame in the series of pre-recorded

video frames, with the first bounding region of the object in the first video frame, and the

second bounding region of the object in the second video frame. In these examples, an

interface (e.g., graphical user interface 104 of Figure 1) is configured to display the first

video frame, the first bounding region, and the second bounding region. An example of a

display of the first video frame, the first bounding region, and the second bounding region is

depicted and described with respect to Figures 3 and 4.

[0036] Figure 3 is a screenshot 300 of an exemplary display 301 of a first video frame

310 presented by an embodiment of a graphical user interface of a system for performing



video annotation and video object tracking. In the example shown, a video has been pre-

processed by the system to obtain a series of pre-recorded video frames. A first video frame

310 in a series of pre-recorded video frames is presented on display 301. In this case, the first

video frame 310 depicts a number of objects including cars (e.g., various cars shown at 3 11,

312, 313, and 314) and people, who in this case appear to be pedestrians (e.g., a person at 315

and another person at 316).

[0037] The exemplary interface depicted in screenshot 300 of Figure 3 is configured

to display a frame and to receive an annotation. In this case, the frame is a video frame and

the annotation is a video annotation. In the example shown, an object desired to be tracked is

selected as the car shown at 311, and a first annotation of a first bounding region 318 of an

object in the first video frame (in this case, the car shown at 3 11) is received. For example, a

first annotation can be a bounding region generated by creating or drawing a box or other

shape around an object to be tracked. The bounding region defined by the first annotation

can be associated with a set of coordinates on the frame. In some cases, the first annotation is

input by a user (e.g., via an interface such as graphical user interface 104 of Figure 1), while

in other cases, the first annotation is machine-generated.

[0038] For example, a processor such as CPU 102 of Figure 1 can be configured to

determine the first annotation through the use of predictive models such as machine learning

models. In some cases, a machine makes a prediction to determine the first annotation

through the use of a deep neural network configured to output pixel coordinates of an object

of interest. The machine makes a prediction by running each pixel of the image of interest

(e.g., a frame) through a series of compute nodes that output a value based on the input pixel

numerical value (e.g., red, green, blue numerical values). The machine is configured to

execute specific functions on each node that are tuned through the process of machine

learning, for example, through the process of back-propagation. With enough tuning through

the use of training examples or training data, the machine can predict the location of the

desired object to a high degree of accuracy comparable to that of a human.

[0039] In some embodiments, the deep neural network is a convolutional neural

network that convolves pixel values and executes or performs node functions on the

convolved pixel values. In some cases, a YOLD (You Only Look Once) framework for a

convolutional neural network is used as the deep neural network for predicting the first

annotation. Once a first annotation is received, the system can assign or specify a type or



category of object associated with the first annotation (e.g., car or person).

[0040] In some embodiments, an annotation is received from a user who generates or

inputs a bounding region around an object of interest (e.g., by creating or drawing a box

around the object) in a frame of a video. The bounding region will then follow or track the

object across multiple frames. In the example of Figure 3, the bounding region 318 is a

rectangular box that can be labeled by a category, like “car,” and the label and box persist

even if that object is no longer visible on a video frame (e.g., if the object of interest goes

behind a large object such as a car going under a bridge, or if the object of interest leaves and

re-enters the video frame). Here, objects that are tracked and labeled by a category (e.g.,

“person” or “car”) are listed in a display element, which in this case is a left bar or column at

319 under a heading of “TRACKING OBJECTS.” In some cases, including the example of

Figure 3, the box is an actual rectangular box with four sides, and in other cases it is a

polygon with any number of sides. Other appropriate shapes can be used. In some

embodiments, the disclosed method and system are used to perform not just object tracking,

but also object segmentation tracking, wherein a pixel or group of pixels are tracked rather

than an object of interest.

[0041] A series of video frames obtained from pre-processing the video is loaded to

provide the video frames in a sequential order. A user can choose to start on any video frame

in the series as a “first video frame” in which the user selects or identifies an object of interest

to track. In particular, a user can play the video, step through the video frames, pause at any

given video frame, and can annotate an object of interest to track by creating or drawing a

bounding region (e.g., a box) around the object in the given video frame.

[0042] In Figure 3, a series of 120 video frames has been loaded in a sequential order

and a first video frame 310 is displayed to the user. A selection element (e.g., “play” button

or icon) at 320 allows the user to play the video or step through the video frames. An

indicator at 321 moves along a scroll bar 322 to indicate a sequential location of the currently

displayed video frame with respect to the entire sequence of video frames in the video. In

this case, because the first video frame 310 selected by the user happens to be the first video

frame sequentially (i.e., video frame number 1) in the series of 120 video frames, the

indicator at 321 is disposed at a far left position on the scroll bar, indicating that the displayed

video frame is the first video frame in the series. As the user steps through the video frames

in sequential order, the indicator at 321 moves from the left to the right of the scroll bar,



wherein a position at the far right of the scroll bar indicates that the displayed video frame is

the last video frame in the series.

[0043] In addition to the indicator at 321 and the scroll bar 322, a numerical indicator

at 323 shows which video frame in the series of video frames is currently being displayed. In

this case, the numerical indicator reads “1/120,” which means that the video frame currently

being displayed is the first video frame in a series of 120 video frames that have been loaded

sequentially from a video that has been pre-processed. A selection element (e.g., the arrow

button or icon) at 324 allows the user to step backward through a series of frames, including

moving to the first video frame in the sequence, while a selection element (e.g., the arrow

button or icon) at 325 allows the user to step forward through the series of frames, including

moving to the last video frame in the sequence. In this example, the user can use a pointing

device (e.g., pointing device 106 of Figure 1) for interacting with the graphical user interface.

[0044] As shown in Figure 3, the user can start with a video, play the video, pause at

any given video frame, and select an object of interest (e.g., the car at 311) on the given video

frame. Here, the user starts on a selected video frame (e.g., a first video frame) to identify

objects of interest for the system to track. The user can then provide an annotation (e.g., an

initial or first annotation) by creating or drawing a bounding region around the object 3 11,

which in this case is the rectangular box shown at 318. Once a first annotation is received,

the user can assign or specify a type or category of object associated with the first annotation

(e.g., car or person). By allowing the user to annotate any given frame, the system provides

the user with frame-level granularity as the user is annotating.

[0045] An HTML canvas with javascript is used on a front end of some embodiments

to enable users to make markings, annotations, or draw boxes around objects of interest. In

some instances, a graphical user interface is presented in a browser and a browser-based

overlaying HTML element is used. In these cases, a browser-based implementation displays

the video frames and an HTML canvas is overlaid over the video frames that are being

displayed. The canvas is an HTML element that allows user interactions, enabling a user to

input an annotation by drawing or painting a first image, element, box, or bounding region

onto the canvas. In this manner, a user is able to interact by, for example, clicking and

dragging a pointer to draw a box around an object in a video frame. An annotation or box

received as an input to the system defines or specifies a set of coordinates on an image or

video frame in a sequence or series of video frames. In some embodiments, information



related to the object being tracked is sent to a server. The information sent to the server

includes, for example, a sequence of video frames, an image number in the sequence (e.g.,

video frame number 6 out of a series of 120 video frames as shown in Figure 4), and

coordinates associated with an annotation or box around the object being tracked. In some

embodiments, as an annotation is made or a box is drawn around an object, an object

identifier or ID is associated with the annotation or box, and a post is sent to the server.

[0046] In some embodiments, in order to track an object of interest, the system

assigns and maintains an object identifier or ID that is associated with an annotation of an

object (e.g., a bounding region), which in this case is the box at 318, and predicts a trajectory

of the object 311 as it moves, wherein the object’s movement is captured in subsequent video

frames. Note that the system is not limited to tracking a specific type of object. In particular,

a person or an object can be annotated in any given frame and its motion predicted and

tracked in subsequent video frames. Here, once an object such as the car at 3 11 has been

annotated with a first bounding region such as the box at 318, the system tracks the car at 311

through a second or subsequent video frame. The system determines or provides a prediction

of the object’s motion by predicting a location of the object in the second or subsequent video

frame. As shown in the following figure, the user can view a second or subsequent frame

that shows the prediction (e.g., a second bounding region or box overlaid on the second or

subsequent frame) of the tracked object on the same display as the first video frame (e.g.,

display 118 of Figure 1).

[0047] Figure 4 is a screenshot 400 of an exemplary display 401 of a second or

subsequent video frame 410 presented by an embodiment of the graphical user interface

shown in Figure 3. As in Figure 3, a video has been pre-processed by the system to obtain a

series of pre-recorded video frames. In this case, a second or subsequent video frame 410

that follows the first video frame 310 of Figure 3 in a series of pre-recorded video frames is

presented on display 401. Here, because the first video frame 310 happened to be the first

video frame sequentially (video frame number 1) in the series of 120 video frames, the

second or subsequent video frame 410 is actually the sixth video frame sequentially (video

frame number 6) in the series of 120 video frames. However, generally speaking, a “first

video frame” can be chosen or selected as any frame in a series, with a “second video frame”

or “subsequent video frame” being any frame that either follows or in some cases precedes

the “first video frame” selected in the series. For example, a user can choose to view or



analyze frames in reverse sequential order, in which case a second or subsequent video frame

may be a video frame corresponding to a time that precedes or is prior to the first video frame

that is selected and viewed.

[0048] In this case, as described above, the second or subsequent video frame 410 is

the sixth video frame in the series of 120 video frames. Here, the second video frame 410

depicts the same objects shown in the previous video frame, which in this case is the first

video frame 310. In particular, the cars, previously shown at 3 11, 312, 313, and 314 in the

first video frame 310 of Figure 3, are now shown at 4 11, 412, 413, and 414 respectively in

the second video frame 410 of Figure 4. Similarly, two pedestrians, previously shown at 315

and 316 in the first video frame 310 of Figure 3, are now shown at 415 and 416 respectively

in the second video frame 410 of Figure 4.

[0049] A comparison of the first video frame 310 and the second video frame 410

reveals that certain objects are in motion. Here we see that an object’s location in the first

video frame is different from the object’s location in the second video frame. In particular,

the car at 3 11 in the first video frame 310 has moved to a different location as shown at 4 11

in the second video frame 410. As described above with respect to Figure 3, the car at 3 11

has been annotated with a first annotation of a first bounding region at 318. Once the first

annotation is received, the annotated object can be assigned an object type or category

associated with the first annotation (e.g., car or person). The bounding region follows or

tracks the object across multiple frames. Here, the bounding region 318 is a rectangular box

labeled by a category “car” in Figure 3. As shown in Figure 4, the label and box persist and

would still persist even if the object is no longer visible in the currently viewed frame. In the

example shown, objects that are tracked and labeled by a category (e.g., “person” or “car”)

are listed in a left bar or column at 419 under a heading of “TRACKING OBJECTS.”

[0050] As in Figure 3, the graphical user interface shown in the screenshot 400 of

Figure 4 includes a selection element (e.g., “play” button or icon) at 420, allowing the user to

play the video or step through the video frames. An indicator at 421 moves along a scroll bar

422 to indicate a sequential location of the currently displayed video frame with respect to the

entire sequence of video frames in the video. Note that the indicator 421 has moved to a

position along the scroll bar 422 to a position that is to the right of the indicator 321 shown

on scroll bar 322, which indicates that the user has stepped through to view a subsequent

video frame in Figure 4 (in this case, the sixth video frame sequentially in the series of 120



video frames) as compared with the previously viewed video frame (in this case, the first

video frame sequentially in the series of 120 video frames) shown in Figure 3.

[0051] In addition, a numerical indicator at 423 shows which video frame in the series

of video frames is currently being displayed. In this case, the numerical indicator reads

“6/120,” which indicates that the video frame currently being displayed is the sixth video

frame in a sequence or series of 120 video frames that have been loaded sequentially from a

video that has been pre-processed and broken into a series of video frames. A selection

element (e.g., the arrow button or icon) at 424 allows the user to step backward through a

series of frames, including moving to the first video frame in the sequence, while a selection

element (e.g., the arrow button or icon) at 425 allows the user to step forward through the

series of frames, including moving to the last video frame in the sequence. In this example,

the user can use a pointing device (e.g., pointing device 106 of Figure 1) for interacting with

the graphical user interface.

[0052] As in the embodiment shown in Figure 3, in the example of Figure 4, the user

can start with a video, play the video, pause at any given video frame, and select an object of

interest (e.g., the car at 4 11) on the given video frame. In this case, the car at 3 11 has been

annotated with a first annotation of a first bounding region at 318, which is tracked by the

system. The first annotation has also been assigned an object type or category, in this case

“car.” The system predicts a location of the object or the object’s location in the second

video frame, obtains a second bounding region of the object in a subsequent video frame in

the series of video frames based at least in part on the prediction of the location of the object

in the second video frame, and outputs the second bounding region. In the example shown,

the system predicts a location of the object (in this case, the car shown at 311) in the second

video frame 410 and obtains a second bounding region 418 of the object in the series of video

frames (in this case, the object is the same car, which is shown at 4 11) based at least in part

on the prediction of the location of the object in the second video frame. The system then

outputs the second bounding region 4 18, which can be in the form of the box shown on the

display 401 or in the form of coordinates that correspond to the second bounding region 418

on the second video frame 410. The second bounding region 418 is associated with the same

object identifier or ID as the first bounding region 318, providing an ability to maintain a

unique object identifier that tracks the same object over a series of video frames.

[0053] Thus, in contrast to frame-level tracking, wherein a video frame is broken



down into images and each image is annotated separately, object-level tracking provides an

ability to maintain a notion of the same object (e.g., by associating that object with a unique

object identifier or ID) and track that object through a series of video frames. Object-level

tracking is achieved in this case by assigning and maintaining an identifier or ID of an object

across video frames even as the object moves and/or comes in and out of view in any given

video frame.

[0054] For example, returning to Figures 3 and 4, the car shown at 3 11 in Figure 3 is

the same car at 4 11 in Figure 4 and the system is actually maintaining an object identifier or

ID for the car being tracked in the two video frames 310 and 410. In some embodiments, an

object identifier or ID is created on the user side (e.g., on a client and/or a browser).

Whenever a user inputs an annotation, for example, by drawing a new box around a new

object the user desires to track, the system displays and adds a representation of the object

(e.g., by adding a representation of the object to the left bar shown at 319 and 419

respectively). As a result, if the object being tracked gets occluded or moves out of view in

any given video frame, the system still maintains the object’s identifier or ID and knowledge

of where the object is and that it still exists.

[0055] More specifically, an object being tracked is annotated as described herein by

applying a first annotation of a first bounding region of the object and assigning or

designating an identifier or ID associated with the first bounding region. In the event that the

object disappears from view in a subsequent frame, the first bounding region associated with

the object’s identifier or ID is recalled and placed around the object where it is currently

located in the subsequent frame so that the system can continue tracking the object. For

example, the system can determine or make a prediction of a location of the object in a

subsequent video frame regardless of whether the object is visible in the subsequent video

frame, and the object’s identifier or ID can be recalled and placed around the predicted

location of the object even in the case where the object disappears from view. The object

being tracked can disappear from view if it moves out of the video frame or moves behind

and is hidden by another object, such as when a car being tracked goes under a bridge. In

video frames where the object being tracked is not visible, the bounding region is also not

visible, but the object’s identifier or ID is maintained by the system and can be recalled once

the object becomes visible again.

[0056] In some cases, a user can indicate to the system that the object being tracked



has moved off screen or out of a given frame completely. In these cases, if the object has

been identified as being off screen, the system will not attempt to track the object with a

bounding region, but the object identifier or ID persists and the system will maintain a

prediction of a location of the object. In some instances, the system determines or provides a

confidence score of the prediction (e.g., a measure of confidence associated with an accuracy

of the prediction of a location of an object in a second or subsequent video frame). An object

that has moved off screen or out of a given frame can be assigned a lower confidence score

associated with its location. In other cases, the system is configured to detect when an object

has disappeared from view (e.g., is hidden or obstructed or has moved off screen or out of a

given frame) and provides a flag or indicator in response to detecting that an object has

disappeared from view. For example, the system automatically removes the bounding region

or box in a second or subsequent screen and provides an indication (e.g., on the left bar or

column shown at 419 of Figure 4 under a heading of “TRACKING OBJECTS”) that the

object being tracked is no longer visible. The user can then be prompted to confirm whether

the object is visible or not.

[0057] In some embodiments, data collected and returned or output by the system is

used to train machine learning models that learn not only what the object being tracked looks

like (e.g., a car or a person) but also the object’s motion over time. In some cases, on any

given frame, the output of the system includes a predicted bounding region or box (e.g., a

second bounding region in a given video frame representing a prediction of a location of the

object being tracked in the given video frame), the coordinates of the predicted bounding

region (e.g., a second set of coordinates associated with or specifying the second bounding

region), object labels or tags indicating a type or category of object (e.g., person or car) for

the object being tracked in the given frame, and an indicator or flag for whether or not the

object being tracked is visible in the given frame.

[0058] In some examples, predicting a location of the object in the second video

frame includes applying a tracker. Using a tracking algorithm, a tracker can be applied to

keep track of an object in a video sequence. A tracking algorithm can be initialized with a

frame of a video sequence and a bounding box to indicate the location of the object to be

tracked. The tracking algorithm outputs a bounding box for all subsequent frames.

[0059] For example, GOTURN (Generic Object Tracking Using Regression

Networks) is a Deep Learning-based object tracker trained using a pair of cropped frames



from thousands of videos. In a first frame (also referred to as the previous frame), the

location of the object is known, and the frame is cropped to two times the size of the

bounding box around the object. The object in the first cropped frame is always centered.

The location of the object in the second frame (also referred to as the current frame) needs to

be predicted. The bounding box used to crop the first frame is also used to crop the second

frame. Because the object might have moved, the object is not centered in the second frame.

[0060] A Convolutional Neural Network (CNN) is trained to predict the location of

the bounding box in the second frame. The CNN takes two cropped frames as input. The

previous frame is centered and the goal is to find the bounding box for the current frame (i.e.,

the location of the object in the second frame).

[0061] Both frames pass through a bank of convolutional layers. The outputs of these

convolutional layers are concatenated into a single vector. This vector is input to three fully

connected layers. The last fully connected layer is finally connected to the output layer

containing four nodes representing the top and bottom points of the bounding box.

[0062] As an example, Figure 5 is a block diagram of a system used in some

embodiments to perform video annotation and video object tracking that includes a tracker.

[0063] As shown in Figure 5, the system 500 receives a video 501, which is pre-

processed by the system (e.g., by Pre-processor 510) to break the video up into a series of

video frames. The video frames obtained from pre-processing the video at 510 are loaded in

a sequential order and displayed on a display of a graphical user interface (e.g., Display UI

520). Display UI 520 is configured to display a video frame and to receive a video

annotation. In particular, a first video frame in the series of video frames is presented on

Display UI 520. A first annotation of a first bounding region of an object in the first video

frame (whether a user-inputted annotation or a machine-generated annotation) is received by

the system 500.

[0064] In some embodiments, the first annotation defines or specifies a first set of

coordinates. The first set of coordinates associated with the first annotation of the first

bounding region is received by a tracker (e.g., Tracker 530). Based at least in part on the

received coordinates, the tracker predicts a second set of coordinates associated with a

location of the object in a second or subsequent video frame, the object having been

annotated by the first bounding region in the first video frame.



[0065] In some cases, Tracker 530 predicts a second set of coordinates on the second

video frame based on comparing the first video frame to the second video frame. For

instance, in some examples, a comparison of the first video frame and the second video frame

is based on image information extracted from the first video frame and the second video

frame. In other examples, the system 500 predicts the location of the object in the second

video frame by comparing a cropped region of the object in the first video frame to a cropped

region of the object in the second video frame and determining a second set of coordinates of

the object’s location in the second video frame based on a location corresponding to the

cropped region of the object in the second video frame that best matches the cropped region

of the object in the first video frame. In other words, by comparing a cropped region from

the second frame to the initial cropped region from the location of the object in the first

frame, the tracker can select the most closely matching region in the second frame and return

the location or coordinates of that region in the second frame.

[0066] Additionally, the system 500 automatically tracks an object using new

architectures of Deep Learning technologies that go beyond typical Computer Vision

algorithms like Convolutional Neural Networks on individual frames, to also encode the

changes in pixel values between video frames, the content of a bounding region around an

object, and the content of bounding regions around other objects in the same image or video

frame and dataset. Accordingly, in some cases, the system 500 predicts a location of the

object in a second or subsequent video frame in response to or based on at least one of:

encoding changes in pixel values between video frames, the content of a bounding region

around an object, and the content of bounding regions around other objects in the same image

or video frame and dataset. For example, changes in pixel values between video frames or

changes in content of bounding regions around an object between two frames can be used as

input to a deep learning model trained to distinguish between these changes in order to make

a prediction with respect to the location of the object being tracked.

[0067] In some examples, an output from Tracker 530 is compared with an initial

input or annotation (e.g., a first annotation of a first bounding region in a first video frame or

a cropped version of an object being annotated). An output from Tracker 530 includes an

image of an object (e.g., a cropped image), a bounding region, or a set of coordinates that can

be used to specify or designate an image or bounding region. In at least one example

described above, a tracker output of Tracker 530 comprises a second set of coordinates



associated with a location of the object in a second or subsequent video frame, the object

having been annotated by the first bounding region in the first video frame.

[0068] In some instances, Tracker 530 also provides a confidence score of its

prediction. In this case, the closer the match between an initial or first annotation or other

benchmark representing the object being tracked and the output of Tracker 530, the more

accurate the tracker’s prediction of the location of the object in a second or subsequent video

frame, and the higher the confidence score associated with the tracker’s prediction. Thus, the

confidence score represents a measure of the tracker’s confidence or an estimated probability

that the tracker’s prediction or predicted region is correct.

[0069] There are many different ways that images can be compared for similarity.

One approach is to take the numerical difference of every pixel value (e.g., an RGB pixel

value) at each given location such as the (x,y) coordinates, sum all the differences for all

pixels, and divide by the total number of pixels. In this case, the higher the value, the more

different the images are. Similarly, the lower the value, the more similar the two images are.

Note that this is but one approach for comparing two images and the disclosed technique is

not limited to a single approach but includes applying other methods, including potentially

more complex methods of comparing two images or cropped regions of images.

[0070] Moreover, in some embodiments, the system 500 sets a confidence threshold

wherein, if a confidence score received from a tracker associated with the tracker’s prediction

is below the confidence threshold, the system provides an indication or an alert to the user

that the tracker’s prediction may be inaccurate. The indication or alert can be implemented in

various ways and take different forms. For example, the second bounding region or box

corresponding to the tracker’s prediction of the location of the object in the second or

subsequent video frame may be shown in a different color or highlighted, or the object

identifier or ID associated with the object being tracked in the prediction may be highlighted

on the display. Additionally, in some instances, the confidence threshold is set by the user

while in other cases, it is determined by the system. By providing a confidence score for

each prediction (e.g., each predicted bounding region), the system 500 increases efficiency by

focusing a user’s attention and efforts on areas of the video where there may be a tracking

error rather than having the user check each prediction or make each annotation manually.

[0071] In this example, by applying a tracker (e.g., Tracker 530), the system 500



obtains a second bounding region of the object in the second or subsequent video frame in the

series of video frames based at least in part on the prediction of the location of the object in

the second video frame. Display U 520 is configured to display the first video frame, the

first bounding region, and the second bounding region. As shown in Figure 5, an output of

Tracker 530 is received as an input by Display UI 520. In this manner, Display UI 520

receives a prediction of the location of the object in the second video frame from Tracker 530

(e.g., a second set of coordinates on the second video frame), and in response to or based on

the input received from Tracker 530, displays the second bounding region on the second

video frame. An example of such a display is provided by Figures 3 and 4. In particular,

displays of a first video frame, a first bounding region, and a second bounding region are

depicted and described with respect to Figures 3 and 4.

[0072] At 550, the system outputs the second bounding region, which can be in the

form of the box shown on the display 401 of Figure 4 or in the form of a second set of

coordinates that correspond to the second bounding region on the second video frame as

returned by Tracker 530. Additionally, in some embodiments, data collected and returned or

output by the system at 550 is used to train machine learning models that learn not only what

the object being tracked looks like (e.g., a car or a person) but also the object’s motion over

time.

[0073] In some instances, the data output by the system is used to train or tune a

machine learning model by taking the output data (e.g., in the form of pixel coordinates (x,y)

like a pixel grid), and using the output data as a reference for an algorithm (e.g., a

convolutional neural network) to tune function parameters of the model. One example of a

convolutional neural network (CNN) has a series of linear functions that all compute outputs

based on inputs such as RGB pixel values and constant parameters that are tuned. In some

cases, the pixel values and parameters are tuned by performing a back-propagation process.

This back-propagation process attempts to minimize an error function by adjusting constants

or weights on a series of functions whose aggregate output is compared to a known value,

which in this case, is the output of the system. The comparison is then used to calculate the

error being minimized.

[0074] In some cases, on any given frame, the output of the system at 550 includes a

predicted bounding region or box (e.g., a second bounding region in a given video frame

representing a prediction of a location of the object being tracked in the given video frame),



the coordinates of the predicted bounding region (e.g., a second set of coordinates associated

with or specifying the second bounding region), object labels or tags indicating a type or

category of object (e.g., person or car) for the object being tracked in the given frame, and an

indicator or flag for whether or not the object being tracked is visible in the given frame.

[0075] The components described above can be implemented as software components

executing on one or more processors, as hardware components such as programmable logic

devices (e.g., microprocessors, field-programmable gate arrays (FPGAs), digital signal

processors (DSPs), etc.), Application Specific Integrated Circuits (ASICs) designed to

perform certain functions, or a combination thereof. In some embodiments, the components

can be embodied by a form of software products which can be stored in a nonvolatile storage

medium (such as optical disk, flash storage device, mobile hard disk, etc.), including a

number of instructions for making a computer device (such as personal computers, servers,

network equipment, etc.) implement the methods described in the embodiments of the present

application. The components may be implemented on a single device or distributed across

multiple devices. The functions of the components may be merged into one another or further

split into multiple sub-components.

[0076] Figure 6 is a flowchart of an embodiment of a video annotation method 600

that can be performed by the exemplary system depicted in Figure 5 that includes a tracker.

As shown in Figure 6, method 600 comprises presenting a first video frame in a series of pre¬

recorded video frames at 610 and receiving a first annotation of a first bounding region of an

object in the first video frame at 620. At 630, the method predicts a location of the object in

the second video frame, including by applying a tracker. At 640, a second bounding region

of the object in a second video frame in the series of video frames is obtained based at least in

part on the prediction of the location of the object in the second video frame. At 650, the

second bounding region is output by the system.

[0077] Additionally, in some embodiments, along with the second bounding region,

the system also outputs data used to train machine learning models that learn not only what

the object being tracked looks like (e.g., a car or a person) but also the object’s motion over

time. In some cases, on any given frame, in addition to outputting a predicted bounding

region or box at 650 (e.g., a second bounding region in a given video frame representing a

prediction of a location of the object being tracked in the given video frame), the system also

outputs the coordinates of the predicted bounding region (e.g., a second set of coordinates



associated with or specifying the second bounding region), object labels or tags indicating a

type or category of object (e.g., person or car) for the object being tracked in the given frame,

and an indicator or flag for whether or not the object being tracked is visible in the given

frame.

[0078] In some embodiments, the tracker comprises a plurality of trackers. As an

example, Figure 7 is a block diagram of a system used in some embodiments to perform

video annotation and video object tracking that includes a plurality of trackers.

[0079] As shown in Figure 7, the system 700 receives a video 701, which is pre-

processed by the system (e.g., by Pre-processor 710) to break the video up into a series of

video frames. The video frames obtained from pre-processing the video at 710 are loaded in

sequential order and displayed on a display of a graphical user interface (e.g., Display UI

720). Display UI 720 is configured to display a video frame and to receive a video

annotation. In particular, a first video frame in the series of video frames is presented on

Display UI 720. A first annotation of a first bounding region of an object in the first video

frame (whether a user-inputted annotation or a machine-generated annotation) is received by

the system.

[0080] In some embodiments, the first annotation defines or specifies a first set of

coordinates. The first set of coordinates associated with the first annotation of the first

bounding region is received by a tracker (e.g., Tracker 730). In the example shown, Tracker

730 comprises a plurality of trackers (e.g., Tracker 1, Tracker 2, ... Tracker N) at 731, 732,

and 733 respectively. Based at least in part on the received coordinates, each of the trackers

in the plurality of trackers predicts a second set of coordinates associated with a location of

the object in a second or subsequent video frame, the object having been annotated by the

first bounding region in the first video frame.

[0081] In some cases, each tracker in the plurality of trackers predicts a second set of

coordinates on the second video frame based on comparing the first video frame to the

second video frame. For instance, in some examples, a comparison of the first video frame

and the second video frame is based on image information extracted from the first video

frame and the second video frame. In other examples, as described with respect to the

following figures, each tracker in the plurality of trackers predicts the location of the object in

the second video frame by comparing a cropped region of the object in the first video frame



to a cropped region of the object in the second video frame.

[0082] Figure 8 illustrates an example of a first video frame 800 presented by an

embodiment of a graphical user interface of a system for performing video annotation and

video object tracking. In particular, the example in Figure 8 depicts a first bounding region

802 of an object 801 in the first video frame 800. In some cases, a first cropped region in the

first video frame 800 is determined or defined by the first bounding region 802.

Alternatively, because the first bounding region 802 is populated by the object 801, a buffer

can be added and cropped to define a second cropped region 803 around the first bounding

region 802. Thus, a tracker can use either a first cropped region defined by the first bounding

region 802 or a second cropped region 803 to determine a cropped region in the second video

frame, as shown in Figure 9.

[0083] Figure 9 illustrates an example of a second video frame 900 presented by an

embodiment of a graphical user interface of a system for performing video annotation and

video object tracking. Note that the object (shown in the first video frame at 801 in Figure 8)

has moved in the second video frame 900 relative to its location in the first video frame and is

shown as object 901. Continuing the example described with respect to Figure 8, a cropped

region in the second video frame 900 can be determined by taking the same coordinates of

either the first cropped region defined by the first bounding region 802 or the second cropped

region 803 in the first video frame 800 of Figure 8.

[0084] As the example of Figure 9 shows, in this case the tracker has determined a

cropped region 903 by taking the same coordinates of the second cropped region 803 in the

first video frame 800 of Figure 8. Zooming in on the cropped region 903 results in a blown

up view of the cropped region at 910 containing a blown up view of the object at 9 11. A

bounding region is scanned in various locations (as shown at 921, 922, 923, and 924) within

the cropped region shown at 910. Each scan of the bounding region (as shown at 921, 922,

923, and 924) is compared to the first bounding region 802 of the object 801 in the first video

frame 800, and the most similar of the various scans is returned as the prediction for the

second bounding region. In this case, the tracker determines that the scan of the bounding

region at 924 is most similar to the first bounding region 802 and returns the scan 924 as the

prediction for the second bounding region.

[0085] Returning to Figure 7, the system 700 automatically tracks an object using



new architectures of Deep Learning technologies that go beyond typical Computer Vision

algorithms such as Convolutional Neural Networks on individual frames, to also encode the

changes in pixel values between video frames, the content of a box around an object, and the

content of boxes around other objects in the same image or video frame and dataset.

Accordingly, in some cases, the system 700 predicts a location of the object in a second or

subsequent video frame in response to or based on at least one of: encoding changes in pixel

values between video frames, the content of a bounding region around an object, and the

content of bounding regions around other objects in the same image or video frame and

dataset.

[0086] In particular, by using the pixel information in a first bounding region of a first

frame, a second bounding region in a subsequent frame can be predicted by finding the most

similar region in the second frame that most closely matches the first bounding region.

Similarity can be determined in a number of ways. For example, a first average pixel value is

determined by taking the average value of pixels in the first bounding region of the first

frame. This first average pixel value over the first bounding region is compared to various

average pixel values taken over different potential bounding regions in the second frame,

wherein each of the average pixel values is determined by taking the average value of pixels

in each of a set of potential bounding regions in the second frame. The second bounding

region is selected as the bounding region in the set of potential bounding regions in the

second frame that yields an average pixel value that is closest to the first average pixel value

over the first bounding region in the first frame.

[0087] In some cases, determining a location of an object or a bounding region may

also include using a combination of linear interpolation and tracking. More specifically, the

tracker can be configured to track between two non-consecutive frames and the intermediate

frames can be filled in by linearly interpolating the coordinates between the first frame and

the nth frame, where the prediction was made.

[0088] As mentioned above, in the example depicted in Figure 7, the system 700

predicts the location of the object in the second video frame in response to or based on

applying a plurality of trackers (e.g., at 731, 732, and 733). In these embodiments, the

prediction is based at least in part on selecting an output from one of the plurality of trackers.

For example, each output from each of the plurality of trackers at 73 1, 732, and 733 is

compared with an initial input or annotation (e.g., a first annotation of a first bounding region



in a first video frame or a cropped version of an object being annotated). An output from a

tracker includes an image of an object (e.g., a cropped image), a bounding region, or a set of

coordinates that can be used to specify or designate an image or bounding region. In at least

one example described above, a tracker output comprises a second set of coordinates

associated with a location of the object in a second or subsequent video frame, the object

having been annotated by the first bounding region in the first video frame.

[0089] In some embodiments, the system 700 determines a similarity metric in

response to or based at least in part on comparing each output from each of the plurality of

trackers with an initial input or annotation or with some other benchmark. For example, the

system 700 compares a tracker’s output to an initial input or other benchmark and returns or

outputs a similarity metric.

[0090] A benchmark can be an image or set of images representing an object desired

to be tracked. The image or set of images can be collected by a user who determines that the

collected image or set of images represents a ground truth for the object desired to be tracked.

In some embodiments, a library of previously saved images is used to provide a benchmark

image for comparing the output or predictions from each tracker.

[0091] A similarity metric indicates or represents a similarity between the two images

being compared. For example, the similarity metric can correspond to a difference between

the tracker’s output and the initial input or benchmark - the smaller the difference, the higher

the degree of similarity. The similarity metric can be a number on a scale, a percentage, or

any other value that indicates a similarity between two images.

[0092] In some examples, the images used in the comparison are cropped versions of

an object. For example, a first annotation of a first bounding region of an object in a first

video frame generates an image of the object which is cropped before being compared.

Similarly, a set of coordinates output from a tracker that predicts a location of an object in a

subsequent video frame generates an image of the object in the subsequent video frame which

is cropped before being compared. Finally, images of objects are cropped before being saved

as benchmarks for comparison in the library.

[0093] In the example of Figure 7, Comparator 740 compares the output of each

tracker in the plurality of trackers to an initial input or other benchmark and determines a

similarity metric (e.g., a number) that indicates or represents the similarity between the



elements (e.g., images) being compared. In this example, Comparator 740 determines a

similarity metric for each output of each tracker in the plurality of trackers. Comparator 740

then selects the tracker output determined to be most similar to the initial input or benchmark.

Comparator 740 returns the selected tracker output as the prediction of the location of the

object in the second or subsequent video frame. The selected tracker output, which in this

case is the output of Comparator 740, is used by the system 700 to obtain a second bounding

region of the object in the second or subsequent video frame. The selected tracker output is

also an output of the system at 750 that is used in some embodiments to train machine

learning models that learn not only what the object being tracked looks like (e.g., a car or a

person) but also the object’s motion over time.

[0094] At 750, the system 700 outputs the second bounding region, which can be in

the form of the box shown on the display 401 of Figure 4 or in the form of a second set of

coordinates that correspond to the second bounding region on the second video frame as

returned by Comparator 740. In some cases, on any given frame, the output of the system at

750 includes a predicted bounding region or box (e.g., a second bounding region in a given

video frame representing a prediction of a location of the object being tracked in the given

video frame), the coordinates of the predicted bounding region (e.g., a second set of

coordinates associated with or specifying the second bounding region), object labels or tags

indicating a type or category of object (e.g., person or car) for the object being tracked in the

given frame, and an indicator or flag for whether or not the object being tracked is visible in

the given frame.

[0095] In some cases, each tracker in the plurality of trackers also provides a

confidence score of the prediction. In this case, the closer the match between the initial

annotation or other benchmark representing the object being tracked and the output of a

particular tracker, the more accurate the tracker’s prediction of the location of the object in a

second or subsequent video frame, and the higher the confidence score associated with the

tracker’s prediction.

[0096] In some embodiments, the system 700 sets a confidence threshold wherein, if

a confidence score received from a tracker associated with the tracker’s prediction is below

the confidence threshold, the system 700 provides an indication or an alert to the user that the

tracker’s prediction may be inaccurate. The indication or alert can be implemented in various

ways and take different forms. For example, the second bounding region or box



corresponding to the tracker’s prediction of the location of the object in the second or

subsequent video frame may be shown in a different color or highlighted, or the object

identifier or ID associated with the object being tracked in the prediction may be highlighted

on the display. Additionally, in some instances, the confidence threshold is set by the user

while in other cases, it is determined by the system. By providing a confidence score for

each prediction (e.g., each predicted bounding region), the system 700 increases efficiency by

focusing a user’s attention and efforts on areas of the video where there may be a tracking

error rather than having the user check each prediction or make each annotation manually.

[0097] The technique disclosed herein can be implemented as a standalone system or

a browser-based, online system comprising a client in communication with a remote server

via a network. In particular, method embodiments of the disclosed technique may execute

solely upon CPU 102 of Figure 1, or may be performed across a network such as the Internet,

intranet networks, or local area networks, in conjunction with a remote CPU that shares a

portion of the processing. Figure 10 depicts a block diagram of a system used in some

embodiments to perform video annotation and video object tracking configured to perform

across a network.

[0098] As shown in Figure 10, system 1000 receives a video 1001, which is pre-

processed by the system (e.g., by Pre-processor 1010) on a client 1024 to break the video up

into a series of video frames. The video frames obtained from pre-processing the video at

1010 are loaded in a sequential order and displayed on a display of a graphical user interface

(e.g., Display UI 1020). Display UI 1020 is configured to display a video frame and to

receive a video annotation. In particular, a first video frame in the series of video frames is

presented on Display UI 1020. A first annotation of a first bounding region of an object in

the first video frame (whether a user-inputted annotation or a machine-generated annotation)

is received by the system 1000.

[0099] An HTML canvas with javascript is used on a front end Display UI 1020 to

enable users to make markings, annotations, or draw boxes around objects of interest. The

<canvas> </canvas> HTML element can take many forms. In Figures 3 and 4, the canvas is

the region on which the frame is drawn. Additionally, the canvas element can register

interactions such as clicking and dragging, which in this case are configured to draw

bounding regions wherever the user clicked. The canvas element also allows elements to be

drawn programmatically (e.g., by a machine).



[00100] In the example shown, Display UI 1020 is presented in a browser and a

browser-based overlaying HTML element is used. A browser-based implementation displays

the video frames and an HTML canvas is overlaid over the video frames that are being

displayed. The canvas is an HTML element that allows user interactions, enabling a user to

input an annotation by drawing or painting a first image, element, box, or bounding region

onto the canvas. In this manner, a user is able to interact by, for example, clicking and

dragging a pointer to draw a box around an object in a video frame. An annotation or box

received as input to the system defines a set of coordinates on an image or video frame in a

sequence or series of video frames.

[00101] As shown in Figure 10, information related to the object being tracked is sent

to a remote server (e.g., Server 1034) via a network (e.g., Network 1025). The information

sent to Server 1034 includes, for example, a sequence of video frames, an image number in

the sequence (e.g., video frame number 6 out of a series of 120 video frames as shown in

Figure 4), and coordinates associated with an annotation or box around the object being

tracked h some embodiments, as an annotation is made or a box is drawn around an object,

an object identifier or ID is associated with the annotation or box, and a post is sent to Server

1034 via Network 1025.

[00102] The first annotation defines or specifies a first set of coordinates. The first set

of coordinates associated with the first annotation of the first bounding region is received by

a tracker (e.g., Tracker 1030) on the server. In response to or based at least in part on the

received coordinates, Tracker 1030 predicts a second set of coordinates associated with a

location of the object in a second or subsequent video frame, the object having been

annotated by the first bounding region in the first video frame.

[00103] In some cases, Tracker 1030 predicts a second set of coordinates on the second

video frame in response to or based on comparing the first video frame to the second video

frame. For instance, in some examples, a comparison of the first video frame and the second

video frame is based on image information extracted from the first video frame and the

second video frame. In other examples, the system predicts a location of the object in the

second video frame by comparing a cropped region of the object in the first video frame to a

cropped region of the object in the second video frame.

[00104] Additionally, the system 1000 automatically tracks an object using new



architectures of Deep Learning technologies that go beyond typical Computer Vision

algorithms like Convolutional Neural Networks on individual frames, to also encode the

changes in pixel values between video frames, the content of a box around an object, and the

content of boxes around other objects in the same image or video frame and dataset.

Accordingly, in some cases, the system 1000 predicts a location of the object in a second or

subsequent video frame in response to or based on at least one of: encoding changes in pixel

values between video frames, the content of a bounding region around an object, and the

content of bounding regions around other objects in the same image or video frame and

dataset.

[00105] In this case, by applying a tracker (e.g., Tracker 1030), the system 1000

obtains a second bounding region of the object in the second or subsequent video frame in the

series of video frames based at least in part on the prediction of the location of the object in

the second video frame. Display UI 1020 is configured to display the first video frame, the

first bounding region, and the second bounding region. As shown in Figure 10, an output of

Tracker 1030 is sent via Network 1025 and received as an input by Network Interface 1021

on the client 1024, which is connected to Display UI 1020. In this manner, Display UI 1020

receives a prediction of the location of the object in the second video frame from Tracker

1030 (e.g., a second set of coordinates on the second video frame), and in response to or

based on the input received from Tracker 1030, displays the second bounding region on the

second video frame. An example of such a display is provided by Figures 3 and 4. In

particular, displays of a first video frame, a first bounding region, and a second bounding

region are depicted and described with respect to Figures 3 and 4.

[00106] At 1050, the system 1000 outputs the second bounding region, which can be in

the form of the box shown on the display 401 of Figure 4 or in the form of a second set of

coordinates that correspond to the second bounding region on the second video frame as

returned by Tracker 1030.

[00107] In some embodiments and as shown in Figure 10, the tracker comprises a

plurality of trackers. For example, the system 1000 uses an open CV, computer vision

library, and a number of different trackers. In this case, Tracker 1030 comprises a plurality

of trackers (e.g., Booster Tracker 1031, Mil Tracker 1032, and Gotum Tracker 1033) that are

available on Server 1034. A first set of coordinates associated with the first annotation of the

first bounding region is received by each tracker in the plurality of trackers. Based at least in



part on the received coordinates, each tracker (e.g., at 1031, 1032, and 1033 in Figure 10) in

the plurality of trackers predicts a second set of coordinates associated with a location of the

object in a second or subsequent video frame, the object having been annotated by the first

bounding region in the first video frame.

[00108] In some cases, each tracker (e.g., at 1031, 1032, and 1033 in Figure 10) in the

plurality of trackers predicts a second set of coordinates on the second video frame based on

comparing the first video frame to the second video frame. For instance, in some examples, a

comparison of the first video frame and the second video frame is based on image

information extracted from the first video frame and the second video frame. In other

examples, each tracker (e.g., at 1031, 1032, and 1033 in Figure 10) in the plurality of trackers

predicts the location of the object in the second video frame by comparing a cropped region

of the object in the first video frame to a cropped region of the object in the second video

frame.

[00109] Additionally, system 1000 automatically tracks an object using new

architectures of Deep Learning technologies that go beyond typical Computer Vision

algorithms like Convolutional Neural Networks on individual frames, to also encode the

changes in pixel values between video frames, the content of a box around an object, and the

content of boxes around other objects in the same image or video frame and dataset.

Accordingly, in some cases, the system 1000 predicts a location of the object in a second or

subsequent video frame in response to or based on at least one of: encoding changes in pixel

values between video frames, the content of a bounding region around an object, and the

content of bounding regions around other objects in the same image or video frame and

dataset.

[00110] In the example depicted in Figure 10, the system 1000 predicts the location of

the object in the second video frame in response to or based on applying a plurality of

trackers. In these embodiments, the prediction is based at least in part on selecting an output

from one of the plurality of trackers. For example, each output from each of the plurality of

trackers (e.g., at 1031, 1032, and 1033 in Figure 10) is compared with an initial input or

annotation (e.g., a first annotation of a first bounding region in a first video frame or a

cropped version of an object being annotated). An output from a tracker includes an image of

an object (e.g., a cropped image), a bounding region, or a set of coordinates that can be used

to specify or designate an image or bounding region. In at least one example described



above, a tracker output comprises a second set of coordinates associated with a location of the

object in a second or subsequent video frame, the object having been annotated by the first

bounding region in the first video frame.

[00111] Various different trackers are used in combination with open source libraries.

Although a few specific trackers are described herein, the disclosed method and system are

not limited to the use of any specific trackers and other trackers can be used without limiting

the scope of the disclosed technique.

[00112] In the example shown, the system 1000 uses Boosting Tracker 1031, Mil

Tracker 1032, and Gotum Tracker 1033. Other trackers can be used in other embodiments.

Each tracker can work in different ways to provide a prediction of a location of the object in a

subsequent frame based on information related to or associated with the object being tracked

including information extracted from the first video frame. For instance, Boosting Tracker

1031 and Mil Tracker 1032 consider information from a radius around a region or vicinity of

a location of the object being tracked to find a match of that object, comparing two video

frames (e.g., a first video frame and a second or subsequent video frame) to predict a location

of the object being tracked on the second video frame. In contrast, Gotum Tracker 1033 is

based on a deep learning model or a pre-trained model that can adapt shapes, make

perspective changes, and perform rotation and scaling to images to determine its own

prediction of where the object will be in the second video frame.

[00113] In some embodiments, the system 1000 determines a similarity metric in

response to or based at least in part on comparing each output from each of the plurality of

trackers with an initial input or annotation or with some other benchmark. For example, the

system 1000 compares a tracker’s output to an initial input or other benchmark and returns or

outputs a similarity metric. The similarity metric indicates or represents a similarity between

the two images being compared. In some embodiments, a library (e.g., Fibrary 1035) of

previously saved images is used to provide a benchmark image for comparing the output or

predictions from each tracker. The similarity metric can be a number on a scale, a

percentage, or any other value that indicates a similarity between two images. In the example

shown, Fibrary 1035 exists on the server side 1034, but in some embodiments, Fibrary 1035

is implemented on the client side 1024 and accessed by Comparator 1040 to perform

comparisons.



[00114] In some examples, the images used in the comparison are cropped versions of

an object. For example, a first annotation of a first bounding region of an object in a first

video frame generates an image of the object which is cropped before being compared to

other images. Similarly, a set of coordinates output from a tracker that predicts a location of

an object in a subsequent video frame generates an image of the object in the subsequent

video frame which is cropped before being compared. Finally, images of objects are cropped

before being saved as benchmarks for comparison in Library 1035.

[00115] In the example of Figure 10, Comparator 1040 compares the output of each

tracker (e.g., at 1031, 1032, and 1033) in the plurality of trackers to an initial input or other

benchmark and determines a similarity metric (e.g., a number) that indicates or represents the

similarity between the elements (e.g., images) being compared. In this example, Comparator

1040 determines a similarity metric for each output of each tracker (e.g., at 1031, 1032, and

1033) in the plurality of trackers. Comparator 1040 then selects the tracker output

determined to be most similar to the initial input or benchmark Comparator 1040 returns the

selected tracker output as the prediction of the location of the object in the second or

subsequent video frame. The selected tracker output, which in this case is the output of

Comparator 1040, is used by the system 1000 to obtain a second bounding region of the

object in the second or subsequent video frame. The selected tracker output is also an output

at 1050 of the system 1000 that is used in some embodiments to train machine learning

models that learn not only what the object being tracked looks like (e.g., a car or a person)

but also the object’s motion over time.

[00116] In some cases, each tracker (e.g., at 1031, 1032, and 1033 in Figure 10) in the

plurality of trackers also provides a confidence score of the prediction. In this case, the closer

the match between the initial annotation or other benchmark representing the object being

tracked and the output of a particular tracker, the more accurate the tracker’s prediction of the

location of the object in a second or subsequent video frame, and the higher the confidence

score associated with the tracker’s prediction.

[00117] In some embodiments, the system 1000 sets a confidence threshold wherein, if

a confidence score received from a tracker associated with the tracker’s prediction is below

the confidence threshold, the system 1000 provides an indication or an alert to the user that

the tracker’s prediction may be inaccurate. The indication or alert can be implemented in

various ways and take different forms. For example, the second bounding region or box



corresponding to the tracker’s prediction of the location of the object in the second or

subsequent video frame may be shown in a different color or highlighted, or the object

identifier or ID associated with the object being tracked in the prediction may be highlighted

on the display. Additionally, in some instances, the confidence threshold is set by the user

while in other cases, it is determined by the system. By providing a confidence score for

each prediction (e.g., each predicted bounding region), the system increases efficiency by

focusing a user’s attention and efforts on areas of the video where there may be a tracking

error rather than having the user check each prediction or make each annotation manually.

[00118] In some embodiments, as shown in the following figures, a technique is

disclosed that incorporates human input into an automated video annotation and video

tracking system by providing a feedback loop for human input to improve object tracking.

As an example, a video is received as an input, pre-processed to break the video up into a

series of video frames, and the frames loaded in a sequential order and displayed on a display

of a graphical user interface configured to receive a video annotation. In particular, a first

video frame in the series of video frames is presented (e.g., on a display) and a first

annotation of a first bounding region of an object in the first video frame (whether a user-

inputted annotation or a machine-generated annotation) is received. A location of the object

in a second video frame is predicted and a second bounding region of the object in the second

video frame is obtained and output by the system based at least in part on the prediction.

[00119] In some cases, the user views the second video frame on the display and

determines whether the prediction as reflected by the second bounding region shown on the

second video frame is sufficiently accurate. At this point, the user can choose whether or not

to adjust the second bounding region. If the user chooses to make a user adjustment, the user

adjusts the second bounding region, for example, by moving or drawing a new box around

the object as it appears in the second video frame. The user adjustment is received and

displayed by the system on the second video frame.

[00120] In these examples, an interface is configured to display the first video frame

and the first bounding region as well as the second video frame, the second bounding region,

and the user adjustment. Exemplary displays of a first video frame and a first bounding

region, and a second video frame and a second bounding region, and user adjustments are

depicted and described with respect to Figures 9A-9C.



[00121] Figure 11A is a depiction of a first video frame 1101 that includes an object to

be tracked, in this case a car shown at 1111 in the first video frame 1101. A first annotation

received by the system is shown as a rectangular box at 1112 around the object 1111. As

shown in Figure 11A, the first annotation 1112 specifies or defines a first set of coordinates

ABCD, wherein each letter designates a coordinate specifying a comer of the box at 1112.

[00122] Figure 1IB is a depiction of a second video frame 1102 that includes the

object being tracked, in this case the car shown at 1111 in the second video frame 1102,

along with a second bounding region 1122 output by the system. As shown in Figure 1IB,

the second bounding region 1122 specifies or defines a second set of coordinates ΑΉ Ό ' ,

wherein each letter designates a coordinate specifying a comer of the box at 1122.

[00123] Comparing the first video frame 1101 of Figure 11A with the second video

frame 1102 of Figure 1IB, we note that the car 111 1 has moved. In other words, the object’s

location in the first video frame is different from the object’s location in the second video

frame.

[00124] As noted above, Figure 1IB shows a second bounding region 1122 of the

object in the second video frame 1102 in the series of video frames. The second bounding

region 1122 is obtained based at least in part on the system’s prediction of the location of the

object 1111 in the second video frame 1102. Note that in the example shown, the system’s

prediction is not quite accurate as reflected by the second bounding region 1122 that appears

to lag behind the actual location of the object 1111 in the second video frame 1102. In the

case where the system provides a confidence score of its prediction and sets a confidence

threshold, an indication or an alert may be provided to the user that the system’s prediction

may be inaccurate. Here, if the confidence score of the system’s prediction resulting in an

output of the second bounding region 1122 is lower than the confidence threshold, the system

would alert the user of the possible inaccuracy. In response to the alert from the system, the

user can adjust the second bounding region by moving or drawing a new box around the

object 1111 as it appears in the second video frame 1102. The user adjustment is received

and displayed by the system on the second video frame.

[00125] Figure 11C is a depiction of the second video frame 1102 of Figure 1IB that

includes the object being tracked, in this case the car shown at 1111 in the second video

frame 1102, the second bounding region 1122 output by the system, and a user adjustment



1123. As shown in Figure 11C, the user adjustment 1123 specifies or defines a third set of

coordinates A"B"C"D", wherein each letter designates a coordinate specifying a comer of the

box at 1123.

[00126] Comparing the first video frame 1101 of Figure 11A with the second video

frame 1102 of Figure 11C, we note that: (1) the car 1111 has moved - that is, the object’s

location in the first video frame is different from the object’s location in the second video

frame; (2) the second bounding region 1122 predicted and output by the system is inaccurate

in that it appears to lag behind the actual location of the object 1111 in the second video

frame 1102; and (3) the user adjustment 1123 more accurately reflects the actual location of

the object 1111 in the second video frame 1102. Accordingly, in this case, the user has made

a correction to the system’s prediction that more accurately tracks the object 1111. Examples

of methods that incorporate human input such as a user correction or a user adjustment to

improve object tracking accuracy are described with respect to the following figures.

[00127] Figure 12 is a flowchart of an embodiment of a method 1200 for video

annotation that incorporates human input to improve the system’s performance. As described

above, a video is received as an input, pre-processed to break the video up into a series of

pre-recorded video frames, and the frames loaded in a sequential order and displayed on a

display of a graphical user interface configured to receive a video annotation.

[00128] As shown in Figure 12, a first video frame in a series of pre-recorded video

frames is presented at 1210 and a first annotation of a first bounding region of an object in the

first video frame is received at 1220. In some cases, the first bounding region is a rectangular

box (e.g., 1112 of Figure 11A) that specifies a first set of coordinates (e.g., ABCD).

[00129] At 1230, a location of the object in the second video frame is predicted. At

1240, a second bounding region of the object in the second video frame in the series of video

frames is obtained based at least in part on the prediction of the location of the object in the

second video frame. In some cases, the second bounding region is a rectangular box (e.g.,

1122 of Figure 1IB) that specifies a second set of coordinates (e.g., A'B'C'D'). At 1250, the

system outputs the second bounding region (e.g., the second set of coordinates A'B'C'D').

[00130] At 1260, a user adjustment of the prediction is received. A user adjustment

can be made by moving or adjusting the second bounding region or by drawing a new box

around the object as it appears in the second video frame using a graphical user interface as



described herein. In some cases, the user adjustment is a rectangular box (e.g., 1123 of

Figure 11C) that specifies a third set of coordinates (e.g., A"B"C"D"). In some

embodiments, the system outputs the user adjustment (e.g., the third set of coordinates

A"B"C"D").

[00131] At 1270, a difference between the prediction and the user adjustment is

determined. For example, in some cases the system determines a difference between the

second set of coordinates ΑΉ Ό ' associated with the second bounding region and the third

set of coordinates A"B"C"D" associated with the user adjustment. The difference can be

computed in many ways including, for example, a Euclidean distance as a measure between

coordinates. Note that since the second set of coordinates A'B'C'D' will always be the

coordinates returned by the system and the third set of coordinates A"B"C"D" will always be

the user input, it does not matter which direction the object is moving. In some cases, a Root

Mean Squared function is applied to make sure that the value of the difference is always

positive to avoid negative values.

[00132] At 1280, a prediction of a location of the object in a subsequent video frame is

adjusted in response to the difference.

[00133] In some cases, on any given frame, the output of the system includes a

predicted bounding region or box (e.g., a second bounding region in a given video frame

representing a prediction of a location of the object being tracked in the given video frame),

the coordinates of the predicted bounding region (e.g., a second set of coordinates associated

with or specifying the second bounding region), object labels or tags indicating a type or

category of object (e.g., person or car) for the object being tracked in the given frame, and an

indicator or flag for whether or not the object being tracked is visible in the given frame. In

this case, the output of the system also includes the user adjustment (e.g., the third set of

coordinates A"B"C"D") and the difference between the prediction and the user adjustment.

Any one or more of the system outputs can be used in different combinations as inputs to a

model to inform its predictions of a location of the object in subsequent video frames and to

improve the object tracking accuracy of the system.

[00134] In some embodiments, predicting a location of the object in the second video

frame includes applying a tracker. Figure 13 is a flowchart of an embodiment of a method

1300 for video annotation that incorporates human input to improve the system’s



performance and includes a tracker.

[00135] As described above, a video is received as an input, pre-processed to break the

video up into a series of pre-recorded video frames, and the frames loaded in a sequential

order and displayed on a display of a graphical user interface configured to receive a video

annotation.

[00136] As shown in Figure 13, method 1300 comprises presenting a first video frame

in a series of pre-recorded video frames at 1310 and receiving a first annotation of a first

bounding region of an object in the first video frame at 1320. In some cases, the first

bounding region is a rectangular box (e.g., 1112 of Figure 11A) that specifies a first set of

coordinates (e.g., ABCD).

[00137] At 1330, the method predicts a location of the object in the second video

frame, including by applying a tracker. Examples describing the application of various

trackers to predict a location of the object in the second video frame are provided herein with

respect to Figures 6, 7, and 8.

[00138] In this case, the first set of coordinates associated with the first annotation of

the first bounding region (e.g., ABCD) is received by the tracker. Based at least in part on

the received coordinates, the tracker predicts a second set of coordinates associated with a

location of the object in a second or subsequent video frame, the object having been

annotated by the first bounding region in the first video frame.

[00139] In some cases, the tracker comprises a plurality of trackers. In these cases, the

first set of coordinates associated with the first annotation of the first bounding region (e.g.,

ABCD) is received by a plurality of trackers. Based at least in part on the received

coordinates, each of the trackers in the plurality of trackers predicts a second set of

coordinates associated with a location of the object in a second or subsequent video frame,

the object having been annotated by the first bounding region in the first video frame.

[00140] In some instances, each tracker in the plurality of trackers predicts a second set

of coordinates on the second video frame based on comparing the first video frame to the

second video frame. For instance, in some examples, a comparison of the first video frame

and the second video frame is based on image information extracted from the first video

frame and the second video frame. Extracted image information includes, for example,



encoding changes in pixel values between video frames, the content of a bounding region

around an object, and the content of bounding regions around other objects in the same image

or video frame and dataset. In some cases, changes in pixel values between video frames or

changes in content of bounding regions around an object between two frames can be used as

input to a tracker trained to distinguish between these changes in order to make a prediction

with respect to the location of the object being tracked. In other examples, each tracker in the

plurality of trackers predicts the location of the object in the second video frame by

comparing a cropped region of the object in the first video frame to a cropped region of the

object in the second video frame.

[00141] In cases applying a plurality of trackers, a prediction of a location of the object

in the second video frame is based at least in part on selecting an output from one of the

plurality of trackers. For example, each output from each of the plurality of trackers is

compared with an initial input or annotation (e.g., a first annotation of a first bounding region

in a first video frame or a cropped version of an object being annotated). An output from a

tracker includes an image of an object (e.g., a cropped image), a bounding region, or a set of

coordinates that can be used to specify or designate an image or bounding region. In at least

one example described above, a tracker output comprises a second set of coordinates

associated with a location of the object in a second or subsequent video frame, the object

having been annotated by the first bounding region in the first video frame.

[00142] An output of each tracker in the plurality of trackers is compared to an initial

input or other benchmark and a similarity metric is determined that indicates or represents the

similarity between the elements (e.g., images) being compared. Specifically, a similarity

metric is determined for each output of each tracker in the plurality of trackers. In some

cases, the similarity metric is based on the average pixel value in the initial bounding region

(e.g., a first bounding region in a first frame). The predicted bounding regions returned by

each of the trackers have an associated average pixel value that can be used to compare

similarity.

[00143] The tracker output determined to be most similar to the initial input or

benchmark is selected as the prediction of the location of the object in the second or

subsequent video frame. The selected tracker output is used to obtain a second bounding

region of the object in the second or subsequent video frame. The selected tracker output is

also an output of the system used in some embodiments to train machine learning models.



[00144] At 1340, a second bounding region of the object in the second video frame in

the series of video frames is obtained based at least in part on the prediction of the location of

the object in the second video frame. Here, the prediction is made by the tracker, or in some

cases, a plurality of trackers, wherein a tracker output from one of the plurality of trackers is

selected as the prediction. In some cases, the second bounding region is a rectangular box

(e.g., 1122 of Figure 1IB) that specifies a second set of coordinates (e.g., A'B'C'D'). At

1350, the system outputs the second bounding region (e.g., the second set of coordinates

A'B'C'D' received from the tracker).

[00145] At 1360, a user adjustment of the prediction by the tracker (or in some cases,

the prediction selected from an output from one of a plurality of trackers) is received. A user

adjustment can be made by moving or adjusting the second bounding region or by drawing a

new box around the object as it appears in the second video frame using a graphical user

interface as described herein. In some cases, the user adjustment is a rectangular box (e.g.,

1123 of Figure 11C) that specifies a third set of coordinates (e.g., A"B"C"D"). In some

embodiments, the system outputs the user adjustment (e.g., the third set of coordinates

A"B"C"D").

[00146] At 1370, a difference between the prediction of the tracker (or in some cases,

the prediction selected from an output from one of a plurality of trackers) and the user

adjustment is determined. For example, in some cases the system determines a difference

between the second set of coordinates ΑΉ Ό ' associated with the second bounding region

received from the tracker and the third set of coordinates A"B"C"D" associated with the user

adjustment. At 1380, the tracker adjusts a prediction of a location of the object in a

subsequent video frame in response to the difference. In the case that includes applying a

plurality of trackers, one or more of the plurality of trackers adjusts its prediction of a

location of the object in a subsequent video frame in response to the difference. At 1390, the

tracker is adapted based at least in part on the user adjustment. In the case that includes

applying a plurality of trackers, one or more of the plurality of trackers is adapted based at

least in part on the user adjustment.

[00147] In the example shown, a tracker (or in some cases, a plurality of trackers) is

applied to provide a prediction of a location of the object in the second video frame, which is

displayed by the system as a second bounding region in the second video frame. A user can

view a display of the second video frame that includes the second bounding region and



readjust the second bounding region to more accurately track the object of interest. In this

manner, the system receives a human input (e.g., the user adjustment of the second bounding

region) and the tracker or at least one of a plurality of trackers can take into account the

nature of that human input. For instance, by determining a difference between its prediction

associated with the second bounding region and the user adjustment and attempting to

minimize that difference in a next iteration, the tracker applies human feedback to iterate and

improve on future predictions of the location of the object in subsequent frames.

[00148] In some embodiments, the tracker or at least one of a plurality of trackers

includes a model that can be adapted as additional data is received. For example, an error

function is defined based at least in part on the difference between the tracker’s prediction of

a location of the object in the second video frame (e.g., the second bounding region specified

by a second set of coordinates A'B'C'I)') and the user adjustment on the second video frame.

In some cases, the user adjustment (e.g., as specified by a third set of coordinates A"B"C"D")

provides a ground truth or true value used to train the model, and a back propagation method

is applied to adjust model weights using an error function based at least in part on the

difference between the model’s prediction and the true value (e.g., the difference between the

second set of coordinates A 'C )' and the third set of coordinates A"B"C"D"). The ability

to adjust the model weights in response to an error function is part of a deep learning process.

Here, the tracker is trained on a time series provided by the two images (e.g., a first video

frame and a second video frame or any subsequent video frame) as well as the human input

provided by the user adjustment.

[00149] In some cases, the system provides a user adjustment indicator or flag (e.g., a

true/false or Boolean value) that indicates whether a user has made a user adjustment (e.g., by

adjusting the second bounding region in the second video frame). For example, the user

adjustment indicator is triggered by determining whether the second set of coordinates and

the third set of coordinates exactly match (e.g., whether A'B'C'D' = A"B"C"D"). If the

second set of coordinates and the third set of coordinates do not match, the user adjustment

indicator or flag is set to a value of “true.”

[00150] In some examples, the user adjustment indicator is provided as an additional

input to the model along with information extracted from each of the two frames (e.g., a first

video frame and a second video frame or any subsequent video frame). Information extracted

from the video frames includes encoding changes in pixel values between video frames, the



content of a bounding region around an object, and the content of bounding regions around

other objects in the same image or video frame and dataset. The information provided as

inputs to the model includes the outputs of the system as described herein, such as the first set

of coordinates associated with the first annotation of the first bounding region (e.g., ABCD),

a predicted bounding region or box (e.g., a second bounding region), the coordinates of the

predicted bounding region (e.g., a second set of coordinates A'B'C'D'), object labels or tags

indicating a type or category of object (e.g., person or car) for the object being tracked in the

given frame, an indicator or flag for whether or not the object being tracked is visible in the

given frame, a user adjustment (e.g., the third set of coordinates A"B"C"D"), a user

adjustment indicator or flag, and a difference between the prediction and the user adjustment.

[00151] In some embodiments, the tracker or at least one of a plurality of trackers is

adapted based at least in part on the user adjustment, including by adjusting a model as

predictions are made. Here, the model in the tracker is dynamic in the sense that it has an

ability to actively learn or be trained (e.g., model weights are changing or being adjusted) as

the user is using the system to complete tasks. In these embodiments, the model is able to

improve its predictions by, for example, changing or adjusting the model weights in real time

as a user is using the system to annotate video and track objects in video.

[00152] In other examples, the tracker or at least one of a plurality of trackers

comprises a model configured to adapt based at least in part on transfer learning. Transfer

learning is a research problem in machine learning that focuses on storing knowledge gained

while solving one problem and applying it to a different but related problem. For example,

knowledge gained while learning to recognize cars could apply when trying to recognize

cells. In particular, for a specific use case such as in the case of a specific type of data such as

cell data, a generic tracker trained on other datasets to recognize other objects (e.g., a car or a

person) may not perform well in a new application that requires identifying cells. Thus,

while models used in the trackers may include useful properties, for instance, enabling the

models to distinguish object boundaries and shapes, they are not trained on data directed

specifically to cells.

[00153] In these examples, transfer learning is used to adapt the object trackers to

provide a better result. In particular, a tracker model is retrained on a new set of data for a

specific use case such that the model will track objects better for that specific use case. First,

a different type of input data (e.g., cell data) directed to tracking a new type of object (e.g., a



cell) is received by the system for example, in the form of a video. A tracker model is

retrained for the new application by using the system described herein to incorporate human

input through a user adjustment that corrects or adjusts specific locations of where the

bounding regions should be in situations where the system inaccurately predicts the location

of the object (in this case, a cell). Thus, even though the tracker model has been previously

trained to recognize cars, a retrained tracker model using the cell data allows the model to use

knowledge previously acquired from tracking cars (e.g., knowledge of boundaries, shapes,

and colors), and apply it to a different type of application. In the case of applying transfer

learning to object tracking, the models in the trackers are trained with new data to improve

the prediction result. Thus, the same process used to improve tracker output if not

satisfactory or sufficiently accurate can be used for transfer learning to retrain a model based

on data for a different application directed to objects of a different type or category.

[00154] Users can quickly go back and forth in the video (scrub) to check whether the

object has been tracked correctly, and edit the box wherever it is incorrect. An important

feature of the disclosed technique is that it can identify where a prediction might not be

accurate, and automatically point the user to specific video frames and specific objects within

a video frame where predictions for the object being tracked might have errors or

inaccuracies that require human correction. The method and system disclosed herein can also

identify potential errors by users resulting from annotations or adjustments made by a current

user or a previous user on the same image or video frame. In this case, the system

automatically points a user to specific video frames and specific objects within a video frame

which are likely to reflect human errors or inaccuracies in order to obtain as much human

input as possible to reach a correct outcome.

[00155] In the case where a tracker includes a machine-learning model with multiple

layers, transfer learning will take some layers from an existing model (trained on one type of

data) and add in new layers with the new type of data. For example, the original model might

be a model build on different images and different use cases, while the new data might be

directed to a different use case. An advantage of using transfer learning is that building a

model directed or adapted to handling the new application does not require the original data.

Instead, the model can be retrained to identify other objects by retraining only last layers of

the model (e.g., the last layers of a neural network) with the new data. Thus, although the

original model might have been trained over millions of images on the earlier layers, only the

last layer or layers need to be retrained to focus on subtle differences, which requires a fewer



set of data points. Transfer learning takes advantage of previous training over millions of

images while retraining only the last layers using a smaller data set specifically directed to

the new application.

[00156] Transfer learning thus provides at least two advantages. First, an existing

model can be used to obtain an output faster than building an entirely new model. Second,

new data can be applied to refine the existing model to address a different application and to

improve the model’s predictions. Here, an existing model is trained on datasets for a new

application and the model’s performance is observed and evaluated based on the model’s

predictions for data directed to the new application. If the model’s performance proves to be

insufficient or not accurate enough for the new application, only the last layers of the model

need to be retrained using the new data set. This process can be repeated for different data

received and for each new application, an existing model can be retrained. In this manner,

the method and system described herein provide a mechanism for retraining models resulting

in improved accuracy, throughput, and cost by requiring fewer human annotations and fewer

data points in the new data set.

[00157] Moreover, the disclosed technique can use other existing datasets with boxes

to help track in the current image. It can do this completely using the other dataset, or by a

combination of the other datasets and the current one through transfer learning. Transfer

learning builds an architecture from one dataset, and then the last layer or set of layers of that

network can be retrained with new data. The user can select whether they wish to use transfer

learning, and also select the base dataset for transfer learning, for example, they might use a

dataset that is also about cars if they are tracking cars in their new dataset.

[00158] In some embodiments, the user adjustment comprises a plurality of user

adjustments from multiple users. In these embodiments, the tracker (or in some cases, at least

one of a plurality of trackers) is adapted based at least in part on an aggregate metric of the

plurality of user adjustments.

[00159] Various methods can be used to aggregate multiple user adjustments from

multiple contributors. In some cases, an aggregate metric is determined based at least in part

on a weighted majority vote or on a threshold of agreement among a plurality of users. In

other cases, the aggregate metric is determined based at least in part on a score for each user.

[00160] In the case of determining an aggregate metric based at least in part on a

weighted majority vote, each user adjustment is weighted by a historical accuracy over time



or an accuracy for a given task associated with the user providing the user adjustment. In

some examples, a historical accuracy for a given user is determined by evaluating the user’s

performance of manually annotating objects over time and comparing the user’s manual

annotations with a standard or benchmark. Similarly, a given user’s accuracy for a given task

is determined by taking a large number of videos annotated in a certain way and defining a

specific task or job associated with those annotations.

[00161] As an example, annotating objects in videos is a job wherein a user performing

the annotations can be measured in terms of his or her accuracy. In some cases, a user’s

accuracy is measured by having the user unknowingly complete assignments for which there

are already ground truth annotations (e.g., a set of annotations considered to be correct) and

comparing the user’s annotations against the ground truth annotations. The ground truth

annotations are created by a human, often by the original researcher or individual who is

requesting the annotations.

[00162] In the case of determining an aggregate metric based at least in part on a

threshold of agreement among a plurality of users, the system dynamically receives input

from multiple users until a certain threshold of agreement is reached. An example threshold

metric is intersection over union. In particular, the amount of an intersecting region (e.g., the

intersection of regions taken over the plurality of users) versus a union region (e.g., the union

of regions over the plurality of users) is calculated and the ratio (e.g., intersecting

region/union region) is compared to a threshold. More specifically, the number of pixels in

the intersecting region (as determined by an intersection of the set of individual regions for

each of the plurality of users) is divided by the number of pixels in the union region (as

determined by a union of the set of individual regions for each of the plurality of users). If

this value provided by the ratio of the intersecting region to union region is above a certain

threshold, then the bounding regions of the users are aggregated. The bounding regions can

be aggregated in multiple ways, for example taking just the intersecting region, just the union

region, or an average of the regions over the plurality of users.

[00163] In the case of determining an aggregate metric based at least in part on a score

for each user, a user’s score can be determined based on a historical accuracy of the user’s

performance over time or on the user’s accuracy for a given task. In some cases, two scores

for each user can be determined and adjusted in real time as the user is performing

annotations using the system and method as described herein.



[00164] The technique described herein addresses the technical problem of annotating

large volumes of images to generate large amounts of training data, for example, large data

sets of images of objects for training machine learning models for various applications. The

disclosed technique provides an automated tool for annotating large volumes of images,

providing improved throughput and efficiency over existing methods while maintaining a

degree of accuracy comparable to a human annotator. In particular, the disclosed systems and

methods provide an automated annotated object tracking tool that allows machine-learning

teams to annotate an object within a video frame and have that annotation persist across

frames as the annotated object is tracked within the video, still ensuring that every frame is

accurately reviewed by a human where high quality annotation is required. This technical

solution incorporates human feedback via a user adjustment that allows the tool to adapt and

improve its accuracy in tracking an annotated object across a sequence of video frames. The

disclosed technique thus provides an ability to generate large amounts of data that accurately

depict objects of interest that can be used to train machine learning models to recognize these

objects. The capability of incorporating human feedback is essential to annotate video

content in applications such as autonomous vehicles, security surveillance, and media

entertainment. Without the automated annotated object tracking capability, the cost and time

required to annotate individual frames in video is prohibitive and makes artificial intelligence

(AI) applications that need to understand objects moving through time and space untenable.

[00165] Although the foregoing embodiments have been described in some detail for

purposes of clarity of understanding, the invention is not limited to the details provided.

There are many alternative ways of implementing the invention. The disclosed embodiments

are illustrative and not restrictive.



CLAIMS

1. A system for annotation comprising:

a processor configured to:

present a first frame in a series of pre-recorded frames;

receive a first annotation of a first bounding region of an object in the first

frame;

obtain a second bounding region of the object in a second frame in the series

of pre-recorded frames based at least in part on a prediction of a location of the object

in the second frame; and

output the second bounding region.

2. The system of claim 1 wherein the first annotation is input by a user.

3. The system of claim 1 wherein the processor is further configured to determine the

first annotation.

4 . The system of claim 1 wherein the object’s location in the first frame is different from

the object’s location in the second frame.

5. The system of claim 1 wherein the processor is further configured to predict the

location of the object in the second frame.

6. The system of claim 1 wherein the processor is further configured to predict the

location of the object in the second frame including by applying a tracker.

7. The system of claim 1 wherein the processor is further configured to:

predict the location of the object in the second frame including by applying a tracker;

and

provide a confidence score of the prediction.

8. The system of claim 1 wherein the processor is further configured to predict the

location of the object in the second frame including by applying a plurality of trackers.

9. The system of claim 1 wherein the processor is further configured to predict the

location of the object in the second frame including by applying a plurality of trackers,

wherein the prediction is based at least in part by selecting an output from one of the plurality

of trackers.



10. The system of claim 1wherein the processor is further configured to predict the

location of the object in the second frame including by comparing a cropped region in the

first frame to a cropped region in the second frame.

11. The system of claim 1wherein the processor is further configured to:

predict the location of the object in the second frame;

receive a user adjustment of the prediction;

determine a difference between the prediction and the user adjustment; and

adjust a prediction of a location of the object in a subsequent frame in response to the

difference.

12. The system of claim 1wherein the processor is further configured to:

predict the location of the object in the second frame including by applying a tracker;

receive a user adjustment of the prediction;

determine a difference between the prediction and the user adjustment;

adjust a subsequent prediction of a location of the object in a subsequent frame in

response to the difference; and

adapt the tracker based at least in part on the user adjustment.

13. The system of claim 1wherein the processor is further configured to:

predict the location of the object in the second frame including by applying a tracker;

receive a user adjustment of the prediction;

determine a difference between the prediction and the user adjustment;

adjust a subsequent prediction of a location of the object in a subsequent frame in

response to the difference; and

adapt the tracker based at least in part on the user adjustment, including by adjusting a

model online as subsequent predictions are made.

14. The system of claim 1wherein the processor is further configured to:

predict the location of the object in the second frame including by applying a tracker;

receive a user adjustment of the prediction, wherein the user adjustment comprises a

plurality of user adjustments from multiple users;

determine a difference between the prediction and the user adjustment, wherein the

difference comprises a plurality of differences between the prediction and each one of the

plurality of user adjustments from multiple users;

adjust a subsequent prediction of a location of the object in a subsequent frame in



response to the difference; and

adapt the tracker based at least in part on the user adjustment.

15. The system of claim 1wherein the processor is further configured to:

predict the location of the object in the second frame including by applying a tracker;

receive a user adjustment of the prediction, wherein the user adjustment comprises a

plurality of individual user adjustments from multiple users;

determine an aggregate adjustment based on the user adjustment;

determine a difference between the prediction and the aggregate adjustment;

adjust a subsequent prediction of a location of the object in a subsequent frame in

response to the difference; and

adapt the tracker based on at least one of the user adjustment or the aggregate

adjustment.

16. The system of claim 15 wherein the aggregate adjustment is determined based at least

in part on a weighted majority vote or on a threshold of agreement among a plurality of users.

17. The system of claim 15 wherein the aggregate adjustment is determined based at least

in part on an annotation score for each user.

18. The system of claim 1wherein the processor is further configured to:

output information pertaining to the second bounding region to a machine learning

model; and

associate an identifier with the object, the first bounding region, and the second

bounding region.

19. The system of claim 1wherein the processor is further configured to:

predict the location of the object in the second frame including by applying a tracker,

wherein the tracker comprises a model configured to adapt based at least in part on transfer

learning.

20. A method for annotation comprising:

presenting a first frame in a series of pre-recorded frames;

receiving a first annotation of a first bounding region of an object in the first frame;

predicting a location of the object in a second frame;

obtaining a second bounding region of the object in the second frame in the series of

pre-recorded frames based at least in part on the prediction of the location of the object in the

second frame; and



outputting the second bounding region.

21. A computer program product for annotation, the computer program product being

embodied in a tangible computer readable storage medium and comprising computer

instructions for:

presenting a first frame in a series of pre-recorded frames;

receiving a first annotation of a first bounding region of an object in the first frame;

predicting a location of the object in a second frame;

obtaining a second bounding region of the object in the second frame in the series of

pre-recorded frames based at least in part on the prediction of the location of the object in the

second frame; and

outputting the second bounding region.



























Form PCT/ISA/2 10 (second sheet) (January 2015)


	abstract
	description
	claims
	drawings
	wo-search-report

