
(12) INTERNATIONAL APPLICATION PUBLISHED UNDER THE PATENT COOPERATION TREATY (PCT)

(19) World Intellectual Property
Organization

International Bureau
(10) International Publication Number

(43) International Publication Date WO 2017/152176 Al
8 September 2017 (08.09.2017) P O P C T

(51) International Patent Classification: AO, AT, AU, AZ, BA, BB, BG, BH, BN, BR, BW, BY,
G06F 3/0481 (2013.01) G06F 17/30 (2006.01) BZ, CA, CH, CL, CN, CO, CR, CU, CZ, DE, DJ, DK, DM,
G06F 3/0484 (2013.01) DO, DZ, EC, EE, EG, ES, FI, GB, GD, GE, GH, GM, GT,

HN, HR, HU, ID, IL, IN, IR, IS, JP, KE, KG, KH, KN,
(21) International Application Number: KP, KR, KW, KZ, LA, LC, LK, LR, LS, LU, LY, MA,

PCT/US20 17/020943 MD, ME, MG, MK, MN, MW, MX, MY, MZ, NA, NG,

(22) International Filing Date: NI, NO, NZ, OM, PA, PE, PG, PH, PL, PT, QA, RO, RS,

6 March 2017 (06.03.2017) RU, RW, SA, SC, SD, SE, SG, SK, SL, SM, ST, SV, SY,
TH, TJ, TM, TN, TR, TT, TZ, UA, UG, US, UZ, VC, VN,

(25) Filing Language: English ZA, ZM, ZW.

(26) Publication Language: English (84) Designated States (unless otherwise indicated, for every

(30) Priority Data: kind of regional protection available): ARIPO (BW, GH,

62/304,108 4 March 2016 (04.03.2016) US GM, KE, LR, LS, MW, MZ, NA, RW, SD, SL, ST, SZ,
TZ, UG, ZM, ZW), Eurasian (AM, AZ, BY, KG, KZ, RU,

(71) Applicant: GIANT OAK, INC. [US/US]; 3033 Wilson TJ, TM), European (AL, AT, BE, BG, CH, CY, CZ, DE,
Boulevard, Suite 700, Arlington, VA 22201 (US). DK, EE, ES, FI, FR, GB, GR, HR, HU, IE, IS, IT, LT, LU,

LV, MC, MK, MT, NL, NO, PL, PT, RO, RS, SE, SI, SK,
(72) Inventors: SHIFFMAN, Gary; 3033 Wilson Boulevard,

SM, TR), OAPI (BF, BJ, CF, CG, CI, CM, GA, GN, GQ,
Suite 700, Arlington, Virginia 22203 (US). BOROWITZ,

GW, KM, ML, MR, NE, SN, TD, TG).
Jeffrey; 3033 Wilson Boulevard, Suite 700, Arlington,
Virginia 22203 (US). Published:

(74) Agents: CHOWDHURY, Ryan et al; Fish & Richardson — with international search report (Art. 21(3))

P.C., P.O. Box 1022, Minneapolis, Minnesota 55440-1022 — with amended claims (Art. 19(1))
(US).

(81) Designated States (unless otherwise indicated, for every
kind of national protection available): AE, AG, AL, AM,

(54) Title: DOMAIN-SPECIFIC NEGATIVE MEDIA SEARCH TECHNIQUES

2307
204s 204b

∞ 214-

206c

205

208b-
216-

J
208a

> 0

-©-

(57) Abstract: In some implementations, systems and methods that are capable of customizing negative media searches using do -
main-specific search indexes are described. Data indicating a search query associated with a negative media search for an entity and
a corpus of documents to be searched are obtained. Content from a particular collection of documents from among the corpus of
documents is obtained and processed. Multiple scores for the entity are computed based on processing the content obtained from the
collection of documents. The multiple scores are aggregated to compute a priority indicator that represents a likelihood that the col
lection of documents includes content that is descriptive of derogatory information.



DOMAIN-SPECIFIC NEGATIVE MEDIA SEARCH

TECHNIQUES

CROSS-REFERENCE TO RELATED APPLICATIONS

[0001] This application claims priority to U.S. Application Serial No. 82/304,108, filed

on March 4 , 2016, which is incorporated by reference in its entirety.

TECHNICAL FIELD

[0002] This specification generally describes technology related to search engines,

and more particularly, to technology related to conducting negative media searches.

BACKGROUND

[0003] Negative media searches are often used as due diligence on an entity (e.g.,

an individual or entity) to screen a variety of media sources to identify negative

attributes associated with the entity. For instance, negative media searches can be

run on information such as name or address in global news media sources to

determine whether an entity is linked with terms that are often associated with

negative behaviors or conduct (e.g., criminal acts, bankruptcies, or illicit behavior).

SUMMARY

[0004] Many search engine technologies often include a number of limitations when

used to perform a negative media search. For example, some search engine

technologies are statically configured to crawl a large number of source documents,

which often limits their ability to obtain useful information for less-known entities

having limited web presences in addition, because executing a negative media

search involves analyzing large volumes of data with different types of information

criteria, many search engine technologies often fail to provide enough granular

information to enable an end-user to make an informed decision regarding whether

the search results include derogatory information.

[0005] In some implementations, a negative media search system is capable of

customizing a negative media search using different analytical techniques to

increase the likelihood of obtaining derogatory information associated with the entity.

For instance, the search system can utilize domain-specific indexes to execute a

negative search media query in a targeted manner against a set of web sources that



are predetermined to be related to the specified domain. In this regard, while a

domain-specific search query is used to obtain information from a smaller number of

sources compared to a traditional search engine, domain criteria can be specified to

obtain a greater number of relevant sources such that a greater portion of relevant

information available is captured by the domain-specific query relative to a traditional

search query.

[0006] After obtaining a set of domain-specific search results, the system then

evaluates the relevancy of content obtained from individual search results using a

variety of techniques that assess different attributes of the content relative to the

executed search query. For example, the system can use natural language

processing, similarity calculations, and parametric modeling techniques to compute

the variety of scores that reflect different types of relevancy. The various scores are

then aggregated using specified weighting factors to compute a priority indicator that

reflects an overall likelihood that the set of domain-specific search results include

derogatory information that is of interest to an end-user such as a regulator or

investigator. The computed priority indicators can then to be used categorize, sort,

and/or filter search data for a plurality of entities in order to quickly and efficiently

investigate negative media search results for a plurality of entities.

[0007] The architecture of the system provides various improvements in executing

and processing a search query for performing a negative media search. For

example, in many search engine systems, the corpus of documents that are

searched include documents that are accessed by a large number of users (e.g.,

documents that are commonly retrieved in response to prior related queries, etc.).

However, these documents are often insufficient to provide the type of results that

are needed to enable a user requesting a negative media search for an entity to

determine whether the search results include information that is likely to represent

derogatory information. The architecture of the present system, however, utilizes

domain-specific search indexes that identify a corpus of documents that are

predetermined to satisfy criteria of a negative media search. In this manner, the

system is capable of executing a search query in a targeted manner within a corpus

of documents that are more likely to be relevant to the search criteria than a general

corpus of documents (e.g., the top five million popularly searched documents).



[0008] In addition, the architecture of the system enables the system to evaluate

different types of qualitative information associated with an entity in order to

accurately and efficiently identify pertinent information that is likely to represent

derogatory information without requiring manual user input. As described in greater

detail below, the system utilizes various online behavioral models, statistical and

learning techniques, among others, to represent different types entity attributes that

are pertinent to a negative media search in user-friendly manner. This enables an

end-user to prioritize information that the system determines is likely to include

relevant derogatory information.

[0009] In one general aspect, a computer-implemented method includes: receiving

data indicating (i) a search query associated with a negative media search for an

entity, and (ii) a corpus of documents to be searched using the search query, the

corpus of documents including documents that are predetermined to satisfy one or

more criteria associated with the negative media search for the entity; obtaining

content from a particular collection of documents from among the corpus of

documents that are determined to be responsive to the search query; processing the

content obtained from the particular collection of documents; computing multiple

scores for the entity based on processing the content obtained from the particular

collection of documents; aggregating the multiple scores to compute a priority

indicator, the priority indicator representing a likelihood that the particular collection

of documents includes content descriptive of derogatory information for the entity;

and enabling a user to perceive a representation of the priority indicator.

[0010] One or more implementations can include the following optional features. For

instance, in some implementations, processing the content obtained from the

particular collection of documents includes: computing, for each document included

within the particular collection of documents, a reliability score representing a

likelihood that a particular document is associated with the entity; determining that

the reliability scores for one or more documents does not satisfy a predetermined

threshold; and removing the one or more documents from the particular collection of

documents based on determining that the reliability scores for one or more

documents does not satisfy the predetermined threshold.

[00 ] in some implementations, computing the reliability score includes: obtaining

one or more text fragments from a particular document; determining a respective



topic associated with each of the one or more text fragments; and determining a

likelihood that at least one of the topics are associated with the entity.

[0012] In some implementations, the method further includes: computing a

commonality score that represents a probability that a text fragment corresponding to

a name of the entity will be included in a particular document included within the

particular collection of documents; and where the reliability scores that are computed

for each document included within the particular collection of documents is computed

based at least on the computed commonality score.

[0013] In some implementations, computing the multiple scores includes computing

one or more concept scores that each represent a likelihood that the entity is

associated with a predetermined negative attribute of the entity based on processing

the content obtained from the particular collection of documents.

[0014] in some implementations, the one or more concept scores are computed

based at least on determining that the entity is included in a list of sanctioned

entities.

[0015] n some implementations, computing the multiple scores includes computing,

for each document included within the particular collection of documents, a relevancy

score representing a likelihood that a particular document includes content that is

descriptive of a predetermined negative attribute of the entity.

[0018] In some implementations, the method further includes: determining a number

of concept scores that satisfy a first threshold value associated with the

predetermined negative attribute of the entity; determining a number of documents

included within the particular coilection of documents that are determined to have a

relevancy score that satisfies a second threshold value associated with the

predetermined negative attribute of the entity; and where the priority indicator is

computed based at least on (i) the number of concept scores that satisfy the first

threshold value and (ii) the number of documents included within the particular

collection of documents that have a relevancy score that satisfies the second

threshold value.

[0017] in another general aspect, a computer-implemented method can include

receiving a search query associated with an entity; obtaining data corresponding to

documents that are determined to be responsive to the search query; receiving data



indicating one or more criteria associated with a negative media search; identifying a

corpus of documents within the obtained documents that are determined to satisfy at

least one of the one or more criteria associated with a negative media search;

generating a search index that identifies the corpus of documents; and providing the

search index for output to a search engine.

[0018] In some implementations, the method further includes: obtaining user input

data indicating that one or more documents included in the corpus of documents are

determined not to be relevant to the negative media search; and in response to

obtaining the user input data indicating that one or more documents included in the

corpus of documents are determined not to be relevant to the negative media

search, adjusting the search index to identify a corpus of documents that does not

include the one or more documents.

[0019] in some implementations, the data indicating the one or more criteria

identifies a particular type of negative media search that is performed by a regulatory

organization.

[0020] in some implementations, the corpus of documents includes documents that

are predetermined to be associated with the entity.

[0021] The details of one or more implementations are set forth in the accompanying

drawings and the description below. Other potential features and advantages will

become apparent from the description, the drawings, and the claims.

BRIEF DESCRIPTION OF THE DRAWINGS

[0022] FIG. 1 illustrates an example of a search system.

[0023] FIG. 2A illustrates an example of an architecture of a search system that can

be used to compute a priority indicator for an entity.

[0024] FIGS. 2B-2D illustrate an example of negative media search performed by a

search system using the architecture illustrated in FIG. 2A.

[0025] FIGS. 3A-3C illustrate examples of user interfaces associated with a client

portal for reviewing negative media search results.

[0028] FIGS. 4A-4B illustrate examples of processes for computing a priority

indicator for an entity.



[0027] FIG. 5 is a block diagram of computing devices on which the processes

described herein, or portions thereof, can be implemented.

[0028] In the drawings, like reference numbers represent corresponding parts

throughout.

DETAILED DESCRIPTION

[0029] n general, this specification describes systems and methods that are capable

of customizing negative media searches using domain-specific search indexes to

more efficiently collect and analyze a larger portion of relevant search results for a

target entity. The system can utilize a set of analytical techniques to determine

relevancy of information included within the search results to automatically determine

derogatory information that is likely to be of interest to an end-user in this regard,

when executing a negative media search for a target entity, the system is capable of

gathering a higher portion of relevant search results in a more accurate manner than

traditional search engines.

[0030] As described throughout, an "entity" refers to an individual or an organization

that is the target of a negative media search query by an end-user such as a

regulator or investigator. For example, an entity may be a corporation for which a

negative media search is run to determine whether the corporation has previously

performed any financial activities that are sanctioned by a regulating or prosecuting

agency such as the U.S. Department of Justice. In another example, an entity may

be an individual that a banking institution runs a background investigation on prior to

granting a loan or providing high-security financial services to the individual.

[0031] in addition, "derogatory information" refers to information obtained from a set

of web sources that indicates potentially negative attributes associated with the

target entity of a negative media search. Examples of derogatory information can

include data indicating that a target entity has been placed on various flagged lists

(e.g., sex offenders list, debtors list, restricted access lists), or indicators suggesting

illicit activity (e.g., arrest records, domestic violence records, etc.), or historical

information indicating risk-associated behaviors (e.g., personal accounting history,

bankruptcy filings, etc.). In other examples, derogatory information may also refer to

negative online activities and behaviors (e.g., explicit or inappropriate comments

posted online).



[0032] A "domain" refers to a set of questions that a particular end-user wants an

answer for in providing a search query in this context, a "domain-specific index"

specifies a collection of documents (e.g., content or webpages) for a specified

domain, that is made available for fast and accurate information retrieval in response

to executing a negative media search query. In some instances, the domain-specific

index can be used to specify access to a structured database that includes

information of individuals and organizations that have been sanctioned by

governmental and regulatory agencies. In other instances, the domain-specific index

can be used to provide information associated with public filings (e.g., filings with the

U.S. Securities and Exchange Commission) in this instance, such information can

include a list of principals associated with S.E.C. filings, roles of principles within the

companies, industries associated with the companies, among other types of data

fields that are specific to filing information. In yet another instance, the domain-

specific index can include data associated with advertising content. For example,

the content can be used to relate a target entity's name to purchasing histories.

[0033] As an example, a domain may be related to anti-money laundering (AML)

criteria used in financial and legal industries to describe legal controls that require

financial institutions or other regulated industries to detect, report, and/or prevent

money laundering activities in this example, a domain specifies the set of criteria

required by regulators in executing a negative media search for A L-re ated

activities, and a domain-specific index is used to obtain a collection of documents

that are predetermined to be relevant to an AML-interested entity such as an A L

officer at a banking institution. The collection of documents can then be used by the

AML-interested entity to obtain specific results and/or answers associated with the

set of criteria for the negative media search for AML-related activities.

[0034] A "domain-specific search query" refers to a targeted and/or customized

search query that is executed for retrieval of a collection of documents that are

predetermined to be associated with the domain of the domain-specific search

query. Compared to a traditional search query, a domain-specific search query is

more cost-effective and efficient because the corpus of documents that are searched

against the query are only those sources that are predetermined to be associated

with the domain, increasing the likelihood of obtaining more relevant and accurate

results that are responsive to the search query. For example, although a domain-

I



specific search query is searched against a smaller corpus of content compared to a

traditional search query (e.g., a domain-specific corpus vs. a general corpus),

because the domain-specific corpus includes documents that are more likely to be

relevant, the domain-specific search provides a greater number of relevant search

results (with a smaller absolute number of search results) in this regard, domain-

specific search queries may be used to reduce the computational and human

resources necessary to effectively and efficiently search through large collections of

documents for a negative media search.

[0035] The search system, as described throughout, computes a variety of "scores"

that indicate quantitative and qualitative assessments of the domain-specific search

results in different contexts. The individual scores are then used to generate overall

insights about a target entity of a negative media search. For instance, as described

more particularly below, examples of such scores include concept scores, relevancy

scores, reliability scores, among others. Each set of scores is used to reflect an

analysis of the search query with respect to the content and information included

within the search results in different contexts (e.g., terms associated with an entity,

types of documents that specify the entity, a list of other entities that are determined

to be similar to the entity inferred from similar web presence, etc.).

[0038] As described, a "concept score" refers to a score that reflects the similarity of

a set of qualitative attributes between two entities, an entity and a collection of

documents, or between two collections of documents. For instance, a concept score

can be used to indicate whether the attributes for a target entity for which a negative

media search is run is similar to a particular reference entity based on a set of

shared attributes between the target entity and the reference entity. Examples of

attributes can include demographic and/or classifying information, common

behaviors and/or trends associated with an entity, or historical information indicating

a set of preferences or associations. In this regard, multiple concept scores can be

used to measure similarity in varying contexts, which can be used to identify

characteristics of the target entity based on its concepts scores for different

reference entities.

[0037] By way of analogy, the scores can be used to represent individual

compositions of information associated with a web presence of a particular entity.

For example, each individual score can be used to quantitatively represent a



qualitative aspect and/or attribute of the target entity. In this example, each

individual score can be used to reflect a single characteristic or attribute (e.g.,

financial activity, social media activity, criminal activity, etc.). The individual scores

can then be aggregated into a single priority indicator that represents an overall

likelihood that the search results of a negative media search include derogatory

information that is of interest to an end-user. Because the priority indicator

calculation involves aggregating various individual scores, each representing a

different aspect of the target entity, the priority indicator can be used to effectively

summarize the negative media search results for the target entity. For example,

priority indicators can be used to sort different entities such that, during an

investigation/analysis by an end-user, the end-user can determine the appropriate

amount of time to spend reviewing search results for each entity.

[0038] FIG. 1 is a diagram that illustrates an example of a search system 100. The

system 100 generally includes an application server 110, a search engine 120, and a

client device 120. The application server 10 further includes a natural language

processing module 12, a concept matching module 1 4 , a commonality module

1 6 , and stored data 1 8 . The client device 20 provides a client portal 130 for

output to an end-user 104. The client portal 130 includes a batch management

module 132, a report management module 34 , and a data visualization module

36. The end-user can use the client portal 130 to perform various actions relating

to executing a negative media search as described in greater detail below.

[0039] The application server 1 0 can be an electronic device configured to provide

search services by exchanging communications with the search engine 120 and the

client portal 130 over the network 102. The application server 110 can also utilize

the data 118 to provide information to an end-user 104 on the client portal 130. The

application server 110 can also receive search queries from the client portal 130,

pre-process the search query using the data 118, and then execute the query using

the search engine 120 and obtain a set of search results responsive to the search

query. A more detailed description with respect to query processing and search

results filtering techniques used by the application server 0 is described with

respect to FIGS. 2A-2D.

[0040] The natural language processing (NLP) module 1 2 of the application server

0 is generally used to analyze the search query against the content of documents



and/or web pages included in the obtained search results. For instance, the NLP

module 112 can include one or more statistical or machine learning algorithms that

are configured to derive statistical inferences from content that is determined to be

associated with an entity of a negative media search. Examples of such techniques

can include word and sentence tokenization, text classification, sentiment analysis,

information extracting, parsing, and meaning extraction.

[0041] The NLP module 112 is also used to apply computational models to individual

terms, sentence fragments, or sets of related terms from documents in order to

disambiguate between contexts related to the presence of entity information on a

particular document or webpage. For example, such techniques can be used to

identify different contexts in which a single term can be used within a document or

webpage (e.g., "food court" vs. "court of law"). In another example, the NLP module

2 can determine a specific context describing how entity information is included

within a particular document or webpage (e.g., an entity authoring publications about

drug trafficking, but not being accused of the act of drug trafficking).

[0042] The concept matching module 1 4 of the application server 10 is generally

used to compute a set of concept scores that represent individual attributes of an

entity based on the entity information identified within the documents of the obtained

search results. For example, as described more particularly with respect to FIG 2A,

the concept scores can be used to indicate whether the target entity is similar to a

set of reference entities that each have a set of predetermined attributes (e.g., sex

offender's list, debarred attorneys, debtor's list). In these examples, the concept

matching module 114 compares information extracted from the search results

against a reference dataset that includes a plurality of reference entities that have

varying attributes. In this regard, the concept matching module 114 computes

concept scores by analogizing different aspects of the entity information included

within the search results to reference information with a set of predetermined

attributes.

[0043] The commonality module 116 of the application server 1 0 is used to identify

related entities that are determined to be similar to the target entity. As an example,

if the entity is an individual, related entities can be other individuals with the same

name, or closely associated entities (e.g., family members, co-workers), who have a

web presence that can potentially lead to non-specific information about the entity



being included within the search results for the negative media search. In the

example above, the commonality module 1 6 can be used to identify individuals with

the same name as the entity to be searched, and then remove specific documents

that reference entity information associated with the related entities. In this regard,

the commonality module 8 utilizes a set of filtering techniques to distinguish

between similarly appearing entities in order to increase the accuracy of the entity

information included within the negative media search results.

[0044] The stored data 18 includes a variety of information that is used by the

application server 10 in order to process a negative media search query, obtain

search results responsive to the query, extract information from documents included

within the search results, and/or process the extracted information using the LP

module 1 2 , the concept matching module 114, or the commonality module 118.

For example, as depicted in FIG. 1, the stored data can include specific domain-

specific indexes, reference concept data, prior negative search queries submitted to

the search engine 120, or other types of historical data. More particular descriptions

with respect to the specific data types, and how they are utilized by the application

server 110, are provided with respect to FIGS. 2A-2D

[0045] The search engine 120 can be a software system that includes a search

infrastructure for receiving a negative media search query and designed to search

for information on a set of predetermined Internet sources that is specified by the

domain-specific search index. In addition, the search engine 110 can be

implemented in software, firmware, hardware, or any combination of software,

firmware, or hardware.

[0048] As depicted in FIG. 1, the search engine 120 can be configured to operate on

a separate web server (not shown) that is independent of the application server 10.

For example, the search engine 120 can be a commercially available search engine

that is provided by a search provider and enables the execution of a negative search

engine query over a web browser running on a remote client device of the client

portal 130. In such examples, the search engine 120 can be configured to perform a

domain-specific search using domain-specific indexes received from the application

server 1 0 . The search results obtained by the search engine 120 can then be

transmitted to application server 0 over the network 02 for processing.

Alternatively, in other implementations, the search engine 110 can be integrated into



the application server 1 0 as a specific software module. In such implementations,

the configuration settings of the search engine 120 can be adjusted by the

application server 110 prior to executing a negative media search query.

[0047] The client device 120 can be any type of personal electronic computing

device that is capable of running an application. For example, the client device 120

can be one or more of a mobile computing device, personal digital assistant (PDA), a

cellular telephone, a smartphone, a tablet computing device, a laptop computing

device, an electronic wearable device, among other types of electronic devices. The

client device 20 exchanges communications with the application server 1 0 to

obtain, for example, data indicating search results obtained in response to submitting

a search query relating to a negative media search, data associated with the search

results (e.g., documents obtained in response to the search query), or configuration

data for the client portal 130 and/or its components.

[0048] The client portal 130 can be a software interface that is provided to the client

device 120 by the application server 110. In some implementations, the client portal

130 is a web-based interface that is accessed on a web browser of the client device

in such implementations, the application server 10 can be configured to provide

web services to the client device 120 over the network 102.

[0049] in other implementations, the client portal 130 is provided through the use of

a software application such as a desktop application or a mobile application. In such

implementations, the client portal 30 can be provided as an application package

interface (API) associated with an analytics software suite. In some instances, the

client portal 130 can be a software extension to third-party software for performing

negative media searches. In such instances, the client portal 130 can be used to

perform data mining techniques on a set of raw negative media search results

generated from a third party searching application.

[0050] Access to the client portal 130 can be provided to the end-user 104 as a

subscription service. For example, access can be provided to individual end-users,

or to organizations and government agencies whose employees are end-users. An

end-user 104 can be provided with a set of user credentials (e.g., username and

password) to access the client portal 130 on a client device.



[0051] The batch management module 132 can be a software module of the client

portal 130 that enables an end-user 104 to upload data to be visualized and

analyzed on the client portal 130. The uploaded data can include entity information,

previously obtained search results data, or other types of raw data to be processed

in addition, the batch management module 132 enables the end-user 102 to upload

data for a plurality of entities with a batch upload so that data for the entities can be

visualized simultaneously within a single interface as depicted in FIG. 3A. In one

example, priority indicators of individual entities can be compared so that the end-

user can determine/allocate the appropriate amount of time to review the data for

particular entities.

[0052] The report management module 134 can be a software module of the client

portal 130 that can be used to compile information from search results obtained for

negative media search queries for entities to a summary report. For instance, as

depicted in FIG. 3B, the summary report can include a list of top search results, a

computed priority indicator for the entity, and/or a category assigned to each relevant

top result (e.g., relevant, irrelevant, or requires more research). The report

management module 134 can also be used to generate multiple reports for batch

submissions.

[0053] The data visualization module 136 can be a software module that includes a

variety of data analytics toolkits used to visualize raw data uploaded to the client

portal 130 using the batch management module 132. For instance, an example of a

data visualization is depicted in FIG. 3C. As depicted, the visualization represents a

distribution of computed priority indicators for different entities. n this example, the

visualization enables the end-user 104 to identify groups of entities with high priority

indicators (e.g., entities whose search results are likely to include derogatory

information), and identify groups of entities with low priority indicators (e.g., entities

whose search results are not likely to include any derogatory information). In this

regard, the end-user 104 can then filter the data displayed on the client portal 130 by

priority indicator value (e.g., display only entities with priority indicators between 70

and 100). This further provides the end-user 04 with useful information as to how

much manual review of the search results is necessary to obtain accurate results.

[0054] In addition to the functionalities described above, the client portal 130 allows

an end-user to interact with the search results data in order to generate insights



associated with search results for entities. For example, the end-user 104 can filter

the raw batch data by different data categories (e.g., data range, name, status,

batch, ranking, priority indicator range, etc.). In other examples, the end-user 04

can review and provide user inputs to categorize (or "resolve") individual search

results that are selected to be displayed for a particular entity by the system 100. As

described previously, such user inputs can include indications as to whether a

particular search result is relevant, not relevant, or requires additional research.

These indications can then be used to reorganize data visualizations that are

presented to the end-user 104.

[0055] In some implementations, user inputs provided by different end-users 104 on

the client portal 130 are collected by application server 110 and used as a crowd-

sourced feedback to refine and improve subsequent negative media search queries

that are run by the system 00 In one example, classifications for individual search

results for an entity can be used to compute a quality metric that represents the

responsiveness of the search results to the negative media search query (e.g., large

number of "relevant" classifications indicating high responsiveness, large number of

"not relevant" classifications indicating low responsiveness). In this example, the

quality metric can be used to refine the domain-specific search index for subsequent

search queries in order to reduce the likelihood of obtaining content from web pages

that were previously classified as "not relevant," and increase the likelihood of

obtaining content from web pages that were previously classified as "relevant."

[0056] In some implementations, the domain for the negative media search query

can be dynamically trained to more accurately obtain information over time. For

instance, after classifying a set of search results documents as "relevant or "not

relevant," information associated with each group of documents can be used to build

a statistical model to predict the relevance of subsequent search relevant that share

similar characteristics to the documents in each group of documents. Such

information can include the source where the documents were obtained from (e.g.,

public records, social media network profile, etc.), whether the content actually

includes the target entity name as opposed to other types of entity information,

whether the documents include links that have a set of control terms, or whether the

documents include terms or other natural language processing features.



[0057] In another example, the user inputs provided by different end-users 104 can

be used as confirmatory responses of the different processing techniques performed

by the NLP module 12, the concept matching module 114, and the commonality

module 1 6 . For instance, the application server 110 can compute a baseline

relevancy score for each a particular search result source across various queries

using techniques described previously, and then compare the baseline relevancy

score against relevancy indications by different end-users 104 when the particular

search result is shown on the client portal 130. In this example, if a particular search

result is consistently identified by end-users 104 as being relevant, then the

components of the application server 0 can be trained to prioritize the source of

the particular search result within subsequent queries, or include the source within

the reference dataset utilized by the concept matching module.

[0058] FIG. 2A is a diagram that illustrates an example of an architecture 200 for

computing a priority indicator for an entity. In general, the priority indicator

represents a likelihood that documents (e.g., webpages) included within search

results provided in response to a conducting negative media search for a target

entity includes derogatory information associated with the target entity. In this

regard, a high priority indicator indicates a high likelihood that at least some of the

information obtained from the search results will include derogatory information that

is of interest to an end-user such as a regulator or an administrator that obtains the

negative media search results. Alternatively, a low priority indicator indicates a low

likelihood that there is any derogatory information associated with the target entity.

[0059] The architecture 200 can generally be executed by a component of the

application server 1 0 , such as the NLP module 112, the concept matching module

1 4 , and the commonality module 1 8 , or a combination thereof. Alternatively, in

some implementations, portions of the architecture 200 may be executed by

separate components that either exchange data communications with the application

server 110 over the network 102 (e.g., the search engine 120 or a client device of

the end-user 04), or other computing devices independent of the system 00 that

are configured to exchange communications with the application server 1 0 .

[0060] Referring to the figure, the query processor 210 receives a negative media

search query 202 as input. The query processor 210 processes entity information

included within the input query 202 (e.g., entity name) and obtains a set of domain-



specific search results using the domain-specific index described above. In the

example depicted, query processor 210 processes the input query 202 for an

individual named "JOHN DOE" and obtains all search results within a particular

domain that include terms "JOHN," "DOE," and "JOHN DOE."

[0061] After receiving the search query 202, the query processor 210 processes the

search query 202 according to multiple data processing pathways to compute a

priority indicator in the example depicted, the architecture 200 generally specifies

four processing pathways, which involves a different aspect relating to the

computation of the priority indicator in this example, each pathway is identified by a

number (e.g., a first pathway corresponding to "(1)," a second pathway

corresponding to "(2)," a third pathway corresponding to "(3)," and a fourth pathway

corresponding to "(4)").

[0082] Each pathway represents a distinct analytical technique that is used evaluate

a web presence of the target entity (e.g., the individual named "JOHN DOE"). In this

context, a "web presence" refers to a collection of documents that are obtained

responsive to the search query 202 and are determined to be associated with, or

corresponding to, the target entity (e.g., webpages where the entity is mentioned,

public records associated with the entity, among others).

[0083] in the first pathway, the system evaluates online behavior of the target entity

in relation to a set of behavioral models that each specify a particular negative online

behavior (e.g., online behaviors of individuals that were determined to be sex

offenders, arrested for drug offenses, or to have filed for bankruptcy). When

proceeding along this pathway, the system computes a set of concept scores 204b

based on the entity attributes 204a using a plurality of learning models 2 2.

[0084] in the second pathway, the system determines whether the target entity is

present within a designated list of entities that are known to have negative attributes

(e.g., individuals that are listed on a sanctioned program list of the U.S. Treasury

Department). When proceeding along this pathway, the system determines if the

target entity is included in a list of flagged sources 205, and generates a set of match

results 208b using an entity comparison module 214.

[0085] in the third pathway, the system determines a commonality of the entity's

name in order to identify a likelihood that documents obtained are actually



associated with the target entity and not similarly-named entities (e.g., documents

obtained by another individual named "JOHN DOE" that is not the subject of the

search query 202). When proceeding along this pathway, the system compares

entity names 206a identified by the search query 202 against a set of related entity

names 208a using a commonality module 216 and a statistical module 218.

[0088] n the fourth pathway, the system obtains and processes a collection of

documents that are determined to be responsive to the search query 202 (e.g.,

webpages that include a text segment that is related to the text of the search query,

or documents that are expected to be associated with the target entity). When

proceeding along this pathway, the system searches a corpus of documents that are

associated with a specified domain. As described throughout, the corpus of

documents includes documents that are predetermined to be associated with a

particular domain-specific search index. The system applies the search query 202 to

the corpus of documents to identify a collection of documents a collection of

documents 209a that are determined to be responsive the search query 202. The

collection of documents 209a can be obtained using, for example, a search engine

(not shown) that is trained to obtain documents that include text fragments that

correspond to, or relate to, text within the search query 202 and/or search

information associated with the search query 202.

[0087] in some implementations, the system additionally, or alternatively, obtains

information associated with the collection of documents 209a. For example, the

system can obtain metadata identifying content included within the collection of

documents 209a, and/or other types of associated information (e.g., document

locations, unified resource locater ( L) addresses, content that is identified within

the collection of documents 209a, etc.).

[0088] Referring in greater detail to the first pathway, the system identifies a set of

entity attributes 204a for the target entity based on the input query 202. For

instance, the entity attributes 204a can include context data such as geographic

location, prior webpage data, etc, as well as qualitative characteristics associated

with the target entity (e.g., entity name, demographic information, etc.). As an

example, for a target entity that is an individual, such qualitative characteristic can

include gender, age, political affiliations, occupation, or ethnicity, and the like. In



another example, for a target entity that is an organization, these characteristics can

include company size, principle place of business, industries involved in, etc.

[0069] The system provides the entity attributes 204a as input to a set of learning

modules 212, which compare the entity attributes 204a to various datasets that

include reference attributes for a plurality of reference entities. The learning modules

2 2 can be a set of machine learning or data mining algorithms that generally use

learning methods (e.g., random forest decisions) for classification, regression, and

other types of statistical analyses of the entity attributes 204a in relation to the

reference dataset. In some implementations, the learning modules 212 can be

dynamically configured to combine different parametric modeling techniques for

different types of negative media searches executed for a given input query 202.

[0070] The system can use the learning modules 212 to compare attributes of a

target entity to sets of predetermined attributes of reference entities within the

reference dataset. For instance, the reference dataset can include reference entities

with different types of characteristics (e.g., regulation compliant entities and non-

compliant entities). In this regard, the concept scores 204b computed by the

learning modules 212 reflect similarity determinations between the target entity and

each of the reference entities included within the reference dataset.

[0071] Referring now to the second pathway, the system determines whether the

target entity has been included in a designated list of entities that are predetermined

to have negative attributes as described above. The system uses the entity

comparison module 214 to obtains the lists from the set of flagged sources 205. The

flagged sources 205 can be refer to document repositories that store lists of entities

that are tagged with derogatory information. In some instances, the flagged sources

205 can also provide references to files associated with a target entity stored on a

proprietary dafabased on a remote server.

[0072] The entity comparison module 214 obtains entity names 206a associated with

the target entity from the input query 202 and cross-references the obtained entity

names 206a against the information included within the flagged sources 205 in order

to generate the match results 206b. n one example, if the entity comparison module

214 determines a match between the entity names 206a and the information

included within one or more of the flagged sources 205 (e.g., indicating that the



target entity has been listed on a designated list specified within the flagged sources

205), the entity comparison module 214 extracts the matching information from the

applicable flagged source and includes the information in the matching results 206a.

[0073] The system uses the results of the entity matching technique to compute the

priority indicator 242, and determine the most relevant documents 209c, which are

described in greater detail below with respect to FIGS. 2B-2D. For example, if the

match results 206b indicates a match to one of the flagged sources, then the priority

indicator 242 for the target entity can be automatically increased to indicate to an

end-user that the search results most likely include derogatory information

associated with the matched source from the list of flagged sources 205. Likewise,

the content from the flagged source can additionally be included within the most

relevant documents 209c given the match determined by the entity comparison

module 214.

[0074] Referring now to the third pathway, the system processes the entity names

206a and identifies names of related entities 208a (e.g., other individuals that share

the same or similar names as the target entity). The system uses the commonality

module 216 and/or the statistical module 218 to analyze and/or determine one or

more commonality metrics for the entity names 206a. For instance, the commonality

metrics can represent a determined frequency with which the entity name 206a is to

occur in any given document. For example, a high frequency parameter indicates

that the entity name 206a is a very common, and therefore, a documents that include

text fragments identifying the entity name may have a high likelihood of actually

referring to a related entity that is not the target entity.

[0075] As an example, the commonality metrics for a target entity that is an

individual can specify the commonness of the individual's first name, which is

determined using social security data, or commonness of the individual's last name,

which is determined from census data. In other examples, the commonality metrics

for a target entity that is an organization can be the commonness of organization-

specific terms (e.g., copyrights, trademarks, marketing slogans) in a repository of

search queries for companies within a specific geography or industry.

[0078] The commonality module 216 then computes a set of reliability scores 208b

for the entity names 206a based on the commonality measurements for the target



entity. The reliability score 208b reflects an assessment that a particular search

result webpage that is obtained in response to the input query 202 includes

information that is actually associated with the target entity. The reliability score

208b calculation can further be tuned to be more or less sensitive based on the

commonality metrics that are computed by the commonality module 218. For

example, if the commonality metrics indicate that the name of the target entity is very

common within a corpus of documents (e.g., a name that resembles the name of a

celebrity), then the reliability score 209a calculation can be made sensitive such that

a greater amount of information (e.g., more text) is obtained and analyzed from each

document within the collection of documents 209a to reduce the likelihood of false

positive associations with the target entity.

[0077] The reliability score 208b calculation is further augmented by the use of the

statistical module 218, which implements techniques that further determine whether

the information within a document is actually associated with the target entity. For

instance, the statistical module 218 can use extrinsic data such as the number of

clicks delivered by other users on the webpage, the location on a webpage where

the target entity information was found, among other types of indicators, to predict

whether the information is accurately associated with the target entity.

[0078] Techniques used by the statistical module 2 8 can either be cross-referenced

against the commonality metrics computed by the communality module 218 in order

to verify the reliability scores 208b, or combined with the commonality

measurements in order to adjust the calculation of the reliability scores 208b.

[0079] Referring now to the fourth pathway, the system obtains the collection of

documents 209a that are determined to be responsive to the search query 202. As

described above, the collection of documents 209a can include webpages that

include text corresponding to, or relating to, a text segment of the search query 202,

webpages that include information relating to the target entity, or other types of files

that are extracted based on processing the search query 202 using a search engine.

[0080] The search engine can a domain-specific search index, as described above,

to obtain a collection of documents that are determined to have a higher degree of

relevancy to the negative media search criteria than a general search query. For

example, if the specified negative media search is to identify money-laundering



activities by the target entity, then the search engine may search a corpus of

document that are predetermined to relate to money-laundering activities, and then

identify the collection of documents 209a within the corpus that are identified as

being responsive to the search query 202. Alternatively, in other implementations,

the system applies a general search engine that does not use a domain-specific

search index to obtain the greatest number of documents that are responsive to the

search query. In such implementations, the domain-specific index can be applied at

a later processing stage as illustrated in FIG. 2D.

[0081] The system processes the output of the four pathways described above using

the post-processor 220 and the aggregator 230. As depicted, the system provides

the concept scores 204b and the match results 206b, representing the outputs of the

first and second pathways, respectively, to the aggregator 230. The system also

provides the reliability scores 208a and the collection of documents 209a,

representing the output of the third and fourth pathways, respectively, to the post

processor 220. The post-processor then uses the reliability scores 208b to filter the

collection of documents 209a to remove documents that are determined to be either

irrelevant and/or unreliable. The post-processor 220 then provides the reliability

scores 208b and the filtered documents 209b to the aggregator 230.

[0082] The aggregator 230 combines the various inputs from the different pathways

(e.g., the concept scores 204b, the match results 206b, the reliability scores 208b,

the filtered documents 209b) to compute an overall priority indicator that represents

a likelihood that the output of the negative media search includes some type of

derogatory information associated with the target entity.

[0083] The aggregator 230 also generates a set of priority sub-scores 206c that

represent other types of scores, such as the concept scores 204b, the reliability

scores 208b, or other intermediate scores that are used to compute the priority

indicator 242. in this regard, the priority sub-scores 206c can provide granular

contextual information of the target entity's web presence to the end-user, which may

not entirely be reflected in the value of the priority indicator 242.

[0084] in addition, the aggregator 230 uses the various types of information

indicated by the concept scores 204b, the match results 206b, and the reliability

scores 208b to identify most relevant documents 209c from among the filtered



documents 209b. The most relevant documents 209c represent documents that are

determined to have the highest likelihood of including derogatory information that is

associated with the target entity. In this regard, while the filtered documents 209b

represent documents with a high degree of reliability (e.g., documents that are likely

to be associated with the target entity and not a related entity), the most relevant

documents 209 are documents that are both determined to be reliable and are also

related to the negative media search query (e.g., documents that are determined to

be likely to include derogatory information).

[0085] In various implementations, the aggregator 230 may perform various optional

operations that either support or augment the calculation of the priority indicator 242,

the priority sub-scores 206c, and/or the identification of the most relevant documents

209c. For instance, in some implementations, the aggregator 230 sets a

predetermine value if certain determinations are made irrespective of the operations

performed in some or ail of the pathways. For example, the aggregator 230 may set

the priority indicator to a maximal value (e.g., a value of "100") if the match results

206b indicates that the target entity is listed within one of the flagged sources 205.

in this example, the value of the priority indicator is assigned irrespective of the

values of the concept scores 204b, the values of the reliability scores, and/or the

contents of the filtered documents 208b. As another example, the aggregator 230

may set the priority indicator 242 to a minimal value (e.g., a value of "0") if an

application of the search query 202 fails to provide any documents, or if the all of the

documents included within the collection of documents 209a are determined by the

post-processor 220 to be unreliable (e.g., having respective reliability scores that fail

to satisfy a predetermined threshold value for reliability).

[0088] in some implementations, the aggregator 230 may up-weight or down-weight

a baseline value computed for the priority indicator 242 based on analyzing the

different inputs received. For example, if the most relevant documents 209c include

documents that have a reliability score that fails to satisfy a secondary threshold

value (e.g., a threshold value higher than the one used by the post-processor 220 to

identify the filtered documents 209b from the collection of documents 209a), then the

aggregator 230 may determine that the most relevant documents 209c are not as

likely to include derogatory information, and as a result, down-weight the computed

value of the priority indicator 242.



[0087] In some implementations, the aggregator 230 adjusts baseline values of the

concept scores 204b and/or reliability scores 208a based on processing content

obtained from the filtered documents 209a, the most relevant documents 209c, or

both. For example, if a large portion of the filtered documents 209b are determined

to be irrelevant (e.g., reliable but not related to the negative media search criteria),

then the aggregator 230 may adjust the values of the concept scores 204b.

[0088] in some implementations, in addition to adjusting the value of the different

scores, the aggregator 230 can also uses domain-specific weights for each of the

concept scores 204b that are used by the aggregator 230 to combine individual

concept score values into the priority indicator 242. For example, different concept

scores may be computed for different concept pairs that share a single reference

entity (e.g., Specially Designated Nationals (SDN) list and N.Y. Stock Exchange

companies as one pair, and SDN vs NASDAQ companies as another pair). For

these examples, the aggregator 230 computes a combined concept score for each

concept pair by combining the two concept scores for the respective reference

entities within each pair. The aggregator 230 then combines the values of the

revised concept scores using specific weighting factors to generate an overall priority

indicator 242 for the target entity.

[0089] n some implementations, the aggregator 230 computes priority sub-scores

that indicate characteristics of the target entity indicating that the target entity is more

similar to reference entities that have been predetermined to be associated with

derogatory information (e.g., entities that have been placed on a national sanctions

list), and/or less similar to reference entities that are not associated with derogatory

information (e.g., entities that are included in a list of publicly traded information) in

such implementations, the priority sub-scores can be customized based either on the

domain associated with the negative media search query, or the requirements of the

particular end-user 04 running the negative media search query. For example, the

system can identify lists of entities that have specific attributes of interest to the end-

user 04 , lists of entities that are not relevant to the attributes of interest, and then

compare the priority sub-scores for entities within each of these lists to differentiate

between the two lists.

[0090] The system can execute the operations associated with the four pathways

illustrated in FIG. 2A in a variety of configurations. In some implementations, system



performs the operations associated with the four pathways are performed in parallel

as shown in FIG. 2A (e.g., performing operations associated with multiple pathways

within a specified period of time). In other implementations, the system performs the

operations sequentially (e.g., performing ail of the operations of an individual

pathway, and then providing the output of the performed operations as an input for

performing the operations of another individual pathway). In some other

implementations, the system may perform a combination of parallel and sequential

operations (e.g., performing the operations of pathways (1) and (2) in parallel, the

output of which are then provided as input to the operations of pathway (3), which is

sequentially performed prior to performing the operations of pathway (4)). In this

regard, the operations performed within an individual pathway can be used to adjust

the operations performed in other individual operations. More detailed examples of

this concept are described below with respect to FIGS. 2B-2D.

[0091] As a further illustration, in one particular implementation, the output of the

commonality module 218 is provided as input to the entity comparison module 214,

and then subsequently to the learning modules 212. In this example, the operations

of the first pathway are initially used to disambiguate between the search results of

the target entity and the search results of related entities (e.g., different entities with

the same name, or associated entities) that are included within the collection of

documents 209a. After filtering the collection of documents 209a and discarding the

non-specific search results, the entity comparison module 214 then determines

whether the target entity has been listed on one of the flagged sources 205. if the

entity has been identified on such a list, then the operations of the third pathway are

skipped as the aggregator 230 automatically specifies a predetermined value for the

priority indicator 242 based on the entity's presence within one of the list of flagged

sources 205. Alternatively, if the match results 206b do not indicate such a presence

on one of the flagged sources 205, then the system proceeds with the operations of

the first pathway and computes the set of concept scores 204b using the learning

modules 214. In this regard, different pathway configurations can be used to

customize the computation of a priority indicator based on a particular domain, a

specific target entity for which the query 202 is run, and/or the requirements of the

end-user 104 that requests the negative media search.



[0092] FIGS. 2B-2D illustrate an example of a negative media search performed by

a search system using the architecture illustrated in F G. 2A. in particular, FIG 2B

illustrates exemplary operations performed by the query processor 2 0, FIG. 2C

illustrates exemplary operations performed by the post-processor 220, and FIG. 2D

illustrates exemplary operations performed by the aggregator 230.

[0093] Referring initially to FIG. 2B, the illustrated example generally relates to

performing a negative media search for a target individual named "JOHN DOE." The

query processor 210 receives the query 202, which represents a text fragment

"JOHN DOE" identifying the name of the target individual, and associated query

information 202a. In this example, the query information 202a indicates that the

target individual is a sole proprietor of a limited liability company, "JOHN DOE'S

AUTO BODY LLC," which is located at the address "123 MA N STREET,

WASHINGTON, DC, 20001 ."

[0094] Upon receiving the search query 202 and the query information 202a, the

query processor 210 performs operations relating to the four pathways illustrated in

FIG. 2A and described above. With respect to the first pathway, the query processor

identifies the entity attributes 204a. In this example, the query processor 210

identifies two entities associated with the query 202 (e.g., the individual named

"JOHN DOE," and the company named "JOHN DOE'S AUTO BODY LLC"). The

entity attributes 204a include "INDIVIDUAL NAME," "COMPANY NAME," and

"COMPANY ADDRESS," which are provided as input to the learning modules 212.

[0095] The learning modules 212 determine online activity associated with each

entity identified within the entity attributes 204a. For examples, the learning modules

212 identify online activity associated with the two entities (e.g., online transactions

associated each entity, search results submitted by the two entities, online activity on

a website associated with the two entities, financial transactions from recent online

bank records, etc.). The online activity is then compared to a set of behavioral

models 2 2a, which includes models for a particular attribute or characteristic

associated with a group of entities that are determined to share the particular

attribute or characteristic. For instance, in the example depicted, the behavioral

models 212a specify different models for "SEX OFFENDER," "DRUG ARRESTS,"

and "BANKRUPTCY " In this example, each model includes online activity of entities

that were predetermined to have the similar attributes. For instance, the "SEX



OFFENDER" model can include activity data of individuals that are listed on a public

sex offender list as a result of a conviction for sexual assault. Likewise, the

"BANKRUPTCY" model includes online activities for individuals and companies that

have recently filed for bankruptcy.

[0098] in some implementations, the behavioral models 212a can include other

types of behavioral models that are not illustrated in FIG. 2B. Other examples of

behavioral models can include behavioral models for entities that are predetermined

to have positive attributes. In such implementations, the behavioral models 212a

can include behavioral models for negative attributes, as illustrated in FIG. 2B, as

well as positive attributes (e.g., a behavioral model for entities that have received

awards and/or accolades).

[0097] The learning modules 212 compare the online activities of the target entities

(e.g., "JOHN DOE" and "JOHN DOE'S AUTOBODY LLC") with the online activities

specified within each model to compute the concept scores 204b. In this example, a

concept score represents a determination that a target entity shares a set of

qualitative attributes with other entities that are specified by the behavior models

212a. For instance, in the example depicted, the learning modules 212 determine

that the individual "JOHN DOE" has a concept score of "0.3" for the concept criteria

"SEX OFFENDER" and "DRUG ARREST." n this example, these values can

represent, for instance, a 30% confidence that "JOHN DOE" has similar qualitative

attributes to other individuals that are known to be sex offenders and/or have been

arrested for drug-related offenses. The learning modules 212 also determines that

the company "JOHN DOE'S AUTOBODY LLC" has a concept score of "0.8" for the

concept criteria "BANKRUPTCY." in this example, this value can represent, for

instance, an 80% confidence that "JOHN DOE'S AUTOBODY LLC" has similar

qualitative attributes to other companies that have previously filed for bankruptcy.

[0098] With respect to the second pathway, the query processor 210 identifies entity

names 208a associated with the search query 202, which includes one entity name

for the individual "JOHN DOE" and another entity name for the company "JOHN

DOE'S AUTOBODY LLC." The entity comparison module 214 then determines if

these entity names are present within the flagged sources 205. n this example, the

flagged sources specify two lists of entities, a "SANCTIONED LIST," which includes,

for example, entities that have been sanctioned by the U.S. Department of Treasury



for violations, and "PUBLIC RECORDS," which includes lists of individuals in

particular jurisdictions that have been convicted of a felony offense.

[0099] In some implementations, the flagged sources 205 can include other types of

lists and/or sources that are not depicted in F G. 2B. For instance, the flagged

sources 205 can include sanctioned lists from different countries and/or geographic

regions (e.g., different state-level sanctioned lists, or international sanctioned lists).

In addition, the flagged sources 205 can also include various types of public records

that indicate different types of publicly available information that may indicate

potential derogatory information (e.g., arrests, criminal convictions, citations, fines,

offenses). In addition, the flagged sources 205 can also include information that is

not publicly available but may still indicate derogatory information (e.g., information

that is collected by a government entity and/or a government authorized entity).

[00100] As shown, the entity comparison module 214 generates match results 206b

indicating that the individual "JOHN DOE" was present in the "public criminal

records" list but the company "JOHN DOE'S AUTOBODY LLC" was not identified

within any of the lists within the fiagged sources 205. As described above, in some

implementations, the detected presence of "JOHN DOE" in the "PUBLIC RECORDS"

list can automatically be used by the aggregator 230 to assign a high priority

indicator because the public records represent an objective indication of derogatory

information.

[00101] In some implementations, the entity comparison module 214 is capable of

identifying additional entities that are associated with the search query 202 but are

not indicated and/or included within the document information 202a. For example, if

the company "JOHN DOE'S AUTOBODY LLC" has changed from a sole

proprietorship to a partnership that includes Joseph Doe, the entity comparison

module 214 may identify Joseph Doe as another target entity associated with the

search query 202. In such implementations, the query processor 2 0 may perform

additional operations for the newly identified entity. For example, the query

processor 210 may identify entity attributes for the new entity and transmit these

entity attributes for processing by the learning modules 212 as shown by the dotted

arrow in the figure.



[00102] With respect to the third pathway, the query processor 210 identifies the

entity names 206a associated with the search query 202 The query processor 2 0

also identifies the names of related entities 208a, which include entity names that are

similar to the entity names 206a, such as "JOHNSON DOE" and "JOE'S

AUTOBODY LLC," as well as entity names that are identical but refer to a different

individual, such as "JOHN DOE" a famous actor. The entity names 206a and the

names of related entities 208a are provided as input to the commonality module 216.

[00103] The commonaiity module 216 can use techniques to determine the

commonality of each of the entity names included within the entity names 206a. in

the example depicted, the commonaiity module 216 utilizes the statistical model 218,

which specifies frequency scores reflecting respective likelihoods of particular entity

terms occurring in, for example, a given document. As shown, the entity "JOHN

DOE" has a frequency score of "0.93," which has a higher value than the frequency

score of "0.61" for the entity "JOHN DOE'S AUTOBODY LLC." In this example, the

commonality module 216 determines that the "JOHN DOE" is more likely to be

present in a given document because of its association with a celebrity. Based on

these scores, the commonaiity module 216 also determines that "JOHN DOE" is also

more likely to occur in a document than "JOHN DOE'S AUTOBODY LLC."

[00104] The commonality module 216 then determines the reliability scores 208b for

each of the entity names 206a. As shown, the commonality module 216 determines

a reliability score value of "0.30" for the entity name "JOHN DOE" and a reliability

score value of "0.56" for the entity name "JOHN DOE'S AUTOBODY LLC." n this

example, the reliability score for "JOHN DOE" is lower than the reliability score for

"JOHN DOE'S AUTOBODY LLC" because the statistical model 218 indicates that

"JOHN DOE" is more frequently occurring than "JOHN DOE'S AUTOBODY LLC,"

increasing the likelihood that a particular occurrence of "JOHN DOE" in a given

document may actually be associated with another entity that is not the target entity

(e.g., "JOHN DOE" the actor included in the name of related entities 208a).

[00105] With respect to the fourth pathway, the query processor 210 obtains a

collection of documents 209a that are determined by a search engine to be

responsive to the search query 202. in the example depicted, the collection of

documents 209a include four webpages that include text associated with a text



segment of the search query 202. The collection of documents 202 are then

provided for output to the post-processor 220.

[00106] Referring now to FIG. 2C, the operations performed by the post-processor

220 are shown. The post-processor 220 receives the reliability scores 208b

computed by the commonality module 208b, and the collection of documents 209a

obtained by the search engine, as input in this example, the collection of

documents 209a includes individual documents 252a, 252b, 252c, and 252d.

[00107] The post-processor 220 processes the content within each document in

relation to the reliability scores 208b for each entity name in order to compute

reliability scores for the documents 252a, 252b, 252c, and 252d. As described

above, the post-processor 220 may use a variety of natural language processing

and/or machine learning techniques to identify the reliability of each individual

document (e.g., a likelihood that an identified portion of the document actually

references the target entity).

[00108] For example, post-processor 220 computes a reliability score of "0.40" for

the document 252a because the identified portion actually corresponds to a different

"JOHN DOE" than the target entity "JOHN DOE." In this example, this determination

can be based on identifying the topic of the identified portion, which relates to foreign

policy and unlikely to be related to the target entity based on the entity attributes

determined by the query processor 2 0. In another example, the post-processor

220 computes a reliability score of "0.10" for document 252c because the identified

portion includes text segments "JOHN" and "DOE," but the context of the sentence

indicates that the instances do not represent entity terms (e.g., a term that

corresponds to a name of an individual, a company, or other type of entity). For

example, an entity term "JOH " in a name field corresponds to the name of an

individual name John, whereas a term "JOHN" occurring in the sentence " i EED TO

USE THE JOHN" corresponds to a colloquialism that refers to a bathroom.

[00109] In comparison, the post-processor 220 computes higher reliability scores for

documents 252b and 252d because the identified portions are determined to

correspond to entity names associated with the target entities. For instance, the

post-processor 220 determines that the identified portions of the documents 252b

and 252d actually corresponds to the correct "JOHN DOE" and "JOHN DOE'S



AUTOBODY LLC," respectively. In this example, the post-processor 220 identifies a

higher reliability score for the document 252d than for the document 252b, because

the context of the identified portion of the document 252b indicates that its topic

relates to food courts (not likely to be relevant to a negative media search), whereas

the context of the identified portion of the document 252d indicates that its topic

relates to "BORDER CRIME BLOG," an internet b og that publishes reports on the

Mexican cartel drug war (more likely to be relevant to a negative media search).

[00110] In some implementations, the post-processor 220 computes reliability

scores for the documents 252a, 252b, 252c, and 252d based on the reliability scores

208b for entity names. For instance, the post-processor 220 may reduce the

reliability scores computed for documents that include portions corresponding to the

entity name "JOH DOE" because the reliability score for the name is low, which

increases the likelihood that a given document actually includes portions that

correspond to a similarly sounding entity name in other examples, the reliability

scores 208b can be used as a specified weight in computing the reliability scores for

the documents 252a, 252b, 252c, and 252d as described above.

[001 11] The post-processor 220 filters the collection of documents 209a based on

the computed reliability scores. In the example depicted, the post-processor 220

applies a thresholding technique that selects a subset of the collection of document

209a that have respective reliability scores that exceed a predetermined threshold.

For example, the post-processor 220 selects the documents 252b and 252d to

include within the filtered documents 208b because their corresponding reliability

scores satisfy a predetermined threshold value of "0.50." In some implementations,

the post-processor 220 may use other types of suitable selection and/or filtering

techniques to select the filtered documents 206b from among the collection of

documents 209a. The post-processor 220 then provides the reliability scores 208b

and the filtered documents 206b for output to the aggregator 230.

[00112] Referring now to FIG. 2D, the exemplary operations performed by the

aggregator 230 are shown. The aggregator 230 receives the concept scores 204b

and the match results 206b from the query processor 210, and the reliability scores

208b and the filtered documents 208b from the post-processor 220, as input. The

aggregator 232 also receives domain criteria 232 that identifies a particular domain

and enables the computation of the priority indicator 242 for each entity.



[00113] As described above, the priority indicator 242 computed for an entity reflects

a likelihood that the results of a negative media search include derogatory

information that are relevant to the domain specified by the domain criteria 232 n

this regard, the aggregator 230 uses the domain criteria 232 to differentiate between

non-specific identified derogatory information that is unrelated to the domain criteria

232 and identified derogatory information that is likely to be of interest to an end-user

that receives the negative media search results.

[00114] In the example depicted, the domain criteria 232 specifies a "ANTI-MONEY

LAUNDERING" domain. In this example, other types of derogatory information, for

instance, data associated with the concept criterion "SEX OFFENDER" are less

likely to be relevant to the specified domain, whereas concept criteria "DRUG

ARRESTS" and "BANKRUPTCY" are more likely to be relevant to the domain criteria

232. These determinations can be based on training data indicating that individuals

that are classified as sex offenders are unlikely to be associated with money

laundering activities, whereas individuals that have been arrested for drug offenses

or individuals/entities have filed for bankruptcy are more likely to be associated with

money laundering activities.

[00115] The aggregator 230 uses the domain criteria 232 to adjust the relative

weighting of the concept scores 204b in computing the priority indicators 242 for the

target entities. For example, the aggregator 230 generates a domain weight 234 for

each concept criteria associated with the concept scores 204b. As depicted, the

domain weight for the concept criterion "SEX OFFENDER" is determined to be "0.6,"

whereas the domain weight for the concept criteria "DRUG ARRESTS" and

"BANKRUPTCY" are determined to be higher at " .50" and "2.0," respectively, due to

a higher likelihood of relevancy to the specified domain. In this example, the value of

a domain weight represents a degree of relevancy of a corresponding concept

criteria to the domain specified by the domain criteria 232 (e.g., a higher value

indicating a higher degree of relevancy).

[00116] The aggregator 230 then applies the domain weights 234 in combining

various types of input data and computing a domain-specific priority indicator 234 for

each target entity in the first example, the aggregator 230 computes a priority

indicator with a value of " 00" for the entity "JOHN DOE" because the match results

208b indicates that the entity name was present in a flagged source of "PUBLIC



RECORDS." As described above, this presence indicates a high likelihood that at

least some of the negative media search will include derogatory information that is

relevant to the domain specified by the domain criteria 232.

[00117] In the other example, the aggregator 230 computes a priority indicator with a

value of "84" for the entity "JOH DOE'S AUTOBODY LLC." n this example, the

priority indicator value is lower than the priority indicator value computed for the first

example because the match results 206b do not include a list presence for the entity

within one of the flagged sources 205. The aggregator 230, in this example,

determines that the lack of a list presence fails to provide a strong objective

indication that at least some of the negative media search will include derogatory

information that is relevant to the domain specified by the domain criteria 232. The

value of the priority indicator in the second example is still nonetheless higher than a

value of "50" because the concept score 204b for the concept criteria

"BANKRUPTCY" is high (e.g., a value of "0.8") and the domain weight for bankruptcy

is also high (e.g., a value of "0.84"). Thus, while the negative media search results

might not indicate an objective indication of derogatory information, the results may

nonetheless be of interest to an end-user.

[00118] As described above, in addition to computing the priority indicator 242 for

each entity, the aggregator 230 can perform other types of operations. In the

example depicted in FIG. 2D, the aggregator 230 computes the priority sub-scores

206c, which in this example, represent concept scores that are adjusted for the

domain specified by the domain criteria 232. In this example, aggregator 230

multiplies a baseline value of a concept score within the concept scores 204b with its

corresponding domain weight within the domain weights 234 to compute an adjusted

concept score within the priority sub-scores 206c. For instance, an adjusted concept

score for "SEX OFFENDER" for "JOHN DOE" is "0.18" based on multiplying a value

of "0.3" and "0.6."

[00119] The aggregator 230 also processes the content within the filtered

documents 209b and selects the documents that are likely to include derogatory

information that is relevant to the domain specified by the domain criteria 232. the

examples depicted, the aggregator 230 processes the identified portions of

documents 254a and 254b in relation to the domain specified by the domain criteria



[00120] For instance, the aggregator 230 determines that the document 254a is a

document that is likely to have relevant derogatory information because its content

relates to a possible association between a target entity and Mexican drug cartel

activity, which is relevant to the specified domain of "ANTI-MONEY LAUNDERING."

In contrast, the aggregator 230 determines that the document 254b is a document

that is not likely to have relevant derogatory information because its content relates

to a food court (as opposed to a court of law), which is unlikely to be relevant to the

specified domain.

[00121] The example illustrated in FIGS. 2A-2D represent a negative media search

conducted for an individual and an associated company in the United States. The

illustrated techniques, however, can be applied in other appropriate territories based

on obtaining information that is used to evaluate the obtained information for a target

entity (e.g., the behavioral models 212a, the flagged sources 205, etc.).

[00122] The examples in FIGS. 2A-2D illustrates an example of the priority indicator

242 that is an aggregate value that is computed based on combining multiple scores

(e.g., the concept scores 204b, the reliability scores 208b, and/or the reliability

scores of the filtered webpages 209b) using various techniques as described above.

However, in other implementations, the priority indicator 242 can instead be

represented as a qualitative representation of the likelihood that the negative media

search results for a target entity includes potential derogatory information. For

example, in such implementations, the priority score 242 can be represented one of

as "HIGH," "MEDIUM," and "LOW," depending on a determined likelihood that the

negative media search results potentially include derogatory information.

[00123] FIGS. 3A-3C are diagrams that illustrate examples of user interfaces 300A-

300C associated with a client portal for reviewing negative media search results.

Referring initially to FIG. 3A, the interface 300A depicts a page where the end-user

04 can review and analyze negative search result data for one or more batch

uploads. The interface 300A includes interface elements 302, 304, 306, and 308 at

the top of the page to enable a user to navigate to different pages of the client portal

130, manage different data batch uploads, add information for a new entity, or import

data from a prior negative media search conducted either by the application server

0 or a third-party software.



[00124] A "batch" refers to a set of negative media searchers that are performed by

the system 100 during a single search session. For example, a single batch can

include a list of different target entities that the end-user 104 has identified as

requiring a negative media search. Data from a batch upload is made viewable on

the interface 300A on the batch table 314. The batch table 314 includes an entity

name, a batcher identifier, a status, time stamp information for updates, and the

priority indicator that is calculated for each entity using techniques described

previously with respect to FIG. 2A. Each row within the batch table 314 relates to a

different negative media search that was run for a target entity some instances,

multiple negative media searches can be run for the same target entity (e.g.,

searches directed to different types of derogatory information, multiple instances of

the same search criteria over a period of time, etc.). in such instances, different

rows within the data table 314 are used to visualize data from the different searches.

[00125] The interface 300A also includes a set of filters 310 that can be used to

adjust the visualization of data included within a data table 314. For example, as

depicted in FIG. 3A, a user can adjust a data range, sort the data table 314 by the

entity name, filter the data table 314 by a particular status, or display records with a

specified range of priority indicators (e.g., 70-100). The user interface 300A

dynamically adjusts the records viewable within the data table 314 based on the

user-specified values for the filters 3 0. The interface 300A additionally includes a

visualization 312 that depicts a priority indicator distribution for the data visualized

within the data table 314. The visualization 312 is dynamically adjustable 312 based

on the user input provided in the filters 310 such that the visualization 312 provides a

real-time depiction of the data that is currently included within the data table 314.

Although FIG. 3A depicts the visualization 312 as a distribution, in other

implementations, the visualization 3 2 can be any type of data analytics visualization

that is generated based on the information included within the data table 314.

[00126] In the example depicted in FIG. 3A, negative media searches for different

entities from the same batch are visualized in the data fable 314. For instance, the

batch has an identifier of "2016-0002-0001" which was uploaded to client portal 130

on February 2 1, 2016 at 9:02PM. The data table 314 also specifies different review

statuses associated with each individual search based on the review/investigation

progress made by the end-user 104. In addition, the data table 314 sorts the rows in



descending order by the priority indicator. In this example, the entity "TRADE &

CLEAR LTD." is identified to have a priority indicator of 100, indicating that this entity

has the highest likelihood of having search results that include at some derogatory

information in contrast, the entity "ABDUR REH AN" has an entity score of 24,

indicating a lower likelihood that the search results include some type of derogatory

information.

[00127] Referring now to FIG. 3B, the interface 300B depicts a page where the end-

user 04 can review the most relevant search results obtained for a single entity.

The interface 300B includes tabs 352 and 354 that enable an end-user 104 to

navigate between different pages, and see an overview of the search results to be

reviewed. The interface 300B also includes demographic information tab 358 that

includes entity information for a target entity for which a negative media search was

ran on, a search results section 358 and a reviewed section 364 that allow an end-

user to review a set of relevant search result summaries 362 and view reviewed web

results 366, respectively.

[00128] The search results section 358 provides a set of relevant web page

summaries 362 that are determined to be the most likely to include pertinent

information in order to assist an end-user 104 to determine whether there is

potentially any derogatory information of interest associated with the target entity in

some instances, the relevant webpage summaries 362 can include information for

each of the list of most relevant documents 209c that are outputted by the

aggregator 230 as described previously with respect to FIG.2 . For example, using

techniques previously described, the system 100 determines that these webpages

are the webpages that have most likely contributed to the priority indicator based on

the information associated with the entity within the webpage.

[00129] Each relevant webpage summary 362 specifies a title of the webpage, a

snippet representing the webpage, a URL with a hyperlink that directs the end-user

to the webpage, and an extracted text fragment that highlights content that was

determined to be associated with the target entity. In the example depicted, the first

webpage summary 362 provides webpage information for a list of entities sanctioned

by the U.S. Department of Treasury for international synthetic trafficking. n this

example, this webpage was selected as a relevant reference because it provides



information related to illicit activities (e.g., drug trafficking), which can be used by the

end-user 02 to determine that the search results include derogatory information.

[00130] After reviewing the information included in the relevant webpage summary

362, the end-user 102 can provide an indication of the relevance of the webpage

included within the summary with the use of designation buttons 360. The

designation buttons 360 enable an end-user to indicate whether a search result that

is determined by the system 100 to be relevant, using techniques described

previously with respect to FIG. 2A, is actually considered to be relevant to the

negative media search by the end-user 104. in the example depicted, the

designation buttons 360 specify an option for a positive indication that identifies the

webpage as "relevant" (e.g., thumbs up button), a negative indication that identifies

the webpage as "not relevant" (e.g., thumbs down button), and an unclear indication

that either identifies the webpage as requiring "further research" or "unable to be

determined."

[00131] Once the user provides a selection on one of the designation buttons 360,

the interface 300B is then updated such that the location of the previously reviewed

relevant webpage summary 362 is updated from the search results section 358 to

the reviewed section 364. The reviewed section 364 includes a categorized list of

reviewed web page sections 366 so that the end-user 104 can filter the list of

reviewed web pages by button selection.

[00132] In some implementations, the user inputs provided on the interface 300B are

used to intelligently track the performance of the domain-specific negative media

search techniques described previously with respect to FIGS. 1 and 2A-2D. For

instance, the user indications of "relevant" and "not relevant" or "unclear" using the

designation buttons 360 can be used to compute a quality score that depicts the

accuracy of the selection process for the most relevant documents 209c, as

described with respect to FIG. 2A, for display on the user interface 300B. For

example, a high percentage of webpages with "relevant" designations by the end-

user on the interface 300B can be used to indicate that the negative media search

was successful, whereas a high percentage of "not relevant" designations by the

end-user can be used to indicate that the negative search media not likely

successful.



[00133] In some implementations, the user-specific relevancy designations can be

clustered with end-users that are determined to be similar with one another (e.g.,

clustered by organization, industry, type of information requested, etc) in order to

gather insights associated with a particular domain shared by the duster of users.

For example, as described previously, the quality metrics computed for negative

media search techniques can be used to types of web pages that are most

commonly determined to be "relevant" by multiple end-users, identify search criteria

or parameters that lead to highly analogous relevancy results (e.g., relevancy

determined automatically using analysis of the content within the webpage vs.

relevancy determined by user designations on the interface 300B), among other

insights. In this regard, a domain-specific index can be trained over trained over

time to provide customized search parameters for unique applications of negative

media searches for particular end-users or groups of end-users.

[00134] Referring now to FIG. 3C, the visualization 300C depicts an exemplary

priority indicator distribution for a plurality of entities within a single data batch

upload. For instance, the vertical axis specifies the number of entities, within a

group of entities, that share a particular priority indicator, whereas the horizontal axis

specifies the full range of score values from the lowest value to the highest value.

[00135] As described previously, the visualization 300C can be provided on the

interface 300A in order to enable a user to view the number of users that have

certain priority indicators. As a result, priority indicator distribution provides the end-

user 04 with a high-level snap shot of the types of effort required to review large

numbers of entities in order to more efficiently direct resources toward analyzing

borderline cases (e.g., entities with priority indicators between 30-50) instead of

manually spending time determining and analyzing information for entities with

extremely high priority indicators (e.g., entities likely to have derogatory information),

or entities with extremely low priority indicators (e.g., entities unlikely to have any

derogatory information), which usually require less review effort in order to make a

final decision.

[00136] FIG. 4A is illustrates an example of a process 400A for computing a priority

indicator for an entity. Briefly, the process 400A can include receiving a domain-

specific search query for an entity (410), obtaining a plurality of search results

responsive to the domain-specific search query (420), computing a set of scores for



the domain-specific search query (430), identifying a subset of the plurality of search

results (440), computing a priority indicator for the entity (450), and providing the

priority indicator for output (460).

[00137] In more detail, the process 400A can include receiving a domain-specific

search query for an entity (410). For instance, the query processor 210 receives the

domain-specific input search query 202 that identifies a particular entity. As

described above, the domain of the input query 202 can specify a corpus of

documents predetermined to satisfy one or more criteria associated with a negative

media search that is performed by a user (e.g., the end-user 104). For example, the

one or more criteria can be specific constraints based on the particular type of entity

being searched, or regulatory or investigative requirements for a particular end-user

104 requesting the negative media search. In this regard, the corpus of documents

is all predetermined to be relevant to a negative media search to be performed

based on the received input search query 202.

[00138] The process 400A can include obtaining a plurality of search results

responsive to the domain-specific search query (420). For instance, after receiving

the input search query 202, the query processor 210 searches the corpus of

documents and identifies a collection of documents 209a within the corpus of

documents that are responsive to the input search query 202 (e.g., documents that

include text fragments that are similar or identical to the text included in the input

search query 202). The query processor 210 then obtains content from the

collection of documents 209a. As described previously, the content can represent

text fragments that include text from the input query 202, text fragments that are

determined to be associated with entity information but does not include text from the

input query 202, or other types of identifying information extracted from webpages or

documents included within the collection of documents 209a

[00139] The process 400A can include computing a set of scores for the domain-

specific search query (430). For instance, as described previously with respect to

FIG. 2A, the set of scores can include the concept scores 204b and the reliability

scores 208b. The concept scores 204b can be used to indicate respective affinities

between the entity attributes 204a and predetermined attributes associated with one

or more reference entities. As described previously, each individual concept score

indicates a degree of similarity between an applicable entity attribute and the



attributes of two opposite entities within a single concept pair. In addition, the

reliability scores 208b for each of the collection of documents 209a can be used to

indicate whether content extracted from a particular webpage 209a accurately

represents the entity.

[00140] The process 400A can include identifying a subset of the plurality of search

results (440). For instance, after obtaining the collection of documents 209a, the

post-processor 220 can identify the set of filtered documents 209b having reliability

scores with values greater than a threshold value, indicating that these webpages

have satisfy a threshold relevance to be of-interest to the end-user 104. Additionally,

in some implementations, the post-processor 220 can filter the plurality of documents

209a based on the values of the concept scores 204b and/or the match results 208b

from the entity comparison module 214. For example, if the match results 206b

indicate that the target entity has been identified within one or more of the flagged

sources 205, documents that correspond to the flagged sources may be selected

and included within the filtered documents 209b. in another example, the concept

scores 204b can be used to identify specific types of information (e.g., financial

activity, criminal history, presence on a sanctioned list) that are determined have a

greater priority than others n this example, the prioritized information can then be

used to filter the filtered documents 209b to select documents that include the

specific types of prioritized information.

[00141] The process 400A can include computing a priority indicator for the entity

(450). For instance, the aggregator 230 can compute a priority indicator 242 based

on combining the respective values of the concept scores 204b using specific

weighing factors based on the updated match results 206b and the content of the

filtered documents 209b. The specific weighting factors can be customized for the

domain associated with the input search query 202 or the end-user 104 such that the

exact computation of the priority indicator is precisely and uniquely determined for a

specific type of negative media search performed for the particular entity. For

example, if an end-user that is an A L investigator at a banking institution, the

weighting factors can adjusted to positively bias concept scores relating to financial

transactions and indicators associated with the target entity, and the reliability scores

208b associated with the filtered documents 209b that are more relevant to financial



information can also be positively increased such that the content associated with

these documents are more likely to contribute to the priority indicator 242.

[00142] The process 400A can include providing the priority indicator for output

(460). For instance, the compute priority indicator 242 can be provided on the user

interface 300A of the client portal 130. In some implementations, the priority

indicator 242 can be periodically updated based on multiple batch uploads that

include the same target entities. In such implementations, priority indicators from

multiple batch uploads can be used to track the different priority indicators computed

for a particular target entity over a period of time. For example, if the end-user 04 is

interested in tracking behaviors of a particular entity that are associated with

seasonal shifts, periodic computations of the priority indicator, determined based on

running independent negative media search queries for the same target entity at

different time points, can be used to determine changes in web-based activities.

[00143] FIG. 4B illustrates an example of a process 400B for computing a priority

indicator for an entity. Briefly, the process 400B can include receiving data indicating

a search query associated with a negative media search for an entity and a corpus of

documents to be searched using the search query (412), obtaining content from a

particular collection of documents from among the corpus of documents (422),

processing the content obtained from the particular collection of documents (432),

computing multiple scores for the entity (442), aggregating the multiple scores to

compute a priority indicator (452), and enabling a user to perceive the priority

indicator (482).

[00144] In more detail, the process 400B can include receiving data indicating a

search query associated with a negative media search for an entity and a corpus of

documents to be searched using the search query (412). For instance, in the

example illustrated in FIGS. 2A-2D, the query processor 210 may obtain data

indicating the input search query 202 associated with a negative media search for a

target entity. The query processor 210 may also obtain a corpus of documents to be

searched using the input search query 202. The corpus of documents can include

documents that are predetermined to satisfy one or more criteria associated with the

negative media search for the target entity. As described above, a corpus of

documents includes documents that are each ail associated with a specific domain

(e.g., anti-money laundering).



[00145] The process 400B can include obtaining content from a particular collection

of documents from among the corpus of documents (422). For instance, in the

example illustrated in FIGS. 2A-2D, the query processor 210 may obtain content

from the collection of documents 209a from among the corpus of documents. As

described above, the collection documents 209a can represent documents included

within the corpus of documents that are determined to be responsive to the received

search query 202 For example, a document may be determined to be responsive if

it includes one or more text fragments that corresponds to a name of an entity.

[00146] The process 400B can include processing the content obtained from the

particular coilection of documents (432). For instance, in the example illustrated in

FIGS. 2A-2D, the query processor 210 may process the content obtained from the

collection of documents 209a. As an example, the query processor 2 0 may

process text fragments of documents included within the collection of documents

209a to determine a reliability of the documents. In some implementations, the post

processor 220 computes reliability scores for the documents included within the

collection of documents 209a.

[00147] The process 400B can include computing multiple scores for the entity

(442). For instance, in the example illustrated in FIGS. 2A-2D, the system

computers various scores for information associated with the target entity specified

by the search query 202. in particular, the query processor computes the concept

scores 204b, the post-processor 220 computes the reliability scores 208b for the

target entity names and reliability scores for documents included within the collection

of documents. The aggregator 230 additionally computes the domain weights 234

for the concept criteria associated with the concept scores 204b. In other examples,

the system can compute additional scores that are not depicted in FIGS. 2A-2D.

[00148] The process 400B can include aggregating the multiple scores to compute a

priority indicator (452). For instance, in the example illustrated in FIGS. 2A-2D, the

aggregator 230 obtains the domain criteria 232 associated with the search query 202

and generates the domain weights 234 for the concept criteria associated with the

concept scores 204b. The aggregator 230 combines the various scores computed in

step 442 using various techniques to compute the priority indicator 242. As an

example, the aggregator applies a weighing factor to each computed concept score

based on the domain weights of its corresponding concept criteria and then



combines the each of concept scores for a target entity. In some implementations,

the aggregator aggregates the information associated with the concept scores 204b,

the match results 208b, the reliability scores 208b, and the filtered documents 209b

to compute the priority indicator 242 in a manner that is illustrated in FIG. 2D.

[00149] The process 400B can include enabling a user to perceive the priority

indicator (462). For instance, the aggregator 230 provides the computed priority

indicator 242 for each target entity for output. The priority indicator 242 can be

displayed on the client portal 130, which is provided for output by the client device

120. The end-user 104 can then perceive the priority indicators 242 on the client

portal 130 to perform various operations as described above with respect to FIGS.

3∆ ~30.

[00150] FIG. 5 is a block diagram of computing devices 500, 550 that can be used to

implement the systems and methods described in this document, as either a client or

as a server or plurality of servers. Computing device 500 is intended to represent

various forms of digital computers, such as laptops, desktops, workstations, personal

digital assistants, servers, blade servers, mainframes, and other appropriate

computers. Computing device 550 is intended to represent various forms of mobile

devices, such as personal digital assistants, cellular telephones, smartphones, and

other similar computing devices. Additionally, computing device 500 or 550 can

include Universal Serial Bus (USB) flash drives. The USB flash drives can store

operating systems and other applications. The USB flash drives can include

input/output components, such as a wireless transmitter or USB connector that can

be inserted into a USB port of another computing device. The components shown

here, their connections and relationships, and their functions, are meant to be

exemplary only, and are not meant to limit implementations of the inventions

described and/or claimed in this document

[00151] Computing device 500 includes a processor 502, memory 504, a storage

device 508, a high-speed interface 508 connecting to memory 504 and high-speed

expansion ports 510, and a low speed interface 512 connecting to low speed bus 514

and storage device 508. Each of the components 502, 504, 508, 508, 510, and 512,

are interconnected using various busses, and can be mounted on a common

motherboard or in other manners as appropriate. The processor 502 can process

instructions for execution within the computing device 500, including instructions



stored in the memory 504 or on the storage device 508 to display graphical

information for a GUI on an external input/output device, such as display 51 coupled

to high speed interface 508. In other implementations, multiple processors and/or

multiple buses can be used, as appropriate, along with multiple memories and types

of memory. Also, multiple computing devices 500 can be connected, with each

device providing portions of the necessary operations, e.g., as a server bank, a group

of blade servers, or a multi-processor system.

[00152] The memory 504 stores information within the computing device 500. In

one implementation, the memory 504 is a volatile memory unit or units. In another

implementation, the memory 504 is a non-volatile memory unit or units. The memory

504 can also be another form of computer-readable medium, such as a magnetic or

optical disk.

[00153] The storage device 508 is capable of providing mass storage for the

computing device 500. In one implementation, the storage device 508 can be or

contain a computer-readable medium, such as a floppy disk device, a hard disk

device, an optical disk device, or a tape device, a flash memory or other similar solid

state memory device, or an array of devices, including devices in a storage area

network or other configurations. A computer program product can be tangibly

embodied in an information carrier. The computer program product can also contain

instructions that, when executed, perform one or more methods, such as those

described above. The information carrier is a computer- or machine-readable

medium, such as the memory 504, the storage device 508, or memory on processor

502.

[00154] The high speed controller 508 manages bandwidth-intensive operations for

the computing device 500, while the low speed controller 5 2 manages lower

bandwidth intensive operations. Such allocation of functions is exemplary only. In

one implementation, the high-speed controller 508 is coupled to memory 504,

display 516, e.g., through a graphics processor or accelerator, and to high-speed

expansion ports 510, which can accept various expansion cards (not shown). In the

implementation, low-speed controller 512 is coupled to storage device 508 and low-

speed expansion port 514. The low-speed expansion port, which can include

various communication ports, e.g., USB, Bluetooth, Ethernet, wireless Ethernet can

be coupled to one or more input/output devices, such as a keyboard, a pointing



device, microphone/speaker pair, a scanner, or a networking device such as a switch

or router, e.g., through a network adapter. The computing device 500 can be

implemented in a number of different forms, as shown in the figure. For example, it

can be implemented as a standard server 520, or multiple times in a group of such

servers. It can also be implemented as part of a rack server system 524. In

addition, it can be implemented in a personal computer such as a laptop computer

522. Alternatively, components from computing device 500 can be combined with

other components in a mobile device (not shown), such as device 550. Each of such

devices can contain one or more of computing device 500, 550, and an entire

system can be made up of multiple computing devices 500, 550 communicating with

each other.

[00155] The computing device 500 can be implemented in a number of different

forms, as shown in the figure. For example, it can be implemented as a standard

server 520, or multiple times in a group of such servers. It can also be implemented

as part of a rack server system 524. in addition, it can be implemented in a personal

computer such as a laptop computer 522. Alternatively, components from computing

device 500 can be combined with other components in a mobile device (not shown),

such as device 550. Each of such devices can contain one or more of computing

device 500, 550, and an entire system can be made up of multiple computing

devices 500, 550 communicating with each other.

[00156] Computing device 550 includes a processor 552, memory 564, and an

input/output device such as a display 554, a communication interface 586, and a

transceiver 568, among other components. The device 550 can also be provided

with a storage device, such as a micro-drive or other device, to provide additional

storage. Each of the components 550, 552, 564, 554, 586, and 568, are

interconnected using various buses, and several of the components can be mounted

on a common motherboard or in other manners as appropriate.

[00157] The processor 552 can execute instructions within the computing device

550, including instructions stored in the memory 564. The processor can be

implemented as a chipset of chips that include separate and multiple analog and

digital processors. Additionally, the processor can be implemented using any of a

number of architectures. For example, the processor 5 0 can be a CISC (Complex

instruction Set Computers) processor, a RISC (Reduced instruction Set Computer)



processor, or a MISC (Minimal Instruction Set Computer) processor. The processor

can provide, for example, for coordination of the other components of the device

550, such as control of user interfaces, applications run by device 550, and wireless

communication by device 550.

[00158] Processor 552 can communicate with a user through control interface 558

and display interface 556 coupled to a display 554. The display 554 can be, for

example, a TFT (Thin-Film-Transistor Liquid Crystal Display) display or an OLED

(Organic Light Emitting Diode) display, or other appropriate display technology. The

display interface 556 can comprise appropriate circuitry for driving the display 554 to

present graphical and other information to a user. The control interface 558 can

receive commands from a user and convert them for submission to the processor

552. In addition, an external interface 562 can be provide in communication with

processor 552, so as to enable near area communication of device 550 with other

devices. External interface 562 can provide, for example, for wired communication

in some implementations, or for wireless communication in other implementations,

and multiple interfaces can also be used.

[00159] The memory 564 stores information within the computing device 550. The

memory 564 can be implemented as one or more of a computer-readable medium or

media, a volatile memory unit or units, or a non-volatile memory unit or units.

Expansion memory 574 can also be provided and connected to device 550 through

expansion interface 572, which can include, for example, a SIMM (Single In Line

Memory Module) card interface. Such expansion memory 574 can provide extra

storage space for device 550, or can also store applications or other information for

device 550. Specifically, expansion memory 574 can include instructions to carry out

or supplement the processes described above, and can include secure information

also. Thus, for example, expansion memory 574 can be provide as a security

module for device 550, and can be programmed with instructions that permit secure

use of device 550. in addition, secure applications can be provided via the SIMM

cards, along with additional information, such as placing identifying information on

the SIMM card in a non-hackable manner.

[00180] The memory can include, for example, flash memory and/or NVRAM

memory, as discussed below. In one implementation, a computer program product

is tangibly embodied in an information carrier. The computer program product



contains instructions that, when executed, perform one or more methods, such as

those described above. The information carrier is a computer- or machine-readable

medium, such as the memory 564, expansion memory 574, or memory on processor

552 that can be received, for example, over transceiver 568 or external interface

562.

[00181] Device 550 can communicate wireiessly through communication interface

566, which can include digital signal processing circuitry where necessary.

Communication interface 566 can provide for communications under various modes

or protocols, such as GSM voice calls, SMS, EMS, or MMS messaging, CDMA,

TDMA, PDC, WCDMA, CDMA2000, or GPRS, among others. Such communication

can occur, for example, through radio-frequency transceiver 568. in addition, short-

range communication can occur, such as using a Bluetooth, Wi-Fi, or other such

transceiver (not shown) n addition, GPS (Global Positioning System) receiver

module 670 can provide additional navigation- and location- e ated wireless data to

device 550, which can be used as appropriate by applications running on device

550.

[00182] Device 550 can also communicate audibly using audio codec 560, which

can receive spoken information from a user and convert it to usable digital

information. Audio codec 560 can likewise generate audible sound for a user, such

as through a speaker, e.g., in a handset of device 550. Such sound can include

sound from voice telephone calls, can include recorded sound, e.g., voice

messages, music files, etc. and can also include sound generated by applications

operating on device 550.

[00183] The computing device 550 can be implemented in a number of different

forms, as shown in the figure. For example, it can be implemented as a cellular

telephone 580. It can also be implemented as part of a smartphone 582, personal

digital assistant, or other similar mobile device.

[00184] Various implementations of the systems and methods described here can

be realized in digital electronic circuitry, integrated circuitry, specially designed

ASICs (application specific integrated circuits), computer hardware, firmware,

software, and/or combinations of such implementations. These various

implementations can include implementation in one or more computer programs that



are executable and/or interpretable on a programmable system including at least one

programmable processor, which can be special or general purpose, coupled to

receive data and instructions from, and to transmit data and instructions to, a storage

system, at least one input device, and at least one output device.

[00185] These computer programs (also known as programs, software, software

applications or code) include machine instructions for a programmable processor,

and can be implemented in a high-level procedural and/or object-oriented

programming language, and/or in assembly/machine language. As used herein, the

terms "machine-readable medium" "computer-readable medium" refers to any

computer program product, apparatus and/or device, e.g., magnetic discs, optical

disks, memory, Programmable Logic Devices (PLDs), used to provide machine

instructions and/or data to a programmable processor, including a machine-readable

medium that receives machine instructions as a machine-readable signal. The term

"machine-readable signal" refers to any signal used to provide machine instructions

and/or data to a programmable processor.

[00186] To provide for interaction with a user, the systems and techniques described

here can be implemented on a computer having a display device, e.g., a CRT

(cathode ray tube) or LCD (liquid crystal display) monitor for displaying information to

the user and a keyboard and a pointing device, e.g., a mouse or a trackball by which

the user can provide input to the computer. Other kinds of devices can be used to

provide for interaction with a user as well; for example, feedback provided to the user

can be any form of sensory feedback, e.g., visual feedback, auditory feedback, or

tactile feedback; and input from the user can be received in any form, including

acoustic, speech, or tactile input.

[00187] The systems and techniques described here can be implemented in a

computing system that includes a back end component, e.g., as a data server, or

that includes a middleware component, e.g., an application server, or that includes a

front end component, e.g., a client computer having a graphical user interface or a

Web browser through which a user can interact with an implementation of the

systems and techniques described here, or any combination of such back end,

middleware, or front end components. The components of the system can be

interconnected by any form or medium of digital data communication, e.g., a



communication network. Examples of communication networks include a local area

network ("LAN"), a wide area network ("WAN"), and the internet.

[00 8] The computing system can include clients and servers. A client and server

are generally remote from each other and typically interact through a communication

network. The relationship of client and server arises by virtue of computer programs

running on the respective computers and having a client-server relationship to each

other.

[00 9] A number of embodiments have been described. Nevertheless, it will be

understood that various modifications can be made without departing from the spirit

and scope of the invention in addition, the logic flows depicted in the figures do not

require the particular order shown, or sequential order, to achieve desirable results.

In addition, other steps can be provided, or steps can be eliminated, from the

described flows, and other components can be added to, or removed from, the

described systems. Accordingly, other embodiments are within the scope of the

following claims.



CLAIMS

1 . A method performed by one or more computers, the method comprising:

receiving data indicating (i) a search query associated with a negative media

search for an entity, and (ii) a corpus of documents to be searched using the search

query, the corpus of documents including documents that are predetermined to

satisfy one or more criteria associated with the negative media search for the entity;

obtaining content from a particular collection of documents from among the

corpus of documents that are determined to be responsive to the search query;

processing the content obtained from the particular collection of documents;

computing multiple scores for the entity based on processing the content

obtained from the particular collection of documents;

aggregating the multiple scores to compute a priority indicator, the priority

indicator representing a likelihood that the particular collection of documents includes

content descriptive of derogatory information for the entity; and

enabling a user to perceive a representation of the priority indicator.

2 . The method of claim 1 , wherein processing the content obtained from the

particular collection of documents comprises:

computing, for each document included within the particular collection of

documents, a reliability score representing a likelihood that a particular document is

associated with the entity;

determining that the reliability scores for one or more documents does not

satisfy a predetermined threshold; and

removing the one or more documents from the particular collection of

documents based on determining that the reliability scores for one or more

documents does not satisfy the predetermined threshold.

3 . The method of claim 2 , wherein computing the reliability score comprises:

obtaining one or more text fragments from a particular document;

determining a respective topic associated with each of the one or more text

fragments; and

determining a likelihood that at least one of the topics are associated with the

entity.



4 . The method of claim 2 or claim 3 , further comprising:

computing a commonality score that represents a probability that a text

fragment corresponding to a name of the entity will be included in a particular

document included within the particular collection of documents; and

wherein the reliability scores that are computed for each document included

within the particular collection of documents is computed based at least on the

computed commonality score

5 . The method of any preceding claim, wherein computing the multiple scores

comprises computing one or more concept scores that each represent a likelihood

that the entity is associated with a predetermined negative attribute of the entity

based on processing the content obtained from the particular collection of

documents.

6 . The method of claim 5 , wherein the one or more concept scores are

computed based at least on determining that the entity is included in a list of

sanctioned entities.

7 . The method of claim 5 or claim 8 , wherein computing the multiple scores

comprises computing, for each document included within the particular collection of

documents, a relevancy score representing a likelihood that a particular document

includes content that is descriptive of a predetermined negative attribute of the entity.

8 . The method of claim 7 , further comprising:

determining a number of concept scores that satisfy a first threshold value

associated with the predetermined negative attribute of the entity;

determining a number of documents included within the particular collection of

documents that are determined to have a relevancy score that satisfies a second

threshold value associated with the predetermined negative attribute of the entity;

and

wherein the priority indicator is computed based at least on (i) the

number of concept scores that satisfy the first threshold value and (ii) the

number of documents included within the particular collection of documents

that have a relevancy score that satisfies the second threshold value.



9 . A method performed by one or more computers, the method comprising:

receiving a search query associated with an entity;

obtaining data corresponding to documents that are determined to be

responsive to the search query;

receiving data indicating one or more criteria associated with a negative

media search;

identifying a corpus of documents within the obtained documents that are

determined to satisfy at least one of the one or more criteria associated with a

negative media search;

generating a search index that identifies the corpus of documents; and

providing the search index for output to a search engine.

0 . The method of claim 9 , further comprising:

obtaining user input data indicating that one or more documents included in

the corpus of documents are determined not to be relevant to the negative media

search; and

in response to obtaining the user input data indicating that one or more

documents included in the corpus of documents are determined not to be relevant to

the negative media search, adjusting the search index to identify a corpus of

documents that does not include the one or more documents.

. The method of claim 9 or claim 10, wherein the data indicating the one or

more criteria identifies a particular type of negative media search that is performed

by a regulatory organization.

12. The method of any of claims 9 to 1 , wherein the corpus of documents

includes documents that are predetermined to be associated with the entity.

13. A system comprising:

one or more computers; and

one or more storage devices storing instructions that, when executed by the

one or more computers, cause the one or more computers to perform operations

comprising:



receiving data indicating (i) a search query associated with a negative

media search for an entity, and (ii) a corpus of documents to be searched

using the search query, the corpus of documents including documents that

are predetermined to satisfy one or more criteria associated with the negative

media search for the entity;

obtaining content from a particular collection of documents from among

the corpus of documents that are determined to be responsive to the search

query;

processing the content obtained from the particular collection of

documents;

computing multiple scores for the entity based on processing the

content obtained from the particular collection of documents;

aggregating the multiple scores to compute a priority indicator, the

priority indicator representing a likelihood that the particular collection of

documents includes content descriptive of derogatory information for the

entity; and

enabling a user to perceive a representation of the priority indicator

14. The system of claim 13, wherein processing the content obtained from the

particular collection of documents comprises:

computing, for each document included within the particular collection of

documents, a reliability score representing a likelihood that a particular document is

associated with the entity;

determining that the reliability scores for one or more documents does not

satisfy a predetermined threshold; and

removing the one or more documents from the particular collection of

documents based on determining that the reliability scores for one or more

documents does not satisfy the predetermined threshold

15. The system of claim 14, wherein computing the reliability score comprises:

obtaining one or more text fragments from a particular document;

determining a respective topic associated with each of the one or more text

fragments; and



determining a likelihood that at least one of the topics are associated with the

entity

16. The system of claim 14 or claim 15, further comprising:

computing a commonality score that represents a probability that a text

fragment corresponding to a name of the entity will be included in a particular

document included within the particular collection of documents; and

wherein the reliability scores that are computed for each document included

within the particular collection of documents is computed based at least on the

computed commonality score.

17. The system of any of claims 13 to 18, wherein computing the multiple scores

comprises computing one or more concept scores that each represent a likelihood

that the entity is associated with a predetermined negative attribute of the entity

based on processing the content obtained from the particular collection of

documents.

18. The system of claim 7 , wherein the one or more concept scores are

computed based at least on determining that the entity is included in a list of

sanctioned entities.

19. The system of claim 18, wherein computing the multiple scores comprises

computing, for each document included within the particular collection of documents,

a relevancy score representing a likelihood that a particular document includes

content that is descriptive of a predetermined negative attribute of the entity.

20. The system of claim 9 , further comprising:

determining a number of concept scores that satisfy a first threshold value

associated with the predetermined negative attribute of the entity;

determining a number of documents included within the particular collection of

documents that are determined to have a relevancy score that satisfies a second

threshold value associated with the predetermined negative attribute of the entity;

and



wherein the priority indicator is computed based at least on (i) the

number of concept scores that satisfy the first threshold value and (ii) the

number of documents included within the particular collection of documents

that have a relevancy score that satisfies the second threshold value.



AMENDED CLAIMS
received by the International Bureau on 1 1 July 2017 (11.07.2017)

1. A method performed by one or more computers, the method comprising:

receiving data indicating (i) a search query associated with a negative media search

for an entity, and (ii) a corpus of documents to be searched using the search query, the corpus

of documents including documents that are predetermined to satisfy one or more criteria

associated with the negative media search for the entity;

obtaining content from a particular collection of documents from among the corpus of

documents that are determined to be responsive to the search query;

processing the content obtained from the particular collection of documents;

computing multiple scores for the entity based on processing the content obtained

from the particular collection of documents, the multiple scores comprising at least:

(i) a first set of scores representing respective likelihoods that the entity

belongs to one or more groups of reference entities that are predetermined to be

associated with derogatory information, and

(ii) a second set of scores representing respective likelihoods that documents

within the particular collection of documents are associated with the entity;

aggregating the multiple scores to compute a priority indicator, the priority indicator

representing a likelihood that the particular collection of documents includes content

descriptive of derogatory information for the entity; and

enabling a user to perceive a representation of the priority indicator.

2 . The method of claim 1, wherein processing the content obtained from the particular

collection of documents comprises:

computing, for each document included within the particular collection of

documents, a reliability score representing a likelihood that a particular document is

associated with the entity;

determining that the reliability scores for one or more documents does not satisfy a

predetermined threshold; and

removing the one or more documents from the particular collection of documents

based on determining that the reliability scores for one or more documents does not satisfy

the predetermined threshold.

3 . The method of claim 2, wherein computing the reliability score comprises:

obtaining one or more text fragments from a particular document;



determining a respective topic associated with each of the one or more text fragments;

and

determining a likelihood that at least one of the topics are associated with the entity.

4 . The method of claim 2 or claim 3, further comprising:

computing a commonality score that represents a probability that a text fragment

corresponding to a name of the entity will be included in a particular document included

within the particular collection of documents; and

wherein the reliability scores that are computed for each document included within

the particular collection of documents is computed based at least on the computed

commonality score.

5 . The method of any one of claims 1-3, wherein computing the multiple scores

comprises computing one or more concept scores that each represent a likelihood that the

entity is associated with a predetermined negative attribute of the entity based on processing

the content obtained from the particular collection of documents.

6 . The method of claim 5, wherein the one or more concept scores are computed based

at least on determining that the entity is included in a list of sanctioned entities.

7 . The method of claim 5, wherein computing the multiple scores comprises computing,

for each document included within the particular collection of documents, a relevancy score

representing a likelihood that a particular document includes content that is descriptive of a

predetermined negative attribute of the entity.

8 . The method of claim 7, further comprising:

determining a number of concept scores that satisfy a first threshold value associated

with the predetermined negative attribute of the entity;

determining a number of documents included within the particular collection of

documents that are determined to have a relevancy score that satisfies a second threshold

value associated with the predetermined negative attribute of the entity; and

wherein the priority indicator is computed based at least on (i) the number of

concept scores that satisfy the first threshold value and (ii) the number of documents



included within the particular collection of documents that have a relevancy score that

satisfies the second threshold value.

9 . A method performed by one or more computers, the method comprising:

receiving a search query associated with an entity;

obtaining data corresponding to documents that are determined to be responsive to the

search query;

receiving data indicating one or more criteria associated with a negative media search,

the one or more criteria specifying at least a collection of documents indicating respective

likelihoods that the entity belongs to one or more groups of reference entities that are

predetermined to be associated with derogatory information;

identifying a corpus of documents within the obtained documents that are determined

to satisfy at least one of the one or more criteria associated with a negative media search;

generating a search index that identifies the corpus of documents; and

providing the search index for output to a search engine.

10. The method of claim 9, further comprising:

obtaining user input data indicating that one or more documents included in the

corpus of documents are determined not to be relevant to the negative media search; and

in response to obtaining the user input data indicating that one or more documents

included in the corpus of documents are determined not to be relevant to the negative media

search, adjusting the search index to identify a corpus of documents that does not include the

one or more documents.

11. The method of claim 9 or claim 10, wherein the data indicating the one or more criteria

identifies a particular type of negative media search that is performed by a regulatory

organization.

12. The method of claim 9, wherein the corpus of documents includes documents that are

predetermined to be associated with the entity.

13. A system comprising:

one or more computers; and



one or more storage devices storing instructions that, when executed by the one or

more computers, cause the one or more computers to perform operations comprising:

receiving data indicating (i) a search query associated with a negative media

search for an entity, and (ii) a corpus of documents to be searched using the search

query, the corpus of documents including documents that are predetermined to satisfy

one or more criteria associated with the negative media search for the entity;

obtaining content from a particular collection of documents from among the

corpus of documents that are determined to be responsive to the search query;

processing the content obtained from the particular collection of documents;

computing multiple scores for the entity based on processing the content

obtained from the particular collection of documents, the multiple scores comprising

at least:

(i) a first set of scores representing respective likelihoods that the

entity belongs to one or more groups of reference entities that are

predetermined to be associated with derogatory information, and

(ii) a second set of scores representing respective likelihoods that

documents within the particular collection of documents are associated with

the entity;

aggregating the multiple scores to compute a priority indicator, the priority

indicator representing a likelihood that the particular collection of documents includes

content descriptive of derogatory information for the entity; and

enabling a user to perceive a representation of the priority indicator.

14. The system of claim 13, wherein processing the content obtained from the particular

collection of documents comprises:

computing, for each document included within the particular collection of

documents, a reliability score representing a likelihood that a particular document is

associated with the entity;

determining that the reliability scores for one or more documents does not satisfy a

predetermined threshold; and

removing the one or more documents from the particular collection of documents

based on determining that the reliability scores for one or more documents does not satisfy

the predetermined threshold.



15. The system of claim 14, wherein computing the reliability score comprises:

obtaining one or more text fragments from a particular document;

determining a respective topic associated with each of the one or more text fragments;

and

determining a likelihood that at least one of the topics are associated with the entity.

16. The system of claim 14 or claim 15, further comprising:

computing a commonality score that represents a probability that a text fragment

corresponding to a name of the entity will be included in a particular document included

within the particular collection of documents; and

wherein the reliability scores that are computed for each document included within

the particular collection of documents is computed based at least on the computed

commonality score.

17. The system of any of claims 13 to 15, wherein computing the multiple scores

comprises computing one or more concept scores that each represent a likelihood that the

entity is associated with a predetermined negative attribute of the entity based on processing

the content obtained from the particular collection of documents.

18. The system of claim 17, wherein the one or more concept scores are computed based

at least on determining that the entity is included in a list of sanctioned entities.

19. The system of claim 18, wherein computing the multiple scores comprises computing,

for each document included within the particular collection of documents, a relevancy score

representing a likelihood that a particular document includes content that is descriptive of a

predetermined negative attribute of the entity.

20. The system of claim 19, further comprising:

determining a number of concept scores that satisfy a first threshold value associated

with the predetermined negative attribute of the entity;

determining a number of documents included within the particular collection of

documents that are determined to have a relevancy score that satisfies a second threshold

value associated with the predetermined negative attribute of the entity; and



wherein the priority indicator is computed based at least on (i) the number of

concept scores that satisfy the first threshold value and (ii) the number of documents

included within the particular collection of documents that have a relevancy score that

satisfies the second threshold value.

21. The method of claim 1, further comprising:

determining a set of attributes for the entity based on processing the content obtained

from the particular collection of documents;

obtaining data specifying (i) a plurality of reference entities, and (ii) a set of reference

attributes for each of the plurality of reference entities;

computing a concept score corresponding to each of the plurality of reference entities

based on comparing the set of attributes for the entity and the set of reference attributes for

each of the plurality of reference entities.

22. The method of claim 1, further comprising:

determining one or more additional entities that are associated with the entity;

executing a second search query associated with a negative media search for each of

the one or more additional entities to identify a second collection of documents that are

responsive to the second search query;

obtaining content from the second collection of documents;

processing the content obtained from the second collection of documents;

computing multiple scores for each of the one or more additional entities based on

processing the content obtained from the second collection of documents;

aggregating the respective multiple scores for each of the one or more additional

entities to compute a priority indicator for each of the one or more additional entities.
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