Title: PROCESSING AND FULFILLING NATURAL LANGUAGE TRAVEL REQUESTS

Abstract: Systems and methods that process natural language travel requests are described herein. According to some embodiments, methods for processing natural language travel requests may include: (a) decoding itinerary components from a natural language travel request, (b) determining a node type for each of the itinerary components, (c) ascertaining dependencies between each of the itinerary components based upon respective node types, (d) generating an unconstrained schedule using the itinerary components and respective dependencies therebetween, and (d) allocating available inventory to each of the itinerary components according to the unconstrained schedule to fulfill the natural language travel request.
PROCESSING AND FULFILLING NATURAL LANGUAGE TRAVEL REQUESTS

CROSS REFERENCE TO RELATED APPLICATIONS

[0001] This application claims the priority benefit of U.S. provisional patent application serial number 61/452,633, filed on March 14, 2011. This application relates to the Applicants’ co-pending U.S. non-provisional patent application serial number 13/419,989, filed on March 14, 2012, and to the Applicants’ co-pending U.S. non-provisional patent application serial number xx/xxx,xxx, filed on March 14, 2012. All of the above referenced applications are hereby incorporated by reference herein in their entirety.

FIELD OF THE PRESENT TECHNOLOGY

[0002] The present technology relates generally to the processing and fulfilling natural language travel requests, and more specifically, but not by way of limitation to an exchange that allows suppliers to provide inventory records and customers to input travel itinerary requests in a natural language format, and fulfills the travel itinerary requests by applying pattern recognition artificial intelligence and/or semantic parsing to inventory records and travel itinerary requests to obtain matches therebetween.

BACKGROUND

[0003] The ability to sell more inventory/content and to sell current inventory more efficiently and to differentiate product is extremely important and urgent to suppliers, especially in the travel and hospitality industries. Additionally, consumers want and need more choice and inventory/content. The current legacy supply chain for fulfilling
travel related needs of consumers is complicated and remains under the control of various companies, most of which directly or indirectly compete with one another. Even if those within the supply chain are not hindered from cooperating by competition, balkanization of services/responsibilities within a single supplier may further hinder these legacy supply chains. For example, with respect to an airline, current inventory may be maintained by one entity or department while flights are managed by another department and/or business. Moreover, airline rules and pricing may be managed by yet another department and/or business. Business processes that interact with these legacy systems must be structured to correspond to these entities and their rules. For each entity, a completely different set of requirements may be imposed upon business processes that depend upon these entities. In sum, the structures of these legacy supply chain systems make it extremely difficult, if not impractical, to properly aggregate offerings and/or add new inventory/content that would be recognized and accepted by the legacy systems.
SUMMARY OF THE PRESENT TECHNOLOGY

[0004] According to some embodiments, the present technology may be directed to methods for processing natural language travel requests that may include: (a) decoding itinerary components from a natural language travel request, (b) determining a node type for each of the itinerary components, (c) ascertaining dependencies between each of the itinerary components based upon respective node types, (d) generating an unconstrained schedule using the itinerary components and respective dependencies therebetween, and (d) allocating available inventory to each of the itinerary components according to the unconstrained schedule to fulfill the natural language travel request.

[0005] According to other embodiments, the present technology may be directed to system for processing natural language travel requests that may include: (a) a memory for storing executable instructions; (b) a processor for executing the instructions; (c) a pattern recognition artificial intelligence engine stored in memory and executable by the processor to decode itinerary components from a natural language travel request; and (d) a scheduler module stored in memory and executable by the processor to: (i) determine a node type for each of the itinerary components; (ii) ascertain dependencies between each of the itinerary components based upon respective node types; (iii) generate an unconstrained schedule using the itinerary components and respective dependencies therebetween; and (iv) allocate available inventory to each of the itinerary components according to the unconstrained schedule to fulfill the natural language travel request.
BRIEF DESCRIPTION OF THE DRAWINGS

[0006] Certain embodiments of the present technology are illustrated by the accompanying figures. It will be understood that the figures are not necessarily to scale and that details not necessary for an understanding of the technology or that render other details difficult to perceive may be omitted. It will be understood that the technology is not necessarily limited to the particular embodiments illustrated herein.

[0007] FIG. 1 illustrates an exemplary architecture for practicing aspects of the present technology.

[0008] FIG. 2 illustrates an exemplary itinerary processing system, constructed in accordance with the present technology.

[0009] FIG. 3 illustrates flow diagram of events through an exchange system.

[0010] FIG. 4 illustrates a flow diagram on an exemplary method for processing natural language travel requests.

[0011] FIG. 5 illustrates an exemplary method for notifying suppliers of a natural language travel request.

[0012] FIG. 6 illustrates an exemplary flow diagram of a process for fulfilling a schedule.

[0013] FIG. 7 is a block diagram of an exemplary computing system for implementing embodiments of the present technology.
DETAILED DESCRIPTION OF EXEMPLARY EMBODIMENTS

[0014] While this technology is susceptible of embodiment in many different forms, there is shown in the drawings and will herein be described in detail several specific embodiments with the understanding that the present disclosure is to be considered as an exemplification of the principles of the technology and is not intended to limit the technology to the embodiments illustrated.

[0015] It will be understood that like or analogous elements and/or components, referred to herein, may be identified throughout the drawings with like reference characters. It will be further understood that several of the figures are merely schematic representations of the present technology. As such, some of the components may have been distorted from their actual scale for pictorial clarity.

[0016] Generally speaking, the present technology comprises systems, methods, and media for processing natural language travel requests. More specifically, but not by limitation, the present technology may fulfill travel requests in the form of natural language expressions of a travel itinerary. The present technology provides an efficient and simplified supply chain for the addition, organization, and consumption of inventory, together with a simplified distribution model. Additionally, the systems provided herein may also interact seamlessly with, and coexist with, legacy systems.

[0017] Advantageously, the present technology provides increased efficiency and capabilities, allowing access to greater amounts of content that may be utilized to fulfill natural language travel requests. Unlike most systems or search engines, where a URL is provided as a solution or a few thousand options for a single request or a component of a request, the preset technology provides coherent solution(s) for natural language travel requests.

[0018] Additionally, the present technology may be implemented within the context of an exchange system that allows suppliers to provide inventory records and
customers to input travel itinerary requests in a natural language format, and fulfills the travel itinerary requests by applying pattern recognition artificial intelligence and/or semantic parsing to inventory records and travel itinerary requests to obtain matches therebetween.

[0019] Referring to the collective drawings (e.g., FIGS. 1-7), the present technology may facilitate an exchange that fulfills natural language travel requests. The present technology may be implemented within the context of an exemplary architecture 100, hereinafter "architecture 100" as shown in FIG. 1. The architecture 100 may be described as generally including an exchange 105. Consumers 110 and third party suppliers 115 may communicatively couple with either the exchange 105, via a network 120. It is noteworthy to mention that the network 120 may include any one (or combination) of private or public communications networks such as the Internet. The consumers 110 may interact with the exchange 105 via end user client devices that access a web based interface, or an application resident on the end user client device.

[0020] In some embodiments, the third party suppliers 115 may communicatively couple with the exchange 105 over the network 120 via an application programming interface ("API"). It is noteworthy that other methods/systems that allow the third party suppliers 115 and the exchange 105 to communicatively couple with one another, that would be known to one or ordinary skill in the art are likewise contemplated for use in accordance with the present disclosure.

[0021] For the purposes of brevity and clarity, certain functional and/or structural aspects of the exchange 105 will be described in greater detail herein. More specifically, but not by way of limitation, the present disclosure will address the processing and fulfillment of natural language travel requests. Additional details regarding the exchange 105 may be found in co-pending U.S. non-provisional patent application serial number X, filed on X, which is hereby incorporated by reference herein in its entirety.
According to some embodiments, the exchange 105 may include a cloud-based computing environment. In general, a cloud-based computing environment is a resource that typically combines the computational power of a large grouping of processors and/or that combines the storage capacity of a large grouping of computer memories or storage devices. For example, systems that provide a cloud resource may be utilized exclusively by their owners, such as Google™ or Yahoo!™; or such systems may be accessible to outside users who deploy applications within the computing infrastructure to obtain the benefit of large computational or storage resources.

The cloud may be formed, for example, by a network of web servers, with each web server (or at least a plurality thereof) providing processor and/or storage resources. These servers may manage workloads provided by multiple users (e.g., cloud resource consumers or other users). Typically, each user places workload demands upon the cloud that vary in real-time, sometimes dramatically. The nature and extent of these variations typically depend on the type of business associated with the user.

The exchange 105 may be generally described as a particular purpose computing environment that includes executable instructions that are configured to receive and fulfill natural language requests, such as travel itinerary requests.

In some embodiments, the exchange 105 may include executable instructions in the form of an itinerary processing and fulfillment application, hereinafter referred to as "application 200" that provides various functionalities that will be described in greater detail herein. FIG. 2 illustrates and exemplary schematic diagram of the application 200.

The application 200 is shown as generally comprising components such as a semantic parsing module, hereinafter "parsing module 205," a pattern recognition artificial intelligence engine, hereinafter "AI engine 210," a scheduler module 215, and a modifications module 220. It is noteworthy that the application 200 may include
additional modules, engines, or components, and still fall within the scope of the present technology. As used herein, the terms "module" and "engine" may also refer to any of an application-specific integrated circuit ("ASIC"), an electronic circuit, a processor (shared, dedicated, or group) that executes one or more software or firmware programs, a combinational logic circuit, and/or other suitable components that provide the described functionality. In other embodiments, individual components of the application 200 may include separately configured web servers.

[0027] FIG. 3 includes an exemplary flow diagram that illustrates the flow of data from a publishing environment into an exchange, along with the receipt of natural language travel requests and their fulfillment. While functional details regarding how the exchange 105 processes and fulfills natural language travel requests will be described with reference to additional figures described below (e.g., FIGS 4-6), the overall operational flow of the exchange system 105 is shown in FIG. 3.

[0028] Referring now to FIGS. 2 and 4 collectively, the search module 205 may utilize the parsing module 205 to interpret the natural language queries. FIG. 4 illustrates a flowchart of an exemplary method for processing natural language travel requests.

[0029] According to some embodiments, the parsing module 205 may assume an a priori knowledge of certain structures and intent over a class of information, for example, the hospitality and travel space.

[0030] Initially, it is noteworthy to mention that the natural language travel requests received by the parsing module 205 may comprise a textual request, a spoken (e.g., audio format) request, a location based request, an input based request (e.g., a click of an object on a map), and a global positioning signal, and/or any combinations thereof. Moreover, in some instances, the request may comprise a non-natural language request, such as a keyword request, a Boolean phrase, and so forth.

[0031] In this sense, the information requested by the end user in natural language may not be parsed by the parsing module 205 for grammar in the sense that a normal
parser would operate. Rather, the parsing module 205 may infer a pre-determined set of information through a pattern recognition artificial intelligence module, such as the AI engine 210.

[0032] More specifically, the parsing module 205 may first (Step 405) delimit the natural language query. For example, the parsing module 205 may determine inventory components in the query.

[0033] The parsing module 205 may parse through each delimited string (Step 410), and transmit the delimited strings to the AI engine 210. The AI engine 210 may employ a combination of phraseology and keyword inference (Step 415) to decode what type of request is being made. The AI engine 210 may reference the metadata database and the equivalence class database. Keywords included in an AI pattern recognition database may direct the AI engine 210 to appropriate content categories for the itinerary components included in the request (Step 420). The AI engine 210 may employ additional inferential methods as well as statistical methods and frequency to determine where and how to match content to the request.

[0034] The parsing module 205 may evaluate each word of the sentence. If no keywords are found, nothing is constructed. However the AI engine 210 may employ a "similar to" inference functionality which allows for variation among the phraseology to account for different ways that natural language queries may be structured such as incorrect spelling, grammar, and similar contingencies.

[0035] Once the parsing module 205 has determined the itinerary components included in the natural language travel request, the parsing module 205 determining a node type for each of the itinerary components and ascertain dependencies between each of the itinerary components based upon respective node types. It will be understood that the parsing module may effectuate construction of itineraries in a variety of manners. For example, the parsing module 205 may parse the words of the request in a sequential manner. The parsing module 205 may also parse the request to
determine categories of itinerary components included in the request. In other
instances, the parsing module 205 may delimit the request.

[0036] According to some embodiments, the parsing module 205 may utilize a
directed acyclic graph ("DAG"), also referred to as an "itinerary network," to interpret
natural language queries. The information extracted by the parsing module 205 may be
utilized to generate an itinerary network that provides a further dynamic intelligence to
the parser module 205 in understanding the requested, parsed information, and assist
the parsing module 205 in determining the logical and logistics connections (e.g.,
location, time, and traveler preference based dependencies) possible.

[0037] In some instances, itinerary components may comprise travel or non-travel
node types. For travel node types, the parsing module 205 may obtain source and
destination information from relevant itinerary components (Steps 425 and 430). If they
do not exist on the itinerary network, the parsing module 205 may add them to the
itinerary network. For non-travel nodes, the parsing module 205 may determine if the
node has a time or location dependency to another node (Step 435). If the node does
have a dependency, the parsing module 205 checks to see if the dependent node exists.
If it does not the parsing module 205 will create the node and populate the node with
any necessary attributes (Step 440).

[0038] According to some embodiments, the parsing module may also identify
traveler preferences. Traveler preferences can include general or specific preferences
and are requested or ordered in natural language. For example, "give me cheapest
flight, do not book me into any Hilton hotels," "provide me four-star hotels or better,"
and "If I am in San Francisco book me into the San Mateo Sofitel hotel." - just to name a
few.

[0039] The process of identifying nodes for itinerary components and interrelating
these nodes may be referred to a generating an itinerary network. The itinerary
network may be utilized by the scheduler module 215 to generate an unconstrained schedule for the natural language request, as will be described in greater detail herein. [0040] It will be understood that the parsing module 205 may generates an itinerary network in any order, allowing itinerary components to be inserted into the itinerary network when a starting/ending reference point has been established, such as when the source and destination itinerary components are identified. An exemplary itinerary network 500 is illustrated in FIG. 5, and is constructed from the natural language travel request, "From Toronto to Seattle. From Seattle to Tokyo. Stay at any preferred hotel with a buckwheat pillow. Reservations and Daniel's Broiler and a well known sushi restaurant near my hotel in Tokyo."

[0041] Additionally, the following traveler preferences that were received in natural language format include: "give me lowest cost tickets," "Exclude Hilton chain," "Route me through Cincinnati on route to Seattle," "Integrate my calendar and exclude red category." as well as many other traveler preferences which would be known to one of ordinary skill the art with the present disclosure before them.

[0042] Additionally, the parsing module 205 may populate each itinerary component with attributes identified by the AI engine 210, such as node type and dependencies.

[0043] The parsing module 205 may then establish dependencies between appropriate itinerary components. There is an extended set of dependencies that extend from the normal start-start, start-finish, finish-start, and finish-finish to parent-child, local dependency, and so forth. Other exemplary dependencies may include, but are not limited to: Air-Connect, Local-Connect, Activity, Location, Time, Time and Location, Logical-Connect, and dependencies that relate to the travel data of another traveler such as "Travel Together" and "Travel Meet At."

[0044] Time dependencies may be utilized to generate itinerary schedules in reverse order, based upon an end point. For example, using a scheduled meeting as an end
point, the present technology may create and fulfill a travel itinerary for a customer that ensures that the customer arrives in the proper location and at the proper point in time to allow them to attend the scheduled meeting.

[0045] Once node types and dependencies have been established for the itinerary components of the natural language request, the parsing module 205 may generate an adjacency matrix using the itinerary components and their respective dependencies. Utilizing the adjacency matrix, the parsing module may create a itinerary network using the adjacency matrix.

[0046] Next, the parsing module 205 may determine a topological ordering of itinerary components using the itinerary network. It is noteworthy that the topological ordering of itinerary components may comprise an arrangement of the itinerary components using their respective location and time dependencies used by the scheduling module 215 to generate an unconstrained schedule, as will be discussed in greater detail below.

[0047] Conceptually, the parsing module 205 and AI engine 210 may utilize the itinerary network to inform the scheduling module 215 in generating schedules and allocating inventory to the schedules. For example if an itinerary node includes an activity, or location dependent node such as a theatre, restaurant, hotel, conference, or the like, the parsing module 205 will understand the activity must take place in a city. So depending on the phraseology encountered by the AI engine 210, the AI engine 210 may loop through the admissible ways of saying "I'm here" and compare the location against a city dictionary list. If the city is valid, the AI engine 210 may look for the city name in the itinerary network, creating a node if the AI engine 210 does not find an appropriate node, or adding the activity node with a time/location dependency underneath.

[0048] Dependent activities may have their own dependencies as well. For example, local transportation between a restaurant and a conference. Moreover, preferences
associated with each dependent node may appear as another level of dependency, for example a buckwheat pillow for your hotel room.

[0049] At each level the parsing module 205 may check to see if a desired node present in the itinerary network, and creates nodes as needed. Since each city, activity has a time dependency as well as a location dependency, in complex itineraries with multiple cities being visited multiple times by multiple people the parsing module 205 may prevent confusion relative to a dependent node's dependencies relative to location and time. The parsing module 205 may also inform the consumer they he has asked for a hotel in a city to which the consumer is not traveling.

[0050] If the parsing module 205 determines a travel phrase or keyword, the parsing module 205 may infer there must be a source and destination, and mode of travel therebetween. The parsing module 205 may further infer what kind of travel is most appropriate, so a consumer will not find himself driving or taking the train from Miami to Manchester, U.K.

[0051] The parsing module 205 may not dictate mode of travel however, a consumer may choose to take any form of transportation desired. The parsing module 205 may send the phrase to the AI engine 210, extract the source and destination cities, match them against the city list dictionary, and check the network for the nodes existence and add them if necessary. The AI engine 210 may then add the travel node and a travel dependency between the travel node and the two cities to the itinerary network.

[0052] Therefore, a consumer may ask for any itinerary, in any order, and the present technology may produce correctly networked schedule. For example, the present technology may take the natural language phrase, "I want to go from Seattle to Dallas, Miami to Atlanta, Dallas to Miami, Toronto to Seattle." The parsing module 205 may create an itinerary network which linked Toronto to Seattle to Dallas to Miami to Atlanta. As before, additional content nodes and dependencies may be added as required.
The parser 205 may understand the different types of dependencies that occur. For instance, in Toronto there may be an Italian restaurant called Pizza Banfi. If a traveler preference indicates a hometown of Toronto, or location-based data from a consumers' cellphone indicates that the consumer is Toronto, and consumer requests "From Pizza Banfi to Seattle", the AI engine 210 may understand that the consumer requires transport between two points, but that one point is a city, and the other is a dependent node belonging to another city. The AI engine 205 may create the Toronto node, place the restaurant as a dependent node, arrange for transport to the airport which is local dependency, a flight dependency between the two cities right after it creates the Seattle node.

The scheduling module 215 may be executed to generate an unconstrained schedule from the itinerary network (e.g., DAG).

The generation of an unconstrained schedule established the earliest start and latest finish for all nodes and hence the initial starting point for all requests pertinent to the content represented by the nodes. The scheduling module 215 then employs one of several methods to resolve the allocation of content (e.g., inventory) to the requests for content and fill the itinerary.

The scheduling module 215 may apply an Adaptive Method that "levels" the itinerary. For example, the scheduling module 215 may search content within the topological ordering. Each line item in the topology may be considered, the exchange searched, and/or offers obtained from the suppliers. The content request is established by the scheduling module 215 from the node type and its attributes as filled out by the parsing module 205. These attributes also include general and specific preferences. A set of valid options may be obtained and ordered by the traveler preferences.

Further, the scheduling module 215 may employ additional methods to allocate inventory to the request. In a "best alternative" mode, a best alternative (e.g., available inventory) is selected that comprises the content selection that is at the top of
the list sorted by traveler preferences. This then sets the starting conditions for successor nodes in the topology and the topology is then recursed by the scheduling module 215 using only the best client alternatives. In some instances, a specific best path itinerary can be identified.

[0058] Additionally, the itinerary can be optimized with respect to an equivalence class of airline tickets, where the result from selecting a specific airline ticket does not impact the remainder of the itinerary.

[0059] In an "all possible" mode, each alternative (up to some arbitrary limit) of the sorted list of nodes by client preferences may be considered by the scheduling module 215 and a separate itinerary developed for each. The scheduling module 215 processes each line item in the topology by applying a recursion algorithm.

[0060] The results of this modal process may generate many different itineraries whose costs and time frames can vary substantially. These itineraries may be sorted in different ways using multiple sorting criteria; (shortest, lowest cost); (lowest cost, shortest); and so forth. The scheduling module 215 can dynamically schedule robustness into the schedule in the sense that it can maintain specific times required between flights; these can be in minutes, hours or days. The scheduler will automatically extend hotel stays if the flights do not leave on the same day as the hotel checkout.

[0061] The scheduling module 215 may create time and space dependent solutions to the logical schedule dynamically, based on the offers made to the requested itinerary from suppliers. The scheduling module 215 maintains the dependencies so that requests remain accurate with respect to the current solution. In this manner the logistics of travel are maintained and their constraints adhered to.

[0062] The scheduling module 215 may be configured to always return a solution, even if the constraints cannot be met. This solution may comprise the closest available under the constraints and options that have been requested. It is noteworthy that when
inventories for content are tight, it could take an extremely long time to find any solution. Therefore an "approximate fit" schedule may be preferred to no schedule.

[0063] The scheduling module 215 may be configured to generate a leveled solution where the scheduling module 215 may allow requests to level out in time across the itinerary, showing when solutions are available. Thus, if a customer books a flight today to San Francisco, the scheduling module 215 may allow a solution for tomorrow if that is the only alternative.

[0064] The scheduling module 215 may also provide one or more possible schedules (solutions) to the exchange 105 (FIG. 1) in either a sequential or leveled manner. In the sequential method, all dependencies for a specific aspect of the itinerary may be filled before it is submitted to the exchange 105. An alternative method allows the scheduling module 215 to maintain the times and dates specified, and only offers that match these times and dates are allowed.

[0065] Referring now to FIGS. 2 and 6 collectively, the scheduling module 215 may transmit itinerary components and/or entire itinerary schedules (such as the itinerary network) to the exchange 105. The exchange 105 may employ a listener that immediately picks up the new requested line item or itinerary (Step 605). Line items or an itinerary may also be referred to as a "request." The listener may identify the itinerary components (nodes) (Step 610), and/or a buyer profile or content profile associated with the itinerary (Step 615). The listener may compose a list of the suppliers that have indicated that they want to bid on these types of line items or itineraries (Step 620). Suppliers may be notified of these requests and can then analyze them and bid on them or entire itinerary (Step 625). The transactions made available to the suppliers contain the entire content, inferential information, and/or semantics of the request together with a framework for interpreting the same. The supplier can either determine to respond by looking at its inventory and availability. In other instances, the supplier can dynamically decide what to do with the content and price through its own legacy
systems. Alternatively, the exchange 105 makes available APIs to interrogate the platform for any requests that the supplier may want to look at. For example, City-Pair for flights and/or Activity Keyword or partial Keyword. In some embodiments, the default listener is the exchange itself that will process, search and respond to every request.

[0066] Offers may be written back to the exchange in the form of a response. Additionally, suppliers can respond with any additional content they desire, together with pricing for itinerary components. For example, an airline can offer a golf bag at $100 with the air ticket at a reduced price. Other similar types of vouchers may be exchanged or facilitated utilizing the present technology.

[0067] As offers are written to the exchange 105 they are matched against the line items and itinerary generated by the scheduling module 215. In some instances, before being considered the offers may be passed through a set of filters that describe the traveler's restrictions and preferences. An exemplary flow diagram of a process 600 for fulfilling a schedule (e.g., request).

[0068] According to some embodiments, the scheduling module 220 may selectively adjust the allocation of inventory based upon various constraints such as available/dynamic inventory. In other embodiments the scheduling module 220 may adjust the schedule provided to the consumer based upon inferential modeling of the consumer's request, for example, when the consumer expresses a traveler preference that is new or contradictory to a known traveler preference for that particular consumer.

[0069] According to some embodiments, the modification module 220 may be executed to process modifications to travel itineraries. Generally speaking, the modification module 220 may receive a modification to the travel itinerary from a traveler who has previously input a natural language travel request that has been processed using the aforementioned methods to generate an itinerary schedule.
[0070] The modification module 220 may adjust the allocation of available inventory for each itinerary component remaining in the travel itinerary based upon one or more dependency adjustments cause by modification of the travel itinerary. That is, because the parsing module 205 appreciates the dependencies between the current itinerary components in the schedule, along with the dependencies of the modification, the parsing module 205 may insert the modification into the schedule and adjust other itinerary components, as necessary. Therefore, even for an itinerary that is currently being executed (e.g., traveler is already completed at least a portion of their itinerary), the parsing module 205 may adjust the schedule to ensure that traveler preferences are maintained. For example, if cost is an important traveler preference, the parsing module 205 may adjust the schedule to cause the least impact from a cost perspective.

[0071] FIG. 7 illustrates an exemplary computing system 700 that may be used to implement an embodiment of the present technology. The system 700 of FIG. 7 may be implemented in the contexts of the likes of computing systems, networks, exchanges, servers, or combinations thereof disclosed herein. The computing system 700 of FIG. 7 includes one or more processors 710 and main memory 720. Main memory 720 stores, in part, instructions and data for execution by processor 710. Main memory 720 may store the executable code when in operation. The system 700 of FIG. 7 further includes a mass storage device 730, portable storage medium drive(s) 740, output devices 750, user input devices 760, a graphics display 770, and peripheral devices 780.

[0072] The components shown in FIG. 7 are depicted as being connected via a single bus 790. The components may be connected through one or more data transport means. Processor unit 710 and main memory 720 may be connected via a local microprocessor bus, and the mass storage device 730, peripheral device(s) 780, portable storage device 740, and display system 770 may be connected via one or more input/output (I/O) buses.
Mass storage device 730, which may be implemented with a magnetic disk drive or an optical disk drive, is a non-volatile storage device for storing data and instructions for use by processor unit 710. Mass storage device 730 may store the system software for implementing embodiments of the present technology for purposes of loading that software into main memory 720.

Portable storage device 740 operates in conjunction with a portable non-volatile storage medium, such as a floppy disk, compact disk, digital video disc, or USB storage device, to input and output data and code to and from the computer system 700 of FIG. 7. The system software for implementing embodiments of the present technology may be stored on such a portable medium and input to the computer system 700 via the portable storage device 740.

Input devices 760 provide a portion of a user interface. Input devices 760 may include an alphanumeric keypad, such as a keyboard, for inputting alpha-numeric and other information, or a pointing device, such as a mouse, a trackball, stylus, or cursor direction keys, or voice to text?. Additionally, the system 700 as shown in FIG. 7 includes output devices 750. Suitable output devices include speakers, printers, network interfaces, and monitors.

Display system 770 may include a liquid crystal display (LCD) or other suitable display device. Display system 770 receives textual and graphical information, and processes the information for output to the display device.

Peripherals devices 780 may include any type of computer support device to add additional functionality to the computer system. Peripheral device(s) 780 may include a modem or a router.

The components provided in the computer system 700 of FIG. 7 are those typically found in computer systems that may be suitable for use with embodiments of the present technology and are intended to represent a broad category of such computer components that are well known in the art. Thus, the computer system 700 of
FIG. 7 may be a personal computer, hand held computing system, telephone, mobile computing system, workstation, server, minicomputer, mainframe computer, or any other computing system. The computer may also include different bus configurations, networked platforms, multi-processor platforms, etc. Various operating systems may be used including Unix, Linux, Windows, Macintosh OS, Palm OS, Android, iPhone OS and other suitable operating systems.

[0079] It is noteworthy that any hardware platform suitable for performing the processing described herein is suitable for use with the technology. Computer-readable storage media refer to any medium or media that participate in providing instructions to a central processing unit (CPU), a processor, a microcontroller, or the like. Such media may take forms including, but not limited to, non-volatile and volatile media such as optical or magnetic disks and dynamic memory, respectively. Common forms of computer-readable storage media include a floppy disk, a flexible disk, a hard disk, magnetic tape, any other magnetic storage medium, a CD-ROM disk, digital video disk (DVD), any other optical storage medium, RAM, PROM, EPROM, a FLASH EPROM, any other memory chip or cartridge.

[0080] While various embodiments have been described above, it should be understood that they have been presented by way of example only, and not limitation. The descriptions are not intended to limit the scope of the technology to the particular forms set forth herein. Thus, the breadth and scope of a preferred embodiment should not be limited by any of the above-described exemplary embodiments. It should be understood that the above description is illustrative and not restrictive. To the contrary, the present descriptions are intended to cover such alternatives, modifications, and equivalents as may be included within the spirit and scope of the technology as defined by the appended claims and otherwise appreciated by one of ordinary skill in the art. The scope of the technology should, therefore, be determined not with reference to the
above description, but instead should be determined with reference to the appended claims along with their full scope of equivalents.
CLAIMS

1. A method for processing natural language travel requests, the method comprising:
   - decoding itinerary components from a natural language travel request;
   - determining a node type for each of the itinerary components;
   - ascertaining dependencies between each of the itinerary components based upon respective node types;
   - generating an unconstrained schedule using the itinerary components and respective dependencies therebetween; and
   - allocating available inventory to each of the itinerary components according to the unconstrained schedule to fulfill the natural language travel request.

2. The method according to claim 1, wherein pattern recognition artificial intelligence is utilized to decode the itinerary components by determining phraseology and keywords of the natural language travel request.

3. The method according to claim 1, wherein dependencies comprise any of a location, a time, a traveler preference, or any combination thereof.

4. The method according to claim 1, wherein generating the unconstrained schedule comprises:
   - generating an adjacency matrix using the itinerary components and their respective dependencies;
   - creating a directed acyclic graph using the adjacency matrix; and
   - determining a topological ordering of itinerary components using the directed acyclic graph, the topological ordering comprising an arrangement of the
itinerary components using their respective location and time dependencies.

5. The method according to claim 4, further comprising: determining one or more implied dependencies between two or more inventory components before the step of creating a directed acyclic graph.

6. The method according to claim 1, wherein allocating comprises:
for each inventory component in the topological ordering, searching for inventory records on an exchange that correspond to the itinerary requests, wherein each inventory record is represented by equivalent phrases for a set of metadata attributes of the inventory record as determined by pattern recognition artificial intelligence, the equivalent phrases representing possible natural language queries to which an inventory record may correspond;

determining possible matches between inventory records and itinerary components; and

allocating a possible match for at least one of the inventory components of the topological ordering to fulfill the natural language travel request.

7. The method according to claim 6, wherein determining possible matches comprises selecting a best match for each inventory component based upon a comparison of inventory records to travel preferences included in the natural language travel request.
8. The method according to claim 6, further comprising generating alternative fulfillments for the natural language travel request, wherein each of the alternative fulfillments comprise different allocations of inventory records to itinerary components, relative to one another.

9. The method according to claim 6, wherein allocating comprises allocating at least one possible match to each inventory component of the topological ordering to fulfill the natural language travel request.

10. The method according to claim 1, further comprising: during execution of the travel itinerary, receiving a modification to the travel itinerary; and adjusting the allocation of available inventory for each itinerary component remaining in the travel itinerary based upon one or more dependency adjustments cause by modification of the travel itinerary.
11. A system for processing natural language travel requests, the system comprising:
   a memory for storing executable instructions;
   a processor for executing the instructions;
   a parsing module stored in memory and executable by the processor, the parsing
   module utilizing pattern recognition artificial intelligence to decode
   itinerary components from a natural language travel request; and
   determine a node type for each of the itinerary components;
   ascertain dependencies between each of the itinerary components based
   upon respective node types;
   a scheduler module stored in memory and executable by the processor to:
   generate an unconstrained schedule using the itinerary components and
   respective dependencies therebetween; and
   allocate available inventory to each of the itinerary components according
   to the unconstrained schedule to fulfill the natural language travel
   request.

12. The system according to claim 11, wherein parsing module utilizes pattern
    recognition artificial intelligence to decode the itinerary components by determining
    phraseology and keywords of the natural language travel request.

13. The system according to claim 11, wherein dependencies comprise any of a
    location, a time, a traveler preference, or any combination thereof.
14. The system according to claim 11, wherein the parsing module further:
    generates an adjacency matrix using the itinerary components and their respective dependencies;
    creates a directed acyclic graph using the adjacency matrix; and
    determines a topological ordering of itinerary components using the directed acyclic graph, the topological ordering comprising an arrangement of the itinerary components using their respective location and time dependencies.

15. The system according to claim 14, wherein the parsing module further determines one or more implied dependencies between two or more inventory components before the step of creating a directed acyclic graph.

16. The system according to claim 11, wherein for each inventory component in the topological ordering, the scheduling module further:
    searches for inventory records on an exchange that correspond to the itinerary requests, wherein each inventory record is represented by equivalent phrases for a set of metadata attributes of the inventory record as determined by pattern recognition artificial intelligence, the equivalent phrases representing possible natural language queries to which an inventory record may correspond;
    determines possible matches between inventory records and itinerary components; and
    allocates at least one possible match to each inventory component of the topological ordering to fulfill the natural language travel request.
17. The system according to claim 16, wherein the searching module determines possible matches by selecting a best match for each inventory component based upon a comparison of inventory records to travel preferences included in the natural language travel request.

18. The system according to claim 16, wherein the searching module generates alternative fulfillments for the natural language travel request, wherein each of the alternative fulfillments comprise different allocations of inventory records to itinerary components, relative to one another.

19. The system according to claim 16, wherein the searching module allocates at least one possible match to each inventory component of the topological ordering to fulfill the natural language travel request.

20. The system according to claim 11, further comprising a modification module stored in memory and executable by the processor to:
   receive a modification to the travel itinerary; and
   adjust the allocation of available inventory for each itinerary component remaining in the travel itinerary based upon one or more dependency adjustments cause by modification of the travel itinerary.
FIG. 1
Request 605

Identify Content 610

Identify buyer profile and/or content profile 615

Build list of suppliers to be notified 620

Notify suppliers 625

Profile Register

Content register

FIG. 6
FIG. 7