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MANAGEMENT OF HOST PASSTHROUGH 
AND SESSION COMMANDSUSING 

RESOURCE GROUPS 

BACKGROUND OF THE INVENTION 

0001 1. Field of the Invention 
0002 The present invention relates in general to comput 
ers, and more particularly to apparatus, method and computer 
program product embodiments for management of host 
passthrough and session commands using resource groups in 
a computing storage environment. 
0003 2. Description of the Related Art 
0004 Computers and computer systems are found in a 
variety of settings in today's Society. Computing environ 
ments and networks may be found at home, at work, at School, 
in government, and in other settings. Computing environ 
ments increasingly store data in one or more storage environ 
ments, which in many cases are remote from the local inter 
face presented to a user. 
0005. These computing storage environments may use 
many storage devices such as disk drives, often working in 
concert, to store, retrieve, and update a large body of data, 
which may then be provided to a host computer requesting or 
sending the data. In some cases, a number of data storage 
Subsystems are collectively managed to provide storage for a 
number of host systems. Each host system provides one or 
more host logical partitions that are each capable of running 
an operating system that Supports running one or more appli 
cations. Each host logical partition is allowed to access cer 
tain storage devices on the data storage Subsystems. In this 
way, a general purpose computing environment allows the 
processing and storage resources of the configuration to be 
partitioned and assigned to various workloads associated 
with one or more applications. In some environments, a set of 
workloads may be associated with a specific tenant that is 
using a Subset of the computing environment such that there 
may be multiple tenants that are concurrently running on 
various Subsets within the environment. In this way, a general 
purpose multi-host system and multi-storage system comput 
ing environment can be configured to Support multi-tenancy 
or multiple workloads. 
0006. In some situations, data storage is provided locally 
and also provided to a remote storage environment to enhance 
data reliability by providing redundancy. In these situations, 
several instances of data may be stored in multiple locations 
to provide for failsafe recovery. Storage environments such as 
network attached storage (NAS) and storage area networks 
(SAN) allow for these implementations, and for the imple 
mentation and maintenance of a larger amount of storage. 
SAN, NAS and similar systems are increasingly used for 
Supplying a variety of services, such as email, database, appli 
cations, and other services. Data storage Subsystems also are 
increasingly supporting the ability to perform outboard rep 
lication across SANs, LANs, and WANs to facilitate the rep 
lication of data for backup or mirroring purposes. 

SUMMARY OF THE DESCRIBED 
EMBODIMENTS 

0007. In the multi-tenancy/multi-host generalized storage 
environment previously introduced, it is desirable for users to 
control actions taken in Such environments such that opera 
tions of a given tenant (that are unwanted by other tenants) 
does not effect the other tenants. A general mechanism to 
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allow for management of such operations by virtue of policies 
established for storage resources in the storage environment 
is desirable. 
0008 Accordingly, and in view of the foregoing, various 
system, method, and computer program product embodi 
ments for prescribing operations for storage resources orga 
nized into a plurality of resource groups in a computing 
storage environment are provided. A resource group is a 
collection of resources (e.g. Volumes, etc.) that can be 
assigned a set of policies via the resource group attributes. In 
one embodiment, by way of example only, for at least one 
storage resource object associated with at least one of the 
plurality of resource groups by a resource group attribute, at 
least one policy is defined for limiting host requests to the 
storage resources in the at least one of the plurality of resource 
groups to prevent an issuance of the host requests to an 
unowned one of the storage resources. 
0009. In addition to the foregoing exemplary embodiment, 
various other system and computer program product embodi 
ments are provided and Supply related advantages. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0010. In order that the advantages of the invention will be 
readily understood, a more particular description of the inven 
tion briefly described above will be rendered by reference to 
specific embodiments that are illustrated in the appended 
drawings. Understanding that these drawings depict embodi 
ments of the invention and are not therefore to be considered 
to be limiting of its scope, the invention will be described and 
explained with additional specificity and detail through the 
use of the accompanying drawings, in which: 
0011 FIG. 1 is a block diagram illustrating a portion of an 
exemplary computing storage environment; 
0012 FIG. 2 is a block diagram illustrating an exemplary 
portion of a storage controller involved with resource group 
management of the exemplary computing storage environ 
ment depicted in FIG. 1; 
0013 FIG. 3 is a flow diagram of exemplary passthrough 
command management according to one embodiment of the 
present invention; 
0014 FIG. 4 is an additional flow diagram continuing the 
exemplary session command management according to one 
embodiment of the present invention; 
0015 FIG. 5 is a flow chart diagram illustrating an exem 
plary method for implementing mechanisms for prescribing 
relationships for limiting host requests for storage operations 
in accordance with one embodiment of the present invention; 
0016 FIG. 6A is a flow chart diagram illustrating an exem 
plary method for implementing a passthrough global resource 
scope (PGRS) attribute, in accordance with one embodiment 
of the present invention; 
0017 FIG. 6B is a flow chart diagram illustrating an exem 
plary method for validating a copy services session command 
using a bitmap, in accordance with one embodiment of the 
present invention; 
0018 FIG. 6C is a flow chart diagram illustrating an exem 
plary method for validating a mirroring master command 
using a bitmap, in accordance with one embodiment of the 
present invention; 

DETAILED DESCRIPTION OF THE DRAWINGS 

0019. The illustrated embodiments provide mechanisms 
for prescribing copy services relationships between a variety 
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of computing storage resources (possibly spread between 
multiple interconnected storage Subsystems, for example) 
managed by multiple users in a manner Supporting a user 
hierarchy, in a multi-tenancy environment, or a user hierarchy 
for each tenant. Pursuant to these mechanisms, exemplary 
embodiments are described that operate to prescribe copy 
services requests that may operate on storage resources which 
are different from the storage resource to which the request 
was issued. By adding resource group attributes to add policy 
constraints governing the access to these storage resource 
through indirect mechanisms, the storage resources acces 
sible to a tenant are prescribed as required to Support the 
multi-tenancy environment, as will be further illustrated. 
0020. In one exemplary embodiment, the present inven 
tion limits host requests for copy services (CS) to prevent the 
host issuing a request to a resource not associated with the 
host's ownership. Existing implementations of CS com 
mands allow a host to issue a CS request to a host connection 
device while the command specifies that the CS operation 
applies to other devices in the machine. The present invention 
limits the passthrough from the host connection device to 
other devices to a prescribed subset of the available devices. 
Also, the copy services operations have a concepts of sessions 
used to manage a number of devices for a particular function. 
For instance, it may be desirable to Suspend the copying of 
data for all the source devices associated a given session at 
specific point in time in order to maintain consistency across 
the set of target Volume Volumes. Multiple tenants operating 
independently need a way to partition the session numbers 
used between tenants such that one tenant does not use the 
other tenants session number. Also, Some copy services 
operations have a concept of a master process that manages a 
session. For example the IBM Global Mirror function uses a 
master process to coordinate the managementofanasynchro 
nous continuous copy session. There needs to be a way to 
partition the session numbers associated with the master pro 
cesses between multiple tenants running independent ses 
sions and additionally to position the master to run on a 
specific Subset of storage controllers involved in the session to 
manage load balancing of the master process overheads 
across the set of storage controllers. 
0021. In addition, in regards to the overall operation, each 
resource group has a unique resource group label (RGL), 
which in one embodiment is a text string. Some resource 
group attributes specify a resource Scope, which in some 
embodiments is a text string specifying a pattern than can be 
matched to a resource group label. The passthrough controls 
in the present invention specifies a resource scope in the 
connection Volume's resource group that is matched with the 
RGL of the destination volume (when different than the con 
nection volume) to determine if the destination volume is 
within the scope of the passthrough Volume's passthrough 
control. The session and masters allowed controls do not 
depend on a resource Scope or the RGL. Copy services com 
mands involved with a session or master are issued to a 
destination LSS and it is that LSS's resource group that con 
tains the control that determines policy for the allowed ses 
sion or master. 

0022. In reference to FIG. 1, one exemplary embodiment 
400 of a computing environment including a data storage 
system 406 is illustrated in block diagram form and repre 
sents an exemplary computing environment for implement 
ing the methods described herein. A network 404 connects 
one or more hosts 402 with a data storage system 406. Data 
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storage system 406 receives input/output requests for writing/ 
reading data from hosts 402, also referred to hereinas a “write 
request' and “read request, and thereby serves as a net 
worked storage resource for hosts 402. In one embodiment, 
data storage system 406 is implemented as IBM(R) System 
StorageTM DS8000TM (trademark of International Business 
Machines, Corp. or “IBM'). Network 404 may be an I/O 
interface or fabric such as fibre channel, SCSI, FICON, or 
ESCON, a SAN, or a wireless network, wired network, a 
LAN, a WAN, heterogeneous, homogeneous, public (i.e. the 
Internet), private, or any combination thereof. Hosts 402 may 
be local or distributed among one or more locations and may 
be equipped with any type of fabric or network adapter (not 
shown in FIG. 1) to network 404, such as fibre channel, 
FICON, ESCON, Ethernet, fiber optic, wireless, or coaxial 
adapters. Data storage system 406 is accordingly equipped 
with a suitable fabric or network adapter (not shown in FIG. 
1) to communicate via network 404. Data storage system 406 
is depicted in FIG. 1 comprising storage controller 410 and 
storage 430. 
0023 To facilitate a clearer understanding of the methods 
described herein, storage controller 410 is shown in FIG. 1 as 
a single processing unit, including processor complex 412, 
system memory 414 and nonvolatile storage (“NVS) 416, 
which will be described in more detail below. It is noted that 
in some embodiments, storage controller 410 is comprised of 
multiple processing units, each with their own processor 
complex and system memory, and interconnected by a dedi 
cated network within data storage system 406. Storage 430 
may be comprised of one or more storage devices, such as 
storage arrays, which are connected to storage controller 410 
by a storage network. 
0024. In some embodiments, the devices included in stor 
age 430 are connected in a loop architecture. Storage control 
ler 410 manages storage 430 and facilitates the processing of 
write and read requests intended for storage 430. The system 
memory 414 of storage controller 410 stores program instruc 
tions and data which processor complex 412 may access for 
executing functions and method steps associated with man 
aging storage 430. In one embodiment, system memory 414 
includes storage management Software 420 for executing 
storage management functions, including the methods and 
operations described herein. In some embodiments, system 
memory 414 is allocated for storing Volume metadata 424 and 
copy relationship data 426, which are used for implementing 
certain virtualization mechanisms, described further below. 
As shown in FIG. 1, System memory 414 may also include a 
primary cache 422 for storage 430, also referred to herein as 
a “cache memory”, for buffering “write data” and “read data”, 
which respectively refer to write/read requests and their asso 
ciated data. In one embodiment, primary cache 422 is allo 
cated in a device external to System memory 414, yet remains 
accessible by processor complex 412 and serves to provide 
additional security against data loss, as will be described in 
detail with respect to FIG. 2 below. 
0025. In some embodiments, primary cache 422 is imple 
mented with a volatile memory and coupled to processor 
complex 412 via a local bus (not shown in FIG. 1) for 
enhanced performance of data storage system 406. The NVS 
416 included in data storage controller is accessible by pro 
cessor complex 412 and serves to provide additional security 
against data loss, as will be described in detail with respect to 
FIG. 2 below. NVS 416, also referred to as a “persistent” 
cache, or “cache memory’, is implemented with nonvolatile 
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memory that may or may not utilize external power to retain 
data stored therein. In some embodiments, a backup power 
source (not shown in FIG. 1), such a battery, supplies NVS 
416 with sufficient power to retain the data stored therein in 
case of power loss to data storage system 406. In certain 
embodiments, the capacity of NVS 416 is less than the total 
capacity of primary cache 422. 
0026 Storage 430 may be physically comprised of one or 
more storage devices, such as storage arrays. A storage array 
is a logical grouping of individual storage devices, such as a 
hard disk. In certain embodiments, storage 430 is comprised 
of a JBOD (Just a Bunch of Disks) array or a RAID (Redun 
dant Array of Independent Disks) array. A collection of physi 
cal storage arrays may be further combined to form a rank, 
which dissociates the physical storage from the logical con 
figuration. The storage space in a rank may be allocated into 
logical Volumes, which define the storage location specified 
in a write/read request. 
0027. As shown in FIG. 1, a logical volume, or simply 
“volume.” may have different kinds of allocations. Storage 
430a, 430b and 430n are shown as ranks in data storage 
system 406, and are referred to hereinas rank 430a, 430b and 
430m. Ranks may be local to data storage system 406, or may 
be located at a physically remote location. In other words, a 
local storage controller may connect with a remote storage 
controller and manage storage at the remote location. Rank 
430a is shown configured with two entire volumes, 434 and 
436, as well as one partial volume 432a. Rank 430b is shown 
with another partial volume 432b. Thus volume 432 is allo 
cated across ranks 430a and 430b. Rank 430n is shown as 
being fully allocated to volume 438 that is, rank 430n refers 
to the entire physical storage for volume 438. From the above 
examples, it will be appreciated that a rank may be configured 
to include one or more partial and/or entire Volumes. Volumes 
and ranks may further be divided into so-called “tracks.” 
which represent a fixed block of storage. A track is therefore 
associated with a given volume and a given rank. 
0028. In one embodiment, a copy relationship involves a 
physical point-in-time copy operation, in which all the data 
from Source Volumes to target Volumes are physically copied 
so that the target Volume has a copy of the data as of a 
point-in-time. In some embodiments, a copy relationship 
involves a logical point-in-time copy operation, in which a 
logical copy of the source Volume is made, after which data 
are only copied over when necessary. The logical copy rela 
tionship provides the advantageous effect of deferring the 
physical copying, and is performed to minimize the time 
during which the target and source Volumes are inaccessible. 
One example of a copy relationship is known as FlashCopy(R) 
(FlashCopy is a registered trademark of International Busi 
ness Machines, Corp. or “IBM'). FlashCopy(R) involves 
establishing a logical point-in-time relationship between 
Source and target Volumes on different ranks. 
0029. Once the copy relationship is established, hosts may 
then have immediate access to data on the source and target 
Volumes, and the data may be copied as part of a background 
operation. Any new modification of data to tracks on the 
Source rank cause those modified tracks on the source rank to 
be written to the target rank. Reads to any tracks in the cache 
that have not been updated with modified data from the source 
causes the source track to be staged to the cache before access 
is provided to the track from the cache. 
0030 Turning now to FIG. 2, an exemplary portion 50 of 
storage controller 410 as also seen in FIG. 1, previously, is 
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illustrated. Portion 50 of storage controller 410 is operable in 
a computer environment as a portion thereof, in which mecha 
nisms of the following illustrated embodiments may be 
implemented. It should be appreciated, however, that FIG. 2 
is only exemplary and is not intended to state or imply any 
limitation as to the particular architectures in which the exem 
plary aspects of the various embodiments may be imple 
mented. Many modifications to the architecture depicted in 
FIG. 2 may be made without departing from the scope and 
spirit of the following description and claimed Subject matter. 
0031. In the illustrated embodiment, storage controller 
410 includes a processor 52 and a memory 54, such as random 
access memory (RAM). The storage controller 410 may be 
operatively coupled to several components not illustrated for 
purposes of convenience, including a display, which presents 
images such as windows to the user on a graphical user 
interface, a keyboard, mouse, printer, and the like. Of course, 
those skilled in the art will recognize that any combination of 
the above components, or any number of different compo 
nents, peripherals, and other devices, may be used with the 
storage controller 410. 
0032. In the illustrated embodiment, the storage controller 
410 operates under control of an operating system (OS) 56 
(e.g. AIX, z/OS, OS/2, LINUX, UNIX, WINDOWS, MAC 
OS) stored in the memory 54, and interfaces with the user to 
accept inputs and commands and to present results. In one 
embodiment of the present invention, the OS 56 facilitates 
management partitioning functionality according to the 
present invention. To this end, OS 56 includes a resource 
management module 22 as previously described, which may 
be adapted for carrying out various processes and mecha 
nisms in the exemplary methods described following. 
0033. The Resource Manager is the application of inter 
esthere and it is compiled by the manufacturer before it is put 
on the machine. The resource management module program 
may be written in a programming language such as COBOL, 
PL/1, C, C++, JAVA, ADA, BASIC, VISUAL BASIC, 
ASSEMBLER, on any other programming language to be 
translated into code that is executable by the processor 52. In 
one embodiment, the functionality of the Resource manage 
ment module may be located in the storage controller nodes 
rather than the management node. 
0034. Data structures 62 and 64 (resource group object 62, 
and storage resource object 64, respectively) are shown inter 
actional with the resource management module 22 in memory 
54. Data structure 62 includes one or more resource group 
attributes 63 (such as a resource group number, a resource 
group label, and other resource group policy attributes as will 
be further described). Data structure 64 includes one or more 
storage resource attributes 65 (such as a resource number (ID) 
and a resource group). The resource group attribute associates 
the storage resource with one and only one resource group. A 
portion of the functionality of the resource management mod 
ule 22 is, in one embodiment, to correlate the data structures 
64 assigned to a particular storage resource(s) with the stor 
age resources associated resource group 62, including 
resource group attributes 63 previously described. 
0035) To further implement and execute mechanisms and 
processes according to the present invention, OS 56, in con 
junction with the resource management module 22, memory 
54, processor 52, data structures 62 and 64, and other com 
puter processing, networking, and storage components, may 
implement management partitioning mechanisms according 
to the present invention as will be further described. As one of 
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ordinary skill in the art will appreciate, the mechanisms 
implemented by resource management module 22 as pres 
ently illustrated may be implemented in various forms and 
architectures. Accordingly, the illustration of resource man 
agement module 22 (as well as data structures 62 and 64) in 
the present figure is again intended to demonstrate logical 
relationships between possible computing components in the 
410, and not to imply a specific physical structure or relation 
ship. 
0036. In one embodiment, instructions implementing the 
operating system 56, and the resource management module 
22 are tangibly embodied in a computer-readable medium, 
which may include one or more fixed or removable data 
storage devices, such as a zip drive, disk, hard drive, DVD/ 
CD-ROM, digital tape, solid state drives (SSDs), etc. Further, 
the operating system 56 and the resource management mod 
ule comprise instructions which, when read and executed by 
the computing storage environment to perform the steps nec 
essary to implement and/or use the present invention. 
Resource management module and/or operating system 56 
instructions may also be tangibly embodied in the memory 54 
and/or transmitted through or accessed by networks 16, 24. 
(FIG. 1) via various components. As such, the terms “article 
of manufacture.” “program storage device' and "computer 
program product as may be used herein are intended to 
encompass a computer program accessible and/or operable 
from any computer readable device or media. 
0037 Embodiments of the present invention may include 
one or more associated software application programs 58 that 
include, for example, functions for managing a distributed 
computer system comprising a network of computing 
devices, such as a SAN or NAS as previously described. 
Accordingly, processor 52 may comprise one or more storage 
management processors (SMP). The program 58 may operate 
within a single computer and/or 410 or as part of a distributed 
computer system comprising a network of computing 
devices. The network may encompass one or more computers 
connected via a local area network and/or Internet connection 
(which may be public or secure, e.g. through a virtual private 
network (VPN) connection), or via a fibre channel SAN or 
other known network types as will be understood by those of 
ordinary skill in the art. As one of ordinary skill in the art will 
appreciate, the management node portion 50 may comprise 
computing components visible throughout the distributed 
computer system, such as components conforming to a light 
weight directory access protocol (LDAP). In this manner, the 
data structure 64 may be listed in an LDAP server, for 
example. 
0038. The portion 50 may, in one embodiment, be adapted 
to define user accounts (having data Such as the aforemen 
tioned userID, password, user resource scope), and provides 
a mechanism for the system administrator to assign a particu 
lar user resource Scope to the user account. The functionality 
of the resource group and user resource scope attribute in 
relation to the present invention and claimed Subject matter 
will now be further described in more detail. 

0039 Each storage resource may be associated with a 
resource group object. Each storage resource that may be 
associated with a resource group has a resource group 
attribute that contains the resource group number of its asso 
ciated resource group. The resource group object may have 
other attributes that define policies relative to how the 
resources in the resource group can be managed. The resource 
group object, in turn, may have a resource group label 
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attribute that contains a unique identifier for the resource 
group within the storage controller that is compared to a given 
resource scope attributes to determine if the resource group is 
withina the scope specified by the resource scope attribute. In 
one embodiment, the resource group label is a text string that 
is semantically structured to allow hierarchical relationships 
between the resource groups. The resource group attributes 
(such as the pass through global resource scope, for example), 
in turn, may specify a resource scope that can be used to 
determine whether storage resources associated with this 
resource group can be associated with other resource groups 
by matching the resource scope value to the resource group 
labels of other resource groups. The resource Scope may be 
implemented with a similar semantic structure as a resource 
group label, except that it may contain “wildcard characters 
allowing the resource Scope to select a specific Subset of the 
full set of resource groups. 
0040. While the following exemplary embodiment of a 
resource scope and resource group label implementation 
incorporates the text string previously mentioned, it will be 
apparent to one of ordinary skill in the art that the semantic 
structure of the string (or a different implementation entirely) 
is possible. The following exemplary embodiment “A” may 
be used to Support varying hierarchical relationships between 
resource groups as will be further explained. In this exem 
plary embodiment, the slash and the period are used as delim 
iters. The asterisk(*) is used as a “wild card.” A token is 
defined as at least a portion of the text string that may contain 
any printable characters other than delimiters or the asterisk 
(*). 
0041. In the embodiment A, a resource group label is a text 
string including one or more parts separated by a slash delim 
iter. Each part is referred to as a resource group qualifier. The 
resource group qualifier may be null or consist of one or more 
tokens separated by a period. At least one resource group 
qualifier must be non-null. Consider the following examples 
of resource group labels: 

fvol A.B.C vol1 
a123 vol1 A1.B2. test C.d.vol 

0042. Again referring to exemplary embodiment A, a 
resource scope is a text string consisting of one or more parts 
separated by a slash delimiter. Each part is referred to as a 
resource scope qualifier. The resource scope qualifier may be 
null or consist of one or more tokens separated by a period. In 
addition the last character of the last token of any resource 
scope qualifier may be an asterisk (*). Consider the following 
examples of resource Scope Strings: 

0043. A resource Scope is said to match a resource group 
label if each resource Scope qualifier matches each resource 
group qualifier. A resource Scope qualifier matches a resource 
group qualifier if they are the same string or if the all charac 
ters from the beginning of the string up to the character 
preceding the * in the resource scope qualifier are the same. 
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Thus for example, a resource scope of A*/B* would match 
any of the following resource group labels: A/B, A1/B, A123/ 
B, A/B1, A.abc/B.def. 
0044) The following illustrated embodiments, as previ 
ously described, expand the attributes associated with the 
resource group object to specify policies relative to what copy 
services relationships may be formed between storage 
resources, such as Volumes. In an embodiment concerning 
storage Volumes, for example, when a request is made to 
establish a copy service relationship, the two volumes to be 
involved in the relationship exchange the resource group 
labels from their associated resource groups. They then check 
the resource group labels of their copy partner against the 
policy attributes in their resource group object to verify that 
they are allowed to participate with this partner. Accordingly, 
for two volumes A and B forming a relationship, Volume A 
checks that volume B's resource group label is allowed by the 
policies in Volume A's resource group, and Volume B checks 
that Volume A's resource group label is allowed by the poli 
cies in Volume B's resource group. If both volumes determine 
that they are allowed to be in a relationship, the relationship is 
accepted. The resource group policy attributes may be set to 
control the copy services relationships that are allowed to be 
formed between a pair of Volumes A copy request may be 
requested through a host I/O interface over the SANorthough 
a network management interface by a network user. 
0045. In some embodiments, the set of volumes that a host 
system partition can initiate a copy services relationship to 
may be limited by requiring that the host/client have access to 
communicate with the Source/primary Volume via the con 
figuration of the storage Subsystem in the case of an open host 
using SCSI Fibre channel attachment or via the configuration 
of the host system partition in the case of a zSeries host 
system using FICON fibre channel or ESCON channel 
attachments. Since the hosts are limited to primary/source 
Volumes they have access to, and since the relationships that 
can be formed between source/primary and target/secondary 
Volumes in a copy services relationship is limited to only 
relationships allowed by the resource group policy, hosts are 
limited to the primary/source volumes they have authority to 
manage, and the copy relationships formed by any Volume is 
limited to the relationships allowed by the resource group 
policies. 
0046. In other embodiments pursuant to the current inven 

tion, the storage Subsystem may provide mechanisms to ini 
tiate a copy services request on any storage resource in the 
storage Subsystem by issuing the request to any Volume that 
the host has access to with the request specifying the storage 
resource(s) that the copy services request applies to. For 
example the host may issue a request to Volume A that 
requests that Volumes B and C establish a copy services 
relationship. Similarly, the host may issue a request to Volume 
A that requests a logical Subsystem other that the logical 
Subsystem associated with Volume A be associated with a 
given session number. In this case, limiting the Volumes that 
the host has direct access to does not limit the storage 
resources to which a host can issue a copy services request. 
These type of indirect requests are referred to as a pass 
through request where the host's connection Volume is 
referred to as the pas through device and the storage resource 
that the operation affects is referred to as the destination 
device. In a multi-tenancy environment, there may be cases 
where pass through operations are desirable given they can be 
limited. 
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0047 For instance, if there is a single host that is to man 
age copy services operations for all tenants, it is desirable to 
allow that host to passthrough its connection Volumes to any 
volume while all the other hosts should be disabled from pass 
though to any Volume since they are not intended to manage 
copy services operations. In this case, it would also be desir 
able to disable those hosts from issuing copy services requests 
to Volumes they have access to as well. In another instance, it 
may be desirable for a given tenant to only manage the storage 
resources it has direct access to Such that passthrough is 
disabled. In a third instance, it might be desirable for each 
tenant to be allowed to issue passthrough operation, but the 
set of destination devices needs to be limited to a specific 
Subset of the configured storage resources that are assigned to 
the tenant. All of these instances lead to a need for a mecha 
nism to specify a policy that prescribes the set of storage 
resources that a given connection volume is allowed access 
with a pass through operation. 
0048. According to aspects of the illustrated embodi 
ments, the policies in the resource group for limiting pass 
through requests issued may be specified using a resource 
Scope attribute, referred to as the pass-through global 
resource scope (PGRS), in the resource group associated with 
the connection device. When a pass through request is issued, 
the PGRS of the connection device is matched to the resource 
group label (RGL) of the resource group of the destination 
device. If the RGL matches the PGRS, the pass through 
request is allowed to be issued to the destination device for 
processing. As such, the PGRS attribute specifies a resource 
Scope that is used to identify a set of resource groups that 
contain the storage resources that are allowed to be a desti 
nation device for the connection device. Since the policies 
associated with a volume may be different than the policies 
required for a logical Subsystem, a passthrough operation 
request that has a volume as destination device uses the PGRS 
attribute in the connection Volume's resource group to assess 
the destination Volume. A passthrough operation request that 
has an logical Subsystem as the destination device uses the 
PGRS attribute in the resource group of the connection logi 
cal Subsystem (i.e. the logical Subsystem associated with the 
connection device) to assess the destination logical Sub 
system. 
0049. In additional embodiments pursuant to the current 
invention, the storage Subsystem may provide mechanisms to 
initiate a copy services request on any storage resource in the 
storage Subsystem that contains the Volume that is the target 
of a copy service relationship that involves the host's connec 
tion volume as the source. For instance, the host first estab 
lishes a copy services relationship between a connection Vol 
ume A (the source) and a target Volume B. The host may then 
issue a copy services request to connection Volume A that 
specifies that the request is to be transferred to the target 
Volume B. Further more, the copy services request attempts to 
establish a copy services relationship between volumes Cand 
D that reside on the storage subsystem that volume be resides 
on. This operation is referred to as a remote pass-through 
operation where the B Volume is now operating as a remote 
connection device (i.e. it is the remote copy of volume A) and 
the pass through operation occurs between the remote con 
nection volume Band the remote destination device C. In this 
case, the PGRS attribute in the resource group associated with 
the remote connection device is used to evaluate the remote 
destination device. 
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0050. From the perspective of a given tenant, and in ref 
erence to FIG.3, the access to storage resources is prescribed 
by the set of connection Volumes that the host has access to, 
the resource group policies that limit the copy services rela 
tionships between a pair of logical Volumes, and the resource 
group policies that limit pass through operations. More spe 
cifically, the ability of a host (300) to establish a copy service 
relationship between two volumes is limited to the following 
CaSCS 

0051 a. A request issued to a connection volume A 
(302) that establishes a copy relationship (308) between 
source volume A (302) and target volume B (314) which 
is prescribed by the copy policies in the resource groups 
associated with volumes A (302) and B (314). 

0.052 b. A remote request issued to a connection volume 
A (302) is sent to remote volume B (314) and establishes 
a copy relationship (318) between source volume B 
(314) and target volume E (322) which is prescribed by 
the copy policies in the resource groups associated with 
volumes B (314) and E (322). 

0053 c. A passthrough request issued to a connection 
volume A (302) identifies destination volume F (306). 
The passthrough request is prescribed by the PGRS 
attribute in volume A (302) resource group. The 
passthrough request establishes a copy relationship 
(324) between source volume F (306) and target volume 
G (326) which is prescribed by the copy policies in the 
resource groups associated with volumes F (306) and G 
(326). 

0054 d. A remote passthrough request issued to a con 
nection volume A (302) is sent to remote target volume 
B (314) and identifies remote destination volume C 
(310). The passthrough request is prescribed by the 
PGRS attribute in volume B (314) resource group. The 
passthrough request establishes a copy relationship 
(316) between source volume C (310) and target volume 
D (320) which is prescribed by the copy policies in the 
resource groups associated with volumes C (310) and D 
(320). 

0055 Since the host (300) is limited to directly accessing 
its defined connection volumes (302), and all access from the 
connection Volume to any target Volume (314), destination 
volume (306), remote volume (314), or remote connection 
volume (314), or remote destination volume (310) are pre 
scribed by resource group policies, and additionally any 
access paths from a destination volume (306), remote volume 
(314), or remote destination volume (310) to a target volume 
(326, 322, and 320, respectively) are also prescribed by 
resource group policies, it is demonstrated that any access by 
the host (300) is limited to a specified subset of the volume 
resources that it can involve in copy services requests. 
0056. As one of ordinary skill in the art will appreciate, the 
various copy relationships and passthrough relationships Sup 
ported by the embodiment depicted in FIG. 3 might be 
expanded to add additional levels of in-direction which can 
still be regulated by either the copy policies or pass through 
policies defined to prescribe access to Volumes without any 
loss of access control. For instance, the storage Subsystem 
might Support a means to send a request to a remote device's 
remote device (e.g. in FIG. 3, a request issued to connection 
volume A (314) that is sent to A's remote device B (314) that 
is then sent to remote device B's remote device E (322). Such 
a request could further request the establishment of a rela 
tionship with volume E (322) as the source or could request 
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passthrough to yet another Volume on Subsystem 5. Also, as 
already described, a copy services operation may apply to a 
logical Subsystem rather than Volume and the access to logical 
subsystems (LSSs) can be equivalently limited per the same 
passthrough or copy policy controls in the resource groups 
associated with the connection LSS, the destination LSS, the 
remote LSS, or the remote destination LSS. 
0057 Pursuant to the passthrough control attributes, in 
one exemplary embodiment, the following characteristics 
may be associated. First, a null value in the resource scope 
selects no resource groups and therefore indicates that there 
are no destination devices allowed. An * value in the resource 
Scope allows any resource group which says that any desti 
nation device is allowed. Any other resource scope limits the 
destination devices to the storage resources associated with a 
resource group specified by the resource scope. For instance 
if the passthrough request is from volume A (302) to volume 
F (306), if volume A's PGRS=Pepsi, this would match vol 
ume F’s resource groups's RGL-Pepsi (e.g. it would match 
Pepsi, Pepsi.1, or Pepsi. ABC/V1). 
0.058 As one of ordinary skill in the art will appreciate, a 
variety of copy services relationship types may each include 
a set of the aforementioned pass through control attributes. 
These relationship types may include count key data (CKD) 
or fixed block (FB) relationship types, continuous copy 
(PPRC) or point-in-time copy (FC) types, synchronous or 
asynchronous relationship types, full Volumes or datasets 
types, or any permutation of these types. For instance, there 
could be a FlashCopy Passthrough control which is specifi 
cally applied to passthrough requests that also request the 
establishment of flash copy requests. 
0059. To handle introduction of resource group capability, 
a default resource group (e.g. RGO with RGL="PUBLIC) 
may be implemented to which all existing resources are 
assigned. In one embodiment, the default settings in the 
default resource group would allow any connection device in 
RGO (Src scope=PUBLIC) and any destination device in RGO 
(PGRS=PUBLIC). Users with authority to modify the stor 
age resources and the resource groups may Subsequently 
create additional resources groups with different policies and 
non-distruptively change the assignment of existing storage 
resources or create new storage resources in the new resource 
groups to effect different policies for storage resources as 
required 
0060 Referring to FIG. 4, an exemplary multi-tenancy 
global mirror environment is depicted. In this example there 
are two tenants, one is running on hosts A (200) and the other 
is running on hosts B (222). The host are interconnected 
through fabric (202) to multiple storage subsystems (224, 
226). A global mirror session has a set of primary Volumes 
(206), secondary volumes (208), and tertiary volumes (210) 
where each primary and secondary volume pair is in a PPRC 
copy relationship (228) and each secondary volume (208) and 
tertiary volume (210) is in a FlashCopy relationship (230). A 
global mirror session is managed by a global mirror master 
(212, 218) which is a process which coordinates the creation 
of consistent copies of the primary volumes (206) on the 
tertiary Volumes (210) on a periodic basis using the secondary 
Volume (208) as a means to asynchronously collect a set of 
changes to the primaries over a window of time at the remote 
site before creating a flash copy of the secondary volume 
(208) to establish the consistent copy on the tertiary volume 
(210). This processing is performed repetitively to keep the 
tertiary containing a consistent copy of the primary that 
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reflects the primaries at a relatively recent point in time. The 
operation is such that a given LSS (204, 214, 216, 220) is 
associated with at most one global mirror session, and all the 
primary Volumes of a global mirror sessions are all associated 
with LSSS, on one or more storage Subsystems, that are asso 
ciated with the same session and managed by the same global 
mirror master (212, 218). A global mirror session is identified 
by a session number, Such that the session number is assigned 
to the LSS that are in the session and also assigned to the 
global mirror master that is managing that session. 
0061 For the purposes of this example, tenant 1 is 
intended to run a global mirror session that involves LSS 1 
(204) and LSS 3 (216) and tenant 2 is intended to run a global 
mirror session involves LSS 2 (214) and LSS 4 (220). More 
specifically, we want to limit tenant 1 to running session 
number 6 and tenant 2 to running session number 22 with 
tenant 1's global mirror master (212) running on one specific 
storage Subsystem (224) and tenant 2's global mirror master 
(218) running on another specific storage Subsystem (226). In 
the copy services commands that control global mirror mas 
ters there are not inherent mechanisms for the two tenants to 
avoid accidentally using the same global mirror session num 
bers or to help coordinate what storage Subsystem the global 
mirror master is running on. In is generally desirable to dis 
tribute any global mirror masters over the available storage 
Subsystems so that the overhead of the master processes does 
not adversely impact any one storage Subsystem. 
0062 So pertinent to this invention, a global mirror ses 
sions allowed control is added to the resource group that 
controls the set of session numbers that any LSSS associated 
with the resource group are allowed to be associated with. In 
the example, tenant 1's LSSs (204,126) would be associated 
with a resource group for tenant 1 (in each respective storage 
subsystem) that limited the allowed session numbers on the 
LSS to session 6. If the tenant attempts to assign a session 
number to an LSS that it has access to a session number other 
than 6, the request is rejected. Similarly, tenant 2's LSSs (214. 
220) would be associated with a resource group for tenant 2 
(in each respective storage subsystem) that limited the 
allowed session numbers on the LSS to session 22. As such 
the tenants are not allowed to use the same session number on 
their respective LSSs. 
0063. Furthermore, with respect to the global mirror mas 

ters, the commands that manage global mirror masters are 
issued to an LSS and specify a session number. In the 
example, the session numbers on the tenants LSSS already 
restrict the session numbers that can be used by the tenant to 
the session numbers that are assigned to the tenant such that 
the tenant is limited to managing only the global mirror mas 
ters associated with the tenant's allowed session numbers. 
However, without additional control, there is nothing that 
limits which storage Subsystem the global mirror master 
might be initiated on. To provide this control, a global mirror 
masters allowed attribute is added to the resource group that 
controls the global mirror masters that are allowed to be 
managed. In this example for tenant 1, the resource group for 
the tenant 1 on one storage Subsystem (224) would allow 
global mirror master (212) for session 6 to execute. However, 
the resource group for tenant 1 on another storage Subsystem 
(226) would not allow global mirror master (221) for session 
6 to execute. As such, tenant 1 is limited to only running the 
global mirror master for session number 6 (212) on one stor 
age subsystem (224). Similarly for tenant 2, the global mirror 
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master for session 22 (218) is allowed to run on one sub 
system (226) but not on another subsystem (224). 
0064 Extrapolating the two controls to a generalized case, 
any given tenant can be limited to using none, Some, or all of 
the possible session numbers. For the session numbers that it 
is allowed to use, it can assign any given LSS it has access to 
any one of the session numbers that it is allowed to use. 
Independently, any given tenant can be limited to running 
none, Some, or all global mirror masters on any Subset of the 
storage Subsystems that it has an accessible LSS on. In order 
to initiate a given global mirror master on a given storage 
Subsystem, the LSS that the master is managed through must 
be allowed to use the session number via both the allowed 
sessions control and the allowed master control. 

0065 Turning now to FIG. 5, an exemplary method 100 
for implementing aspects of the present invention is illus 
trated inflow chart diagram format. As one of ordinary skill in 
the art will appreciate, various steps in the methods FIG.5 and 
FIG. 6 may be implemented in differing ways to suit a par 
ticular application. In addition, the described methods may be 
implemented by various means, such as hardware, software, 
firmware, or a combination thereof operational on or other 
wise associated with the computing storage environment. For 
example, the methods may be implemented, partially or 
wholly, as a computer program product including a computer 
readable storage medium having computer-readable program 
code portions stored therein. The computer-readable storage 
medium may include disk drives, flash memory, digital ver 
satile disks (DVDs), compact disks (CDs), and other types of 
storage mediums. 
0066. In FIG. 5, the method 100 begins (step 102) by 
assigning storage resources to resource groups and setting 
resource group policies to limit tenant access to tenant storage 
resources (step 104). The method issues a copy services 
request by the host to a connection volume (step 106). The 
method includes examining the host request to determine if 
the storage resources are affected by the host request (step 
108). Resource group policy attributes and resource group 
labels are collected from resource groups associated with 
affected storage resources as required by the request (step 
110). The method determines if host requests are validated 
per resource group policies (step 112) and, if yes, the com 
mand is accepted (step 114). If no, the command is rejected 
(step 116). The method ends (step 118). 
0067 FIG. 6A, following, illustrates an exemplary 
method 120 for issuing a passthrough command. The method 
begins (step 122) by issuing a passthrough request or remote 
passthrough request to a connection device by a host request 
(step 124). The method determines if the host request is issued 
to remote (step 125) and, if no, the method checks if the 
device in the request is equal to the connection device (step 
130). If yes, the method determines if a connection device is 
a source of a relationship (step 126). If no, the method rejects 
the request (step 127). If yes, the method checks if the set 
connection device is equal to the connection device's target 
volume (step 128). The host request is sent to connection 
device's target volume (step 129). The method checks to see 
if the device in request is equal to connection device (step 
130). If yes, the device in the request processes the request 
(step 138). If no, the method checks if the device in the request 
is a volume (step 131). If no, the method will get PGRS from 
connection volume's LSS's resource group (step 134) which 
the includes getting the RGL from LSS in the host request's 
resource group (step 135) then moves on to determining if the 
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RGL matches the PGRS (step 136). If yes, the methodgets the 
PGRS from the connection volume's resource group (step 
132). Next, the method gets RGL from the volume in 
request's resource group (step 133). The method then deter 
mines if the RGL matches PGRS (step 136). If no, the request 
is rejected (step 137). The method includes the device in the 
request to process the request (step 138). The method then 
ends. 
0068. In one embodiment, by way of example only, as 
mentioned in the foregoing, the present invention adds poli 
cies to the Resource Group object to limit passthrough com 
mands by adding a Passthrough Global Resource Scope 
(PGRS) attribute. The PGRS attribute selects one or more 
resource groups that contain a set of volumes. When a PGRS 
command is issued to a connection device that operates on a 
device that is other than the connection device, oran LSS that 
is other than the connection device's LSS, the policy checks 
that the destination device/LSS is in a resource group and the 
resource groups associated resource group label is within the 
scope of the PGRS. 
0069 FIG. 6B, following, illustrates an exemplary method 
140 for issuing a copy services request with a specified ses 
sion number. The method begins (step 142) and issues a 
request specifying session number (step 144). A session num 
ber specified in the command is referenced against a session 
allowed bitmap (step 146) and checks the validity (step 148). 
If valid, the command is accepted (step 150) and, if not, the 
command is rejected (step 152). The method ends (step 154). 
0070. In one embodiment, by way of example only, as 
mentioned in the foregoing, the present invention limits the 
GM sessions by adding a “GM Sessions Allowed bitmap to 
the resource group where each bit of the mask is associated 
with a valid session number (e.g. bit 1=session 1). When a CS 
command is received by an LSS that specifies a session num 
ber, the LSS's RG is checked to see if the session number is 
allowed. If not the command is rejected. 
0071 FIG. 6C, following, illustrates an exemplary method 
156 for issuing mirroring mastering command. The method 
begins (step 158) by issuing a mirroring master command 
specifying a session number (step 160). The session number 
specified in the command is referenced against the masters 
allowed bitmap (step 162) and checks the validity (step 164). 
If valid, the command is accepted (step 166) and, if not, the 
command is rejected (step 168). The method ends (step 170). 
0072. In one embodiment, by way of example only, as 
mentioned in the foregoing, the present invention limits the 
GM masters by adding a “GM Masters Allowed bitmap to 
the resource group where each bit of the mask is associated 
with a valid session number (e.g. bit 1=session 1). When a CS 
command is received through an LSS to manage a GM Ses 
sion Master, the LSS's RG is checked to determine if (1) the 
session number is allowed in the “GM Sessions Allowed' 
mask and (2) the GM Session master is allowed in the “GM 
Masters Allowed mask for the specified session number in 
the CS command. If either bit indicates not allowed the com 
mand is rejected. 
0073. As will be appreciated by one skilled in the art, 
aspects of the present invention may be embodied as a system, 
method or computer program product. Accordingly, aspects 
of the present invention may take the form of an entirely 
hardware embodiment, an entirely software embodiment (in 
cluding firmware, resident Software, micro-code, etc.) or an 
embodiment combining software and hardware aspects that 
may all generally be referred to herein as a “circuit,” “mod 
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ule' or “system.” Furthermore, aspects of the present inven 
tion may take the form of a computer program product 
embodied in one or more computer readable medium(s) hav 
ing computer readable program code embodied thereon. 
0074 Any combination of one or more computer readable 
medium(s) may be utilized. The computer readable medium 
may be a computer readable signal medium or a computer 
readable storage medium. A computer readable storage 
medium may be, for example, but not limited to, an elec 
tronic, magnetic, optical, electromagnetic, infrared, or semi 
conductor System, apparatus, or device, or any suitable com 
bination of the foregoing. More specific examples (a non 
exhaustive list) of the computer readable storage medium 
would include the following: an electrical connection having 
one or more wires, a portable computer diskette, a hard disk, 
a random access memory (RAM), a read-only memory 
(ROM), an erasable programmable read-only memory 
(EPROM or Flash memory), an optical fiber, a portable com 
pact disc read-only memory (CD-ROM), an optical storage 
device, a magnetic storage device, or any suitable combina 
tion of the foregoing. In the context of this document, a 
computer readable storage medium may be any tangible 
medium that can contain, or store a program for use by or in 
connection with an instruction execution system, apparatus, 
or device. 
0075 Program code embodied on a computer readable 
medium may be transmitted using any appropriate medium, 
including but not limited to wireless, wired, optical fiber 
cable, RF, etc., or any suitable combination of the foregoing. 
Computer program code for carrying out operations for 
aspects of the present invention may be written in any com 
bination of one or more programming languages, including 
an object oriented programming language such as Java, 
Smalltalk, C++ or the like and conventional procedural pro 
gramming languages, such as the “C” programming language 
or similar programming languages. The program code may 
execute entirely on the user's computer, partly on the user's 
computer, as a stand-alone software package, partly on the 
user's computer and partly on a remote computer or entirely 
on the remote computer or server. In the latter scenario, the 
remote computer may be connected to the user's computer 
through any type of network, including a local area network 
(LAN) or a wide area network (WAN), or the connection may 
be made to an external computer (for example, through the 
Internet using an Internet Service Provider). 
0076 Aspects of the present invention are described above 
with reference to flowchart illustrations and/or block dia 
grams of methods, apparatus (systems) and computer pro 
gram products according to embodiments of the invention. It 
will be understood that each block of the flowchart illustra 
tions and/or block diagrams, and combinations of blocks in 
the flowchart illustrations and/or block diagrams, can be 
implemented by computer program instructions. These com 
puter program instructions may be provided to a processor of 
a general purpose computer, special purpose computer, other 
programmable data processing apparatus to produce a 
machine, such that the instructions, which execute via the 
processor of the computer or other programmable data pro 
cessing apparatus, create means for implementing the func 
tions/acts specified in the flowchart and/or block diagram 
block or blocks. 
0077. These computer program instructions may also be 
stored in a computer readable medium that can direct a com 
puter, other programmable data processing apparatus, or 
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other devices to function in a particular manner, Such that the 
instructions stored in the computer readable medium produce 
an article of manufacture including instructions which imple 
ment the function/act specified in the flowchart and/or block 
diagram block or blocks. The computer program instructions 
may also be loaded onto a computer, other programmable 
data processing apparatus, or other devices to cause a series of 
operational steps to be performed on the computer, other 
programmable apparatus or other devices to produce a com 
puter implemented process Such that the instructions which 
execute on the computer or other programmable apparatus 
provide processes for implementing the functions/acts speci 
fied in the flowchart and/or block diagram block or blocks. 
0078. The flowchart and block diagram in the above fig 
ures illustrate the architecture, functionality, and operation of 
possible implementations of systems, methods and computer 
program products according to various embodiments of the 
present invention. In this regard, each block in the flowchart 
or block diagrams may represent a module, segment, or por 
tion of code, which comprises one or more executable 
instructions for implementing the specified logical function 
(s). It should also be noted that, in some alternative imple 
mentations, the functions noted in the block may occur out of 
the order noted in the figures. For example, two blocks shown 
in Succession may, in fact, be executed Substantially concur 
rently, or the blocks may sometimes be executed in the reverse 
order, depending upon the functionality involved. It will also 
be noted that each block of the block diagrams and/or flow 
chart illustration, and combinations of blocks in the block 
diagrams and/or flowchart illustration, can be implemented 
by special purpose hardware-based systems that perform the 
specified functions or acts, or combinations of special pur 
pose hardware and computer instructions. 
0079 While one or more embodiments of the present 
invention have been illustrated in detail, one of ordinary skill 
in the art will appreciate that modifications and adaptations to 
those embodiments may be made without departing from the 
scope of the present invention as set forth in the following 
claims. 

What is claimed is: 
1. A method of prescribing relationships for storage 

resources organized into a plurality of resource groups in a 
computing storage environment by a processor device, the 
comprising: 

for at least one storage resource object associated with at 
least one of the plurality of resource groups by a resource 
group attribute, defining at least one policy for limiting 
host requests to the storage resources in the at least one 
of the plurality of resource groups to prevent an issuance 
of the host requests to an unowned one of the storage 
SOUCS. 

2. The method of claim 1, wherein the host requests for the 
storage resources includes a copy services request to the 
storage resources. 

3. The method of claim 1, wherein defining the at least one 
policy further includes establishing a passthrough policy to 
limit passthrough commands by defining a Passthrough Glo 
bal Resource Scope (PGRS) attribute, wherein pursuant to the 
PGRS attribute, a command issued to a connection device that 
is accessible by a host system, such command operating on 
one of a device other than the connection device and a logical 
subsystem (LSS) other than the LSS of the connection device, 
is examined to verify one of a destination device and the LSS 
as associated with a resource group having a resource group 
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label within a scope of the PGRS in the resource group of one 
of the connection device and LSS. 

4. The method of claim 1, wherein defining the at least one 
policy further includes establishing a passthrough policy to 
limit a plurality of passthrough commands by defining a 
Passthrough Global Resource Scope (PGRS) attribute, 
wherein pursuant to the PGRS attribute, a command issued to 
a connection device that is accessible by a host system and 
that is operating as the source of a copy relationship is 
instructed to send the command issued to a target device of the 
copy relationship which processes the command as a remote 
connection device, the command operating on one of a device 
other than the remote connection device and a logical Sub 
system (LSS) other than the LSS of the remote connection 
device, is examined to verify one of a destination device and 
LSS as associated with a plurality of resource groups having 
a resource group label within a scope of the PGRS in the 
plurality of resource groups of one of the connection device 
and LSS. 

5. The method of claim 1, wherein defining the at least one 
policy further includes establishing a session usage policy to 
limit copy service sessions by defining a session allowed 
bitmap, each bit of the session allowed bitmap corresponding 
to a valid session number, wherein pursuant to the session 
usage policy, a command received by a logical Subsystem 
(LSS) specifying a session number is referenced against a 
resource group of the LSS to validate the session number; 
wherein if the session number is validated, the command is 
allowed. 

6. The method of claim 5, further including, pursuant to an 
initiation of at least one mirroring session by at least one host 
system assigned to at least one tenant, at least one of the 
storage resources for the at least one tenant assigned to at least 
one resource group of the plurality of resource groups for the 
tenant: 

determining, by a sessions allowed mask in the resource 
group, whether the at least one copy services session is 
allowed to be implemented against the at least one stor 
age resource, wherein the sessions allowed mask facili 
tates partitioning of which of the at least one mirroring 
sessions is assigned to which of the at least one tenant, 
such that no two of the at least one tenants are allowed to 
manage the same one of the at least one copy services 
session. 

7. The method of claim 1, wherein defining the at least one 
policy further includes establishing a mirroring master policy 
to limit mirroring sessions by defining a masters allowed 
bitmap, each bit of the master allowed bitmap corresponding 
to a valid session number, wherein pursuant to the mirroring 
master policy, a command received through a logical Sub 
system (LSS) to manage a mirroring session master is refer 
enced against a resource group of the LSS to validate the 
session number and the mirroring session master, wherein if 
the session number and the mirroring session is validated, the 
command is allowed. 

8. The method of claim 6, wherein the at least one mirror 
ing session is distributed over at least two storage Subsystems, 
each of the at least one tenant has storage resources assigned 
to a resource group associated with the at least one tenant, 
each of the at least one tenant is assigned which of the at least 
one mirroring session the at least one tenant is permitted to 
control via a plurality of sessions allowed controls in the 
resource group associated with the at least one tenant, and a 
collective set of master allowed controls in resource groups of 
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the at least one tenant is used to partition which masters are 
permitted to operate on which of the at least two storage 
Subsystems. 

9. A system for prescribing relationships for storage 
resources organized into a plurality of resource groups in a 
computing storage environment by a processor device, each 
of the storage resources having a resource group attribute 
associating a storage resource object with the plurality of 
resource groups and associating an at least one policy in the 
plurality of resource groups with the storage resources, com 
prising: 

a resource management module operational in the comput 
ing storage environment, wherein the resource manage 
ment module is adapted for: 
for at least one storage resource object associated with at 

least one of the plurality of resource groups by a 
resource group attribute, defining at least one policy 
for limiting host requests to the storage resources in 
the at least one of the plurality of resource groups to 
prevent an issuance of the host requests to an unowned 
one of the storage resources. 

10. The system of claim 9, wherein the host requests for the 
storage resources include a copy services request to the stor 
age resources. 

11. The system of claim 9, wherein the resource manage 
ment module is further adapted for, pursuant to defining the at 
least one policy further includes establishing a passthrough 
policy to limit passthrough commands by defining a 
Passthrough Global Resource Scope (PGRS) attribute, 
wherein pursuant to the PGRS attribute, a command issued to 
a connection device that is accessible by a host system, Such 
command operating on one of a device other than the connec 
tion device and a logical subsystem (LSS) other than the LSS 
of the connection device, is examined to Verify one of a 
destination device and the LSS as associated with a resource 
group having a resource group label within a scope of the 
PGRS in the resource group of one of the connection device 
and LSS. 

12. The system of claim 9, wherein the resource manage 
ment module is further adapted for, pursuant to defining the at 
least one policy further includes establishing a passthrough 
policy to limita plurality of passthrough commands by defin 
ing a Passthrough Global Resource Scope (PGRS) attribute, 
wherein pursuant to the PGRS attribute, a command issued to 
a connection device that is accessible by a host system and 
that is operating as the source of a copy relationship is 
instructed to send the command issued to a target device of the 
copy relationship which processes the command as a remote 
connection device, the command operating on one of a device 
other than the remote connection device and a logical Sub 
system (LSS) other than the LSS of the remote connection 
device, is examined to verify one of a destination device and 
LSS as associated with a plurality of resource groups having 
a resource group label within a scope of the PGRS in the 
plurality of resource groups of one of the connection device 
and LSS. 

13. The system of claim 9, wherein the resource manage 
ment module is further adapted for, pursuant to defining the at 
least one policy, establishing a session usage policy to limit 
copy service sessions by defining a session allowed bitmap. 
each bit of the session allowed bitmap corresponding to a 
valid session number, wherein pursuant to the session usage 
policy, a command received by a logical Subsystem (LSS) 
specifying a session number is referenced against a resource 
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group of the LSS to validate the session number; wherein if 
the session number is validated, the command is allowed. 

14. The system of claim 13, wherein the resource manage 
ment module is further adapted for, pursuant to an initiation of 
at least one mirroring session by at least one host system 
assigned to at least one tenant, at least one of the storage 
resources for the at least one tenant assigned to at least one 
resource group of the plurality of resource groups for the 
tenant: 

determining, by a sessions allowed mask in the resource 
group, whether the at least one mirroring session is 
allowed to be implemented against the at least one stor 
age resource, wherein the sessions allowed mask facili 
tates partitioning of which of the at least one mirroring 
sessions is assigned to which of the at least one tenant, 
such that no two of the at least one tenants are allowed to 
manage the same mirroring session. 

15. The system of claim 9, wherein defining the at least one 
policy further includes establishing a mirroring master policy 
to limit mirroring sessions by defining a masters allowed 
bitmap, each bit of the master allowed bitmap corresponding 
to a valid session number, wherein pursuant to the mirroring 
master policy, a command received through a logical Sub 
system (LSS) to manage a mirroring session master is refer 
enced against a resource group of the LSS to validate the 
session number and the mirroring session master, wherein if 
the session number and the mirroring session is validated, the 
command is allowed. 

16. The system of claim 14, wherein at least one mirroring 
session is distributed over at least two storage Subsystems, 
each of the at least one tenant has storage resources assigned 
to a resource group associated with the at least one tenant, 
each of the at least one tenant is assigned which of the at least 
one mirroring session the at least one tenant is permitted to 
control via a plurality of sessions allowed controls in the 
resource group associated with the at least one tenant, and a 
collective set of master allowed controls in resource groups of 
the at least one tenant is used to partition which masters are 
permitted to operate on which of the at least two storage 
Subsystems. 

17. A computer program product for prescribing relation 
ships for storage resources organized into a plurality of 
resource groups in a computing storage environment by a 
processor device, each of the storage resources having a 
resource group attribute associating a storage resource object 
with the plurality of resource groups and associating an at 
least one policy in the plurality of resource groups with the 
storage resources, the computer program product comprising 
a computer-readable storage medium having computer-read 
able program code portions stored therein, the computer 
readable program code portions comprising: 

a first executable portion for, for at least one storage 
resource object associated with at least one of the plu 
rality of resource groups by a resource group attribute, 
defining at least one policy for limiting host requests to 
the storage resources in the at least one of the plurality of 
resource groups to prevent an issuance of the host 
requests to an unowned one of the storage resources. 

18. The computer program product of claim 17, further 
including a second executable portion for, wherein the host 
requests for the storage resources includes a copy services 
request to the storage resources. 

19. The computer program product of claim 17, further 
including a second executable portion for, pursuant to defin 
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ing the at least one policy, establishing a passthrough policy to 
limit passthrough commands by defining a Passthrough Glo 
bal Resource Scope (PGRS) attribute, wherein pursuant to the 
PGRS attribute, a command issued to a connection device that 
is accessible by a host system, such command operating on 
one of a device other than the connection device and a logical 
subsystem (LSS) other than the LSS of the connection device, 
is examined to verify one of a destination device and the LSS 
as associated with a resource group having a resource group 
label within a scope of the PGRS in the resource group of one 
of the connection device and LSS. 

20. The computer program product of claim 17, further 
including a second executable portion for, pursuant to defin 
ing at least one policy, establishing a passthrough policy to 
limit a plurality of passthrough commands by defining a 
Passthrough Global Resource Scope (PGRS) attribute, 
wherein pursuant to the PGRS attribute, a command issued to 
a connection device that is accessible by a host system and 
that is operating as the source of a copy relationship is 
instructed to send the command issued to a target device of the 
copy relationship which processes the command as a remote 
connection device, the command operating on one of a device 
other than the remote connection device and a logical Sub 
system (LSS) other than the LSS of the remote connection 
device, is examined to verify one of a destination device and 
LSS as associated with a plurality of resource groups having 
a resource group label within a scope of the PGRS in the 
plurality of resource groups of one of the connection device 
and LSS. 

21. The computer program product of claim 17, further 
including a second executable portion for, pursuant to defin 
ing the at least one policy, establishing a session usage policy 
to limit copy service sessions by defining a session allowed 
bitmap, each bit of the session allowed bitmap corresponding 
to a valid session number, wherein pursuant to the session 
usage policy, a command received by a logical subsystem 
(LSS) specifying a session number is referenced against a 
resource group of the LSS to validate the session number; 
wherein if the session number is validated, the command is 
allowed. 
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22. The computer program product of claim 21, further 
including a third executable portion for, pursuant to an initia 
tion of at least one mirroring session by at least one host 
system assigned to at least one tenant, at least one of the 
storage resources for the at least one tenant assigned to at least 
one resource group of the plurality of resource groups for the 
tenant: 

determining, by a sessions allowed mask in the resource 
group, whether the at least one mirroring session is 
allowed to be implemented against the at least one stor 
age resource, wherein the sessions allowed mask facili 
tates partitioning of which of the at least one mirroring 
sessions is assigned to which of the at least one tenant, 
such that no two of the at least one tenants are allowed to 
manage the same mirroring session. 

23. The computer program product of claim 17, further 
including a second executable portion for, pursuant to defin 
ing the at least one policy further includes establishing a 
session usage policy to limit copy service sessions by defining 
a session allowed bitmap, each bit of the session allowed 
bitmap corresponding to a valid session number, wherein 
pursuant to the session usage policy, a command received by 
a logical subsystem (LSS) specifying a session number is 
referenced against a resource group of the LSS to validate the 
session number; wherein if the session number is validated, 
the command is allowed. 

24. The computer program product of claim 22, wherein 
the at least one mirroring session is distributed over at least 
two storage subsystems, each of the at least one tenant has 
storage resources assigned to a resource group associated 
with the at least one tenant, each of the at least one tenant is 
assigned which of the at least one mirroring session the at 
least one tenant is permitted to control via a plurality of 
sessions allowed controls in the resource group associated 
with the at least one tenant, and a collective set of master 
allowed controls in resource groups of the at least one tenant 
is used to partition which masters are permitted to operate on 
which of the at least two storage subsystems. 
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