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1. 

GENERATING A VISUALIZATION TO SHOW 
MINING RESULTS PRODUCED FROM 

SELECTED DATA ITEMS AND ATTRIBUTE(S) 
INA SELECTED FOCUSAREA AND OTHER 

PORTIONS OF A DATASET 

BACKGROUND 

Various techniques can be used for visualizing data sets, 
including large multi-dimensional data sets (which contain 
multiple dimensions or attributes). Examples oftechniques of 
visualizing data sets include graphs, bar charts, pixel bar 
charts (in which pixels represent corresponding transaction 
records and are assigned colors based on values of attributes), 
pie charts, and so forth. 
When large data sets are visualized, especially large multi 

dimensional data sets, manually finding similar patterns 
occurring somewhere in a data set can be difficult, time 
consuming, and impractical. 

BRIEF DESCRIPTION OF THE DRAWINGS 

The patent or application file contains at least one drawing 
executed in color. Copies of this patent or patent application 
publication with color drawing(s) will be provided by the 
Office upon request and payment of the necessary fee. 
Some embodiments of the invention are described with 

respect to the following figures: 
FIGS. 1-3 illustrate three different visualization techniques 

that allow for a user to select a focus area to allow for analysis 
of relationships between the selected focus area and other 
data collections, in accordance with some embodiments: 

FIG. 4 is a flow diagram of an intelligent visual analytics 
query algorithm, in accordance with an embodiment; 

FIGS. 5A-5B illustrate visualization screens depicting 
various data collections before and after, respectively, appli 
cation of an intelligent visual analytics query processing, 
according to an embodiment; 

FIGS. 6A-6C illustrate visualization screens depicting 
application of an intelligent visual analytics query processing 
in another context, according to an embodiment; and 

FIG. 7 is a block diagram of a computer that includes 
Software to provide intelligent visual analytics query process 
ing, according to an embodiment. 

DETAILED DESCRIPTION 

In accordance with some embodiments, an intelligent 
visual analytics query processing algorithm (as performed by 
a software tool, for example) is provided to allow for user 
selection of a target region of interest (focus area) within a 
visualization that represents a data set, such that relationships 
between the selected focus area and remaining portions of the 
data set can be determined. The data set that is visualized can 
be a large, multi-dimensional data set (a data set having 
multiple dimensions or attributes and a relatively large num 
ber of data points). In the ensuing discussion, “dimensions' 
and “attributes' of a data set are used interchangeably. 

There may be one or more interesting local patterns within 
the visualized data set that may be of interest to an analyst (or 
other user). An analyst may wish to identify other portions of 
the data set that may have patterns similar to the one or more 
local patterns of interest. Also, an analyst may wish to deter 
mine causes and/or impacts of such one or more local patterns 
of interest. A “local pattern” in a visualized data set refers to 
Some Sub-region in the visualized data set that contains data 
points having values of interest to an analyst (e.g., data values 
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2 
indicating long delays, slow response times, etc.). Such an 
analysis allows the analyst to better understand performance 
or other characteristics associated with operations of an enter 
prise, such as a business, educational organization, or gov 
ernment agency. 

Based on a selected focus area, the intelligent visual ana 
lytics query processing algorithm analyzes characteristics of 
the selected focus area, where the characteristics include data 
items, attribute(s), and possibly one or more groups. Accord 
ing to the characteristics, the algorithm then selects an ana 
lytic technique to mine relationships of data items and at least 
one attribute in the focus area with data items and at least one 
attribute in remaining portions of the data set. Mining rela 
tionships of data items and attributes refers to one or more of 
measuring the relationships, correlating the relationships, or 
otherwise determining the relationships. An “analytic tech 
nique' refers to a technique that is able to make some type of 
a correlation, comparison, or other analysis task to identify a 
similarity relationship between characteristics of the selected 
focus area and other portions of the data set. 

Based on the mined relationships, the intelligent visual 
analytics query processing algorithm produces a visualiza 
tion to show mining results produced from selected data items 
and one or more attributes in the selected focus area and the 
remaining portions of the data set, where the generated visual 
representation is composed to have an order and layout to 
represent the mined results. The order in the visualization is 
an order of graphical representations of the data items/at 
tributes according to the mined relationships. The layout of 
the visualization defines an arrangement of graphical repre 
sentations, data items, and attributes. The produced visual 
ization allows an analyst to more easily and accurately visu 
alize similar patterns across multiple portions of the data set. 
For example, various data collections (groups) can be ordered 
in a visualization screen according to the degree of similarity 
between patterns occurring in these data collections with the 
pattern that exists in the selected focus area. 

Alternatively, the produced visualization can show rela 
tionships between attribute(s) of the focus area and other 
attributes of the data set. This allows an analyst to easily 
understand the causes and/or impacts of attribute values in the 
focus area (e.g., what attributes are contributing to high sales 
in certain geographic regions). Although reference has been 
made to selecting a focus area, note that the intelligent visual 
analytics query processing algorithm also allows for selection 
of plural focus areas in a visualization. 

In some embodiments, the data collections of the data set 
include multiple time series, where each time series refers to 
a collection of data over time. In other implementations, other 
data collections can be employed. In the ensuing discussion, 
a data “collection' is used interchangeably with a data 
“group.” 
A data set can be divided into multiple groups and can have 

multiple attributes. In selecting the focus area that is to be 
compared to remaining portions of the data set, a user can 
select one attribute or multiple attributes in one group or 
multiple groups. 

Such selection of one or multiple attributes in one or mul 
tiple groups corresponds to various use cases that are Sup 
ported by the visual analytics query processing algorithm. In 
one embodiment, there are four potential use cases that cor 
respond to the focus area selectable by the user. As noted 
above, a data set can include multiple attributes (dimensions) 
and multiple groups (e.g., multiple time series). The four 
potential use cases are as follows: case 1 (select one attribute 
in one group); case 2 (select multiple attributes in one group); 
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case 3 (select one attribute in multiple groups); and case 4 
(select multiple attributes in multiple groups). 

In one specific example, performance data associated with 
multiple computer servers can be monitored. One time series 
for measured data values collected over time can be received 
for each corresponding server. The measured data values can 
include measured data values for one or more attributes. Such 
as queue length, disk usage, and so forth. In this example, the 
four possible use cases can be applied based on the number of 
attributes selected and the number of time series (groups) 
selected in the target region. 

In case 1, the selected focus area causes selection of just 
one attribute in one group. This is illustrated in the example of 
FIG. 1, which shows a visualization map for three groups 
(group 1, group 2, and group 3), where each group has three 
attributes (attribute 1, attribute 2, and attribute 3). The hori 
Zontal axis 100 of the visualization map refers to some order 
of the attribute values, such as a time order. As depicted in 
FIG. 1, a first selected focus area 102 causes selection of one 
attribute in one group (attribute 1 in group 1). Selection of the 
focus area 102 (and any other focus areas) can be based on a 
rubber-banding operation in which a user uses a pointer 
device (e.g., mouse device) to select a region by clicking or 
holding onto a control button. 
A second use case, case 2, refers to the selection of multiple 

attributes in one group. This is illustrated by selected focus 
area 104 in FIG. 1, in which two attributes (attributes 1 and 2) 
of one group (group 2) have been selected in the focus area 
104. 
A fourth use case, case 4, selects multiple attributes in 

multiple groups. This is illustrated in FIG. 1 as selected focus 
area 106, in which multiple attributes in multiple groups 
(groups 1-3) have been selected. 

Although not depicted in FIG. 1, a third use case, case 3, 
can also be specified, where case 3 involves selection of one 
attribute in multiple groups. To do so, multiple regions can be 
selected, where the multiple regions cover the same attribute 
in different groups. 
The selection of a focus area (which contains a local pattern 

to a user) effectively specifies a query that analysis is to be 
performed based on the characteristics of the focus area. The 
analysis involves a mining of relationships of the character 
istics of the focus area with the remaining portions of the data 
set, such that a visualization can be provided of the data set 
according to the mined relationships. The intelligent visual 
analytics query processing algorithm allows for flexibility in 
allowing a user to Submit various visual queries (of varying 
complexity according to one of the use cases discussed 
above). The algorithm can automatically process the query to 
produce a visualization result that is adapted to the outcome 
of the analysis performed by the query. 
Some embodiments allow the algorithm to select from 

multiple analytic techniques for measuring relationships 
between characteristics of a selected focus area and other 
portions of a data set. Examples of the analytic techniques 
include a statistical analytic technique (e.g., a correlation 
technique), a similarity measure technique, and a data mining 
technique (e.g., clustering, classification, etc.). 

FIGS. 2 and 3 illustrate other types of visualizations of 
data. FIG. 2 depicts a parallel coordinates graph, in which 
vertical bars represent different attributes A1, A2, A3, A4, and 
A5, with points along each vertical bar representing different 
data values of the corresponding attribute. The various ZigZag 
lines in the graph that connect the attribute bars are used to 
show relationships between different data points across dif 
ferent attributes. Thus, for example, a line 202 connecting a 
data point on vertical bar 204 (for attribute A1) to a data point 
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4 
on vertical bar 206 (for attribute A2) represents that the cor 
responding data point for A1 is related to the corresponding 
data point for A2. In the parallel coordinates graph of FIG. 2, 
focus areas for two use cases (case 1 and case 2) are shown. A 
selected focus area 208 corresponds to case 1 (one attribute in 
one group), whereas selected focus area 210 corresponds to 
case 2 (multiple attributes in one group). 

Focus area selection can also be made in yet another type of 
visualization, as depicted in FIG.3, which shows a scatter plot 
graph. In the scatter plot graph, attributes are plotted against 
each other in an array of grids. Thus, in the example of FIG. 
3, the first row of grids represents attribute 1, the second row 
of grids represents attribute 2, and the third row of grids 
represents attribute 3. Similarly, the first column of grids 
represents attribute 1, the second column of grids represents 
attribute 2, and the third column of grids represents attribute 
3. In the first grid 302 (which plots attribute 1 against attribute 
1), the data points are provided along a diagonal line since any 
data point of attribute 1 is related (e.g., equal) to itself. The 
different colors for the data points represent different group 
memberships. Thus, in the example of FIG. 3, green repre 
sents that the data points are in group 1, red represents that the 
data points are in group 2, and black represents that the data 
points are in group 3. 

In FIG. 3, a first selected focus area 304 represents case 1, 
since just one attribute (attribute 1) in one group (the group 
corresponding to green data points) is selected in the region 
304. Focus area 306 represents case 2, since multiple 
attributes (attributes 1 and 3) in one group (the group corre 
sponding to the black data points) are selected. Focus area 
308 represents case 3, since one attribute (attribute 3) in 
multiple groups (groups corresponding to green and red data 
points) have been selected. Focus area 310 represents case 4, 
since multiple attributes (attributes 1 and 2) in multiple 
groups (all three groups) have been selected. 

Note that the various visualizations can assign different 
data values (or groups of data values) to different colors. For 
example, in the visualization map, pixel bars each containing 
pixels assigned various colors can be used. Also, in the scatter 
plot graph, different groups are assigned different colors. 

Although four use cases have been referred to in some 
embodiments, it is noted that in other embodiments, other use 
cases are also contemplated. For example, a fifth use case may 
be provided, where in the fifth use case, multiple attributes in 
multiple groups with multiple disjoint intervals are defined. 
This is the most general case and corresponds to multiple 
selections within one query that range across multiple 
attributes, multiple groups, and multiple intervals. This can 
correspond to the combination of focus areas 104 and 106 in 
FIG. 1, in one example. 
Note that in case 1 (one attribute in one group), there is no 

distinction between ordered and unordered data. In a data set 
with no grouping, the algorithm searches for other attributes 
that are most closely related to the attribute and data items in 
the selected focus area. On the other hand, in a data set in 
which grouping is provided, the algorithm searches for rel 
evant attributes within the selected group. 

In case 2 (multiple attributes in one group), since there are 
multiple attributes involved, the intelligent visual analytics 
query processing algorithm in one example implementation 
can distinguish between a visualization that has a designated 
ordering attribute (FIG. 1) and a visualization without con 
sistent ordering (FIGS. 2 and 3). The visualization map of 
FIG. 1 orders attribute values in each row (bar) according to 
Some order. Such as a time stamp or some other value. How 
ever, the data values in the parallel coordinates graph or the 
scatter plot graph are sorted differently on each axis, based on 
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the value of the corresponding attribute. For ordered visual 
izations (such as in the visualization map of FIG. 1), the 
intelligent visual analytics query processing algorithm ana 
lyzes other groups with respect to characteristics of the 
selected focus area to determine relevance of the other groups 
to the selected focus area. The result can be used for reorder 
ing the groups in the output visualization produced by the 
intelligent visual analytics query processing algorithm. It is 
also possible to analyze the selected focus area and identify 
other attributes that are relevant to the selected attributes. 

In case 2, for unordered visualizations without grouping, 
Such as in the parallel coordinates graph of FIG. 2, the ana 
lytic technique used can be clustering to find relevant 
attributes, for example. On the other hand, for unordered 
visualizations with grouping, Such as in the scatter plot graph 
of FIG. 3, a different analytic technique can be used, such as 
searching through the scatter plot graph to find attribute pairs 
showing similar patterns as an attribute-pair in the selected 
focus area. 

In case 3 (one attribute in multiple groups), the intelligent 
visual analytics query processing algorithm handles case 3 by 
applying case 1 independently for each selected group with 
case 3. The intelligent visual analytics query processing algo 
rithm can search within each group for other attributes that are 
closely related to the selected attribute. The results can be 
individual sets of relevant attributes for each selected 
attribute. 

With case 4 (multiple attributes in multiple groups), in 
which multiple attributes over multiple groups are selected, 
the intelligent visual analytics query processing algorithm, 
for ordered data, can search for other intervals that are related 
to the selected attributes and groups. For unordered data, the 
algorithm can perform a clustering and then searches for 
related data points. 
The intelligent visual analytics query processing algorithm 

is depicted generally in FIG. 4. The algorithm can be per 
formed by Software executable on a computer, as depicted in 
FIG. 7, for example. The algorithm receives (at 402) a 
dynamic selection of a focus area in a visualization screen. 
Dynamic selection refers to the ability to select any part of the 
visualization and the ability to make the selection at any time. 
The selection causes a visual query to be produced. As used 
here, a “visualization screen” refers to any graphical repre 
sentation of data, Such as any of the graphical representations 
of FIGS. 1-3 or other graphical representations. The term 
'screen” is intended to cover any displayed area that contains 
data being visualized. 
The algorithm then analyzes (at 404) the characteristics 

(e.g., data items, one or more attributes in one or more groups, 
relationships between attributes, etc.) that correspond to the 
selected focus area. The selected focus area can include one 
attribute, or multiple attributes. Also, the selected data items 
can span one group or multiple groups. Based on the charac 
teristics of the selected focus area, the algorithm uses (at 406) 
at least one analytic technique (selected from among plural 
possible analytic techniques) to mine the relationships 
between the data items and at least one attribute in the 
selected focus area and data items and at least one attribute in 
the remaining portions of the data set. Details regarding the 
mined relationships are discussed further below. 
As discussed above, the mined relationships can be 

between the selected focus area in one or more groups and 
other groups. Thus, for example, if the selected focus area 
contains plural attributes in a first group, then the mined 
relationships can be between the selected attributes in the first 
group and the attributes in other groups (e.g., other servers). 
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6 
Alternatively, the mined relationships can be between 
attribute(s) of the selected focus area and other attributes. 

Based on the mined relationships, an interactive visualiza 
tion is produced (at 408) and is composed to have an order and 
layout that corresponds to the mined relationships. An "inter 
active visualization” refers to a visualization in which users 
can make selections, such as to see more detail or to Zoom in. 
In one example, multiple data collections (groups) of the 
visualized data set can be reordered according to the mined 
relationships. In another example, the visualization that is 
produced can indicate which attributes are more closely 
related to a selected attribute (contained in the selected focus 
area) and which other attributes are not as closely related to 
the selected attribute. Also, the visualization produced can be 
transformed from an initial visualization in which the focus 
area selection was made. The transformed visualization can 
include just the data items within a time interval of the focus 
area, for example. 
An example of the reordering and transformation of visu 

alization of multiple groups of data is depicted in FIGS. 5A 
and 5B. FIG. 5A shows a visualization screen 500A prior to 
application of the intelligent visual analytics query process 
ing algorithm, whereas FIG. 5B shows a visualization screen 
500B that is changed from the visualization screen 500A after 
application of the algorithm. As shown in the FIG. 5A 
example, multiple groups containing respective attribute val 
ues are depicted for corresponding servers. Thus, the different 
time series of FIG. 5A represent different servers. Each group 
has two attributes in the example: CPU Utilization and Net 
work Bytes. As depicted in FIG.5A, to initiate the application 
of the intelligent visual analytics query processing algorithm 
on the visualization screen 500A, a user interactively selects 
a focus area 502 in the first group (the group corresponding to 
server 2). Note that the selection made here corresponds to 
case 2 discussed above, where multiple attributes from one 
group are selected. 

Selection of the focus area 502 invokes the algorithm to 
mine relationships of data items and at least one attribute in 
the focus area and data items and at least one attribute in 
remaining portions of the data set. Based on the mined rela 
tionships, the groups are reordered according to visualization 
screen 500B in FIG. 5B. In the original visualization screen 
500A, the order of groups is as follows: server 1, server 2, 
server 3, server 4, server 5, server 6, and server 7. After 
application of the intelligent visual analytics query process 
ing algorithm, the groups are reordered as follows: server 2, 
server 1, server 6, server 7, server 5, server 3, and server 4. 
Note that the group for server 2 has been moved up from the 
second position in the visualization screen 500A to the first 
position in the visualization screen 500B. The order of the 
other groups has also been changed. Note that in the visual 
ization screen 500B, the mined relationships are expressed by 
a Similarity measure associated with each group (other than 
the group for server 2). As depicted, the ordering of the group 
is based on descending values of the Similarity measure. In 
addition to reordering the groups, note that the visualization 
in 500B has been transformed from the visualization in 500A 
along the time axis—in other words, the data items depicted 
in the screen 500B are just data items in the time interval of 
focus area 502 in FIG.S.A. 
By reordering the groups as depicted in FIG.5B, an analyst 

is able to easily determine which servers have similar perfor 
mance behaviors in relation to the attributes selected in focus 
area 502, which corresponds to a particular time interval. 
Groups of servers with more similar performance character 
istics are placed nearer the top of the screen 500B than groups 
of servers with less similar performance characteristics. 
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In addition to being able to visualize an order of data 
collections according to similarity between the data collec 
tions, the intelligent visual analytics query processing algo 
rithm can also allow for attributes that are closely related to a 
selected attribute (in the selected focus area) to be visualized 
in closer proximity to the selected attribute. An example of 
this is depicted in FIGS. 6A-6C. FIG. 6A shows a visualiza 
tion map 600 of sales data over a period of 12 months. The 
various time series correspond to different countries, includ 
ing the US, Frances, Japan, and so forth. Each time series has 
pixel bars (one pixel bar per month), with each pixel bar 
having pixels representing respective invoices in the example. 
The colors of the pixels represent invoice sales (SAmount). In 
the example, US and France in month 12 have the most 
invoices and the highest SAmount values. To find the reasons 
for this, the analyst can select a focus area 602 that contains 
one attribute (SAmount) in two groups (US and France) (case 
3). The algorithm analyzes the selected invoices and com 
putes the corresponding correlation coefficients between the 
attribute SAmount and other sales attributes (e.g., Quantity, 
#of Visits, locations, etc.) of the data set. 

FIGS. 6B-6C show output visualizations, in the form of 
visualization screens 604 and 606 produced by the intelligent 
visual analytics query processing algorithm, that show corre 
lations between the selected attribute SAmount and the other 
attributes. The visualization screen 604 includes three pixel 
blocks 608, 610, and 612 corresponding to three attributes 
SAmount, Quantity, it of Visit, for US invoices. In FIG. 6B, the 
SAmount for US product sales correlates more to the custom 
ers buying more items (Quantity) than to the number of times 
the customers visit (Hof Visits). The Quantity attribute values 
in the black oval 614 in FIG. 6B show that the high SAmount 
invoices (at the top of the bar 608) correspond to high Quan 
tity values (red and burgundy) in the oval 614. This indicates 
that the values of both attributes SAmount and Quantity 
change at about the same pace. 
As further depicted in FIG. 6B, SAmount correlates less to 

the number of times the customers visit (#of Visits). There are 
many one time customers (yellow) that appear in the high 
SAmount areas (the top of the bar 612). 
On the other hand, FIG. 6C shows a visualization screen 

606 having bars 616, 618, and 620 corresponding to the 
SAmount, Hof Visits, and Quantity attributes in France. As 
depicted in the visualization screen 606, high SAmount val 
ues in bar 616 correlate more to high it of Visits values, which 
indicates that high SAmount values are due to increased 
return visits by customers (high values of HofVisits). After 
knowing their customer purchase behaviors based on the 
output visualization screens 604 and 606, sales analysts can 
plan their new sales strategies for different geographic 
regions (e.g., US and France). 
The above examples refer to changed layouts for visual 

ization maps. In the parallel coordinates graph example of 
FIG. 2, a reordering that can be performed would be a reor 
dering of the vertical bars representing different attributes. 
Thus, if the selected focus area is the region 208 in FIG. 2, 
then the other attributes A1-A4 may be reordered with the 
attributes having a higher correlation to the selected interval 
of the attribute A5 placed closer to the vertical bar corre 
sponding to the attribute A5. 

Similarly, with the scatter plot graph of FIG.3, the ordering 
of the attributes in the array of grids can be changed based on 
similarities between attributes as detected by the intelligent 
visual analytics query processing algorithm. 
The following describes more formally the intelligent 

visual analytics query algorithm according to one example 
implementation. Let D={D, ..., D} be a set of attributes 
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8 
(dimensions), where k represents the number of dimensions, 
and where each dimension includes an ordered set of n obser 

vations D, {d'. . . . . d", ie {1, ..., k}. The order of the 
observations can be based on the values of a selected ordinal 
or continuous attribute, or the time stamp of an attribute when 
dealing with time-related data. The dimensions may belong to 
a number of groups. 
The intelligent visual analytics query processing algorithm 

allows the selection of a subset D'CD (based on selection of 
a focus area as in FIGS. 1-3), where the selected subset 
D'={D', ..., D', includes 1 dimensions, where each dimen 
sion Dje{1,..., 1}, in D has h data values D', {d, , . . . . 
dith }. The selection is done interactively by the analyst by 
selecting an area of interest in an underlying visualization 
V(D) of D. 
The selected subset D' may contain multiple data items 

across multiple intervals. The goal of the algorithm is to 
identify data portions that are related to the selected data. 
More formally, the goal is to effectively retrieve a target set D" 
CD with Rel(D'.D")->max, where Rel(X,Y)->rel defines a 
relevance function that assigns a relevance value releR. 
Osrels 1 to each pair of data portions (X,Y) with X,Y CD. 
The higher the relevance value is, the stronger the relationship 
between the D' and D". 

Based on these definitions, two issues may arise: the first 
issue is the question of how to determine D" from the data set 
D, and the second issue is the question of how to compute 
Rel(D'D") for arbitrary D', D". Since the input data set D can 
be seen as a matrix with columns D, and rows d", an arbitrary 
selection of a subset D' results in a (hl) matrix by selecting 
multiple data values hacross multiple dimensions 1. If the user 
selects only h values from a single dimension or a single 
record across 1 dimensions, D' would result in an 1- (resp. h-) 
dimensional vector. In general, there are 

possible selections of subsets D'CD of size hil that may be 
considered, where 1 is the number of dimensions and his the 
number of rows of the selected data matrix D'. 

For a given selection, there are multiple possible analyses 
(different analytic techniques discussed above) to determine 
the target data set D" with maximal (or higher) relevance. The 
intelligent visual analytics query processing algorithm pro 
vides effective heuristics to focus on meaningful use cases 
(e.g., the various cases discussed above) when looking for 
relationships in the data. To determine Rel(D'.D") for arbi 
trary D', D", the algorithm can use a number of analysis, 
similarity and correlation analytic techniques. Depending on 
the characteristics of the selected data D', the analytic tech 
nique is selected accordingly. If D' contains, for example, a 
single attribute, the pair-wise correlation to all other attributes 
can be computed. If D' contains multiple attributes, the simi 
larity to other sets of attributes D" can be computed by pair 
wise similarity measures SIM(D, D.) with DeD' and DeD". 
Other comparisons or analyses can also be performed in other 
examples. 
A specific procedure for the intelligent visual analytics 

query processing algorithm is provided below in the follow 
ing pseudocode. The input to the procedure is a set of attribute 
dimensions D, interactive selection D' CD, ordering attribute 
DelD, and grouping attribute DelD. The output is D ordered 
by relevance. 
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if D = p or ID' =1 then 
if Attribs(D') = 1 then 

// Case 1: (One Attribute in One Group) 
f* consider all attributes of the selected group 

f* Only observations in the selected group and interval are considered 
d = filter (attrib., Groups (D"), Interval (D")); 
rel attrib) = calculateRelevance (D', d); 

9 else 

1 
2 
3 
4 
5 for each attrib in Attribs(Groups (D")) do 
6 
7 
8 

10 

f* one group selected */ 
f* one attribute Selected *f 

* 

/* multiple attributes selected */ 
10 // Case 2: Multiple Attributes in One Group 
11 for each group in Groups (D) do 
12 f* only selected attributes are considered in each group * 
13 for each attrib in Attribs (D") do 
14 d' = filter (attrib. Groups (D"), Interval (D")); 
15 d = filter (attrib. group, Interval (D")); 
16 r = calculateRelevance (d., d); 
17 rel group = combine (religroup?,r); 
18 else f* multiple groups selected */ 
19 if Attribs(D') = 1 then f* one attribute Selected *f 
2O // Case 3: One Attribute in Multiple Groups 
21 f* handle as case 1 for each involved group * 
22 for each group in Groups (D) do 
23 ... (see case 1); 
24 else if D. z p then f* ordered and multiple attributes selected */ 
25 // Case 4: Multiple Attributes in Multiple Groups 
26 f* search over ordering attribute * 
27 for each interval in D with Intervall=|D'I do 
28 for each group in Groups (D) do 
29 for each attrib in Attribs (D") do 
30 d' = filter(attrib. group, Interval (D")): 
31 d = filter (attrib. group, interval); 
32 r = calculateRelevance (d", d): 
33 rel Interval = combine (rel?interval?,r) 
34 else f*unordered and multiple attributes selected */ 
35 f* do not allow this case or provide a visualization dependent approach * 
36 return D, ordered by descending rel; 

As noted above, the inputs to the pseudocode include the 
set of dimensions D, the dimensions in the selected focus area 
D', an ordering attribute D (which is a subset of D) such as 
time for time series, and a grouping attribute D (which is a 
Subset of D) to group the data into multiple groups (such as 
multiple time series). The output of the pseudocode is D 
ordered by a relevance measure (see line 36 of the 
pseudocode). 

In line 1 of the pseudocode, the first “if-then clause if 
evaluated true indicates that one group is selected. If Attribs 
(D")|=1 is true (line 2 of the pseudocode), then that indicates 
that only one attribute has been selected in the selected region. 
This corresponds to case 1. In computing the relevance mea 
Sure (rel), only the observations in the selected group and 
interval are considered, as specified at line 7 of the 
pseudocode: d=filter(attrib,Groups(D"). Interval(D")), where 
attrib represents the selected attribute in D", Groups(D") indi 
cates the group corresponding to the selected focus area, and 
Interval (D") represents the interval of the selected region. The 
relevance measure, rel, for the selected attribute (attrib) is 
calculated according to line 8 of the pseudocode, where the 

35 

40 

45 

50 

function calculateRelevance(D'dat line 8) is a selected one of 55 
analytic techniques to compute the relevance measure for 
each other attribute based on the selected attribute, group, and 
interval as defined by d. 
The "else' condition at line 9 of the pseudocode corre 

sponds to the "if-then clause in line 2 of the pseudocode, and 
is satisfied when multiple attributes in one group are selected 
in the focus area (which corresponds to case 2). Line 11 of the 
pseudocode specifies that each group in the data set D is 
processed individually, as is each attribute (attrib) in selected 
subset D'. Line 14 of the pseudocode calculates d' to consider 
only observations in the selected group and interval. The 
value of d considers just a selected attribute (in D') and a 

60 

65 

group from D. A measure r is calculated by invoking the 
following function: calculateRelevance(d',d). Note that ther 
value is calculated for each individual attribute. Since there 
are multiple selected attributes in D", the multipler measures 
corresponding to the multiple selected attributes are com 
bined using the function at line 17 of the pseudocode to 
produce the rel measure for the particular group (group). The 
relevance measure, rel, computed at line 17 for case 2 in the 
pseudocode provides a measure of similarity between other 
groups and the characteristics of the selected subset D'. 

If the "if-then clause of line 1 is evaluated to not true, then 
the "else' condition at line 18 of the pseudocode is satisfied, 
which indicates that multiple groups have been selected in the 
focus area D'. If there is just one attribute selected from the 
multiple groups (case 3), line 19 of the pseudocode evaluates 
to true and the sub-procedure for case 1 at lines 3-8 of the 
pseudocode is repeated for each of the selected groups. 
On the other hand, if more than one attribute is selected in 

the multiple groups (case 4), and there is no ordering attribute, 
the "else-if condition at line 24 of the pseudocode evaluates 
to true, and the sub-procedure at lines 25-33 of the 
pseudocode is performed. In the Sub-procedure for case 4. 
each individual interval (interval), group (group), and 
attribute (attrib) is considered individually, with rel measures 
calculated for each interval. 

Other cases are captured by the "else' condition at line 34, 
with the example pseudocode indicating that these other 
cases are not allowed or some other approach can be consid 
ered. 

Finally, line 36 of the pseudocode indicates that the output, 
D, is ordered by the relevance measures, rel. 
As discussed above, the relevance measures representing 

relationships between the characteristics of the selected focus 
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area, D', and other portions of the data set can be computed 
using different analytic techniques depending on an analysis 
of the characteristics. 

In some cases, a correlation technique can be used, such as 
a Pearson Correlation r: 

(Eq. 1) 
X. (Ali-A)(A2 -A2) 

- 2 - 2 y (Ali-AX (Ai-A) 
i=1 i=l 

This function computes the pair-wise correlation between 
bi-variate data A and A (which represent the dimensions of 
the data set). If two dimensions are perfectly correlated, the 
correlation coefficient is 1. The correlation technique is one 
example of a statistical analytic technique. 

Another analytic technique is a similarity measure tech 
nique. To determine the similarity between dimensions or 
groups, the intelligent visual analytics query processing algo 
rithm employs similarity measures such as the normalized 
Euclidean distance: 

IN-1 Sim(A,i, A) = | X (b - bi), 
i=0 

where 

(Eq. 2) 

- al-minA) 
max(A) - min(A) 

The parameter a; represents the i-th value of attribute A. 
The formula forb; performs a linear normalization of the i-th 
value of attribute A. Eq. 2 is therefore calculated on the 
normalized values, with each bhaving a value between 0 and 
1. Additionally, techniques for partial similarity analysis can 
be used, such as Synchronized similarity: 

i (Eq. 3) 
(0s i < j< N) a X c. <e. Sims (Ak. At) = mark- i) 

Alternatively, another analytic technique is a data mining 
technique, such as a clustering technique (e.g., clustering) or 
a classification technique (e.g., nearest neighbor classifica 
tion). 

Based on the result of the analytic technique, the visual 
layout (determined in task 408 of FIG. 4) is rearranged 
according to the relationships between the selected region 
and the determined data portions with maximal (or increased) 
relevance. The goal is to adapt the layout (see, e.g., FIGS. 
5A-5B and 6A-6C) so that related data portions are located 
closer to each other. For a given similarity vector S, the 
original arrangement of dimensions is given by a neighbor 
hood relation N such that: 

PNouery. Subset *S(Doe Dsubset) min. (Eq. 4) 

The neighborhood relation N is “1” if D (dimensions 
being compared to the selected one or more dimensions) and 
Ds (selected one or more dimensions) are neighboring in 
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12 
the visualization, otherwise the neighborhood relation is “0”. 
If the above formula is minimized, an optimal visual repre 
sentation is obtained which retains relationship between 
Douery and DSubser 

FIG. 7 shows an example arrangement that includes a 
computer 700 in which an intelligent visual analytics query 
processing module 702 is provided for performing the intel 
ligent visual analytics query processing algorithm discussed 
above. The module 702 can be a software module executable 
on one or more central processing units (CPUs) 704, which is 
connected to a storage 706. The storage 706 includes an input 
data set 708, and output data 710 produced by the intelligent 
visual analytics query processing module 702. 
The output data 710 or some report or graph based on the 

output data 710 can be provided through a network interface 
712 of the computer 700 and over a data network 714 to a 
client computer 716 for presentation in a display 718, for 
example. Alternatively, a display can be attached directly to 
the computer 700 for visualizing the output data 710. 

Instructions of software described above (including the 
intelligent visual analytics query processing module 702) are 
loaded for execution on a processor (Such as one or more 
CPUs 704). The processor includes microprocessors, micro 
controllers, processor modules or Subsystems (including one 
or more microprocessors or microcontrollers), or other con 
trol or computing devices. As used here, a “controller” refers 
to hardware, software, or a combination thereof. A “proces 
Sor' can refer to a single component or to plural components. 

Data and instructions (of the Software) are stored in respec 
tive storage devices, which are implemented as one or more 
computer-readable or computer-usable storage media. The 
storage media include different forms of memory including 
semiconductor memory devices such as dynamic or static 
random access memories (DRAMs or SRAMs), erasable and 
programmable read-only memories (EPROMs), electrically 
erasable and programmable read-only memories (EE 
PROMs) and flash memories; magnetic disks such as fixed, 
floppy and removable disks; other magnetic media including 
tape; and optical media Such as compact disks (CDS) or digital 
video disks (DVDs). 

In the foregoing description, numerous details are set forth 
to provide an understanding of the present invention. How 
ever, it will be understood by those skilled in the art that the 
present invention may be practiced without these details. 
While the invention has been disclosed with respect to a 
limited number of embodiments, those skilled in the art will 
appreciate numerous modifications and variations therefrom. 
It is intended that the appended claims cover Such modifica 
tions and variations as fall within the true spirit and scope of 
the invention. 
What is claimed is: 
1. A method executed by a computer of visually analyzing 

data, comprising: 
receiving, by the computer, selection of at least one focus 

area in a visualization of a data set; 
based on characteristics of the selected at least one focus 

area, the computer using at least one analytic technique 
to mine relationships between data items and at least one 
attribute in the selected at least one focus area and data 
items and at least one attribute in remaining portions of 
the data set, wherein mining relationships between the 
focus area and the remaining portions of the data set 
comprises computing relevance measures between the 
focus area and the remaining portions of the data set; and 

generating, by the computer, at least one visual represen 
tation to show mining results produced from selected 
data items and one or more attributes in the selected at 
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least one focus area and the remaining portions of the 
data set, wherein the generated visual representation is 
composed to have an order and layout to represent the 
mined results, wherein the order and layout positions 
data items of the remaining portions in the generated 
visual representation in relative proximity to the selected 
data items according to the relevance measures. 

2. The method of claim 1, wherein using the at least one 
analytic technique comprises selecting at least one analytic 
technique from among plural different analytic techniques, 
wherein selecting the at least one analytic technique from 
among the plural analytic techniques comprise selecting the 
analytic technique from among a statistical technique, a simi 
larity measure technique, and a data mining technique. 

3. The method of claim 1, wherein producing the visual 
representation comprises producing a reordered version of 
the visualization of the data set in which data collections in 
the visualization of the data set have been reordered accord 
ing to the relevance measures. 

4. The method of claim 1, wherein generating the visual 
representation comprises generating an interactive visual rep 
resentation. 

5. The method of claim 1, wherein generating the visual 
representation comprises generating the visual representation 
that is transformed from the visualization of the data set. 

6. The method of claim 1, wherein receiving the selection 
of the focus area in the visualization comprises receiving 
selection of the focus area in one of a visualization map, a 
parallel coordinates graph, and a scatter plot graph. 

7. The method of claim 1, wherein receiving the selection 
of the focus area in the visualization comprises receiving 
selection according to one of multiple use cases, the multiple 
use cases including a first use case in which one attribute in 
one group is selected in the focus area, a second use case in 
which multiple attributes in one group are selected in the 
focus area, a third use case in which one attribute in multiple 
groups is selected in the focus area, and a fourth use case in 
which multiple attributes in multiple groups are selected in 
the focus area. 

8. The method of claim 7, further comprising determining 
which of the use cases has been selected by the selection of 
the focus area. 

9. The method of claim 1, wherein receiving the selection 
of the focus area in the visualization comprises receiving the 
selection of the focus area in response to a rubber-banding 
selection made with an input pointer device. 

10. The method of claim 1, wherein the data items in one of 
the remaining portions that is associated with a corresponding 
one of the relevance measures indicating a closer relationship 
to the selected data items are positioned in closer proximity in 
the generated visual representation to the selected data items. 

11. The method of claim 10, wherein the data items in the 
remaining portions are in corresponding plural groups, and 
wherein the order and layout positions a particular one of the 
groups of data items closer to a group of the selected data 
items in the generated visual representation if the relevance 
measure associated with the data items in the particular group 
indicates a closer relationship to the group of the selected data 
items. 

12. The method of claim 1, wherein computing the rel 
evance measures comprises one of: 

computing measures indicating correlations between the 
Selected data items and the data items in the remaining 
portions; and 

computing measures of similarity between the selected 
data items and the data items in the remaining portions. 
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13. The method of claim 1, wherein the focus area spans a 

particular time interval that is less than a time interval of the 
visualization, and wherein generating the visual representa 
tion comprises generating the visual representation that con 
tains data items in the remaining portions that are within the 
particular time interval but does not contain data items in the 
remaining portions outside the particular time interval. 

14. The method of claim 1, wherein the visualization 
depicts plural groups of data items of the data set, wherein the 
plural groups are in a first order in the visualization, and 

wherein generating the visual representation comprises 
generating the visual representation that depicts Subsets 
of the plural groups in a second order different from the 
first order, the second order based on the relevance mea 
SUCS. 

15. A method executed by a computer of visualizing and 
analyzing data, comprising: 

receiving, by the computer, a query that is responsive to 
Selection of a target region in a first visual representation 
of a data set, wherein the target region contains a portion 
of the data set; 

in response to the query, analyzing, by the computer, the 
target region to determine characteristics of the target 
region; 

according to the determined characteristics, the computer 
Selecting an analytic technique to mine relationships 
between the characteristics of the target region and char 
acteristics of other portions of the data set, wherein 
mining the relationships between the characteristics of 
the target region and characteristics of other portions of 
the data set comprises computing relevance measures 
between the target region and the other portions of the 
data set; and 

generating, by the computer, a second visual representation 
according to the mined relationships, wherein the Sec 
ond visual representation contains plural collections, 
where a first of the collections depicts content of the 
target region, and others of the plural collections depict 
respective other content of the other portions of the data 
set, and wherein the other collections are positioned with 
respect to the first collection in relative proximity 
according to the relevance measures. 

16. The method of claim 15, wherein the first visual repre 
sentation of the data set contains the plural collections in a 
first order, and wherein generating the second visual repre 
sentation containing the plural collections comprises gener 
ating the second visual representation containing the plural 
collections in a second order different from the first order, 
wherein the second order is according to the relevancy mea 
SUCS. 

17. The method of claim 15, wherein selecting the analytic 
technique comprises selecting from among plural analytic 
techniques, the plural analytic techniques comprising a sta 
tistical analytic technique, a similarity measure technique, a 
clustering technique, and a classification technique. 

18. The method of claim 15, wherein the first and second 
visual representations assign different colors to different data 
values of data items of the data set. 

19. The method of claim 15, wherein analyzing the target 
region to determine the characteristics comprises analyzing 
the target region to determine which of plural use cases have 
been selected, and wherein selecting the analytic technique is 
based on which of the plural use cases have been selected. 

20. The method of claim 15, wherein the first collection 
depicts values of a first attribute of data items in the target 
region, and 
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wherein the other collections depict values of respective wherein the order and layout positions data items of the 
other attributes of the data items in the target region. other portions of the data set in the visual representation 

21. A non-transitory computer-readable storage medium in relative proximity to data items of the selected target 
storing instructions that when executed cause a computer to: region according to the relevance measures. 

receive selection of a target region in a visualization screen 5 22. The non-transitory computer-readable storage medium 
that provides visualization of a data set; of claim 21, wherein data items in the other portions are in 

analyze characteristics of the selected target region; corresponding plural groups, and wherein the order and lay 
based on the characteristics of the selected target region, out positions a particular one of the groups of data items 

Select an analytic technique. to m1ne relationships closer to a group of data items of the selected target region in 
between the selected target region and other portions of - - - 10 the visual representation if the relevance measure associated the data set, wherein mining relationships between the - 0 with the data items in the particular group indicates a closer Selected target region and other portions of the data set 
comprises computing relevance measures between the relationship to the group of the data items of the selected 

target region. Selected target region and the other portions of the data 
set; and 

produce a visual representation composed to have an order 15 
and layout according to the mined relationships, k . . . . 


