DEEP LEARNING USING ALTERNATING DIRECTION METHOD OF MULTIPLIERS

Abstract: The use of the alternating direction method of multipliers (ADMM) algorithm to train a classifier may reduce the amount of classifier training time with little degradation in classifier accuracy. The training involves partitioning the training data for training the classifier into multiple data blocks. The partitions may preserve the joint distribution of input features and an output class of the training data. The training may further include performing an ADMM iteration on the multiple data blocks in an initial order using multiple worker nodes. Subsequently, the training of the classifier is determined to be completed if a stop criterion is satisfied following the ADMM iteration. Otherwise, if the stop criterion is determined to be unsatisfied following the ADMM iteration, one or more additional ADMM iterations may be performed on different orders of the multiple data blocks until the stop criterion is satisfied.

Title: DEEP LEARNING USING ALTERNATING DIRECTION METHOD OF MULTIPLIERS

FIG. 3

[Continued on nextpage]
Published:

— with international search report (Art. 21(3))
DEEP LEARNING USING ALTERNATING DIRECTION METHOD OF MULTIPLIERS

BACKGROUND

[0001] Deep neural networks (DNNs) may be used to perform tasks such as speech recognition, image recognition, handwriting analysis, and object classification. DNNs may be trained to perform a particular task using techniques such as mini-batch based stochastic gradient descent (SGD), asynchronous SGD, model averaging, or a combination of asynchronous SGD and model averaging. However, each of these techniques has drawbacks. For example, mini-batched SGD is a sequential training procedure. Accordingly, training of DNNs using mini-batch SGD is difficult to parallelize across multiple computing devices. Further, although techniques such as asynchronous SGD or model averaging may enable the parallelization of training across multiple computing nodes, DNNs that are trained using such techniques generally produce results that are inferior to those produced using mini-batched SGD.

SUMMARY

[0002] Described herein are techniques for training deep neural networks (DNNs) using an alternating direction method of multipliers (ADMM) algorithm. The DNNs may be trained to perform tasks such as speech recognition, image recognition, handwriting analysis, and object classification. The use of the ADMM algorithm may enable the training of the DNNs to be parallelized across multiple computing nodes. In other words, the training of the DNNs may be distributed across the multiple computing nodes to speed up the training process. Each of the computing nodes may
be a central processing unit (CPU) or a graphics processing unit (GPU) that resides in a computing device.

[0003] The application of the ADMM algorithm to train the DNNs may include a training data partition phase and a distributed ADMM iteration phase. In the training data partition phase, the training data may be partitioned into multiple non-overlapping data blocks that preserve a joint distribution of the input features and the output class of the data blocks. In the distributed ADMM iteration phases, the non-overlapping data blocks may be iteratively processed by the multiple computing nodes to train the DNNs until a predetermined stop criterion is satisfied. The trained DNNs may be used by a data analysis engine to classify input data. The input data may be speech, images, objects, and other data. In turn, the data analysis engine may respectively provide text that corresponds to the speech, classification of the images, recognition of objects based on their visual characteristics, etc.

[0004] This Summary is provided to introduce a selection of concepts in a simplified form that is further described below in the Detailed Description. This Summary is not intended to identify key features or essential features of the claimed subject matter, nor is it intended to be used to limit the scope of the claimed subject matter.

**BRIEF DESCRIPTION OF THE DRAWINGS**

[0005] The detailed description is described with reference to the accompanying figures. In the figures, the left-most digit(s) of a reference number identifies the figure in which the reference number first appears. The use of the same reference number in different figures indicates similar or identical items.
FIG. 1 is a block diagram that illustrates an example scheme for implementing a training engine that uses an alternating direction method of multipliers (ADMM) algorithm to train a classifier.

FIG. 2 is an illustrative diagram that shows example components of a master node that applies the ADMM algorithm to training a classifier by distributing data for processing by worker nodes.

FIG. 3 is a flow diagram that illustrates an example process for using the ADMM algorithm to train a classifier based on training data.

FIG. 4 is a flow diagram that illustrates an example process for executing an ADMM iteration on the multiple worker nodes to train a classifier.

DETAILED DESCRIPTION

Described herein are techniques for training deep neural networks (DNNs) using an alternating direction method of multipliers (ADMM) algorithm. The DNNs may be trained to perform tasks such as speech recognition, image recognition, handwriting analysis, and object classification. The use of the ADMM algorithm may enable the training of the DNNs to be parallelized across multiple computing nodes. In other words, the training of the DNNs may be distributed across the multiple computing nodes to speed up the training process. Each of the computing nodes may be a central processing unit (CPU) or a graphics processing unit (GPU) that resides in a computing device.

The application of the ADMM algorithm to train the DNNs may include a training data partition phase and a distributed ADMM iteration phase. In the training data partition phase, the training data may be partitioned into multiple non-
overlapping data blocks that preserve a joint distribution of the input features and the output class of the data blocks. In the distributed ADMM iteration phases, the non-overlapping data blocks may be iteratively processed by the multiple computing nodes to train the DNNs until a predetermined stop criterion is satisfied. The trained DNNs may be used by a data analysis engine to classify input data. The input data may be speech, images, objects, and other data. In turn, the data analysis engine may respectively provide text that corresponds to the speech, classification of the images, recognition of objects based on their visual characteristics, etc.

[0012] In at least one embodiment, the training involves partitioning the training data for training the classifier into multiple data blocks. The partitions may preserve the joint distribution of input features and an output class of the training data. The training may further include performing an ADMM iteration on the multiple data blocks in an initial order using multiple worker nodes. Subsequently, the training of the classifier is determined to be completed if a stop criterion is satisfied following the ADMM iteration. Otherwise, if the stop criterion is determined to be unsatisfied following the ADMM iteration, an additional ADMM iteration may be performed on a different order of the multiple data blocks.

[0013] The use of the ADMM training algorithm may reduce the amount of time used to train the DNNs for a particular purpose. The decreased training time may lead to an increase in the implementation and usage of the DNNs in performing tasks. Additionally, the results provided by the DNNs that are trained using the ADMM algorithm are comparable in terms of accuracy to the results that are produced by DNNs that are trained by conventional and slower techniques such as mini-batch based stochastic gradient descent (SGD). Further, because the application of the
ADMM algorithm to train the DNNs using multiple nodes is scalable, the techniques may be scaled out to train DNNs using ever larger quantities of training data. Accordingly, the techniques are readily adaptable to train DNNs for more data-intensive classification tasks in the future.

[0014] Various examples of techniques for training of the DNNs for data analysis in accordance with various embodiments are described below with reference to FIGS. 1-4.

Example Scheme

[0015] FIG. 1 is a block diagram that illustrates an example scheme 100 for implementing a training engine that uses an alternating direction method of multipliers (ADMM) algorithm to train a classifier. The example scheme 100 may include a training engine 102 and a data analysis engine 104. The training engine 102 may be executed on multiple computing devices 106. The multiple computing devices 106 may include general purpose computers, such as desktop computers, tablet computers, laptop computers, servers, and so forth. However, in other embodiments, the computing devices 106 may include smart phones, game consoles, or any other electronic devices. The multiple computing devices 106 may include various processors, such as central processor units (CPUs), graphics processor units (GPUs), other types of processors, or a combination of any of the above. These processors may constitute worker nodes 108(1)-108(N) that process data. Further, one of the computing devices 106 may act as a master node 110 that distributes data to the worker nodes 108(1)-108(N) for processing. Accordingly, the training engine 102 may include the worker nodes 108(1)-108(N) and the master node 110.
The training engine 102 may use an ADMM algorithm 112 to train a classifier in the form of deep neural networks (DNNs) 114 for performing data analysis, such as for use in speech recognition. In various embodiments, the DNNs 114 may include an input layer 116(1) and an output layer 116(N), as well as multiple hidden layers, such as the multiple layers 116(2)-116(4), in which N denotes any integer. In some embodiments, the DNNs 114 may include a total of nine layers. Accordingly, in such embodiments, the value of N is "9" as there are nine layers. Training data 118 may be used by the ADMM algorithm 112 to train the DNNs 114. In the context of speech recognition, the training data 118 may be a speech corpus that includes a collection of sample speech from human speakers. For example, the speech corpus may include North American English speech samples collected from speakers of North American English in the United States and Canada. However, in other implementations, the training data 118 may include images, handwriting samples, or other data. In speech recognition, the input layer 116(1) may receive feature vectors in the form of Mel-frequency cepstral coefficients (MFCC) features, perceptual linear prediction (PLP) features, log-filter-bank-output features, or so forth. The output layer 116(N) may provide output classes in the form of tied-HMM states. However, the output layer 116(N) may also provide other units as classes, such as phones, context-dependent phones, or so forth. In another example, the training engine 102 may use an ADMM algorithm 112 to train the DNNs 114 to perform image classification. In image classification, the input layer 116(1) may receive input data in the form of raw images, and the output layer 116(N) may provide classes in the form of image categories.
The computations performed by the ADMM algorithm may be parallelized across the worker nodes. For example, the master node may partition the training data into multiple non-overlapping data blocks that preserve a joint distribution of the input features and the output class. Subsequently, the master node may distribute the data blocks in random order to the worker nodes for processing using the ADMM algorithm in a first iteration. Such an ADMM iteration trains the DNNs. Once all the data blocks are processed in the iteration, the master node may randomize the order of the processed data blocks. The newly ordered data blocks are subsequently distributed to the worker nodes for an additional iteration of processing by the ADMM algorithm. The master node may repeat such randomization and distributed processing of the data blocks until a predetermined stop criterion is satisfied. The satisfaction of the stop criterion may indicate that the training of the DNNs is complete. For example, the stop criterion may be that the accuracy of the results produced by the DNNs with respect to a set of validation data has satisfied a predetermined threshold.

Thus, by using the ADMM algorithm and the training data, the training engine may produce trained DNNs from the DNNs. In turn, the data analysis engine may use the trained DNNs to produce output data from the input data. In some implementations, the data analysis engine may be a speech-to-text engine that uses the trained DNNs to produce output data in the form of output text from the input data that is in the form of input speech. The data analysis engine may be executed on the computing devices or on one or more computing devices that are similar to the computing devices. The
data analysis engine 104 may receive live input data 124 from a microphone and audio processing components of the computing device. Alternatively, the data analysis engine 104 may receive input data 124 from a media file or stream, for example for the purpose of audio-indexing of the spoken content in the media file/stream. In other embodiments, the data analysis engine 104 may be a text-to-speech engine that uses the trained DNNs 120 to synthesize output speech based on input text.

[0019] In alternative embodiments, the DNNs 114 may be trained using other training data 118 for other data analysis purposes. For example, the training data may include labeled images from an image database. In such an example, the training of the DNNs 114 using the training data via the ADMM algorithm 112 may produce trained DNNs 120 that are used by the data analysis engine 104 to classify input images into different categories. In instances in which the images in the training data 118 include typed text, the data analysis engine 104 may use the trained DNNs 120 to perform optical character recognition (OCR) on an input image that includes text. In another example, the training data may include labeled handwriting samples from various persons, and the training via the ADMM algorithm 112 may produce trained DNNs 120 that are used by the data analysis engine 104 to recognize and match particular input handwritten text to a particular person. In such an example, the data analysis engine 104 may receive the input handwritten text as a scanned or stored image file, and provide an output message that indicates whether the handwritten text matches the handwriting of the particular individual.
Example Components

[0020] FIG. 2 is an illustrative diagram that shows example components of a master node that applies the ADMM algorithm to training a classifier by distributing data for processing by the worker nodes. The master node may be implemented by the computing device 202. The computing device 202 may include one or more processors 204, a user interface 206, a network interface 208, and memory 210. In various embodiments, the computing device 202 may be one of the computing devices 106.

[0021] Each of the processors 204 may be a single-core processor or a multi-core processor. The user interface 206 may include a data output device (e.g., visual display, audio speakers), and one or more data input devices. The data input devices may include, but are not limited to, combinations of one or more of keypads, keyboards, mouse devices, touch screens that accept gestures, microphones, voice or speech recognition devices, and any other suitable devices or other electronic/software selection methods.

[0022] The network interface 208 may include wired and/or wireless communication interface components that enable the computing device 202 to transmit and receive data via a network. In various embodiments, the wireless interface component may include, but is not limited to cellular, Wi-Fi, Ultra-wideband (UWB), Bluetooth, satellite transmissions, and/or so forth. The wired interface component may include a direct I/O interface, such as an Ethernet interface, a serial interface, a Universal Serial Bus (USB) interface, and/or so forth. As such, the computing device 202 may have network capabilities. For example, the computing
device 202 may exchange data with other electronic devices (e.g., laptops computers, servers, etc.) via one or more networks, such as the Internet. Such electronic devices may provide the worker nodes 108(1)-108(N).

[0023] The memory 210 may be implemented using computer-readable media, such as computer storage media. Computer-readable media includes, at least, two types of computer-readable media, namely computer storage media and communication media. Computer storage media includes volatile and non-volatile, removable and non-removable media implemented in any method or technology for storage of information such as computer readable instructions, data structures, program modules, or other data. Computer storage media includes, but is not limited to, RAM, ROM, EEPROM, flash memory or other memory technology, CD-ROM, digital versatile disks (DVD) or other optical storage, magnetic cassettes, magnetic tape, magnetic disk storage or other magnetic storage devices, or any other non-transmission medium that may be used to store information for access by a computing device. In contrast, communication media may embody computer readable instructions, data structures, program modules, or other data in a modulated data signal, such as a carrier wave, or other transmission mechanism. As defined herein, computer storage media does not include communication media.

[0024] The memory 210 of the computing device 202 may store modules that implement the training engine 102. The modules may include an operating system 212, a training module 214, a data partition module 216, and a validation module 218. The training module 214, the data partition module 216, and the validation module 218 are a part of the training engine 102. Each of the modules may include routines, programs instructions, objects, and/or data structures that perform particular tasks or
implement particular abstract data types. Additionally, a data store 220 and the data analysis engine 104 may reside in the memory 210.

[0025] The operating system 212 may include components that enable the computing device 202 to receive data via various inputs (e.g., user controls, network interfaces, and/or memory devices), and process the data using the processors 204 to generate output. The operating system 212 may further include one or more components that present the output (e.g., display an image on an electronic display, store data in memory, transmit data to another electronic device, etc.). The operating system 212 may enable a user to interact with modules of the training engine 102 using the user interface 206. Additionally, the operating system 212 may include other components that perform various other functions generally associated with an operating system.

[0026] The training module 214 may use the ADMM algorithm 112 to train the classifier in the form of DNNs 114 based on the training data 118. The ADMM algorithm 112 is an iterative algorithm that solves a general equality-constrained convex optimization problem for the convex objective function:

$$\min_{z \in \mathbb{R}^m, \lambda} f(x) + g(z)$$  \hspace{1cm} (1)

subject to the linear constraint $Ax + Bz = c$, in which $x \in \mathbb{R}^n$, $z \in \mathbb{R}^m$, $A \in \mathbb{R}^{p \times m}$, $B \in \mathbb{R}^{p \times n}$, $c \in \mathbb{R}^p$, and $f(.)$ and $g(.)$ are convex.

[0027] Further, the execution of the ADMM algorithm 112 on the multiple worker nodes 108(1)-108(N) may be based on an original distributed optimization problem:

$$\min_{\lambda} E(x, D)$$  \hspace{1cm} (2)
in which the training data set $D$ may be split into $N$ subsets $\{D_i|i=1,\ldots,N\}$. and the original distributed optimization problem may be formulated into the following global consensus problem:

$$\min_{\{x_i\}} \sum_{i=1}^{N} E(x_i, D_i)$$

for which the global consensus problem is subject to $x_i - z = 0$, $i = 1, \ldots, N$, and in which $x_i$'s are local variables and $z$ is a common global variable.

Thus, to solve the global consensus problem, the ADMM algorithm 112 may be executed on multiple computing nodes using the iterations:

$$x_i^{k+1} = \arg\min_{x_i} \left\{ E(xM + (y_i^k)^T(x_i - z^k) + \frac{\rho}{2} \|x_i - z^k\|_2^2 \right\}$$

with the simplified $z$-update:

$$z^{k+1} = \frac{1}{N} \sum_{i=1}^{N} x_i^{k+1}$$

and $y_i^k$ is set such that $\sum_{i=1}^{N} y_i^k = 0$. In Eq. (4), $p$ is a penalty parameter which can be set empirically in practice, and $y_i^k$'s are dual variables, which are updated as follows:

$$y_i^{k+1} = y_i^k + \rho(x_i^{k+1} - z^{k+1})$$

Accordingly, the training module 214 may execute the ADMM algorithm 112 iteratively to train the DNNs 114, in which an iteration of the execution may be conceptualized as the following steps: (1) broadcast $z$ to $N$ computing nodes (e.g., the worker nodes 108(1)-108(N)); (2) update $x_i$ independently on each computing node; (3) aggregate $x_i$ to update $z$; and (4) broadcast the updated $z$ to the $N$ computing nodes, and update $y_i$ independently on each computing node. In various embodiments, the training module 214 may perform such iteration until a stop criterion is reached.
In actual implementation, the training of the DNNs 114 based on the training data 118 may include a training data partition phase and a distributed ADMM iteration phase. The partition of the training data 118 into data blocks may enable the training module 214 to iteratively distribute the data blocks to the worker nodes 108(1)-108(N) for processing. The training module 214 may use the data partition module 216 to perform the training data partition phase.

The data partition module 216 may partition the training data 118 into multiple non-overlapping data blocks 222, such that each data block preserves joint distribution of the input features and the output class, i.e., \( p(\text{input features, output class}) \). In various embodiments, the data partition module 216 may partition the training data 118 into data subsets based on class labels of the feature vectors in the training data 118. The partitioning may be performed such that data with feature vectors that have a common class label may be clustered together in a common data subset to generate multiple data subsets. Subsequently, for each data subset, the data partition module 216 may perform a k-means clustering of the feature vectors in the subset to form one or more data clusters. The data partition module 216 may further randomly partition the feature vectors of the data clusters into multiple non-overlapping data blocks 222. In this way, the training data 118 may be partitioned to preserve joint distribution of the input features and the output class.

In at least one embodiment, the data partition module 216 may set the size of the multiple non-overlapping data blocks 222 according to one or more factors. These factors may include the volume of the training data to be processed, the number of worker nodes processing the training data 118, the data processing capabilities of the worker nodes (e.g., processor speed and/or data transfer bandwidth of each worker nodes).
node), the number of non-overlapping data blocks 222 that are desired, and so forth. For example, training data with a larger size may result in larger size data blocks, while increasing the number of worker nodes may result in decreased data block size. Additionally, increasing the processing capabilities of the worker nodes may cause the data partition module 216 to produce larger data blocks. Conversely, decreasing the processing capabilities of the worker nodes may cause the data partition module 216 to produce smaller data blocks.

[0033] Once the data partition module 216 has produced the multiple non-overlapping data blocks 222 from the training data 118, the training module 214 may execute ADMM iterations on the multiple non-overlapping data blocks 222. In an initial iteration, the training module 214 may randomize an order of the multiple non-overlapping data blocks 222 that are produced by the data partition module 216. The training module 214 may process an initial data block of the multiple non-overlapping data blocks 222 by splitting the initial data block into multiple subsets and distribute the multiple subsets to the worker nodes 108(1)-108(N), such that each of the worker nodes 108(1)-108(N) may process a corresponding subset. The training module 214 may also broadcast a global model of the DNNs 114, as represented by the variable \( z \) in equation (4), to each of the worker nodes 108(1)-108(N). Each of the worker nodes 108(1)-108(N) may process a corresponding subset to independently update a stored local model, as represented by the variable \( x \) in equation (4), using a single-sweep mini-batch based SGD. In alternative embodiments, each worker node may implement multiple sweeps of the mini-batch based SGD, as opposed to the single-sweep of the mini-batch based SGD. However, because the DNN training objective function is actually non-convex rather than convex, the implementation of a single
sweep of the mini-batch based SGD may offer performance that is equal to or superior to the implementation of multiple sweeps of the mini-batch based SGD. Subsequently, the training module 214 may aggregate the local models from the worker nodes 108(1)-108(N) to update the global model that is stored on the master node 110.

[0034] The training module 214 may repeat the data block splitting and the distributed processing of the resultant subsets on the worker nodes 108(1)-108(N) sequentially for the remaining data blocks of the multiple non-overlapping data blocks 222. Each of the remaining data blocks may be processed using an updated global model that results from the processing of the previous data block of the multiple non-overlapping data blocks 222. Accordingly, the training module 214 may complete the initial ADMM iteration when all the data blocks of the multiple non-overlapping data blocks 222 are processed.

[0035] Once the training module 214 has completed the initial ADMM iteration, the training module 214 may use the validation module 218 to determine whether a stop criterion has been satisfied. Accordingly, if the stop criterion is not satisfied, the training module 214 may initiate another iteration of the ADMM iteration by randomizing an order of the multiple non-overlapping data blocks 222, and repeat the sequential distribution of the multiple non-overlapping data blocks 222 in the newly randomized order to the worker nodes for another iteration of processing. The training module 214 may repeat the iterations until the stop criterion is satisfied. On the other hand, if the stop criterion is satisfied, the training module 214 may determine that the DNNs 114 have been converted into the trained DNNs 120.

[0036] In various embodiments, the stop criterion may be any sensible criterion that is designed to indicate that DNNs 114 are ready for use by the data analysis engine.
104. For example, the stop criterion may be a relative change in the non-convex objective function after an ADMM iteration. Accordingly, the validation module 218 may determine that the stop criterion is satisfied when the relative change is less than a predetermined change threshold. In another example, the validation module 218 may compare the classification accuracy of the DNNs 114 with respect to a validation data set with baseline classification accuracy. The baseline classification accuracy may be the classification accuracy of DNNs with respect to the validation data set that are trained using a proven method (e.g., mini-batch based SGD). Accordingly, the validation module 218 may determine that the stop criterion is satisfied when the classification accuracy of the DNNs 114 after an ADMM iteration is within a predetermined percentage of the baseline classification accuracy. In other embodiments, the validation module 218 may use other parameters as stop criteria. For example, the validation module 218 may monitor a model parameter of the global model of the DNNs 114, and determine that a stop criterion is satisfied when the parameter reaches a predetermined value.

[0037] Further, the number of worker nodes 108(1)-108(N) processing the training data 118 and the quantity of data subsets that are distributed to the worker nodes 108(1)-108(N) may be scaled based on a size of the training data 118. For example, the training module 214 may employ a larger number of worker nodes and a corresponding larger quantity of data subsets for a larger size training data, and vice versa. In this way, the implementation of the ADMM-based training of the DNNs 114 may be scaled up or scaled down depending on the size of the training data 118.

[0038] The data store 220 may store data that are used by the various modules. In at least one embodiment, the data store may store the training data 118, the DNNs 114,
the non-overlapping data blocks 222, the trained DNNs 120, as well as a global model 224. Each set of data may be stored in a data table, a data array, and/or other data storage structures.

[0039] The worker nodes 108(1)-108(N) may reside on the one or more computing devices 106. The worker nodes 108(1)-108(N) are components of the training engine 102. In some embodiments, the worker nodes 108(1)-108(N) may use interfaces to exchange data with the master node 110 and/or each other. The interfaces may include local interfaces within a computing device (e.g., peripheral component interconnect bus interfaces) or network interfaces (e.g., network interface controllers) between computing devices. For example, in instances in which two of the worker nodes 108(1)-108(N) reside on different computing device, the worker nodes may exchange data with each using a network via a network interfaces. The network may be a local area network (LAN), a wide area network (WAN), or a combination of both, such as the Internet. The worker nodes 108(1)-108(N) may also exchange data with the master node 110 via the local interfaces and/or remote interfaces.

[0040] Each of the worker nodes 108(1)-108(N) may have access to memory that is functionally similar to the memory 210. The memory may be provided by one or more of the computing devices 106. The memory accessible to the worker nodes 108(1)-108(N) may store modules that are executable by the worker nodes to perform the mini-batched based SGD on the training data subsets and update the local models. For example, the worker node 108(1) may execute a computation module 226 that updates a local model 228. The worker nodes 108(1)-108(N) may also use corresponding interfaces to receive the global model 224 from the master node 110 and transmit the updated local models to the master node 110.
The data analysis engine 104 may reside on the computing devices 106. However, in alternative embodiments, the data analysis engine 104 may reside on one or more alternative computing devices. In such embodiments, the trained DNNs 120 may be exported to the one or more alternative computing device for use by the data analysis engine 104.

**Example Processes**

FIGS. 3 and 4 describe various example processes for training deep neural networks (DNNs) using an alternating direction method of multipliers (ADMM) algorithm to perform data analysis, such as for the purpose of speech recognition. The order in which the operations are described in each example process is not intended to be construed as a limitation, and any number of the described operations may be combined in any order and/or in parallel to implement each process. Moreover, the operations in each of FIGS. 3 and 4 may be implemented in hardware, software, and a combination thereof. In the context of software, the operations represent computer-executable instructions that, when executed by one or more processors, cause one or more processors to perform the recited operations. Generally, computer-executable instructions include routines, programs, objects, components, data structures, and so forth that cause the particular functions to be performed or particular abstract data types to be implemented.

FIG. 3 is a flow diagram that illustrates an example process 300 for using the ADMM algorithm to train a classifier based on training data. At block 302, the training engine 102 may partition the training data 118 for training a classifier into multiple non-overlapping data blocks. Each of the multiple non-overlapping data blocks may be partitioned in a way that preserves the joint distribution of the input...
features and an output class of the training data. The classifier may include DNNs 114. In various embodiments, the partitioning of the training data 118 may be performed offline, i.e., not concurrently with the execution of the ADMM iterations to train the DNNs 114.

[0044] At block 304, the training engine 102 may randomize an order of the multiple non-overlapping data blocks. The randomization of the order may ensure that the training engine 102 processes the data blocks in different orders over multiple ADMM iterations. At block 306, the training engine 102 may perform an ADMM iteration on each of the multiple non-overlapping data blocks according to the order to train the DNNs 114. The performance of the ADMM iteration may include the distribution of each non-overlapping data block as subsets of data to multiple worker nodes 108(1)-108(N) for processing. In various embodiments, each of the worker node 108(1)-108(N) may use a single-sweep mini-batch SGD to process its corresponding subset of data.

[0045] At decision block 308, the training engine 102 may determine whether a stop criterion has been satisfied. If the training engine 102 determines that the stop criterion is satisfied ("yes" at decision block 308), the process 300 may proceed to block 310. At block 310, the training engine 102 may determine that the training of the classifier is complete. In various embodiments, the stop criterion may be any sensible criterion that is designed to indicate that DNNs 114 are ready for use by the data analysis engine 104. For example, the stop criterion may be a relative change in the non-convex objective function after an ADMM iteration. In another example, the training engine 102 may determine that the stop criterion is satisfied when the
classification accuracy of the DNNs 114 after an ADMM iteration is within a predetermined percentage of a baseline classification accuracy.

[0046] However, if the training engine 102 determines that the stop criterion is unsatisfied ("no" at decision block 308), the process 300 may loop back to block 304, so that another randomization of the order of the multiple non-overlapping data blocks and another ADMM iteration may be performed.

[0047] FIG. 4 is a flow diagram that illustrates an example process 400 for executing an ADMM iteration on the multiple worker nodes to train the classifier. The process 400 may further describe block 306 of the process 300. At block 402, the training engine 102 may partition a non-overlapping data block into multiple data subsets. At block 404, the training engine 102 may use the master node 110 to distribute the multiple data subsets with the global model 224 to multiple worker nodes 108(1)-108(N). Accordingly, each of the worker nodes 108(1)-108(N) may process a corresponding data subset based on the global model 224. At block 406, each of the worker nodes 108(1)-108(N) of the training engine 102 may process a corresponding data subset to independently update a stored local model (e.g., local model 228) using a single-sweep mini-batch based SGD. In alternative embodiments, each worker node may implement multiple sweeps of the mini-batch based SGD, as opposed to the single-sweep of the mini-batch based SGD. At block 408, the training engine 102 may use the master node 110 to aggregate the local models from the worker nodes 108(1)-108(N) to update the global model 224 associated with the DNNs 114.

[0048] The training techniques described herein may reduce the amount of time used to train the DNNs for a particular purpose. The decreased training time may lead
to an increase in the implementation and usage of the DNNs in performing tasks. Additionally, the results provided by the DNNs that are trained using the ADMM algorithm are comparable in terms accuracy to the results that are produced by DNNs trained by conventional and slower techniques such as mini-batch based stochastic gradient descent (SGD). Further, because the application of the ADMM algorithm to train the DNNs using multiple nodes is scalable, the techniques may be scaled out to train DNNs using ever larger quantities of training data. Accordingly, the techniques are readily adaptable to train DNNs for more data-intensive classification tasks in the future.

**Conclusion**

[0049] In closing, although the various embodiments have been described in language specific to structural features and/or methodological acts, it is to be understood that the subject matter defined in the appended representations is not necessarily limited to the specific features or acts described. Rather, the specific features and acts are disclosed as exemplary forms of implementing the claimed subject matter.
CLAIMS

What is claimed is:

1. One or more computer-readable media storing computer-executable instructions that are executable to cause one or more processors to perform acts comprising:
   - partitioning training data for training a classifier into multiple data blocks that preserve joint distribution of input features and an output class of the training data;
   - distributing the multiple data blocks to a plurality of worker nodes such that the plurality of worker nodes perform an alternating direction method of multipliers (ADMM) iteration on the multiple data blocks in an initial order to train the classifier;
   - providing the multiple data blocks to the plurality of worker nodes such that the plurality of worker nodes perform an additional ADMM iteration on the multiple data blocks in a different order to train the classifier in response to a stop criterion being unsatisfied following the ADMM iteration; and
   - determining that the classifier is trained into a trained classifier in response to the stop criterion being satisfied following the ADMM iteration.

2. The one or more computer-readable media of claim 1, further comprising classifying input data via the trained classifier to generate output data.

3. The one or more computer-readable media of claim 2, wherein the classifying the input data includes performing one of speech recognition, image recognition, handwriting analysis, or object classification.

4. The one or more computer-readable media of claim 1, wherein the classifier includes deep neural networks.
5. The one or more computer-readable media of claim 1, wherein the plurality of worker nodes includes a plurality of central processing units or a plurality of graphics processing units.

6. The one or more computer-readable media of claim 1, wherein the multiple data blocks are non-overlapping data blocks.

7. The one or more computer-readable media of claim 1, wherein a size of each data block of the multiple data blocks is based on at least one of a volume of the training data processed, a number of worker nodes processing the training data, data processing capabilities of the multiple worker nodes, and a desired number of the multiple data blocks.

8. The one or more computer-readable media of claim 1, wherein the determining includes ascertaining that the stop criterion is satisfied in response to a relative change in an objective function associated with the ADMM iteration being less than a predetermined change threshold, a classification accuracy of the trained classifier with respect to a validation data set being within a predetermined percentage of a baseline classification accuracy generated by a baseline classifier for the validation data set, or a model parameter of a global model associated with the classifier reaching a predetermined value.

9. The one or more computer-readable media of claim 1, wherein the partitioning the training data includes:

   partitioning the training data into data subsets based on class labels of feature vectors in the training data, each data subset having data with corresponding feature vectors that share a common class label;

   performing a k-means clustering of the feature vectors in the data subsets to form a plurality of data clusters; and
partitioning the feature vectors of the data clusters randomly into the multiple data blocks.

10. The computer-readable medium of claim 1, wherein a performance of the ADMM iteration or a performance of the additional ADMM iteration includes:
    partitioning a data block of the multiple data blocks into multiple data subsets;
    distributing the multiple data subsets and a global model to the multiple worker nodes, each of the worker nodes having a local model;
    receiving updated local models corresponding to the multiple data subset from the multiple worker nodes, each updated local model being updated independently at a corresponding worker node using a single-sweep mini-batch based stochastic gradient descent processing of a corresponding data subset; and
    aggregating the updated local models to update the global model.

11. The computer-readable medium of claim 10, wherein a quantity of the multiple data subsets and a quantity of the worker nodes are scalable based on a size of the training data.

12. A computer-implemented method, comprising:
    partitioning training data for training deep neural networks (DNNs) into multiple non-overlapping data blocks that preserve joint distribution of input features and an output class of the training data;
    performing an alternating direction method of multipliers (ADMM) iteration on the multiple non-overlapping data blocks in an initial order using multiple worker nodes to train the DNNs;
    determining that the DNNs are trained into trained DNNs in response to a stop criterion being satisfied following the ADMM iteration; and
    classifying input data via the trained DNNs to generate output data.
13. The computer-implemented method of claim 12, further comprising performing an additional ADMM iteration on the multiple non-overlapping data blocks in a different order in response to the stop criterion being unsatisfied following the ADMM iteration.

14. The computer-implemented method of claim 12, wherein the classifying the input data includes performing one of speech recognition, image recognition, handwriting analysis, or object classification.

15. The computer-implemented method of claim 12, wherein the determining includes ascertaining that the stop criterion is satisfied in response to a relative change in an objective function associated with the ADMM iteration being less than a predetermined change threshold, a classification accuracy of the trained DNNs with respect to a validation data set being within a predetermined percentage of a baseline classification accuracy generated by a baseline classifier for the validation data set, or a model parameter of a global model associated with the classifier reaching a predetermined value.

16. The computer-implemented method of claim 12, wherein the performing the ADMM iteration includes:
   partitioning a data block of the multiple non-overlapping data blocks into multiple data subsets;
   distributing the multiple data subsets and a global model to the multiple worker nodes;
   updating a local model of a corresponding data subset at each of the multiple worker nodes independently using a single-sweep mini-batch based stochastic gradient descent processing of the corresponding data subset; and
   aggregating multiple local models to update the global model.
17. A system, comprising:

- a plurality of processors;
- a memory that includes a plurality of computer-executable components that are executable by the plurality of processors, comprising:
  - a data partition component that partitions training data for training deep neural networks (DNNs) into multiple data blocks that preserve joint distribution of input features and an output class of the training data; and
  - a training component that performs an alternating direction method of multipliers (ADMM) iteration on the multiple data blocks in an initial order using multiple worker nodes to train the DNNs, the multiple worker nodes including a plurality of central processing units or a plurality of graphics processing units, and determines that the DNNs are trained into trained DNNs in response to a stop criterion being satisfied following the ADMM iteration.

18. The system of claim 17, further comprising a validation component that determines that the stop criterion is satisfied in response to a relative change in an objective function associated with the ADMM iteration being less than a predetermined change threshold, a classification accuracy of the trained DNNs with respect to a validation data set being within a predetermined percentage of a baseline classification accuracy generated by a baseline classifier for the validation data set, or a model parameter of a global model associated with the classifier reaching a predetermined value.

19. The system of claim 18, wherein the training component further performs an additional ADMM iteration on the multiple data blocks in a different order in response to the stop criterion being unsatisfied following the ADMM iteration.

20. The system of claim 17, wherein the training component performs the ADMM iteration by:
partitioning a data block of the multiple data blocks into multiple data subsets;

distributing the multiple data subsets and a global model to the multiple worker nodes, each of the worker nodes having a local model;

receiving updated local models corresponding to the multiple data subsets from the multiple worker nodes, each updated local model being updated independently at a corresponding worker node using a single-sweep mini-batch based stochastic gradient descent processing of a corresponding data subset; and

aggregating the updated local models to update the global model.
PARTITION TRAINING DATA FOR TRAINING A CLASSIFIER INTO MULTIPLE NON-OVERLAPPING DATA BLOCKS THAT PRESERVE JOINT DISTRIBUTION

RANDOMIZE AN ORDER OF THE MULTIPLE NON-OVERLAPPING DATA BLOCKS

PERFORM AN ADMM ITERATION ON EACH OF THE NON-OVERLAPPING DATA BLOCKS ACCORDING TO THE ORDER

STOP CRITERION SATISFIED?

YES

NO

DETERMINE THAT TRAINING OF THE CLASSIFIER IS COMPLETED

FIG. 3
FIG. 4

PARTITION A NON-OVERLAPPING DATA BLOCK INTO MULTIPLE DATA SUBSETS

DISTRIBUTE THE MULTIPLE DATA SUBSETS AND A GLOBAL MODEL TO MULTIPLE WORKER NODES

UPDATE A LOCAL MODEL OF A CORRESPONDING DATA SUBSET AT EACH OF THE MULTIPLE WORKER NODES INDEPENDENTLY USING A SINGLE-SWEEP MINI-BATCH BASED SGD

AGGREGATE MULTIPLE LOCAL MODELS TO UPDATE THE GLOBAL MODEL
INTERNATIONAL SEARCH REPORT

PCT/CN2014/074885

A. CLASSIFICATION OF SUBJECT MATTER
G06N 3/08(2006.01)i

According to International Patent Classification (IPC) or to both national classification and IPC

B. FIELDS SEARCHED

Minimum documentation searched (classification system followed by classification symbols)
G06N; G110L

Documentation searched other than minimum documentation to the extent that such documents are included in the fields searched

Electronic database consulted during the international search (name of database and, where practicable, search terms used)
WPI, EPDOC, GOOGLE, CNPAT, CNKI, IEEE: partition, divide, train, classifier, nodes, distribute, parallel, different, order, direction, alternate, change, deep, neural, network

C. DOCUMENTS CONSIDERED TO BE RELEVANT

<table>
<thead>
<tr>
<th>Category*</th>
<th>Citation of document, with indication, where appropriate, of the relevant passages</th>
<th>Relevant to claim No.</th>
</tr>
</thead>
<tbody>
<tr>
<td>X</td>
<td>US 2014067738 A1 (INTERNATIONAL BUSINESS MACHINES CORPORATION) 06 March 2014 (2014-03-06) description, paragraphs [0026], [0031]-[0035], [0047], figures 3 and 6, abstract, and claim 8</td>
<td>12, 14-18, 20</td>
</tr>
<tr>
<td>A</td>
<td>US 7552998 B1 (AT &amp; T CORPORATION) 23 June 2009 (2009-06-23) the whole document</td>
<td>1-20</td>
</tr>
<tr>
<td>A</td>
<td>CN 103680496 A (BAIDU ONLINE NETWORK TECHNOLOGY BEIJING CO., LTD) 26 March 2014 (2014-03-26) the whole document</td>
<td>1-20</td>
</tr>
<tr>
<td>A</td>
<td>CN 103150956 A (BAIDU ONLINE NETWORK TECHNOLOGY BEIJING CO., LTD) 12 June 2013 (2013-06-12) the whole document</td>
<td>1-20</td>
</tr>
</tbody>
</table>

Further documents are listed in the continuation of Box C.

See patent family annex.

* Special categories of cited documents:

“A” - document defining the general state of the art which is not considered to be of particular relevance

“E” - earlier application or patent but published on or after the international filing date

“L” - document which may throw doubts on priority claim(s) or which is cited to establish the publication date of another citation or other special reason (as specified)

“O” - document published referring to an oral disclosure, use, exhibition or other means

“P” - document published prior to the international filing date but later than the priority date claimed

“T” - later document published after the international filing date or priority date and not in conflict with the application but cited to understand the principle or theory underlying the invention

“X” - document of particular relevance, the claimed invention cannot be considered novel or cannot be considered to involve an inventive step when the document is taken alone

“Y” - document of particular relevance; the claimed invention cannot be considered to involve an inventive step when the document is combined with one or more other such documents, such combination being obvious to a person skilled in the art

“&” - document member of the same patent family

Date of the actual completion of the international search
18 December 2014

Date of mailing of the international search report
31 December 2014

Name and mailing address of the ISA/CN

STATE INTELLECTUAL PROPERTY OFFICE OF THE P.R.CHINA (ISA/CN)
6,Xitucheng Rd., Jimen Bridge, Haidian District, Beijing 100088 China

Authorized officer
WU, Shaohong

Facsimile No. (86-10)62019451
Telephone No. (86-10)82245502

Form PCT/ISA/210 (second sheet) (July 2009)
<table>
<thead>
<tr>
<th>Patent document cited in search report</th>
<th>Publication date (day/month/year)</th>
<th>Patent family member(s)</th>
<th>Publication date (day/month/year)</th>
</tr>
</thead>
<tbody>
<tr>
<td>US 2014067738 A1</td>
<td>06 March 2014</td>
<td>Non e</td>
<td></td>
</tr>
<tr>
<td>US 2013138589 A1</td>
<td>30 May 2013</td>
<td>Non e</td>
<td></td>
</tr>
<tr>
<td>CN 103680496 A</td>
<td>26 March 2014</td>
<td>Non e</td>
<td></td>
</tr>
<tr>
<td>CN 103150596 A</td>
<td>12 June 2013</td>
<td>Non e</td>
<td></td>
</tr>
</tbody>
</table>

Form PCT/ISA/210 (patent family annex) (July 2009)