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OPTIMIZING DATASYNCHRONIZATION 
BETWEEN MOBILE CLIENTS AND 

DATABASE SYSTEMS 

CROSS-REFERENCES TO RELATED 
APPLICATIONS 

This is a divisional application of U.S. application Ser. No. 
13/175,728 entitled Optimizing Data Synchronization 
Between Mobile Clients And Database Systems, now U.S. 
Pat. No. 8,832,061, filed Jul. 1, 2011, which claims the benefit 
under 35 USC S119(e) of U.S. Provisional Application No. 
61/361,316, by Kothule et al., entitled “Methods And Sys 
tems For Accessing A Business Networking Feed' filed Jul. 2, 
2010, the entire contents of which are herein incorporated by 
reference for all purposes. 
The following commonly owned, co-pending United 

States Patents and Patent Applications, including the present 
application, are related to each other. Each of the other pat 
ents/applications are incorporated by reference herein in its 
entirety: U.S. patent application Ser. No. 12/945,410 entitled 
“Enterprise Level Business Information Networking For 
Changes. In A Database' by Lee et al., filed Nov. 12, 2010 
(hereinafter Lee); and U.S. patent application Ser. No. 
11/757,087 entitled “Method and System for Pushing Data to 
a Plurality of Devices in an On-Demand Service Environ 
ment' by Weissman et al., filed Jun. 1, 2007 (hereinafter 
Weissman). 

COPYRIGHT NOTICE 

A portion of the disclosure of this patent document con 
tains material which is Subject to copyright protection. The 
copyright owner has no objection to the facsimile reproduc 
tion by anyone of the patent document or the patent disclo 
sure, as it appears in the Patent and Trademark Office patent 
file or records, but otherwise reserves all copyright rights 
whatsoever. 

BACKGROUND 

The present invention relates generally to database sys 
tems, and more particularly to optimizing data synchroniza 
tion between mobile clients and database systems. 
Many software systems use a client-server distributed 

model, whereina client requests execution of certain business 
operations (e.g., add a sales opportunity, view all feed items 
followed by a user, view forecast numbers, etc.), which leads 
to the request being forwarded to a server system, such as a 
database system, to be fulfilled. Some common client com 
munications with backend systems (e.g., a database server) 
include: retrieving user data, retrieving other business data, 
updating data, or deleting data. Often clients interface with 
various middle-tier components (e.g., application servers, 
caching servers, business logic servers, transport or commu 
nications layer servers, etc.) that manage client requests, 
Sometimes forwarding the request to the appropriate under 
lying database or other back-end system. 

Client-server systems, like other solutions, are often 
designed and implemented with respect to the needs of user 
communities at the time of the implementation. However, as 
technologies evolve (e.g. mobile clients are able to interact 
with sales type of data due to increased Sophistication of 
mobile devices), the original Solutions may not be reasonable 
(e.g., may be too slow or provide too much data for the device 
to be able to handle) for the new devices and/or may not 
leverage fully the capabilities of the new developments. Fur 
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2 
thermore, the original solutions may not provide custom solu 
tions for different user communities (e.g., mobile users vs. 
desktop users), based on differing client capacities. 

Therefore it is desirable to provide systems and methods 
that overcome the above and other problems. 

BRIEF SUMMARY 

In accordance with embodiments, there are provided 
mechanisms and methods for optimizing data synchroniza 
tion between various client types and database systems. 
These mechanisms and methods can enable embodiments to 
provide optimized and sometimes varying data sets for a 
synchronization request. Optimizations can include breaking 
a synchronization request into multiple Smaller requests, 
executing different code routines for differing client types, 
and/or pre-caching user data in anticipation of a future user 
need or request. 
The optimization techniques can enable clients with vary 

ing capacities (e.g., mobile client vs. full desktop client) to 
optimally utilize their respective device capabilities. For 
example, a mobile client may not be able to handle large sets 
of data at once and thus may require important data, often of 
a smaller result set, to be sent before other data. On the other 
hand, a desktop client may have capacity to handle larger 
datasets and therefore would want to receive all data updates 
at once to have a complete view of their business or other data, 
thereby fully leveraging its client system's capabilities. 

In one aspect, efficiency is achieved by breaking a sync 
request into multiple separate operations, and retrieving par 
tial results for each operation. For example, a request may be 
broken down by types of data (e.g., feed items in one request 
and all other data in a second request). This allows for a first 
data set (e.g., news feed items) that may need to be updated in 
more real-time to be retrieved faster (e.g., because it is a 
Smaller data set, or a simpler query, or by not requiring 
retrieval of the larger complete data set that takes more time to 
execute) and allowing another data set to be retrieved at a later 
point in time. 

According to one embodiment, a method for improving 
performance is provided. A synchronization request, associ 
ated with a plurality of different types of data stored in a 
database, is received. A server divides the request into sepa 
rate operations based on the different types of data. It then 
obtains separate partial results based on the breaking of the 
request into separate operations. In one aspect, the partial 
results are obtained at a plurality of times, where at least one 
of the partial results is obtained in near real-time for a type of 
dataset that requires faster response times to be synced with 
the requesting client. The server sends each partial request to 
a user at the time the partial result is obtained. 

In another aspect, efficiency is achieved by executing dif 
ferent/custom code, sometimes determining a different result 
set, based on the client type of the requesting client. For 
example, a mobile client may receive a smaller set of data 
while a desktop client may retrieve all data updates due to a 
larger client system capacity (e.g. memory, disk space, CPU 
performance, etc.), allowing for optimal use of client 
SOUCS. 

According to another embodiment, a method for synchro 
nizing user data based on client type is provided. A client 
request for synchronizing data updates from a database is 
received. The client type is determined and a routine is 
invoked for that client type, to retrieve data from the database 
to synchronize with the client device. The invoked routine is 
selected from a plurality of routines based on the client type. 
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Data corresponding to the requested updates is received from 
the database via the invoked routine and sent to the client. 

Also, a method for pre-caching synchronization data can 
retrieve data objects in advance of the user request for Such 
data objects. The data objects to be retrieved can be deter 
mined from the requested feed items in a current user Syn 
chronization request. Such data objects can be pre-cached for 
a user prior to receiving an update request from the user for 
those data objects. For example, when a user requests updates 
to one or more feeds, objects associated with the feed items of 
the feeds, such as opportunity, underlying organization, or 
Submitting user, can be retrieved and pre-cached. In one 
aspect, the data objects may be retrieved for pre-caching only 
if they have been modified since the last time a user synced 
Such data from the database system. 

According to yet another embodiment, a method for pre 
caching synchronization data is provided. A synchronization 
request for feeds of objects that a user is following is received. 
Feed items are retrieved from a database system for the 
request, where the feed items are associated with one or more 
objects of a database system. The received feed items are then 
analyzed to identify one or more objects related to the feed 
items. At least one of the objects identified is retrieved, prior 
to receiving a synchronization request from a client or user for 
that object. The retrieved objects are sent to a user-accessible 
cache for later serving a client request. 

While the present invention is described with reference to 
an embodiment in which techniques for performing searches 
offeeds in an on-demand enterprise services environment are 
implemented in a system having an application server pro 
viding a front end for an on-demand database service capable 
of Supporting multiple tenants, the present invention is not 
limited to multi-tenant databases nor deployment on applica 
tion servers. Embodiments may be practiced using other data 
base architectures, i.e., ORACLE(R), DB2R) by IBM and the 
like without departing from the scope of the embodiments 
claimed. 

BRIEF DESCRIPTION OF THE DRAWINGS 

In the following drawings like reference numbers are used 
to refer to like elements. Although the following figures 
depict various examples of the invention, the invention is not 
limited to the examples depicted in the figures. 

FIG. 1 illustrates a block diagram of an example of an 
environment wherein an on-demand database service might 
be used. 

FIG. 2 illustrates a block diagram of an embodiment of 
elements of FIG. 1 and various possible interconnections 
between these elements. 

FIG. 3 illustrates a block diagram of system components 
for synchronizing data between clients and a database system 
according to embodiments of the present invention. 

FIG. 4 is a flowchart illustrating a method of optimizing 
data synchronization by breaking a request into multiple 
requests according to embodiments of the present invention. 

FIG. 5 illustrates the steps and corresponding components 
for optimizing data synchronization by breaking a client 
request into multiple requests. 

FIG. 6 is a flowchart of an embodiment of steps of opti 
mizing data synchronization based on the requesting client 
type. 

FIG. 7 is a schematic of new classes according to embodi 
ments of the present invention. 
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4 
FIG. 8 is a flowchart of an embodiment of steps of opti 

mizing data synchronization by pre-caching data that a client 
may later be interested in. 

DEFINITIONS 

As used herein, the term “multi-tenant database system' 
refers to those systems in which various elements of hardware 
and software of the database system may be shared by one or 
more customers. For example, a given application server may 
simultaneously process requests for a great number of cus 
tomers, and a given database table may store rows for a 
potentially much greater number of customers. As used 
herein, the term "query plan” refers to a set of steps used to 
access information in a database system. 
As used herein, the term “user's profile' includes data 

about the user of the database system. The data can include 
general information, Such as title, phone number, a photo, a 
biographical Summary, and a status (e.g., text describing what 
the user is currently doing). As mentioned below, the data can 
include messages created by other users. Where there are 
multiple tenants, a user is typically associated with a particu 
lar tenant. For example, a user could be a salesperson of a 
company that is a tenant of the database system that provides 
a database service. 
As used herein, the term “record refers to an instance of a 

data object created by a user of the database service, for 
example, about a particular (actual or potential) business 
relationship or project. The data object can have a data struc 
ture defined by the database service (a standard object) or 
defined by a subscriber (custom object). For example, a 
record can be for a business partner or potential business 
partner (e.g. a client, vendor, distributor, etc.) of the user, and 
can include an entire company, Subsidiaries, or contacts at the 
company. As another example, a record can be a project that 
the user is working on, Such as an opportunity (e.g. a possible 
sale) with an existing partner, or a project that the user is 
trying to get. In one embodiment implementing a multi-tenant 
database, all of the records for the tenants have an identifier 
stored in a common table. A record has data fields that are 
defined by the structure of the object (e.g. fields of certain data 
types and purposes). A record can also have custom fields 
defined by a user. A field can be another record or include 
links thereto, thereby providing a parent-child relationship 
between the records. 
As used herein, the term “feed” includes a combination 

(e.g. a list) offeed items. As user herein, the term “feed item' 
(or feed element) refers to information about a user (“profile 
feed”) of the database or about a record (“record feed’) in the 
database. A user following the user or record can receive the 
associated feed items. The feed items from all of the followed 
users and records can be combined into a single feed for the 
USC. 

As examples, a “feed item' can be a message and story 
(also called a feed tracked change). A feed can be a combi 
nation of messages and stories. Messages include text created 
by a user, and may include other data as well. Examples of 
messages include posts, status updates, and comments. Mes 
sages can be created for a user's profile or for a record. Posts 
can be created by various users, potentially any user, although 
Some restrictions can be applied. As an example, posts can be 
made to a wall section of a user's profile (which can include 
a number of recent posts) or a section of a record that includes 
multiple posts. The posts can be organized in chronological 
order. In contrast to a post, a status update changes a status of 
a user and is made by that user. Other similar sections of a 
user's profile can also include an “About’ section. A record 
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can also have a status, whose update can be restricted to the 
owner of the record. The owner can be a single user, multiple 
users, or a group. In one embodiment, there is only one status 
for a record. In one embodiment, a comment can be made on 
any feed item. In another embodiment, comments are orga 
nized as a list explicitly tied to a particular story, post, or status 
update. In this embodiment, comments may not be listed in 
the first layer (in a hierarchal sense) offeed items, but listed as 
a second layer branching from a particular first layer feed 
item. 
A “story' is data representing an event, and can include text 

generated by the database system in response to the event. In 
one embodiment, the data can initially be stored, and then the 
database system can later use the data to create text for 
describing the event. Both the data and/or the text can be a 
story, as used herein. In various embodiments, an event can be 
an update of a record and/or can be triggered by a specific 
action by a user. Which actions trigger an event can be con 
figurable. Which events have stories created and which stories 
are sent to which users can also be configurable. Messages 
and stories can be stored as a field or child object of the record. 
For example, the feed can be stored as a child object of the 
record. 
As used herein, a “group' is a collection of users. In some 

aspects, the group may be defined as users with a same or 
similar attribute, or by membership. In one embodiment, a 
'group feed” includes any feed item about any user in a group. 
In another embodiment, a “group feed” includes feed items 
that are about the group as a whole. In one implementation, 
the feed items for a group are only posts and comments. 
As used herein, an “entity feed” or “record feed refers to 

a feed offeed items about a particular record in the database, 
Such as stories about changes to the record and posts made by 
users about the record. An entity feed can be composed of any 
type offeed item. Such a feed can be displayed on a page (e.g. 
a web page) associated with the record (e.g. a home page of 
the record). As used herein, a “profile feed” is a feed offeed 
items about a particular user. In one embodiment, the feed 
items for a profile feed are posts and comments that other 
users make about or send to the particular user, and status 
updates made by the user. Such a profile feed can be displayed 
on a page associated with the particular user. In another 
embodiment, feed items in a profile feed could include posts 
made by the particular user and feed tracked changes (stories) 
initiated based on actions of the particular user. 

DETAILED DESCRIPTION 

I. General Overview 
Systems and methods are provided for optimizing data 

synchronization between mobile clients and database sys 
tems. As used herein, the term multi-tenant database system 
refers to those systems in which various elements of hardware 
and software of the database system may be shared by one or 
more customers. For example, a given application server may 
simultaneously process requests for a great number of cus 
tomers, and a given database table may store rows for a 
potentially much greater number of customers. 

Mechanisms and methods for providing systems and meth 
ods for optimization techniques for accessing business data 
will be described with reference to example embodiments. 
First, a “Systems Overview' is provided illustrating an envi 
ronment where an on-demand database service might be 
used. It is followed by a section on “Data Synchronization 
Systems Overview', a section on “Performance Optimization 
based on Query breakdown and Partial results”, a section on 
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6 
“Performance Optimization based on client type', and a sec 
tion on “Performance Optimization based on intelligent pre 
caching of user data'. 
II. System Overview 

FIG. 1 illustrates a block diagram of an environment 10 
wherein an on-demand database service might be used. Envi 
ronment 10 may include user systems 12, network 14, System 
16, processor system 17, application platform 18, network 
interface 20, tenant data storage 22, System data storage 24, 
program code 26, and process space 28. In other embodi 
ments, environment 10 may not have all of the components 
listed and/or may have other elements instead of, or in addi 
tion to, those listed above. 

Environment 10 is an environment in which an on-demand 
database service exists. User system 12 may be any machine 
or system that is used by a user to access a database user 
system. For example, any of user systems 12 can be a hand 
held computing device, a mobile phone, a laptop computer, a 
work station, and/or a network of computing devices. As 
illustrated in FIG. 1 (and in more detail in FIG. 2) user 
systems 12 might interact via a network 14 with an on-de 
mand database service, which is system 16. 
An on-demand database service. Such as system 16, is a 

database system that is made available to outside users that do 
not need to necessarily be concerned with building and/or 
maintaining the database system, but instead may be available 
for their use when the users need the database system (e.g., on 
the demand of the users). Some on-demand database services 
may store information from one or more tenants stored into 
tables of a common database image to form a multi-tenant 
database system (MTS). Accordingly, “on-demand database 
service 16” and “system 16” will be used interchangeably 
herein. A database image may include one or more database 
objects. A relational database management system (RDMS) 
or the equivalent may execute storage and retrieval of infor 
mation against the database object(s). Application platform 
18 may be a framework that allows the applications of system 
16 to run, such as the hardware and/or software, e.g., the 
operating system. In an embodiment, on-demand database 
service 16 may include an application platform 18 that 
enables creation, managing and executing one or more appli 
cations developed by the provider of the on-demand database 
service, users accessing the on-demand database service via 
user systems 12, or third party application developers access 
ing the on-demand database service via user systems 12. 
The users of user systems 12 may differ in their respective 

capacities, and the capacity of a particular user system 12 
might be entirely determined by permissions (permission 
levels) for the current user. For example, where a salesperson 
is using a particular user system 12 to interact with system 16. 
that user System has the capacities allotted to that salesperson. 
However, while an administrator is using that user system to 
interact with system 16, that user system has the capacities 
allotted to that administrator. In systems with a hierarchical 
role model, users at one permission level may have access to 
applications, data, and database information accessible by a 
lower permission level user, but may not have access to cer 
tain applications, database information, and data accessible 
by a user at a higher permission level. Thus, different users 
will have different capabilities with regard to accessing and 
modifying application and database information, depending 
on a user's security or permission level. 
Network 14 is any network or combination of networks of 

devices that communicate with one another. For example, 
network 14 can be any one or any combination of a LAN 
(local area network), WAN (wide area network), telephone 
network, wireless network, point-to-point network, Star net 
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work, token ring network, hub network, or other appropriate 
configuration. As the most common type of computer net 
work in current use is a TCP/IP (Transfer Control Protocol 
and Internet Protocol) network, such as the global internet 
work of networks often referred to as the “Internet” with a 
capital “I” that network will be used in many of the examples 
herein. However, it should be understood that the networks 
that the present invention might use are not so limited, 
although TCP/IP is a frequently implemented protocol. 

User systems 12 might communicate with system 16 using 
TCP/IP and, at a higher network level, use other common 
Internet protocols to communicate, such as HTTP, FTP, AFS, 
WAP, etc. In an example where HTTP is used, user system 12 
might include an HTTP client commonly referred to as a 
“browser' for sending and receiving HTTP messages to and 
from an HTTP server at system 16. Such an HTTP server 
might be implemented as the sole network interface between 
system 16 and network 14, but other techniques might be used 
as well or instead. In some implementations, the interface 
between system 16 and network 14 includes load sharing 
functionality, such as round-robin HTTP request distributors 
to balance loads and distribute incoming HTTP requests 
evenly over a plurality of servers. At least as for the users that 
are accessing that server, each of the plurality of servers has 
access to the MTS data; however, other alternative configu 
rations may be used instead. 

In one embodiment, system 16, shown in FIG. 1, imple 
ments a web-based customer relationship management 
(CRM) system. For example, in one embodiment, system 16 
includes application servers configured to implement and 
execute CRM software applications as well as provide related 
data, code, forms, webpages and other information to and 
from user systems 12 and to store to, and retrieve from, a 
database system related data, objects, and Webpage content. 
With a multi-tenant system, data for multiple tenants may be 
stored in the same physical database object, however, tenant 
data typically is arranged so that data of one tenant is kept 
logically separate from that of other tenants so that one tenant 
does not have access to another tenant's data, unless such data 
is expressly shared. In certain embodiments, system 16 
implements applications other than, or in addition to, a CRM 
application. For example, system 16 may provide tenant 
access to multiple hosted (standard and custom) applications, 
including a CRM application. User (or third party developer) 
applications, which may or may not include CRM, may be 
Supported by the application platform 18, which manages 
creation, storage of the applications into one or more database 
objects and executing of the applications in a virtual machine 
in the process space of the system 16. 
One arrangement for elements of system 16 is shown in 

FIG. 1, including a network interface 20, application platform 
18, tenant data storage 22 for tenant data 23, System data 
storage 24 for system data 25 accessible to system 16 and 
possibly multiple tenants, program code 26 for implementing 
various functions of system 16, and a process space 28 for 
executing MTS system processes and tenant-specific pro 
cesses, such as running applications as part of an application 
hosting service. Additional processes that may execute on 
system 16 include database indexing processes. 

Several elements in the system shown in FIG. 1 include 
conventional, well-known elements that are explained only 
briefly here. For example, each user system 12 could include 
a desktop personal computer, workstation, laptop, PDA, cell 
phone, or any wireless access protocol (WAP) enabled device 
or any other computing device capable of interfacing directly 
or indirectly to the Internet or other network connection. User 
system 12 typically runs an HTTP client, e.g., a browsing 
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8 
program, such as Microsoft's Internet Explorer browser, 
Netscape's Navigator browser, Opera's browser, or a WAP 
enabled browser in the case of a cell phone, PDA or other 
wireless device, or the like, allowing a user (e.g., Subscriber of 
the multi-tenant database system) of user system 12 to access, 
process and view information, pages and applications avail 
able to it from system 16 over network 14. Each user system 
12 also typically includes one or more user interface devices, 
Such as a keyboard, a mouse, trackball, touch pad, touch 
screen, pen or the like, for interacting with a graphical user 
interface (GUI) provided by the browser on a display (e.g., a 
monitor screen, LCD display, etc.) in conjunction with pages, 
forms, applications and other information provided by System 
16 or other systems or servers. For example, the user interface 
device can be used to access data and applications hosted by 
system 16, and to perform searches on Stored data, and oth 
erwise allow a user to interact with various GUI pages that 
may be presented to a user. As discussed above, embodiments 
are suitable for use with the Internet, which refers to a specific 
global internetwork of networks. However, it should be 
understood that other networks can be used instead of the 
Internet, such as an intranet, an extranet, a virtual private 
network (VPN), a non-TCP/IP based network, any LAN or 
WAN or the like. 

According to one embodiment, each user system 12 and all 
of its components are operator configurable using applica 
tions, such as a browser, including computer code run using a 
central processing unit such as an Intel Pentium(R) processor 
or the like. Similarly, system 16 (and additional instances of 
an MTS, where more than one is present) and all of their 
components might be operator configurable using applica 
tion(s) including computer code to run using a central pro 
cessing unit Such as processor system 17, which may include 
an Intel Pentium(R) processor or the like, and/or multiple pro 
cessor units. A computer program product embodiment 
includes a machine-readable storage medium (media) having 
instructions stored thereon/in which can be used to program a 
computer to performany of the processes of the embodiments 
described herein. Computer code for operating and configur 
ing system 16 to intercommunicate and to process webpages, 
applications and other data and media content as described 
herein are preferably downloaded and stored on a hard disk, 
but the entire program code, or portions thereof, may also be 
stored in any other Volatile or non-volatile memory medium 
or device as is well known, such as a ROM or RAM, or 
provided on any media capable of storing program code, Such 
as any type of rotating media including floppy disks, optical 
discs, digital versatile disk (DVD), compact disk (CD), 
microdrive, and magneto-optical disks, and magnetic or opti 
cal cards, nanosystems (including molecular memory ICs), or 
any type of media or device Suitable for storing instructions 
and/or data. Additionally, the entire program code, orportions 
thereof, may be transmitted and downloaded from a software 
Source over a transmission medium, e.g., over the Internet, or 
from another server, as is well known, or transmitted over any 
other conventional network connection as is well known (e.g., 
extranet, VPN, LAN, etc.) using any communication medium 
and protocols (e.g., TCP/IP, HTTP, HTTPS, Ethernet, etc.) as 
are well known. It will also be appreciated that computer code 
for implementing embodiments of the present invention can 
be implemented in any programming language that can be 
executed on a client system and/or server or server system 
Such as, for example, C, C++, HTML, any other markup 
language, JavaM, JavaScript, ActiveX, any other scripting 
language. Such as VBScript, and many other programming 
languages as are well known may be used. (JavaTM is a trade 
mark of Sun Microsystems, Inc.). 
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According to one embodiment, each system 16 is config 
ured to provide webpages, forms, applications, data and 
media content to user (client) systems 12 to support the access 
by user systems 12 as tenants of system 16. As such, system 
16 provides security mechanisms to keep each tenant's data 
separate unless the data is shared. If more than one MTS is 
used, they may be located in close proximity to one another 
(e.g., in a server farm located in a single building or campus), 
or they may be distributed at locations remote from one 
another (e.g., one or more servers located in city A and one or 
more servers located in city B). As used herein, each MTS 
could include one or more logically and/or physically con 
nected servers distributed locally or across one or more geo 
graphic locations. Additionally, the term “server' is meant to 
include a computer system, including processing hardware 
and process space(s), and an associated storage system and 
database application (e.g., OODBMS or RDBMS) as is well 
known in the art. It should also be understood that "server 
system” and “server are often used interchangeably herein. 
Similarly, the database object described herein can be imple 
mented as single databases, a distributed database, a collec 
tion of distributed databases, a database with redundant 
online or offline backups or other redundancies, etc., and 
might include a distributed database or storage network and 
associated processing intelligence. 

FIG. 2 illustrates a block diagram of an embodiment of 
elements and various possible interconnections between 
these elements. In the embodiment illustrated by FIG. 2, one 
or more middle tier servers 150 exist between system 16 and 
user systems 12. Middle tier servers 150 are termed middle 
tier because these servers are interposed between the system 
16 and the user systems of a particular organization. As 
described above, network 14 may be used for communication 
between system 16 and system 12. In one embodiment, the 
same network 14 is used between a middle tier servers 150 
and user systems 12. In another embodiment, a different 
network is used between a middle tier server 150 and user 
systems 12. For example, a tenant network 155 may be a 
wireless network, and network 14 may provide communi 
cable coupling via fiber-optics. Each network 14 or tenant 
network 155 may also be a combination of different types 
and protocols. 

In one embodiment, each middle tier server 150 manages 
data of a different organization or tenant, however other 
embodiments may include information of more than one ten 
ant coupled to a single middle tier server. In another embodi 
ment, each middle tier server 150 may contain a plurality of 
servers, which collectively provide communication between 
system 16 and user systems 12 of an organization. The tenant 
network 155 of each organization may be of a different type 
(e.g. wireless, optical, ...) or protocol. Examples of wireless 
protocols include Wireless LAN, Global System for Mobile 
Communications (GSM), Personal Communications Service 
(PCS), D-AMPS, Wi-Fi, General Packet Radio Service 
(GPRS), 3G wireless systems such as those using Code divi 
sion multiple access (CDMA), HIgh PErformance Radio 
LAN (HIPERLAN), and Worldwide Interoperability for 
Microwave Access (WiMAX). 

Additionally, FIG. 2 further illustrates elements of system 
16 and various interconnections. FIG. 2 shows that user sys 
tem 12 may include processor system 12A, memory system 
12B, input system 12C, and output system 12D. As shown in 
FIG. 2, network 14 couples user systems 12 and system 16. 
FIG. 2 also shows that system 16 may include tenant data 
storage 22, tenant data 23, System data storage 24, System 
data 25, User Interface (UI) 30, Application Program Inter 
face (API) 32, PL/SOOL 34, save routines 36, application 

10 

15 

25 

30 

35 

40 

45 

50 

55 

60 

65 

10 
setup mechanism 38, applications servers 100-100 system 
process space 102, tenant process spaces 104, tenant manage 
ment process space 110, tenant storage area 112, user storage 
114, and application metadata 116. In other embodiments, 
environment 10 may not have the same elements as those 
listed above and/or may have other elements instead of, or in 
addition to, those listed above. 

Regarding user system 12, processor System 12A may be 
any combination of one or more processors. Memory system 
12B may be any combination of one or more memory devices, 
short term, and/or long term memory. Input system 12C may 
be any combination of input devices, such as one or more 
keyboards, mice, trackballs, Scanners, cameras, and/or inter 
faces to networks. Output system 12D may be any combina 
tion of output devices, such as one or more monitors, printers, 
and/or interfaces to networks. As shown by FIG. 2, system 16 
may include a network interface 20 (of FIG. 1) implemented 
as a set of HTTP application servers 100, an application 
platform 18, tenant data storage 22, and system data storage 
24. Also shown is system process space 102, including indi 
vidual tenant process spaces 104 and a tenant management 
process space 110. Each application server 100 may be con 
figured to tenant data storage 22 and the tenant data 23 
therein, and system data storage 24 and the system data 25 
therein to serve requests of user systems 12. The tenant data 
23 might be divided into individual tenant storage areas 112, 
which can be either a physical arrangement and/or a logical 
arrangement of data. Within each tenant storage area 112, 
user storage 114 and application metadata 116 might be simi 
larly allocated for each user. For example, a copy of a user's 
most recently used (MRU) items might be stored to user 
storage 114. Similarly, a copy of MRU items for an entire 
organization that is a tenant might be stored to tenant storage 
area 112. A UI 30 provides a user interface and an API 32 
provides an application programmer interface to system 16 
resident processes to users and/or developers at user systems 
12. The tenant data and the system data may be stored in 
various databases, such as one or more OracleTM databases. 

Application platform 18 includes an application setup 
mechanism 38 that Supports application developers creation 
and management of applications, which may be saved as 
metadata into tenant data storage 22 by save routines 36 for 
execution by Subscribers as one or more tenant process spaces 
104 managed by tenant management process 110 for 
example. Invocations to Such applications may be coded 
using PL/SOOL 34 that provides a programming language 
style interface extension to API 32. A detailed description of 
Some PL/SOOL language embodiments is discussed in com 
monly owned U.S. Pat. No. 7,730,478 entitled, METHOD 
AND SYSTEM FOR ALLOWING ACCESS TO DEVEL 
OPED APPLICATIONS VIAA MULTI-TENANT ON-DE 
MAND DATABASE SERVICE, by Craig Weissman, filed 
Sep. 21, 2007, which is incorporated in its entirety hereinfor 
all purposes. Invocations to applications may be detected by 
one or more system processes, which manages retrieving 
application metadata 116 for the subscriber making the invo 
cation and executing the metadata as an application in a 
virtual machine. 

Each application server 100 may be communicably 
coupled to database systems, e.g., having access to system 
data 25 and tenant data 23, via a different network connection. 
For example, one application server 100 might be coupled 
via the network 14 (e.g., the Internet), another application 
server 100 might be coupled via a direct network link, and 
another application server 100 might be coupled by yet a 
different network connection. Transfer Control Protocol and 
Internet Protocol (TCP/IP) are typical protocols for commu 
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nicating between application servers 100 and the database 
system. However, it will be apparent to one skilled in the art 
that other transport protocols may be used to optimize the 
system depending on the network interconnect used. 

In certain embodiments, each application server 100 is 
configured to handle requests for any user associated with any 
organization that is a tenant. Because it is desirable to be able 
to add and remove application servers from the serverpool at 
any time for any reason, there is preferably no server affinity 
for a user and/or organization to a specific application server 
100. In one embodiment, therefore, an interface system 
implementing a load balancing function (e.g., an F5 Big-IP 
load balancer) is communicably coupled between the appli 
cation servers 100 and the user systems 12 to distribute 
requests to the application servers 100. In one embodiment, 
the load balancer uses a least connections algorithm to route 
user requests to the application servers 100. Other examples 
of load balancing algorithms, such as round robin and 
observed response time, also can be used. For example, in 
certain embodiments, three consecutive requests from the 
same user could hit three different application servers 100, 
and three requests from different users could hit the same 
application server 100. In this manner, system 16 is multi 
tenant, wherein system 16 handles storage of, and access to, 
different objects, data and applications across disparate users 
and organizations. 
As an example of storage, one tenant might be a company 

that employs a sales force where each salesperson uses sys 
tem 16 to manage their sales process. Thus, a user might 
maintain contact data, leads data, customer follow-up data, 
performance data, goals and progress data, etc., all applicable 
to that user's personal sales process (e.g., in tenant data stor 
age 22). In an example of a MTS arrangement, since all of the 
data and the applications to access, view, modify, report, 
transmit, calculate, etc., can be maintained and accessed by a 
user system having nothing more than network access, the 
user can manage his or her sales efforts and cycles from any 
of many different user systems. For example, if a salesperson 
is visiting a customer and the customer has Internet access in 
their lobby, the salesperson can obtain critical updates as to 
that customer while waiting for the customer to arrive in the 
lobby. 

While each user's data might be separate from other users 
data regardless of the employers of each user, some data 
might be organization-wide data shared or accessible by a 
plurality of users or all of the users for a given organization 
that is a tenant. Thus, there might be some data structures 
managed by System 16 that are allocated at the tenant level 
while other data structures might be managed at the user level. 
Because an MTS might Support multiple tenants including 
possible competitors, the MTS should have security protocols 
that keep data, applications, and application use separate. 
Also, because many tenants may opt for access to an MTS 
rather than maintain their own system, redundancy, up-time, 
and backup are additional functions that may be implemented 
in the MTS. In addition to user-specific data and tenant 
specific data, System 16 might also maintain system level data 
usable by multiple tenants or other data. Such system level 
data might include industry reports, news, postings, and the 
like that are sharable among tenants. 

In certain embodiments, user Systems 12 (which may be 
client systems) and/or middle tier servers 150 communicate 
with application servers 100 to request and update system 
level and tenant-level data from system 16 that may require 
sending one or more queries to tenant data storage 22 and/or 
system data storage 24. System 16 (e.g., an application server 
100 in system 16) automatically generates one or more SQL 
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12 
statements (e.g., one or more SQL queries) that are designed 
to access the desired information. System data storage 24 may 
generate query plans to access the requested data from the 
database. 

Each database can generally be viewed as a collection of 
objects, such as a set of logical tables, containing data fitted 
into predefined categories. A “table' is one representation of 
a data object, and may be used herein to simplify the concep 
tual description of objects and custom objects according to 
the present invention. It should be understood that “table' and 
“object” may be used interchangeably herein. Each table 
generally contains one or more data categories logically 
arranged as columns or fields in a viewable schema. Each row 
or record of a table contains an instance of data for each 
category defined by the fields. For example, a CRM database 
may include a table that describes a customer with fields for 
basic contact information Such as name, address, phone num 
ber, fax number, etc. Another table might describe a purchase 
order, including fields for information Such as customer, 
product, sale price, date, etc. In some multi-tenant database 
systems, standard entity tables might be provided for use by 
all tenants. For CRM database applications, such standard 
entities might include tables for Account, Contact, Lead, and 
Opportunity data, each containing pre-defined fields. It 
should be understood that the word “entity” may also be used 
interchangeably herein with “object' and “table'. 

In some multi-tenant database systems, tenants may be 
allowed to create and store custom objects, or they may be 
allowed to customize standard entities or objects, for example 
by creating custom fields for standard objects, including cus 
tom index fields. U.S. patent application Ser. No. 10/817,161, 
filed Apr. 2, 2004, entitled “Custom Entities and Fields in a 
Multi-Tenant Database System', and which is hereby incor 
porated herein by reference, teaches systems and methods for 
creating custom objects as well as customizing standard 
objects in a multi-tenant database system. In certain embodi 
ments, for example, all custom entity data rows are stored in 
a single multi-tenant physical table, which may contain mul 
tiple logical tables per organization. It is transparent to cus 
tomers that their multiple “tables' are in fact stored in one 
large table or that their data may be stored in the same table as 
the data of other customers. 
III. Data Synchronization Systems Overview 

Users of database systems 16 of FIG. 2 often require syn 
chronizing (also called syncing) of data between the client 
and database system 16, which stores data of interest to the 
user. Such data syncs are often bi-directional; so user updates 
on the client machine are forwarded to the database for per 
sistence and updates on a database system (e.g. updates by 
other users, by the current user at another time, or other 
systems, etc.) may need to be synced back to the client 
machine. In some embodiments, data between a user and 
database system can be synced in full sync or incremental 
sync modes. In full Sync, all data that a user may be interested 
in would be retrieved from one or more database systems and 
provided to the client. In incremental mode, only data 
changes that are delta changes from the last time a client 
synced data will be forwarded to a user or client machine. 
Synchronizing data can include all data changes, such as 
updates, deletions, new items or additions, etc. 

User data can be synced in real-time with every update or 
at certain polling intervals. A full sync may only need to be 
performed daily, at the start of a user's sessions for the day. 
While incremental syncs may be performed at a specific time 
interval, e.g., every twenty minutes. Sometimes, the polling 
interval can take the user's activity into account for syncing 
data, e.g., sync only every forty minutes where a user has little 
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or no activity for a certain amount of time. In some aspects, it 
may be advantageous to sync data to a client when the client 
Submits an update (e.g. upon a user updating data on a client 
machine), since it is already communicating with the under 
lying database resources. 
The type of data that a client may be interested in syncing 

can include feed items, opportunity data, Sales information, 
organization data, user data, etc. The data may differ in the 
rate of changes. For example, organization or user data may 
not be subject to frequent changes (i.e. because Such infor 
mation is usually relatively static). On the other hand, feed 
items may change often and a user may require syncing Such 
data more often due to its frequency in updates or new Sub 
missions or due to its higher importance in being communi 
cated to a user in more near real-time. Such data is described 
in more details in Lee, incorporated herein by reference. 

FIG.3 shows components that can facilitate data synchro 
nization between a client (e.g., user system 12 of FIG. 1), and 
a database system (e.g., database system 16) according to 
embodiments of the present invention. A client 340 may send 
a data sync request to a Universal Data Access Server 
(UDAS)350. Then, the UDAS350 may communicate with an 
Application Data Cache (ADC) 370, e.g., using a Web Ser 
vice communication layer 360. The ADC 370 may commu 
nicate with a data center 390, via an Application Program 
ming Interface server (API Server) 380, in order to 
synchronize data between client 340 and data center 390. 
Alternatively, a UDAS350 may communicate directly with 
an API Server 380 to retrieve or update data center 390 data, 
bypassing ADC 370. A direct communication from UDAS 
350 to data center 390, via the API server 380, is sometimes 
more efficient then requesting data from ADC 370. 
UDAS 350 may be a universal data access server (i.e., 

providing a standardized communication transport layer) that 
Supports communications/requests from clients of the various 
types described for user system 12. It can maintain delta 
changes between a client 340 that it serves and the corre 
sponding data center 390. More details on delta changes are 
described in the companion application Weissman. UDAS 
350 may maintain delta changes for performance enhance 
ments, thereby allowing the communication of only data that 
a client does not have a recent copy. In one embodiment, 
UDAS350 may communicate data changes bi-directionally, 
applying updates from a client 340 to the underlying data 
center 390 and supplying client 340 with updates from data 
center 390. UDAS350, coupled with ADC 370 may serve the 
mobile clients community in retrieving and updating data 
between data center 390 and clients 340. UDAS 350 may 
communicate directly with data center 390, with or without 
an API server 380. The UDAS350 may instead communicate 
with other middle-tier components, such as ADC 370. 
Web Services communication layer 360 may exist to stan 

dardize communications between web and mobile clients and 
data center 390 servers. Client devices and/or applications 
may use WSC360 (e.g., indirectly via UDAS) to interact with 
ADC 370 and other application programming interface com 
ponents (e.g. API server 380). ADC 370 and/or other appli 
cation programming interface components are exposed via 
WSC 360, e.g., in order for external devices such as client 
devices and/or applications to communicate with ADC 370 
and/or other application programming interface components. 
ADC 370 may serve as a data cache sitting between data 

base systems, such as data center 390 and client interfacing 
components, such as UDAS 350. ADC 370 may be main 
tained for performance improvements such as pre-executing a 
query on behalf of a client 340, thereby requiring only for 
warding of such data upon a request from UDAS 350 on 
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behalf of the client. It may be a simple cache, merely querying 
the data center 390 and holding data for a client 300 to 
request. On the other hand ADC 370 may implement logic to 
either manipulate retrieved data for business logic or for 
optimizing the data storage and Subsequent delivery to a 
client for performance reasons. ADC 370 may communicate 
with data center 390 via the API Server 380 or directly with 
data center 390. 
API Server 380 may facilitate all direct communications 

with the data servers of data center 390. This layer may help 
with standardizing communications with the servers of data 
center 390, from all middle-tier components (e.g., UDAS 
350, ADC 370, etc.) and/or external clients. API 380 layer 
may provide an application programming interface to data 
bases and or other services components (e.g., external appli 
cations and/or internal components may use API 380 layer to 
interact with databases and other server-side components). 
For example, UDAS 350 may use API 380 to access data 
center 390 and various other services. The databases and/or 
other services may be located at different data centers. 
Components described for FIG. 3 may exist as a single 

computer or on a host of machines. They may exist for an 
individual component or may be shared for one or more 
components. They may be configured with various operating 
systems and may run various types of Software, written in a 
host of programming languages. Data center 390 may imple 
ment any database system that facilitates the storing, updat 
ing, retrieval of data that clients 340 may be interested in. 
IV. Performance Optimization based on Query breakdown 
and Partial results 

In some instances, there has been a perceived performance 
problem in response times to an incremental or full synchro 
nization request sent by mobile clients. One contributing 
cause to this observation can be that the Mobile Servers (e.g., 
UDAS and ADC) may perform all required sync requests, 
schema updates, photo retrievals and spidering as a complete 
atomic, undivided operation where the client has no choice 
but to wait for the completion of the entire sync request. 

For example, when a client requests updates/syncs from 
data server (e.g., UDAS component 350 of FIG. 3), it may 
forward the request to a caching component (e.g., ADC com 
ponent 370 of FIG. 3) for retrieving data for synchronization 
with client machine. ADC updates are usually done at a 
polling interval that is not in near real-time. For example, it 
may update the data once a day to sync the entire data set for 
a user, e.g., upon a user logging on in the morning. For news 
feeds items, the data may need to be synced in more near 
real-time to be of value to a user. However, because the ADC 
gets all user data updates (not just news feeds), the ADC 
syncing logic is very computationally expensive and cannot 
be performed more regularly, in near real-time. Thus, it is 
sometimes not efficient to use the ADC to get feed items types 
of updates, requiring more frequent near real-time retrieval. 

Accordingly, one embodiment breaks up a server process 
ing request into Smaller, fasterpieces and sends several pipe 
lined responses to the client, so clients can present updated 
data to the user as soon as it is available. The request may be 
broken up based on types of data (e.g., feed items vs. all other 
user data). It may be broken up by size (e.g., retrieve the first 
100 and then retrieve the next 500, etc.). The request can be 
broken up by any other reasonable criteria that would benefit 
the requesting user (e.g., retrieve all data in chunks by differ 
ent clients or opportunities or organizations, etc.). Such a 
process can improve the perceived performance. 

According to one embodiment, the request is broken up 
into two or more requests. In one aspect, the request is broken 
up to retrieve different types of data sets. For example, a sync 
request may be broken into two requests, one for feed items 
and another for all other user data. This may be done because 
feed items require a more near real-time synchronization (i.e., 
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because the information changes more frequently or because 
it is important and needs to be delivered to the user in near 
real-time). 

In some aspects, the separate broken down requests may be 
fulfilled with different component and/or code paths. For 
example, the feed items may be retrieved directly from a 
database system, while all other data may be retrieved from a 
cache. In some embodiments, such a mode of operation may 
only be active where the client has indicated support for it by 
sending a flag (e.g., CLIENT CHATTER SYNC option). 
An older client may synchronize data as implemented before 
the optimizations, for purposes of code compatibility. 
Depending on the flag, the system may retrieve feed items 
from the database system (e.g., data center 390 of FIG. 3), via 
an API layer (e.g., component 380 of FIG. 3), sometimes in 
addition to data retrieved from a cache (ADC 370 of FIG.3). 

In another aspect, the sync request may be broken up into 
several Smaller requests based on a criteria other than types of 
data (e.g., size of result set, the first being 500 rows and the 
next being the remaining rows). Each Smaller request then 
may be submitted either to the ADC or directly to an API 
server. The returned or retrieved result set can then be sent to 
the requesting client as the partial results are obtained by the 
UDAS. This can help, for example when a large data set is to 
be sent over to the user. 

FIG. 4 is a flowchart of a method 400 for optimizing data 
synchronization by breaking requests into multiple requests 
according to embodiments of the present invention. At step 
410 a request for synchronizing data is received. For example, 
a mobile client may need to update her user data since the last 
time she was online. The synchronization request may also be 
sent by an active client, for example, at every 20 minutes 
polling interval. In one aspect, the request is associated with 
a plurality of different types of data stored in a database 
system (e.g., feed items, organization data, user data, oppor 
tunity records, etc.) 

At step 420 the request is broken down into multiple 
requests. For example, it may be broken into two requests, 
one for feed items and another for all other data (i.e., because 
feed items change more frequently and need to be synced in 
more near real-time). The request may be broken down based 
on other criteria Such as requests per sales opportunity, per 
organization, etc. 

At step 430, partial results are obtained for the separate 
queries. In one aspect, the separate results are obtained at 
different times, where at least one of the partial results is 
received in near real-time for a type of dataset that requires 
faster response times to be synced with the requesting client. 
The partial results may be obtained from different system 
components or code paths. For example, one query for feed 
items may be submitted directly to a database server API, 
while the other query for all other dataset may be submitted 
separately to a middle-tier cache such as the ADC. Finally, the 
partial results, as they are obtained are sent over to the client 
at step 440. 

In some aspects, chatter data (i.e. feed items) can be con 
sidered the most important data for the client UI, e.g., if one 
assumes the user will spend most of their time in those pages. 
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In one aspect, the embodiment can make it possible to send 
feed updates very quickly (i.e., because they are handled with 
higher priority by sending a request only for that type of data, 
for example directly to an API server to retrieve items from 
the database system) to the client, while any remaining data 
may be retrieved and sent at a later point. For example, a full 
feed sync can take between 0.8 and 1.2 seconds using the API 
for a complex and large organization. Considering that, a goal 
may be to be able to return initial data to the client reliably in 
the Sub-5 second range (assuming a good wireless connec 
tion). 

FIG. 5 illustrates the steps of method 400 interacting with 
various system components for synchronizing user data 
according to one embodiment. At step 1, a client 340 sends a 
synchronization request to a UDAS system component 350. 
At step 2, the UDAS 350 breaks down the request into two 
requests (e.g. one for feed data and another for all other types 
of data). The UDAS350 then sends the request for feed item 
updates to the API Server 380 at step 3. Feed items may be 
requested with a higher priority because Such data needs to be 
synchronized more frequently. The data center 390 then 
receives the feed items update request and replies to the 
UDAS at step 5. At step 6 the feed data is sent to the requesting 
client 340. 
UDAS350 also sends a request for all other data updates at 

step 4 to ADC component 370. Such data may then need to be 
retrieved from the data center 390 via the API server 380. The 
data is then sent to the ADC 370 from data center 390 at step 
7. Such a dataset will generally be larger then the feed data. 
Generally, such data is also more static then feed data and 
does not update as frequently. 

In one embodiment, a mobile client may only request feed 
item updates, which then may be processed by the UDAS by 
retrieving the updated/new feed items directly from the API 
server. In such a case, the UDAS will not need to break up the 
request and submit one to the API server and the other to the 
ADC. Instead, the UDAS will recognize the data request as 
one that requires faster response times and request its updates 
from the faster path (e.g., directly from the database system, 
bypassing a caching server). 

Example of Steps for an Incremental Sync Process 
In one embodiment, when the client sends a run message 

requesting an incremental sync (which often is the most com 
mon client function) the following sequence of events will be 
processed by the Mobile server (UDAS). In step 1, a client 
acquires an API session, e.g., either from a session ID (SID) 
cache or by performing an authorization (e.g. using open 
authorization, OAuth) of the login. For a frequently used 
mobile client, one can hit the cache most of the time with zero 
overhead, but if the system does need to login, that might take 
Some time. In one aspect, setting the SID timeout value to a 
longer value can be helpful for the overall mobile perfor 
aCC. 

In step 2, a feed items only sync is performed, which will 
sync only feed items. In one aspect, this can be done outside 
the ADC. In one embodiment, Mobile Server (UDAS) 
invokes a standard query language (SOOL) query that may 
look like: 

SELECT Id, ParentIdFeed PostId,Type,CreatedById,Created Date, 
SystemModstamp.Parent.Name, 

(SELECT IdFeed ItemId, FieldName,Old Value,NewValue FROM FeedTrackedChanges), 
(SELECT IdFeedItemId,ParentId,CreatedById,Created Date,CommentBody FROM 

FeedComments), 
Feed Post.IdFeed Post.Feed ItemId,Feed Post.ParentIdFeed Post. Type, 
FeedPost. Title.FeedPost. Body...FeedPost. LinkUrl.FeedPost.ContentFilename, 
FeedPost.ContentDescription.FeedPost.ContentType.FeedPost.ContentSize 

FROM NewsFeed ORDER BY SystemModstamp DESC LIMIT 100 
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The query can return the most recently active records from the 
user's feed items and all associated posts and comments. 

In one embodiment, a result set limit can be provided by 
clients, rather than either hard-coded or administrator pro 
vided, to give users more flexibility for their own client 
devices. In another embodiment, there can be a limit on the 
number of feed comments. In yet other embodiments, a 
“Feeds-N option can be added to a run message to indicate 
how many feed items should be synced. In one aspect, N can 
be between 1 and 1000, with a default value of 100. 

In step 3, for mobile clients to be able to display nice 
looking feed records, the system may ensure that any of the 
created by reference fields can be resolved by the mobile 
client. In one aspect, this can also apply to parent IDs when 
the parent ID references a User record. 

In one embodiment, as the UDAS already knows what user 
records already exists on a mobile device, the system can 
iterate over the records returned by the above feed items query 
and build a set of user IDs that the mobile device does not 
have. In many cases, that set may be empty and the system can 
skip the remainder of the steps. For the remaining user 
records, retrieve the associated user information using a 
SOQL query such as: 

SELECT Id,FirstName, LastName. Name.<any other mandatory user 
fields 
FROM User WHERE Id IN <set of user ids 

The returned user records from this query can then be merged 
with the records from the first feed items query. 

In one embodiment, UDAS can perform a delta compari 
son between what already exists on a device and the set that 
should be there (e.g. from the result sets obtained from the 
above queries). This can result in a delta set of updates in the 
news feed, post, story, comment, and user tables on the 
device. In one implementation, at this time those changes can 
be submitted for delivery to the mobile clients. Assuming 
these updates are successfully delivered, the current state of 
device records can be set to the previous state plus updates in 
memory. 

In step 4, each news feed can contain a parent id which can 
reference any feed-tracked object. If the entity type is mobi 
lized (in the mobile configuration), it may be desirable that 
those records should also be included on the device. For 
example, this can be done by allowing ADC to spider those 
reference fields. In one implementation, any user references 
can be handled in step 3, and thus the system only need to pick 
any non-user references. A list of those references can be 
built. 

In one embodiment, the ADC can be re-factored to accept 
an optional list of ID fields, that if present, will be treated as 
spiderable field references. In one implementation, having a 
maximum of 100 feed items will limit the list size to 100. 

In some embodiments, UDAS can invoke a synchronize 
offline data API call (in incremental mode) and can pass the 
list of spiderable object references. ADC can then return any 
resulting changes. The ADC might also indicate that the con 
figuration has been changed or indicate a lost state (which is 
rare) and if so, the ADC may return a complete dataset rather 
than incremental changes. In one embodiment, UDAS can 
handle such a scenario, by being able to rebuild the schema by 
calling describe mobile routine once and then be able to 
re-use the dataset returned in the original sync call. 

In one embodiment, ADC can manage the syncing of entity 
Subscription table, so updates to users subscriptions can 
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appear at this time. The resulting changes can then be Sub 
mitted for delivery to the client and the changes applied to the 
in-memory current state. 

In step 5, at this time, an embodiment can then process 
actual photo image data. For any updated user records (re 
lated to the feed collection), the system can check if the 
system already has a photo for the user, if the system does, the 
system can check if it is the current version (based on photo 
version field). If the system does not have a photo of the right 
version and the user query above returned a valid version, the 
system can issue a sequence of HTTP GET operations to 
retrieve the actual image data, which will be added as a 
synthetic AXMPhoto field in user records and be sent to the 
mobile device as updates to user records. In another embodi 
ment, it can be beneficial not to break out this step. 

In step 6, the sync is considered to be completed and the 
system (server) can send a run message completion to the 
client. 
Example of Steps for a Full Sync Process. 
In one embodiment, a full Sync process can be done. The 

same sequence of events, as for an incremental sync request, 
can be followed for a full sync with the exception that UDAS 
will invoke a synchronize offline data API call in full incre 
mental mode. Additionally, a full sync can check all photo 
images for updates, not just those related to recent updates. In 
one implementation, a full Sync can be done once every 24 
hours. 

Activation Process. 
In one embodiment, the system will not performany pipe 

lining of data, Sometimes by breaking the requests into mul 
tiple request, during the activation phase (e.g., a set up phase 
when client requests and receives schema information, Such 
as structured metadata, that allows a client application to 
resolve data received from Synchronization requests, and to 
build the user-interface representation). In once case, a client 
application must be “activated before it can utilize pipelined 
data, e.g., data received as a result of a synchronization 
request. This embodiment may be done for the following 
circumstance. For example, clients may wait for the comple 
tion of an activation command before allowing user to interact 
with the application. A schema creation (a potentially slow 
process) can be done before any data can be sent. 
V. Performance Optimization Based on Client Type 

In some cases where a client communicates with a database 
system (e.g., for synchronization), there is a perceived per 
formance problem because client device resources are not 
fully utilized. This may be because the code that implements 
synchronization logic for a client request for latest data 
updates does not take into account the client type (e.g. mobile 
vs. desktop clients, having different memory, disk space, 
screen space, and processing power). For example, all clients 
may get a static 5000 updates, even where the client can 
handle more updates, e.g., an outlook or desktop client may 
be able to handle up to 20,000 updates. 

Accordingly, in one embodiment by refactoring Such syn 
chronization code to take into account client types, the code 
can be optimally used for varying client capacities. For 
example, a UDAS transport layer can detect the client type 
and forward that information with the sync request and the 
data set returned may then vary for different client types. This 
is advantageous because it allows for fully leveraging varying 
capacities of the devices that clients use. For example, a 
mobile client may not be able to gracefully handle a 20,000 
row data set returned to it, perhaps because of limitations in 
memory, processing power, or screen space. On the other 
hand, a desktop client may want all 20,000 rows to be returned 
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because the machine can handle it and it provides the com 
plete data set for the client to consider. 

FIG. 6 is a flowchart of a method 600 for optimizing data 
syncs based on the requesting client type. In step 610 a data 
synchronization request is received from a client to receive 
updates from a database. The request can be for full synchro 
nization or incremental synchronization. The request can be 
for all data updates or feed items only or some other combi 
nation. 
At step 620, the client type is determined (e.g. mobile 

client, desktop client, etc.). The determination of client type 
can be handled either by a UDAS server or by other compo 
nents executing the request (e.g., an ADC or the API server). 
In the case for the client type determination is made by the 
executing components, the UDAS may supply information 
helpful for determining the client type to the executing com 
ponents. 
At step 630 a decision may be made to determine if it is a 

mobile client or not. The decision then may lead to execution 
of different codebase based on the client type. For example, if 
it is determined that the client is a mobile client then the 
mobile routine is executed at step 640, otherwise other code 
(e.g., the abstract class implementation) is executed as in step 
650. In one embodiment, the UDAS may determine the client 
type at step 620 and then call a routine for the determined 
client type at step 630. In another embodiment, the informa 
tion supplied by the UDAS may be used by the executing code 
to determine the client type, and thereby executing code for 
that client type. In either case, at step 660 data is retrieved 
based on the routine that is invoked and sent to the client at 
step 670. 
Example of Routines/Code Specific to ClientTypes. Using 

Abstract Classes 
In various embodiments, classes can be abstracted to pro 

vide the high level functionality for synchronizing data across 
all client types (e.g. in an abstract class defining interfaces and 
common code). Individual implementations based on client 
types can exist in child classes that inherit from or extend the 
abstract classes. For example, for mobile client requesting 
feeds, the routine/code to get synchronization data may 
bypass the ADC cache and query the database directly. In 
another example, the result set may be set to a different size 
limit, depending on the client type, to handle the varying 
capacities of a client device. These are just a few examples 
and each individual implementation can provide client-type 
specific implementations. 

In one embodiment, to achieve the goal of better flexibility 
in custom synchronization of data records, the system can 
implement logic that does not exist in the non-optimized code 
base. Such an improved code pattern may also provide better 
organization of the Sync logic that is specific for a particular 
client type?entity, helping with code maintenance and devel 
opment. 

In the case of chatter objects synchronization, Some diffi 
culties can happen with using an ADC type of caching mecha 
nism. In one case, syncing a news feed may not work well in 
incremental mode, then that object may always sync in the 
full mode. In another case, feed associates can only be queried 
using Sub-queries, which may have no support for in the ADC 
query builder code. In yet another case, Synching photos for 
chatter type of application is difficult with a current ADC 
implementation. The code refactoring as described below, 
which is customizable based on client type can help in tack 
ling these issues by providing specific implementations. 

In one embodiment, an abstract record inserter class is 
re-factored. FIG. 6 is a schematic representation of one such 
implementation. The new abstract class contains common 
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high-level methods (i.e., code that would apply to all client 
types) and defines the interface for the custom implementa 
tions (i.e., code that applies specific to a client type). 

In various embodiments, new classes can allow implemen 
tation of custom logic for possible direct communication 
between ADC and the database systems. In one embodiment, 
the methods for a mobile record inserter class may be moved 
to abstract record inserter, but the mobile record inserter may 
continue to provide methods that use query builder for mobile 
synchronization. Then custom record inserter classes can pro 
vide custom implementations based on other client types. In 
one iteration, the implementation may only read some records 
directly from the database and populate an application cursor 
server (ACS). An ACS may be an internal data store (e.g., 
file-based), that can be used by various components. For 
example, an ADC may use ACS stored data to keep track of 
records that clients are synchronizing and/or have synchro 
nized (e.g., for caching). 
A new abstract class can be added for entity sync delega 

tion. It can then define the interface for methods specific for 
client-type?entity. For example, this class may contain meth 
ods to define query limits, and methods that can accommo 
date logic for building the associated queries in case of 
mobile/feed items type of data, and mandatory queries for 
outlook/events type of data. These custom implementations 
can be placed in classes for outlook event sync delegation and 
mobile news feed sync delegation. Some methods may also 
need to be migrated from current implementations of the Sync 
client info class. 

In one embodiment, Soap operation sync offline data class 
can use the query/query more calls to return data. Due to that, 
there can be specialized retrieve functions to handle mobile 
data. This retrieve functionality can be moved into classes 
that implement the abstract sync record inserter logic So it can 
be overridden by custom inserter classes. 

In another embodiment, for sync user algorithm class, the 
system can add a final pass to be run on all entities after 
spidering has been performed. This can allow for spidering 
additional data that depends on records that normally is only 
selected by the current spidering. An example of that can be 
for querying photos related to a users. In one aspect, the code 
for this can be in the abstract sync record inserter class (or its 
Sub-classes). 
VI. Performance Optimization Based on Intelligent Pre 
Caching of User Data 
To optimize performance, a system can anticipate data that 

a user would be interested in, Such as updates to objects that 
are associated with a news feed item (new or updated). And 
based on that anticipation of a user request to update Such 
items, the data for Such objects can be pre-cached in, for 
example, the ADC for user retrieval. One example would be 
that it is likely that a user would be interested in the associated 
opportunities for which she is receiving news feed items. So, 
pre-caching opportunity data for the user can save time when 
the user Subsequently requests such objects. 

Accordingly, a method is provided for pre-caching Syn 
chronization data. The method comprises of receiving a syn 
chronization request for items that a user is following, the 
items including feed items regarding a plurality of objects to 
which a user of a database system is subscribed. Then the one 
or more items that a user is following based on the request are 
retrieved. After the retrieval of items a use is following, they 
are analyzed to identify one or more objects related to the 
retrieved items. And, the one or more identified objects are 
retrieved prior to receiving, from the user, a request for the 
one or more identified objects and sent to a user-accessible 
cache. 
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For example, when a user received news feed updates, the 
underlying opportunity, the Submitting user (of the news feed 
item), or the associated company object may be retrieved and 
pre-cached for the user. Such anticipatory pre-caching can 
save Subsequent data retrieval time when the user wants to 
update or sync the underlying news feed data objects. 

FIG. 8 is a flowchart of a method 800 for optimizing data 
syncs by pre-caching data that a user may later be interested 
according to embodiments of the present invention. Method 
800 may be implemented using system 300, or other suitable 
systems. For example, the pre-caching can be performed for 
different client types. 

In step 810, a synchronization request is received for one or 
more feeds of objects stored in a database system (e.g., sys 
tem 16). In various embodiments, the request can be for the 
objects that a user is following (which may be for all or just a 
portion of the subscribed objects), or for a particular object 
(e.g., by a user selecting a particular record to view the feed of 
that record). Thus, the request could be for one feed, or for 
multiple feeds, each corresponding to a different object. In 
one aspect, each feed includes feed items that are each asso 
ciated with one or more objects of the database system. For 
example, a feed item can be associated with a user that causes 
an event to occur (such as a post) and the object (e.g. a record) 
whose feed the post was added. 

In one embodiment, the sync request can be received by a 
UDAS from a mobile client. In another embodiment, the sync 
request can be generated by the UDAS, any other intermedi 
ate server, or by the database. For example, a sync request can 
be generated periodically to automatically push new feed 
items to a client, which can include desktops as well as mobile 
clients. 
At step 820, one or more feed items of the requested feeds 

are retrieved based on the request. In one aspect, the feed 
items may be retrieved from a cache. In another aspect, the 
feed items may be directly received from the database system. 
The feed items may be received at any component mentioned 
herein, e.g., an application server, a UDAS, an ADC, etc. The 
feed items that are retrieved can be all of the feed items for the 
requested feeds, or just some of them. For instance, only feed 
items that are newer than a specified date (which could be 
since a last request made for or by a particular user) might be 
retrieved. 
At step 830 the retrieved feed items are analyzed to identify 

objects related to those feed items. Since these objects are 
related to feed items in the request, the user (e.g. the user of a 
client that initiates the request or who the request is made for) 
may be interested in viewing other information about these 
identified objects. In various embodiments, the retrieved feed 
items can be sent to a client, to a server in close proximity to 
the client. 
As step 840, at least one of the identified objects is then 

retrieved from the database system. In various embodiments, 
all of the information of an object (e.g., a record or user 
profile) may be retrieved or only some of the information of 
an object. For example, one or more predetermined fields of 
an object could be retrieved. In one embodiment, the prede 
termined fields can include a field that was changed to create 
a story, a core set offields (such as name, contacts, or amount, 
e.g., if the object is an opportunity), or ones that a user 
typically views. In one aspect, since an identified object is 
retrieved in response to an association to a feed item, the 
object can be retrieved prior to a request by the user. 

In one embodiment, criteria can be applied as to which 
objects are retrieved, or if any objects are retrieved for a given 
synchronization request. In one implementation, an object is 
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retrieved only if a feed item is new. In another implementa 
tion, an object is retrieved only if the new feed item is a story. 
At step 850 the retrieved associated objects are sent to a 

user-accessible cache, in anticipation of the user later request 
ing their updates. The user-accessible cache can be located in 
various places. The cache can be in the client of the user. Thus, 
the object can be displayed and immediately be accessible to 
the user. The cache can be in a server either closely associated 
with the client device or in close proximity. For example, the 
cache could be a server associated with the organization of the 
user, or a proxy server that is geographically close to the 
client. 
As one example, a synchronization request can be made for 

a news feed of a user. A server can send the request to a 
database to obtain the feed items for each of the objects that 
the user is following. The feed items can be analyzed to 
determine which objects are associated with the feed items. In 
one implementation, only new feed items (e.g., feed items 
newer than a specified date) are analyzed to determine objects 
that have recently changed or been talked about. These 
objects are ones that a user might likely want to view after the 
user reads the feed items that are associated with the objects. 
For example, a feed item might be a story that describes 
changes to a field of a record that the user is following. Thus, 
the user will likely want to view the record. 
As another example, a user might actively request a feed of 

a particular record, For instance, a user could navigate to a 
detail page of the record and select to view the feed of the 
record. The feed items of that record can be analyzed, and 
objects associated with the feed items retrieved. In one imple 
mentation, only objects associated with recent feed items 
(e.g., 10 most recent feed items or feed items that are new 
since the user last received the feed of the record) are 
retrieved. For example, a user profile could be retrieved of a 
user who posted to the feed or caused a change in a field of a 
record. 
The specific details of particular embodiments may be 

combined in any Suitable manner without departing from the 
spirit and scope of embodiments of the invention. However, 
other embodiments of the invention may be directed to spe 
cific embodiments relating to each individual aspect, or spe 
cific combinations of these individual aspects. 

It should be understood that the present invention as 
described above can be implemented in the form of control 
logic using hardware and/or using computer Software in a 
modular or integrated manner. Based on the disclosure and 
teachings provided herein, a person of ordinary skill in the art 
will know and appreciate other ways and/or methods to 
implement the present invention using hardware and a com 
bination of hardware and software 
Any of the software components or functions described in 

this application may be implemented as Software code to be 
executed by a processor using any Suitable computer lan 
guage Such as, for example, Java, C++ or Perl using, for 
example, conventional or object-oriented techniques. The 
Software code may be stored as a series of instructions or 
commands on a computer readable medium for storage and/ 
or transmission, Suitable media include random access 
memory (RAM), a read only memory (ROM), a magnetic 
medium Such as a hard-drive or a floppy disk, or an optical 
medium such as a compact disk (CD) or DVD (digital versa 
tile disk), flash memory, and the like. The computer readable 
medium may be any combination of Such storage or trans 
mission devices. 

Such programs may also be encoded and transmitted using 
carrier signals adapted for transmission via wired, optical, 
and/or wireless networks conforming to a variety of proto 
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cols, including the Internet. As such, a computer readable 
medium according to an embodiment of the present invention 
may be created using a data signal encoded with Such pro 
grams. Computer readable media encoded with the program 
code may be packaged with a compatible device or provided 
separately from other devices (e.g., via Internet download). 
Any such computer readable medium may reside on or within 
a single computer program product (e.g. a hard drive, a CD, or 
an entire computer system), and may be present on or within 
different computer program products within a system or net 
work. A computer system may include a monitor, printer, or 
other Suitable display for providing any of the results men 
tioned herein to a user. 

The above description of exemplary embodiments of the 
invention has been presented for the purposes of illustration 
and description. It is not intended to be exhaustive or to limit 
the invention to the precise form described, and many modi 
fications and variations are possible in light of the teaching 
above. The embodiments were chosen and described in order 
to best explain the principles of the invention and its practical 
applications to thereby enable others skilled in the art to best 
utilize the invention in various embodiments and with various 
modifications as are Suited to the particular use contemplated. 
Any of the above embodiments may be used alone or 

together with one another in any combination. Inventions 
encompassed within this specification may also include 
embodiments that are only partially mentioned or alluded to 
or are not mentioned or alluded to at all in this brief summary 
or in the abstract. Although various embodiments of the 
invention may have been motivated by various deficiencies 
with the prior art, which may be discussed or alluded to in one 
or more places in the specification, the embodiments of the 
invention do not necessarily address any of these deficiencies. 
In other words, different embodiments of the invention may 
address different deficiencies that may be discussed in the 
specification. Some embodiments may only partially address 
Some deficiencies or just one deficiency that may be discussed 
in the specification, and some embodiments may not address 
any of these deficiencies. 

The invention claimed is: 
1. A method of synchronizing user data based on client 

type, the method comprising: 
receiving a client request to synchronize the client with 

updates from a database; 
determining a client type based on the request; 
Selecting, based on the determined client type, a routine 
from a plurality of routines to retrieve data associated 
with the update from the database; 

invoking the selected routine to retrieve the data from the 
database; 

receiving data from the database via the invoked routine, 
the data corresponding to the requested updates; and 

sending the received data to the client. 
2. The method of claim 1, wherein the invoked routine is 

selected from a plurality of routines by a component that 
receives the client request to synchronize. 

3. The method of claim 1, wherein the client type is a 
mobile client. 

4. The method of claim 1, wherein the invoked routine is a 
custom routine. 

5. The method of claim 1, wherein the received data is a 
subset of all the available data for the client. 

6. The method of claim 1, further comprising: 
retrieving data from a cache based on the synchronization 

request; and 
sending the data to the requesting user. 
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7. The method of claim 6, wherein the synchronization 

request asks for a Subset of synchronization data. 
8. A system for synchronizing user data based on client 

type, the system comprising: 
a processor-based application, which when executed on a 

computer, will cause the processor to: 
receive a client request to synchronize the client with 

updates from a database; 
determine a client type based on the request; 
Select, based on the determined client type, a routine 

from a plurality of routines to retrieve data associated 
with the update from the database; 

invoke the selected routine to retrieve the data from the 
database; 

receive data from the database via the invoked routine, 
the data corresponding to the requested updates; and 

send the received data to the client. 
9. The system of claim 8, wherein the invoked routine is 

selected from a plurality of routines by a component that 
receives the client request to synchronize. 

10. The system of claim 8, wherein the client type is a 
mobile client. 

11. The system of claim 8, wherein the invoked routine is a 
custom routine. 

12. The system of claim 8, wherein the received data is a 
subset of all the available data for the client. 

13. The system of claim 8, wherein the processor-based 
application, when executed on a computer, will further cause 
the processor to: 

retrieve data from a cache based on the synchronization 
request; and 

send the data to the requesting user. 
14. The system of claim 13, wherein the synchronization 

request asks for a Subset of synchronization data. 
15. A computer program product comprising computer 

readable program code to be executed by one or more pro 
cessors when retrieved from a non-transitory computer-read 
able medium, the program code including instructions to: 

receive a client request to synchronize the client with 
updates from a database; 

determine a client type based on the request; 
select, based on the determined client type, a routine from 

a plurality of routines to retrieve data associated with the 
update from the database; 

invoke the selected routine to retrieve the data from the 
database; 

receive data from the database via the invoked routine, the 
data corresponding to the requested updates; and 

send the received data to the client. 
16. The computer program product of claim 15, wherein 

the invoked routine is selected from a plurality of routines by 
a component that receives the client request to synchronize. 

17. The computer program product of claim 15, wherein 
the client type is a mobile client. 

18. The computer program product of claim 15, wherein 
the invoked routine is a custom routine. 

19. The computer program product of claim 15, wherein 
the received data is a subset of all the available data for the 
client. 

20. The computer program product of claim 15, wherein 
the program code includes further instructions to: 

retrieve data from a cache based on the synchronization 
request; and 

send the data to the requesting user. 
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21. The computer program product of claim 20, wherein 
the synchronization request asks for a Subset of synchroniza 
tion data. 
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