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EFFICIENT BREAKPOINT DETECTION VIA CACHES

BACKGROUND

[0001] When writing code during the development of software applications, developers

commonly spend a significant amount of time "debugging" the code to find runtime errors

in the code. In doing so, developers may take several approaches to reproduce and localize

a source code bug, such as observing behavior of a program based on different inputs,

inserting debugging code (e.g., to print variable values, to track branches of execution, etc.),

temporarily removing code portions, etc. Tracking down runtime errors to pinpoint code

bugs can occupy a significant portion of application development time.

[0002] Many types of debugging applications ("debuggers") have been developed in

order to assist developers with the code debugging process. These tools offer developers the

ability to trace, visualize, and alter the execution of computer code. For example, debuggers

may visualize the execution of code instructions, may present variable values at various

times during code execution, may enable developers to alter code execution paths, and/or

may enable developers to set "breakpoints" and/or "watchpoints" on code elements of

interest (which, when reached during execution, causes execution of the code to be

suspended), among other things.

[0003] An emerging form of debugging applications enable "time travel," "reverse," or

"historic" debugging, in which execution of a program is recorded/traced by a trace

application into one or more trace files, which can be then be used to replay execution of

the program later for forward and backward analysis. For example, "time travel" debuggers

can enable a developer to set forward breakpoints/watchpoints (like conventional

debuggers) as well as reverse breakpoints/watchpoints.

[0004] One challenge in implementing "time travel" debuggers involves how to detect

when a point of interest (e.g., breakpoint/watchpoint) has been encountered during replay

of a trace file in a flexible and performant manner. One mechanism that has been explored

for tracking points of interest during replay is to use processor-implemented hardware

breakpoints. While performant, use of hardware breakpoints has the disadvantages of

severely limiting the number of breakpoints that can be concurrently watched for (e.g., four

in INTEL processors), and inherently binds a debugger implementation to specifically

supported hardware.

[0005] Another mechanism that has been explored is to use software breakpoints, in

which each traced operation that accesses memory (e.g., a read or a write to memory storing



data, or a read/fetch for execution from memory storing program code) is instrumented with

additional code instructions that check whether or not the access would cause a breakpoint

to be encountered. However, instrumentation has the severe disadvantage of causing a check

for the occurrence of a breakpoint on every memory access, regardless of whether or not

that memory access would actually encounter a breakpoint. In many environments,

execution of the instrumented code instructions results in the use of tens to hundreds of

additional processor cycles for each memory access, which has a significant detrimental

effect on replay performance that is perceivable by a human user.

BRIEF SUMMARY

[0006] At least some embodiments described herein relate to use of a cache (e.g., a cache

of a hardware or emulated processor, or some other cache memory structure) to detect when

an access (e.g., for read, write, or fetch/execute) to a memory address that is being watched

or monitored has occurred. In other words, the embodiments herein provide for efficient

breakpoint detection through the use of a cache, to greatly limit the number of memory

access operations for which a breakpoint check needs to be performed. As is described

herein, embodiments enable breakpoints checks to be performed when a cache miss occurs.

Thus, rather than preforming a breakpoint check on every memory access, embodiments

herein limit breakpoint checks to only memory accesses that cause cache misses to occur.

As compared to prior solutions, the embodiments herein can greatly reduce the overhead

(e.g., extra processor cycles that check for the occurrence of a breakpoint) caused by a

debugger when detecting breakpoints during a trace replay.

[0007] In some embodiments, monitoring a memory location through use of a cache

includes identifying a memory address that is to be monitored and, based at least on

identifying the memory address, storing the memory address in a monitoring list and

determining whether any cache line(s) overlapping with the memory address already exist

in a cache. If any such cache line(s) do exist in the cache, they are evicted from the cache.

When the occurrence of a cache miss based on a memory access operation is detected, the

embodiment includes determining whether a portion of another cache line imported into the

cache based on the cache miss overlaps with the memory address stored in the monitoring

list. When the portion of the imported cache line does overlap with the memory address,

one or more monitoring operations are processed on the memory address and the imported

cache line is evicted from the cache.

[0008] This summary is provided to introduce a selection of concepts in a simplified

form that are further described below in the Detailed Description. This Summary is not



intended to identify key features or essential features of the claimed subject matter, nor is it

intended to be used as an aid in determining the scope of the claimed subject matter.

BRIEF DESCRIPTION OF THE DRAWINGS

[0009] In order to describe the manner in which the above-recited and other advantages

and features of the invention can be obtained, a more particular description of the invention

briefly described above will be rendered by reference to specific embodiments thereof which

are illustrated in the appended drawings. Understanding that these drawings depict only

typical embodiments of the invention and are not therefore to be considered to be limiting

of its scope, the invention will be described and explained with additional specificity and

detail through the use of the accompanying drawings in which:

[0010] Figure 1 illustrates an example computing environment that facilitates efficient

breakpoint detection via caches;

[0011] Figure 2 illustrates an example embodiment of use of a replay component that

uses a cache in connection with performing memory operations;

[0012] Figure 3 illustrates an example embodiment of a replay component;

[0013] Figure 4 illustrates an example flowchart of performing a breakpoint check upon

the occurrence of a cache miss; and

[0014] Figure 5 illustrates an example flowchart of a method for monitoring a memory

location through use of a cache.

DETAILED DESCRIPTION

[0015] At least some embodiments described herein relate to use of a cache (e.g., a cache

of a hardware or emulated processor, or some other cache memory structure) to detect when

an access (e.g., for read, write, or fetch/execute) to a memory address that is being watched

or monitored has occurred. In other words, the embodiments herein provide for efficient

breakpoint detection through the use of a cache, to greatly limit the number of memory

access operations for which a breakpoint check needs to be performed. As is described

herein, embodiments ensure that breakpoints checks need only be performed when a cache

miss occurs. Thus, rather than preforming a breakpoint check on every memory access,

embodiments herein limit breakpoint checks to only memory accesses that cause cache

misses to occur. Thus, as compared to prior solutions, the embodiments herein can greatly

reduce the overhead (e.g., extra processor cycles that check for the occurrence of a

breakpoint) caused by a debugger when detecting breakpoints during a trace replay.

[0016] In particular, the embodiments herein operate to ensure that any cache line(s)

corresponding to memory address(es) that are being monitored are evicted from the cache.



For example, in accordance with the embodiments herein, when a new breakpoint is defined,

a memory address that is to be monitored based on the breakpoint is added to a monitoring

list. In addition, if there exists any cache line(s) in the cache that overlap with the memory

address at the time the breakpoint is defined, they are evicted from the cache. When a cache

miss occurs based on access to a memory address, a breakpoint check is performed. In

particular, a cache line that was imported into the cache based on the cache miss is compared

to the list of memory addresses in the monitoring list to determine if there is an overlap. If

there is no overlap, then the cache miss is honored normally, and the cache line is permitted

to remain in the cache. If there is an overlap, however, then one or more monitoring

operations are performed (e.g., to determine if a breakpoint was actually encountered, and

process the occurrence of breakpoint when they are encountered). Additionally, if there was

an overlap, the cache line is evicted from the cache so that another cache miss will occur—

and with it another breakpoint check will be performed—if the memory address is accessed

again later. In this way, breakpoint checks only need to be performed for memory access

operations that cause a cache miss to occur, rather than with each memory access operation.

[0017] As used in this description and in the claims, the terms "breakpoint" and

"watchpoint" are used interchangeably, to refer to a point of interest that should cause replay

to break/pause replay of executable code when encountered. In particular, a

breakpoint/watchpoint can refer to a memory location corresponding to a particular portion

of executable code (e.g., a line of code, a variable definition, a function definition, etc.)

and/or a memory location corresponding to data stored by executable code (e.g., a memory

location storing the value a variable, constant, data structure, etc.). Thus, a

breakpoint/watchpoint may refer to a memory address of stored executable code and/or a

memory address of runtime memory used by executing code.

[0018] Also, when referring to a "memory address" that is being monitored for a

breakpoint/watchpoint, the embodiments herein are not limited to monitoring for the bytes

at that single address. Instead, the embodiments monitor for an access to any given number

of consecutive bytes starting at that address. Thus, any reference to monitoring "an address"

or "a memory address" herein also refers to monitoring a range of a specified number of

bytes starting at that address.

[0019] To the accomplishment of the foregoing, Figure 1 illustrates an example

computing environment 100 that facilitates efficient breakpoint detection via caches. As

depicted, embodiments may comprise or utilize a special-purpose or general-purpose

computer system 101 that includes computer hardware, such as, for example, one or more



processors 102, system memory 103, one or more data stores 104, and/or input/output

hardware 105 (e.g., such as the depicted keyboard/mouse hardware 105a, networking

hardware 105b, and display device 105c). In some embodiment, computer system 101, and

the components therein, could comprise a virtualized environment.

[0020] Embodiments within the scope of the present invention include physical and

other computer-readable media for carrying or storing computer-executable instructions

and/or data structures. Such computer-readable media can be any available media that can

be accessed by the computer system 101. Computer-readable media that store computer-

executable instructions and/or data structures are computer storage devices. Computer-

readable media that carry computer-executable instructions and/or data structures are

transmission media. Thus, by way of example, and not limitation, embodiments of the

invention can comprise at least two distinctly different kinds of computer-readable media:

computer storage devices and transmission media.

[0021] Computer storage devices are physical hardware devices that store computer-

executable instructions and/or data structures. Computer storage devices include various

computer hardware, such as RAM, ROM, EEPROM, solid state drives ("SSDs"), flash

memory, phase-change memory ("PCM"), optical disk storage, magnetic disk storage or

other magnetic storage devices, or any other hardware device(s) which can be used to store

program code in the form of computer-executable instructions or data structures, and which

can be accessed and executed by the computer system 101 to implement the disclosed

functionality of the invention. Thus, for example, computer storage devices may include the

depicted system memory 103, the depicted data store 104 which can store computer-

executable instructions and/or data structures, or other storage such as on-processor storage,

as discussed later.

[0022] Transmission media can include a network and/or data links which can be used

to carry program code in the form of computer-executable instructions or data structures,

and which can be accessed by the computer system 101. A "network" is defined as one or

more data links that enable the transport of electronic data between computer systems and/or

modules and/or other electronic devices. When information is transferred or provided over

a network or another communications connection (either hardwired, wireless, or a

combination of hardwired or wireless) to a computer system, the computer system may view

the connection as transmission media. Combinations of the above should also be included

within the scope of computer-readable media. For example, the input/output hardware 105

may comprise networking hardware 105b (e.g., a hard-wired or wireless network interface



module) that connects a network and/or data link that can be used to carry program code in

the form of computer-executable instructions or data structures.

[0023] Further, upon reaching various computer system components, program code in

the form of computer-executable instructions or data structures can be transferred

automatically from transmission media to computer storage devices (or vice versa). For

example, computer-executable instructions or data structures received over a network or

data link can be buffered in RAM within networking hardware 105b, and then eventually

transferred to the system memory 103 and/or to less volatile computer storage devices (e.g.,

data store 104) at the computer system 101. Thus, it should be understood that computer

storage devices can be included in computer system components that also (or even

primarily) utilize transmission media.

[0024] Computer-executable instructions comprise, for example, instructions and data

which, when executed at the processor(s) 102, cause the computer system 101 to perform a

certain function or group of functions. Computer-executable instructions may be, for

example, binaries, intermediate format instructions such as assembly language, or even

source code.

[0025] Those skilled in the art will appreciate that the invention may be practiced in

network computing environments with many types of computer system configurations,

including, personal computers, desktop computers, laptop computers, message processors,

hand-held devices, multi-processor systems, microprocessor-based or programmable

consumer electronics, network PCs, minicomputers, mainframe computers, mobile

telephones, PDAs, tablets, pagers, routers, switches, and the like. The invention may also

be practiced in distributed system environments where local and remote computer systems,

which are linked (either by hardwired data links, wireless data links, or by a combination of

hardwired and wireless data links) through a network, both perform tasks. As such, in a

distributed system environment, a computer system may include a plurality of constituent

computer systems. In a distributed system environment, program modules may be located

in both local and remote memory storage devices.

[0026] As illustrated, the data store 104 can store computer-executable instructions

and/or data structures representing application code such as, for example, a trace record

component 106a, a trace replay component 106b, an operating system 107, and an

application 108 (including portions of executable code 108a of the application 108). The

data store 104 can also store other types of data, such as one or more trace file(s) 109. When

application code is executing (e.g., using the processor(s) 102), the system memory 103 can



store corresponding runtime data, such as runtime data structures, computer-executable

instructions, etc. Thus, Figure 1 illustrates the system memory 103 as including runtime

record/replay data 106' (including replay data structures 106c), runtime operating system

data 107', and runtime application data 108' (including runtime variables, data structures,

etc. of application 108 as it executes, as well as runtime code portions 108a' which are in-

memory copies of code portions 108a).

[0027] The trace record component 106a is usable to trace execution of an application,

such as application 108 including its executable code portions 108a, and to store trace data

in the trace file(s) 109. In some embodiments, the trace record component 106a is a

standalone application, while in other embodiments it is integrated into another software

component, such as the operating system 107, a hypervisor, a debugging suite, etc. The trace

record component 106a may also exist at an entirely different computer system. Thus, the

trace record component 106a may trace execution of code at another computer system.

Then, the trace file(s) 109 resulting from that tracing can be transferred (e.g., using the

networking hardware 105b) to the computer system 101 for replay be the trace replay

component 106b. While the trace file(s) 109 are depicted as being stored in the data store

104, they may also be recorded exclusively or temporarily in the system memory 103, or at

some other storage device.

[0028] Figure 1 also includes a simplified representation of the internal hardware

components of the processor(s) 102. As illustrated, each processor 102 includes a plurality

of processing units 102a. Each processing unit may be physical (i.e., a physical processor

core) and/or logical (i.e., a logical core presented by a physical core that supports hyper-

threading, in which more than one application thread executes at the physical core). Thus,

for example, even though the processor 102 may in some embodiments include only a single

physical processing unit (core), it could include two or more processing units 102a presented

by that single physical processing unit.

[0029] Each processing unit 102a executes processor instructions that are defined by

applications (e.g., trace record component 106a, trace replay component 106b, operating

system 107, application code portions 108a, etc.), and which instructions are selected from

among a predefined processor instruction set architecture. The particular instruction set

architecture of each processor 102 varies based on processor manufacturer and processor

model. Common instruction set architectures include the IA-64 and IA-32 architectures

from INTEL, INC., the AMD64 architecture from ADVANCED MICRO DEVICES, INC.,

and various Advanced RISC Machine ("ARM") architectures from ARM HOLDINGS,



PLC, although a great number of other instruction set architectures exist and can be used by

the present invention. In general, an "instruction" is the smallest externally-visible (i.e.,

external to the processor) unit of code that is executable by a processor.

[0030] Each processing unit 102a obtains processor instructions from a shared processor

cache 102b (i.e., shared by the processing units 102a), and executes the processor

instructions based on data in the shared cache 102b, based on data in registers 102c, and/or

without input data. In general, the shared cache 102b is a small amount (i.e., small relative

to the typical amount of system memory 103) of random-access memory that stores on-

processor copies of portions of the system memory 103. For example, when executing the

executable code portions 108a of application 108, the shared cache 102b stores a subset of

the runtime code portions 108b' in a code cache section of the shared cache 102b, and stores

other runtime application data 108' (e.g., variables, data structures, etc.) in a data cache

section the shared cache 102b. If the processing unit(s) 102a require data not already stored

in the shared cache 102b, then a "cache miss" occurs, and that data is fetched from the

system memory 103 (potentially evicting some other data from the shared cache 102b). The

registers 102c are hardware based storage locations that are defined based on the instruction

set architecture of the processors(s) 102.

[0031] The trace replay component 106b replays one or more trace file(s) 109 by

executing the code of the executable entity upon which the trace file(s) 109 are based at the

processor(s) 102, while supplying that code with traced data (e.g., register values, memory

values, etc.) from the trace file(s) 109 at appropriate times. Thus, for example, the trace

record component 106a may record execution of one or more code portions 108a of

application 108 at the processor(s) 102, while storing trace data (e.g., memory values read

by code instructions, register values supplied code instructions, etc.) in the trace files(s) 109.

Then, the trace replay component 106b can re-execute the code portion(s) 108a at the

processor(s) 102, while supplying that code with the trace data from the trace files(s) 109

so that the code is executed in the same manner that it was at trace time.

[0032] The trace replay component 106b also detects breakpoints in the code during

replay, by performing breakpoint checks in connection with cache misses. For example, the

trace replay component 106b may use a cache 102b at the processor, or may use some other

cache, such as a cache stored in the system memory 103 as a replay data structure 106c.

[0033] Figure 2 illustrates an example embodiment 200 of use of a replay component

that uses a cache in connection with performing memory operations. In particular, the

embodiment 200 of Figure 2 illustrates a replay component 201 (e.g., such as trace replay



component 106b of Figure 1) that performs read 201a and/or write 201b operations on a

memory 202. The memory 202 may comprise a portion of system memory 103 of Figure 1 .

In some embodiments, the memory 202 comprises a data structure maintained by the replay

component 201 (e.g., such as a replay data structure 106c) that reproduces the memory reads

and/or writes actually observed during a trace. Thus, for example, the memory 202 may

comprise a replay data structure 106c comprising an entire copy of memory that was

addressable by the executable entity being traced, a cache data structure that reproduces the

reads seen by the entity being traced, etc.

[0034] Memory 202 includes both memories storing the code of the executable entity

(e.g., a code portion 108a') as well as operating memory used by the code of the executable

entity. Thus, a read 201a operation may comprise a code read that obtains executable

instructions from the memory 202, and/or a data read that obtains runtime data (e.g.,

variables or other data structures) stored in the memory 202. A write 201b operation may

comprise a data write that stores runtime data in the memory 202. While Figure 2 depicts

read 201a and write 20 lb operations, it will be appreciated that that, when a memory access

operation is accessing code data, a processor may treat the operation as an "execute" or a

"fetch" operation. As used in this description and in the claims, a read 201a operation should

be construed to comprise an "execute" and/or a "fetch" memory access operation in

appropriate circumstances, such as when the operation is accessing code data.

[0035] As depicted in Figure 2, the replay component 201 performs the read 201a and

write 201b operations through a cache 203. In general, the cache 203 operates in a similar

manner to a processor cache (e.g., cache 102b of Figure 1). Thus, in general, the cache 203

stores a plurality of cache lines, each which can be associated with a memory address (e.g.,

in system memory 103), and store a cached copy of a portion of memory starting at that

memory address and potentially spanning several memory addresses (depending on the size

of the cache line). Thus, each cache line can contain data stored at a plurality of memory

addresses.

[0036] In addition to using the cache 203 in conventional ways, the replay component

201 also uses the cache 203 in a manner that facilitates performing breakpoint checks only

when cache misses occur. In particular, the replay component 201 ensures that any cache

lines that include data overlapping with memory addresses stored in a watch or monitoring

list (e.g., a replay data structure 106c) remain evicted from the cache. Thus, the replay

component 201 evicts any cache line(s) that overlap with a memory address that is the

subject of a breakpoint when that breakpoint is first added to the monitoring list, and also



evicts any cache line that is imported due to a cache miss when it overlaps with any memory

address that is in the monitoring list. This is described in connection with Figure 3, which

illustrates an example embodiment of a replay component 300 (e.g., corresponding to the

trace replay component 106b of Figure 1, or the replay component 201 of Figure 2).

[0037] Notably, while the embodiments of monitoring a memory location through use

of a cache are described, for ease in description, in the context of replay (i.e., the trace replay

component 106b/replay component 300), it will be appreciated that such embodiments are

also applicable in the context of recording (i.e., trace record component 106a). For example,

at record time, a debugging application may also monitor memory locations to identify the

encounter of breakpoints/watchpoints. Thus, the component and acts described in

connection with the trace replay component 106b/replay component 300 are equally

applicable to the trace record component 106a.

[0038] As depicted in Figure 3, the replay component 300 can include a number of sub

components, such as, for example, a memory access component 301, a breakpoint

component 302, a monitoring list component 303, and/or a cache management component

304. The depicted identity and arrangement of sub-components 302-304 are merely one

example as an aide in description, and one of ordinary skill in the art will recognize that the

particular identity and number of sub-components of the replay component 300 can vary

greatly based on implementation.

[0039] The memory access component 301 performs memory operations, such as reads

201a and/or writes 201b, to the memory 202 through the cache 203 in order to conduct a

replay based on a trace file 109. For example, based on code (e.g., code portions 108a) being

replayed and/or based on data in the trace file(s) 109, the memory access component 301

may perform memory reads 201a and/or writes 201b to memory 202.

[0040] The breakpoint component 302 manages breakpoints defined in a debugging

application (e.g., one containing the replay component 300), such as user-defined

breakpoints/watchpoints on a code portion 108a that is being replayed or a memory address

storing a variable or data structure defined by the code portion 108a. Thus, when a

breakpoint/watchpoint is defined, the breakpoint component 302 identifies corresponding a

memory address of interest in the memory 202. After identifying a memory address of

interest, the breakpoint component 302 uses the monitoring list component 303 to store that

address in a monitoring list. As mentioned above, the term "memory address" also refers to

a range of consecutive bytes starting at that memory address. As such, the breakpoint

component 302 can store in the monitoring list both the base address to monitor, as well as



a number of bytes to monitor starting at that address. The breakpoint component 302 also

requests that memory addresses be removed from the monitoring list when they are no

longer needed, such as when a user-defined breakpoint/watchpoint is removed.

[0041] As is discussed in more detail in connection with the description of the cache

management component 304 and Figure 4, the breakpoint component 302 also uses the

monitoring list to perform a breakpoint check upon the occurrence of a cache miss, to

determine if a breakpoint/watchpoint may have been encountered. When a

breakpoint/watchpoint may have been encountered, the breakpoint component 302 may also

perform one or more monitoring operations, including operations to determine if a

breakpoint was actually encountered and to remove an imported cache line from the cache.

[0042] The monitoring list component 303 receives one or more memory addresses of

interest from the breakpoint component 302, and stores each of those addresses (and

potentially a number of bytes to monitor starting at each address) in a monitoring list, such

as a replay data structure 106c stored by the trace replay component 106b in the system

memory 103. The monitoring list component 303 also removes memory addresses of

interest from the monitoring list upon request from the breakpoint component 302.

Addresses in the monitoring list can be stored in any appropriate data structure, such as an

array, a linked-list, a hierarchical structure, etc. that facilitates an implementation goal, such

as fast searching, efficient memory usage, speed in adding/removing addresses, etc.

[0043] During operation of the memory access component 301, the cache management

component 304 imports portions of the memory 202 into the cache 203 and evicts portions

of the memory 202 from the cache 203, as appropriate. As mentioned above, the cache 203

generally operates in a manner similar to processors caches. Thus, the cache management

component 304 manages the cache 203 such that it stores recently accessed portions of

memory 202 in addressable lines of data in the cache 203 . As such, when the memory access

component 301 accesses (e.g., performs a read 201a or a write 201b operation on) a memory

address in the memory 202 that is not yet in the cache 203, a "cache miss" occurs, and a

portion of data starting at that memory address (and potentially spanning a plurality of

memory addresses) is imported into one of the lines of the cache 203. Then, subsequent

operations to that memory address are performed by the memory access component 301 on

that line of data in the cache 203. If a cache miss occurs when all the lines in the cache 203

are full, then a line (e.g., the least recently accessed) is "evicted" back to the memory 202

so that new data can be imported into the cache 203.



[0044] However, in addition to performing these standard cache functions, the cache

management component 304 also operates in connection with the breakpoint component

302 and the monitoring list component 303 to ensure that any cache line(s) imported into

the cache 203 that overlap with a memory address (including a specified number of

consecutive bytes starting at that memory address) that is the subject of a

breakpoint/watchpoint are evicted from the cache 203 (whether or not a

beakpoint/watchpoint was actually encountered). As indicated previously, embodiments

operate to ensure that any cache lines that include data overlapping with memory addresses

stored in the monitoring list remain evicted from the cache.

[0045] Thus, in connection with the breakpoint component 302 identifying a new

breakpoint/watchpoint, and the monitoring list component 303 adding a memory address of

interest corresponding to that breakpoint/watchpoint to a monitoring list, the cache

management component 304 evicts any cache line(s) from the cache 203 that overlap with

that memory address, if they exist in the cache 203. This ensures that a cache miss will occur

the next time a cache line that overlaps with the memory address is later imported into the

cache 203. Note that, when it is added to the monitoring list, a memory address (including

a number of bytes starting at that address) may overlap with a single cache line already in

the cache, or multiple cache lines already in the cache, and thus multiple cache lines could

be evicted. For example, a number of bytes being monitored at an address, cache line size,

and/or where in a cache line a memory address (including range of bytes) of interest begins,

that data relevant to a single address of interest may span two (or more) cache lines.

[0046] In addition, upon detecting the occurrence of a cache miss, the cache

management component 304 notifies the breakpoint component 302 of the cache miss (so

that the breakpoint component 302 can determine if there is an overlap and potentially

perform one or more monitoring operations). Then, based on instructions received from the

breakpoint component 302, the cache management component 304 evicts a cache line

imported into the cache 203 in connection with the cache miss when that cache line overlaps

with an address in the monitoring list.

[0047] For example, Figure 4 illustrates an example flowchart 400 of performing a

breakpoint check upon the occurrence of a cache miss. Flowchart 400 begins at block 401

and proceeds to block 402 of detecting a cache miss. For example, block 402 may occur

upon the memory access component 301 performing a memory access operation (e.g., read

201a and/or write 201b) on a memory address that is not yet cached in the cache 203. Thus,

a cache miss occurs, and at block 403 the cache management component 304 imports a



cache line into the cache 203, which cache line contains data from the memory 202 that

corresponds to the memory access operation.

[0048] Based on the occurrence of blocks 402 and/or 403, the cache management

component 304 also notifies the breakpoint component 302 of the cache miss. Thus, at

decision block 404, the breakpoint component 302 then performs an overlap check to

determine whether a breakpoint may have been encountered (i.e., "yes" from decision block

404) or has not been encountered (i.e., "no" from decision block 404). An overlap check

comprises the breakpoint component 302 comparing addresses in the monitoring list with

memory addressees stored in the cache line that was imported in block 403. If there is an

overlap, then a breakpoint may have been encountered. If there is no overlap, then no

breakpoint has been encountered.

[0049] The overlap check may comprise a check on the cache line address associated

with the cache line, and/or an analysis of any additional addresses also covered by data

stored in the cache line (e.g., those addresses subsequent to the cache line address in memory

that would also be in the cache line). Thus, when determining if a monitored addresses in

the monitoring list overlaps with the imported cache line, the overlap check may comprise

determining if the cache line address of the imported cache line corresponds to the cache

line address of a cache line that was previously evicted from the cache when the monitored

addresses was added to the monitoring list, and/or determining if the monitored addresses

would be an address covered by a cache line even though it is not the cache line address.

[0050] As depicted, if the breakpoint component 302 determines that a breakpoint does

not overlap with the cache line (i.e., because no address in the monitoring list overlaps with

addresses in the imported cache line), the flowchart 400 ends at 405. This, in this case, the

cache miss is honored normally, since the imported cache line remains in the cache 203.

Thus, for example the breakpoint component 302 may notify the cache management

component 304 to leave the imported cache line in the cache 203, so the management

component 304 leaves the imported cache line in the cache 203.

[0051] If, however, the breakpoint component 302 determines that a breakpoint may

have been encountered (i.e., because an address in the monitoring list overlapped with

addresses in the imported cache line), the flowchart 400 proceeds to blocks 406 of

performing monitoring operation(s) and 407 of evicting the cache line, and then ends at

block 408. Note that, even though the cache line that was imported into the cache may

include a memory address that overlaps with a particular memory address that is in the

monitoring list, the code that is being replayed may not actually access that particular



memory address from the cache line (and thus a breakpoint may not actually be

encountered). This is because, as discussed previously, a cache line can contain data

corresponding to a plurality of memory addresses, including the particular memory address.

Thus, the particular memory address that is being watched may have been imported into the

cache line as a result of a memory access operation to a memory address other than the

particular memory address.

[0052] In block 406, the breakpoint component 302 performs one or more monitoring

operations. These operation(s) may include operations that determine if the monitored

memory address that is the subject of the breakpoint/watchpoint was actually encountered,

reporting that encounter (e.g., at a user interface in a debugging application), and/or causing

the cache line to be evicted by block 407. The particular operation(s) performed may vary

based on the nature of the memory access operation (read 201a or write 201b) that caused

the cache miss.

[0053] For example, if the operation that caused the cache miss was a read from data or

a write to data, the operation(s) may 1) put the processor(s) 102 in verbose mode, single-

step the processor(s) 102 one processor instruction, 2) examine a log of execution of the

instruction (made due to the processor(s) being put into verbose mode) to determine if the

breakpoint was encountered (i.e., to determine if the monitored memory address was read

from or written to), and 3) cause the cache line to be evicted (block 407). The operation(s)

may also report results (e.g., at a user interface of a debugging application). Thus, these

operations would cause a breakpoint check for a read or write to data to occur after read or

write happens. However, these operations could be varied so that the opposite is true (i.e.,

so that the breakpoint check occurs before the read or write happens).

[0054] In some situations, the "monitoring operations" of block 406 may determine that

a breakpoint was encountered without actually doing any monitoring. For example, the

monitoring operations could determine that a breakpoint was encountered when the

monitored range of bytes starting at a subject memory address covers the entire imported

cache line, and that the proper type of operation is performed (e.g., the monitored memory

address is being monitored for a read, and a read occurs). Thus, although referred to as

"monitoring operations" in this description, the operations in block 406 can include any

operation(s) for determining if a breakpoint was encountered, even if no actual monitoring

is performed.

[0055] After performance of the monitoring operations(s) in block 406, in block 407 the

cache management component 304 evicts the imported cache line in the cache 203 upon



notification to do so from the breakpoint component 302. Notably, the imported cache line

is removed from the cache 203 whether or not a breakpoint was actually encountered (as

determined by the monitoring operation(s) in block 406). This is because the replay

component 300 ensures that any cache line that overlaps with any watched-for memory

address is evicted from the cache, so that a breakpoint check for each watched-for memory

address is performed every time there is a cache miss that overlaps with a watched-for

memory address.

[0056] Some embodiments may implement some cache optimizations to further

increase the performance of monitoring a memory location through use of a cache, and/or

reduce cache usage. For example, some embodiments may import cache lines into memory

designated for monitoring, rather than a normal cache. Thus, an "eviction" could comprise

dereferencing the location of a cache line in the designated memory or otherwise

invalidating it, rather than performing an actual cache eviction operation. Other

embodiments may import a cache line into a cache, but then move it to another temporary

memory location for monitoring, and evict it from that temporary memory location. Thus,

the term "eviction" should be interpreted as any operation that would invalidate a cache line,

whether that eviction actually performs an eviction operation on a cache.

[0057] Some embodiments also merge cache misses. For example, if a cache line is

frequently accessed (e.g., as part of a loop, function, etc.), some embodiments may refrain

from evicting the cache line during these frequent accesses, perform monitoring operations

on the cache line while it is present the cache, and then evict it after the frequent accesses

cease. Different heuristics could be used to determine if a cache line should be treated as

frequently accessed. For example, cache lines for data breakpoints on a thread's stack may

be retained while executing a function owning that stack frame, cache lines for breakpoints

within a function may be retained while executing code of the function, etc.

[0058] In view of the forgoing, Figure 5 illustrates an example flowchart of a method

500 for monitoring a memory location through use of a cache. Figure 5 is described in

connection with the components and data described in connection with Figure 1-4. While

method 500 is illustrated as a series of acts, the particular ordering of the acts in the method

500 is not limited to the ordering shown.

[0059] As illustrated, method 500 includes an act 501 of identifying a memory address

to be monitored. For example, act 501 can comprise the breakpoint component 302

identifying that a breakpoint/watchpoint has been defined (e.g., by user input at a debugging

software application). In connection with the watchpoint being defined, the breakpoint



component 302 can identify a memory address that is to be monitored as a result of the

breakpoint/watchpoint. The memory address may comprise a memory address

corresponding to stored code that is being replayed (e.g., a runtime code portion 108a') or

corresponding to runtime memory used by the code (e.g., runtime application data 108').

[0060] Method 500 also includes an act 502 of storing the memory address in a

monitoring list. Act 502 can comprise, based at least on identifying the memory address,

storing the memory address in a monitoring list. For example, based on the breakpoint

component 302 identifying the memory address that is to be monitored as a result of the

breakpoint/watchpoint, the monitoring list component 303 can store that memory address in

a monitoring list (including a number of bytes to monitor starting at that address), such as a

replay data structure 106c. This monitoring list may be stored using an array, a linked-list,

a hierarchical structure, etc. depending on implementation.

[0061] Method 500 also includes an act 503 of evicting cache line(s) overlapping with

the memory address, if they exist. Act 503 can comprise, based at least on identifying the

memory address, determining whether one or more cache lines overlapping with the

memory address already exist in a cache, and when the one or more cache lines exist,

evicting the one or more cache lines from the cache. For example, in connection with the

breakpoint component 302 identifying the memory address that is to be monitored as a result

of the breakpoint/watchpoint, and with the monitoring list component 303 storing that

memory address in a monitoring list, the cache management component 304 evicts any

cache lines from the cache 203 that overlap with that memory address (including the

specified range of bytes starting at that address), if they exist in the cache 203. In some

embodiments, this is done upon an instruction by the breakpoint component 302 to the cache

management component 304. Doing so ensures there will be cache miss when a memory

access operation on the identified memory address occurs.

[0062] Method 500 also includes an act 504 of detecting the occurrence of a cache miss.

Act 504 can comprise detecting the occurrence of a cache miss based on a memory access

operation. For example, based on a memory access operation by the memory access

component 301 accessing portion of the memory 202 that is not already in the cache 203,

the cache management component 304 can register a cache miss on the cache 203, and

import that portion of the memory 202 into a cache line in the cache 203.

[0063] Method 500 also includes an act 505 of determining whether a cache line

imported based on the cache miss overlaps with the memory address. Act 505 can comprise,

based at least on occurrence of the cache miss, determining whether a portion of a cache



line imported into the cache based on the cache miss overlaps with the memory address

stored in the monitoring list. For example, upon the occurrence of the cache miss in act 504,

the cache management component 304 can notify the breakpoint component 302 of the

cache miss. The breakpoint component 302 can, in turn, compare the cache line imported

based on the cache miss with the monitoring list to determine if any address (including their

specified ranges) in the monitoring list overlaps with the cache line.

[0064] As illustrated, act 504 includes an act 505a of processing a monitoring operation

on the memory address. Act 505a can comprise, when the portion of the imported cache line

does overlap with the memory address, processing one or more monitoring operations on

the memory address. For example, if the breakpoint component 302 determined in act 505

that the cache line imported into the cache based on the cache miss does overlap with a

memory address stored in the monitoring list, the breakpoint component 302 can process

one or more monitoring operations, such as determining putting the processor(s) 102 into

verbose mode, single-stepping the processor(s) 102, reporting results, etc. As discussed, an

overlap may occur even if a watched-for memory address is not actually accessed. Thus, in

these situations, processing one or more monitoring operations on the memory address may

comprise determining that a breakpoint was not encountered when the memory address was

not written to or read by the memory access operation. Alternatively, if a breakpoint was

encountered, the one or more monitoring operations could include reporting results of the

breakpoint check at a user interface (e.g., to indicate that the breakpoint was encountered).

[0065] Act 504 also includes an act 505b of evicting the imported cache line. Act 505b

can comprise, when the portion of the imported cache line does overlap with the memory

address, evicting the second cache line from the cache. Alternatively, when the portion of

the imported cache line does not overlap with the memory address, the second cache line

remains in the cache. For example, if the breakpoint component 302 determined in act 505

that the cache line imported into the cache based on the cache miss does overlaps with a

memory address stored in the monitoring list, the breakpoint component 302 can instruct

the cache management component 304 to evict that line from the cache. Notably, the cache

line is removed from the cache whether or not a breakpoint was actually encountered (e.g.,

as determined in act 505a). This is because the replay component 300 ensures that any cache

line that overlaps with any watched-for memory address is evicted from the cache, so that a

breakpoint check for each watched-for memory address is performed every time there is a

cache miss that implicates a watched-for memory address.



[0066] Accordingly, the embodiments described herein ensure that any cache line(s)

corresponding to memory address(es) that are being monitored are evicted from the cache,

so that breakpoint checks are performed only on cache misses. Thus, when a new breakpoint

is defined, a memory address that is to be monitored based on the breakpoint is added to a

monitoring list, and if there exists any cache line(s) in the cache that overlap with the

memory address at the time the breakpoint is defined, they are evicted from the cache. Then,

when a cache miss occurs based on access to a memory address, a breakpoint check is

performed. In particular, a cache line that was imported into the cache based on the cache

miss is compared to the list of memory addresses in the monitoring list to determine if there

is an overlap. If there is no overlap, then the cache miss is honored normally, and the cache

line is permitted to remain in the cache. If there is an overlap, however, then one or more

monitoring operations are performed. Additionally, whenever if there was an overlap, the

cache line is evicted from the cache so that another cache miss will occur—and with it

another breakpoint check will be performed—if the memory address is accessed again later.

In this way, breakpoint checks only need to be performed for memory access operations that

cause a cache miss to occur, rather than with each memory access operation.

[0067] Although the subj ect matter has been described in language specific to structural

features and/or methodological acts, it is to be understood that the subject matter defined in

the appended claims is not necessarily limited to the described features or acts described

above, or the order of the acts described above. Rather, the described features and acts are

disclosed as example forms of implementing the claims.

[0068] Embodiments of the present invention may comprise or utilize a special-purpose

or general-purpose computer system that includes computer hardware, such as, for example,

one or more processors and system memory, as discussed in greater detail below.

Embodiments within the scope of the present invention also include physical and other

computer-readable media for carrying or storing computer-executable instructions and/or

data structures. Such computer-readable media can be any available media that can be

accessed by a general-purpose or special-purpose computer system. Computer-readable

media that store computer-executable instructions and/or data structures are computer

storage media. Computer-readable media that carry computer-executable instructions and/or

data structures are transmission media. Thus, by way of example, and not limitation,

embodiments of the invention can comprise at least two distinctly different kinds of

computer-readable media: computer storage media and transmission media.



[0069] Computer storage media are physical storage media that store computer-

executable instructions and/or data structures. Physical storage media include computer

hardware, such as RAM, ROM, EEPROM, solid state drives ("SSDs"), flash memory,

phase-change memory ("PCM"), optical disk storage, magnetic disk storage or other

magnetic storage devices, or any other hardware storage device(s) which can be used to

store program code in the form of computer-executable instructions or data structures, which

can be accessed and executed by a general-purpose or special-purpose computer system to

implement the disclosed functionality of the invention.

[0070] Transmission media can include a network and/or data links which can be used

to carry program code in the form of computer-executable instructions or data structures,

and which can be accessed by a general-purpose or special-purpose computer system. A

"network" is defined as one or more data links that enable the transport of electronic data

between computer systems and/or modules and/or other electronic devices. When

information is transferred or provided over a network or another communications

connection (either hardwired, wireless, or a combination of hardwired or wireless) to a

computer system, the computer system may view the connection as transmission media.

Combinations of the above should also be included within the scope of computer-readable

media.

[0071] Further, upon reaching various computer system components, program code in

the form of computer-executable instructions or data structures can be transferred

automatically from transmission media to computer storage media (or vice versa). For

example, computer-executable instructions or data structures received over a network or

data link can be buffered in RAM within a network interface module (e.g., a "NIC"), and

then eventually transferred to computer system RAM and/or to less volatile computer

storage media at a computer system. Thus, it should be understood that computer storage

media can be included in computer system components that also (or even primarily) utilize

transmission media.

[0072] Computer-executable instructions comprise, for example, instructions and data

which, when executed at one or more processors, cause a general-purpose computer system,

special-purpose computer system, or special-purpose processing device to perform a certain

function or group of functions. Computer-executable instructions may be, for example,

binaries, intermediate format instructions such as assembly language, or even source code.

[0073] Those skilled in the art will appreciate that the invention may be practiced in

network computing environments with many types of computer system configurations,



including, personal computers, desktop computers, laptop computers, message processors,

hand-held devices, multi-processor systems, microprocessor-based or programmable

consumer electronics, network PCs, minicomputers, mainframe computers, mobile

telephones, PDAs, tablets, pagers, routers, switches, and the like. The invention may also

be practiced in distributed system environments where local and remote computer systems,

which are linked (either by hardwired data links, wireless data links, or by a combination of

hardwired and wireless data links) through a network, both perform tasks. As such, in a

distributed system environment, a computer system may include a plurality of constituent

computer systems. In a distributed system environment, program modules may be located

in both local and remote memory storage devices.

[0074] Those skilled in the art will also appreciate that the invention may be practiced

in a cloud computing environment. Cloud computing environments may be distributed,

although this is not required. When distributed, cloud computing environments may be

distributed internationally within an organization and/or have components possessed across

multiple organizations. In this description and the following claims, "cloud computing" is

defined as a model for enabling on-demand network access to a shared pool of configurable

computing resources (e.g., networks, servers, storage, applications, and services). The

definition of "cloud computing" is not limited to any of the other numerous advantages that

can be obtained from such a model when properly deployed.

[0075] A cloud computing model can be composed of various characteristics, such as

on-demand self-service, broad network access, resource pooling, rapid elasticity, measured

service, and so forth. A cloud computing model may also come in the form of various service

models such as, for example, Software as a Service ("SaaS"), Platform as a Service

("PaaS"), and Infrastructure as a Service ("IaaS"). The cloud computing model may also be

deployed using different deployment models such as private cloud, community cloud, public

cloud, hybrid cloud, and so forth.

[0076] Some embodiments, such as a cloud computing environment, may comprise a

system that includes one or more hosts that are each capable of running one or more virtual

machines. During operation, virtual machines emulate an operational computing system,

supporting an operating system and perhaps one or more other applications as well. In some

embodiments, each host includes a hypervisor that emulates virtual resources for the virtual

machines using physical resources that are abstracted from view of the virtual machines.

The hypervisor also provides proper isolation between the virtual machines. Thus, from the

perspective of any given virtual machine, the hypervisor provides the illusion that the virtual



machine is interfacing with a physical resource, even though the virtual machine only

interfaces with the appearance (e.g., a virtual resource) of a physical resource. Examples of

physical resources including processing capacity, memory, disk space, network bandwidth,

media drives, and so forth.

[0077] The present invention may be embodied in other specific forms without

departing from its spirit or essential characteristics. The described embodiments are to be

considered in all respects only as illustrative and not restrictive. The scope of the invention

is, therefore, indicated by the appended claims rather than by the foregoing description. All

changes which come within the meaning and range of equivalency of the claims are to be

embraced within their scope.



CLAIMS

1 . A method, implemented at a computer system that includes one or more

processors, for monitoring a memory location through use of a cache, the method

comprising:

identifying a memory address that is to be monitored;

based at least on identifying the memory address, performing at least the following:

storing the memory address in a monitoring list; and

determining whether one or more cache lines overlapping with the memory

address already exist in a cache, and when the one or more cache lines already exist

in the cache, evicting the one or more cache lines from the cache;

detecting the occurrence of a cache miss based on a memory access operation; and

based at least on occurrence of the cache miss, determining whether a portion of a

cache line imported into the cache based on the cache miss overlaps with the memory

address stored in the monitoring list, and when the portion of the imported cache line does

overlap with the memory address, performing at least the following:

processing one or more monitoring operations on the memory address; and

evicting the imported cache line from the cache.

2 . The method as recited in claim 1, wherein the one or more monitoring

operations include putting at least one of the one or more processors in verbose mode and

single-stepping the at least one processor.

3 . The method as recited in claim 1, wherein determining whether a portion of

a cache line imported into the cache based on the cache miss overlaps with the memory

address stored in the monitoring list comprises determining whether the imported cache line

includes a memory address matching the memory address stored in the monitoring list.

4 . The method as recited in claim 1, wherein processing one or more monitoring

operations on the memory address comprises determining that a breakpoint was encountered

when the memory address was written to or read by the memory access operation.

5 . The method as recited in claim 1, wherein the memory access operation

comprises at least one of a data read, a data write, or a code execute access operation.

6 . The method as recited in claim 1, further comprising merging cache misses

for a plurality of memory operations by performing monitoring operations on a cache line

accessed by the plurality of memory operations, while refraining from evicting the cache

line during the plurality of memory operations.



7 . A computer system, comprising:

one or more processors; and

one or more computer-readable media having stored thereon instructions that are

executable by the one or more processors to cause the computer system to monitor a memory

location through use of a cache, the instructions including instructions that are executable

to cause the computer system to perform at least the following:

identify a memory address that is to be monitored;

based at least on identifying the memory address, perform at least the following:

store the memory address in a monitoring list; and

determine whether one or more cache lines overlapping with the memory

address already exist in a cache, and when the one or more cache lines already exist

in the cache, evict the one or more cache lines from the cache;

detect the occurrence of a cache miss based on a memory access operation; and

based at least on occurrence of the cache miss, determine whether a portion of a

cache line imported into the cache based on the cache miss overlaps with the memory

address stored in the monitoring list, and when the portion of the imported cache line does

overlap with the memory address, perform at least the following:

process one or more monitoring operations on the memory address; and

evict the imported cache line from the cache.

8 . The computer system as recited in claim 7, wherein the one or more

monitoring operations include putting at least one of the one or more processors in verbose

mode and single-stepping the at least one processor.

9 . The computer system as recited in claim 7, wherein determining whether a

portion of a cache line imported into the cache based on the cache miss overlaps with the

memory address stored in the monitoring list comprises determining whether the imported

cache line includes a memory address matching the memory address stored in the

monitoring list.

10. The computer system as recited in claim 7, wherein when the portion of the

imported cache line does not overlap with the memory address, the imported cache line

remains in the cache.

11. The computer system as recited in claim 7, wherein processing one or more

monitoring operations on the memory address comprises determining that a breakpoint was

encountered when the memory address was written to or read by the memory access

operation.



12. The computer system as recited in claim 7, wherein processing one or more

monitoring operations on the memory address comprises determining that a breakpoint was

not encountered when the memory address was not written to or read by the memory access

operation.

13. The computer system as recited in claim 7, wherein the memory access

operation comprises at least one of a data read, a data write, or a code execute access

operation.

14. The computer system as recited in claim 7, the instructions including

instructions that are executable to cause the computer system to merge cache misses for a

plurality of memory operations by performing monitoring operations on a cache line

accessed by the plurality of memory operations, while refraining from evicting the cache

line during the plurality of memory operations.

15. A computer program product comprising one or more computer-readable

media having stored thereon instructions that are executable by one or more processors to

cause a computer system to monitor a memory location through use of a cache, the

instructions including instructions that are executable to cause the computer system to

perform at least the following:

identify a memory address that is to be monitored;

based at least on identifying the memory address, perform at least the following:

store the memory address in a monitoring list; and

determine whether one or more cache lines overlapping with the memory

address already exist in a cache, and when the one or more cache lines already exist

in the cache, evict the one or more cache lines from the cache;

detect the occurrence of a cache miss based on a memory access operation; and

based at least on occurrence of the cache miss, determine whether a portion of a

cache line imported into the cache based on the cache miss overlaps with the memory

address stored in the monitoring list, and when the portion of the imported cache line does

overlap with the memory address, perform at least the following:

process one or more monitoring operations on the memory address; and

evict the imported cache line from the cache.
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