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ENERGY CONTROL VIA POWER REQUIREMENT ANALYSIS AND POWER

SOURCE ENABLEMENT

RELATED APPLICATIONS

[0001] This application claims the priority to U.S. provisional patent applications

"Intelligent Control of Energy and Power Management" Ser. No. 61/896,504, filed October

28, 2013, "Intelligent Power Control" Ser. No. 61/931,667, filed January 26, 2014, "Dynamic

Power Control Through Resource Allocation" Ser. No. 61/970,390, filed March 26, 2014,

"Dynamic Power Capacity Allocation" Ser. No. 61/985,617, filed April 29, 2014, "Multi-

Level Data Center Consolidated Power Control" Ser. No. 62/029,226, filed July 25, 2014,

"Multi-Level Dynamic Power Control Through Capacity Allocation" Ser. No. 62/033,618,

filed August 5, 2014, "Energy Control Via Power Requirement Analysis and Power Source

Enablement" Ser. No. 62/047,593, filed September 8, 2014, and "Intelligent Control Of

Energy For Rack Level Consolidated Power Systems" Ser. No. 62/057,127, filed September

29, 2014. The foregoing applications are each hereby incorporated by reference in their

entirety in jurisdictions where allowable.

FIELD OF ART

[0002] This application relates generally to power control, and more particularly

to energy control via power requirement analysis and power source enablement.

BACKGROUND

[0003] Electricity is used for powering a wide variety of devices, across areas

such as manufacturing, air conditioning, and information technology (IT), to name a few.

Electricity can be delivered as alternating current (AC) or direct current (DC). AC power can

be delivered at a variety of voltage levels and phase configurations (e.g. two-phase and three-

phase). For large-scale industrial applications, electricity costs can be a considerable portion

of the operating budget. Furthermore, in an IT application there can be many devices such as

servers, storage devices, routers, and other communications and monitoring equipment placed

together in racks. Data centers can house many rows of racks, and thus the power

consumption of the data centers can be very high at times. Additionally, the power demand

for both industrial applications and data centers can fluctuate based on various business

factors such as time of day or season. Thus, managing power becomes an important aspect in

many industrial applications, including data center administration. Even further, any energy



savings achieved can translate into increased profits for an organization. Additionally,

energy savings can provide additional dividends in terms of reduced wear and tear on power

sources and reduced cooling costs, adding to an organization ' s received benefit.

[0004] In the case of data centers, also known as "server farms," there can be

hundreds or even thousands of racks. The devices on the racks typically provide

functionality including the storage, processing, and retrieval of data. Given the power

requirements demanded by the rack-mounted devices, reliable and efficient power delivery is

crucial for successful operation of the organizations using the data centers. In some cases,

the reliability and availability requirements placed on the devices powering the data center

infrastructure must meet or exceed predetermined statutory requirements, as is the case for

financial institutions.

[0005] No matter the type of institution however, important issues such as

availability, reliability, job load, and other organizational requirements of data centers, mean

that various infrastructure requirements must be met. For example, the issue of effectively

cooling a data center (i.e. the removal of excess heat) is a critical issue which must be

addressed to ensure stable and reliable operation of the data center. Each of the many devices

in the data center generates substantial amounts of heat, whether the device is a server, a

blade, a switch, a backup unit, a communications unit, or another device. The cooling of

modern data centers can directly impact the layout and design of the center. Another

significant data center design consideration involves providing sufficient power to the data

center. Particularly in the case of high-reliability data centers, such as those used for e-

commerce, banking, airline reservations, video distribution, and the like, power can be

provided by more than one power grid, while for other data centers, power can be provided

by a combination of a power grid and locally generated power. Regardless of how the power

is delivered to the data center, providing reliable and efficient power to the large number of

computers and associated equipment in modern data centers or server farms is an important

aspect of successful operation of such facilities.

SUMMARY

[0006] In the current data center ecosystem, energy management solutions

primarily focus on monitoring the basic operations of devices, providing alerts and

notifications, and, sometimes implementing controls that cap or limit the performance of the

load (i.e. the power-consuming devices being supplied), thus reducing the power footprint of

the data center as a whole. This capping or limiting is known as power throttling the load.



However, under current power throttling implementations, the data center-supplying power

systems continue to dissipate significant heat and evidence power losses at the source level in

spite of reduced power consumption by the loads. Existing power systems lack supply-side

management and control capabilities.

[0007] Disclosed embodiments provide energy control via power requirement

analysis and power source enablement. Both demand-side and supply-side techniques can be

used alone or in conjunction to determine an optimal number of power sources to supply

power to one or more loads. On the demand side, some loads can be decoupled in order to

continue delivering power to critical systems. On the supply side, power sources can be

turned on or off as needed to meet the current power demands of a system. Power sources

can be periodically deactivated by the system on a rotational basis such that all power sources

wear evenly, prolonging the life of the equipment. Embodiments provide a horizontally

scalable, modular architecture that allows the virtualization of power from the underlying

hardware form-factor.

[0008] A processor-implemented method for power control is disclosed

comprising: accessing a plurality of power sources which are coupled to one or more power

loads, detecting power requirements for the one or more power loads, and enabling one or

more power sources from the plurality of power sources to match the power requirements of

the one or more power loads wherein the enabling is a function of demand-side requirements.

The disclosed method provides for handling demand-side requirements which are dynamic

power requirements of the one or more power loads. The enabling can be performed

dynamically as a function of dynamic power requirements of the one or more power loads.

In embodiments, power supply units are migrated for phase balancing and age balancing.

[0009] Various features, aspects, and advantages of various embodiments will

become more apparent from the following further description.

BRIEF DESCRIPTION OF THE DRAWINGS

[0010] The following detailed description of certain embodiments may be

understood by reference to the following figures wherein:

[0011] Fig. 1 is a flow diagram for power control.

[0012] Fig. 2 is a flow diagram for power source usage.

[0013] Fig. 3 shows example rack and power configurations.

[0014] Fig. 4 is a diagram of power supplies and sensors.

[0015] Fig. 5 is a diagram of controllers and power sources.



. 6 is a flow diagram for power source enablement.

. 7 is a flow diagram for power source rebalancing.

. 8 is a block diagram for dynamic resource allocation.

. 9 is a block diagram for application priority.

. 10 shows dynamic allocation table usage.

. 11 shows an example dynamic allocation table.

. 12 describes example application migration.

. 13 is a flow diagram for dynamic power capping.

. 14 is a flow diagram for dynamic power capacity allocation.

. 15 is a flow for dynamic power capacity allocation.

. 16 is an example of stochastic process modeling.

. 17 is an example of quasi-stationary process usage.

. 18 is a system diagram for power control.

DETAILED DESCRIPTION

[0029] Disclosed is a processor-implemented method for power control. In the

current data center ecosystem, energy management solutions primarily focus on monitoring

the basic operations of devices, providing alerts and notifications, and sometimes

implementing controls that cap or limit the performance of the load (i.e. the power-

consuming devices being supplied) thus reducing the power footprint of the data center as a

whole. The capping or limiting is known as power throttling the load. However, under

current power throttling implementations, the data center-supplying power systems continue

to dissipate significant heat and experience power losses at the source level in spite of

reduced power consumption on the load, because existing power systems lack supply side

management and control capabilities.

[0030] With a large number of power supplies, dynamic control can be applied

to the power mesh to enable real-time adjustments augmenting reliability. For example,

when only 20% of the total power is needed, the power supplies with the greatest reliability

can be enabled to meet the demand. The activated power supplies can be selected from the

pool of available supplies based on information derived from monitoring of the reliability

statuses and proximities to the load of each of the supplies. In such a network, the system

reliability is a function of the turning the supplies on and off. Savings are realized in that

both reliability—the amount of reliable power which is activated to meet demand—and

hardware overhead costs are improved. Thus, by monitoring and adjusting reliability



dynamically, the software-defined power module is able to significantly extend the time

between repairs or replacement of power sources and associated equipment.

[0031] Power sources, including batteries, power supplies, and utility power can

be allocated to IT equipment in a datacenter based on monitoring and analysis of dynamic

power load requirements of the IT equipment. The various power sources can be allocated

using criteria including the number of power sources required to meet the dynamic load

requirements, power source capabilities, efficiency of the power sources (e.g. operating

points), usage hours of a given power source, and balancing of the dynamic loads across

power sources. The power drawn from a given power source can be allocated based on the

type of power source. The power output of batteries can be set to determine utility power

supply. For example, using output control for the power supplies sets the power output from

power supplies. Further, utility AC power, including three-phase AC power, can be selected

based on the number of power phases needed and on balancing the AC-power loads across

the AC-power phases. In embodiments, the purpose of the allocation of the power sources is

to maximize the operational efficiency of the various power sources and to reduce overall

power usage.

[0032] The allocation of the dynamic power loads to the power sources can be

thought of as elastic in that surplus power from a power source can be allocated to a power

shortfall of a power load. Further, the amount of power allocated can increase and decrease

based on demand in an effort to reduce overall power demand. For example, even in a

medium-sized power supply setup, multiple power surpluses and power shortfalls occur

constantly. The power surpluses and shortfalls can occur within an IT rack, within a node,

within a data center, and across datacenters. The elasticity of the power allocation supports

identifying the power surpluses and the power shortfalls, and allocating the power surpluses

to the power shortfalls. The elastic power allocation can be used for orchestration and control

purposes. The elastic power allocation can also be used to orchestrate third-party systems

through power management on motherboards embedded in IT infrastructure, through service

assurance applications, and through hypervisor and cluster management. The elastic power

allocation can further be used to control central processing unit (CPU) nodes; virtual

machines, containers, and process placements; disk drives and storage systems; and network

nodes and systems.

[0033] In embodiments, the dynamic power source draw allocation, the elastic

power allocation, and the orchestration and the control of third party systems are managed

from a cloud-based application, system, and method. The cloud-based application can



monitor the dynamic power load requirements of the various systems in the IT datacenter.

The cloud-based application can further monitor the various power sources of the datacenter

including batteries, power supplies, and utility power.

[0034] In embodiments, the cloud-based application identifies power surpluses

and power shortfalls within nodes, racks, the datacenter, and across datacenters. The cloud-

based application can allocate the power surpluses to the power shortfalls.

[0035] The technique by which the allocation of power sources to power loads is

improved is based on prediction. The prediction technique can generate a model for

allocating power sources and can be used to predict key parameters including the health,

capacity, and failure rate of a given power source. The prediction can be used to predict

various parameters related to a power supply including health of the supply, supply failure,

supply lifetime remaining, supply demand, the economics of the supply including price and

service cost, service level assurance, and supply capacity. The prediction can also be used to

predict battery capacity and battery lifetime remaining. The prediction can be based on

monitoring the efficacy of the dynamic power allocation technique. In the absence of a depth

of allocation data, simulation and training can be used to form the prediction models. In

embodiments, the simulation is used to explore behavior of the power sources under extreme

allocation scenarios. Extreme allocation scenarios can include situations such as allocating a

small number of power sources to provide the dynamic power needs of the power loads and

scenarios where power sources are operated inefficiently. The simulation results can be used

to train the prediction models in order to improve the prediction models. In embodiments,

improving the prediction models includes avoiding overloading some power sources while

underutilizing other power sources. The improvement of the prediction models can further

include allocating the power sources in order to operate the power sources at maximum

efficiency and to reduce failure rates of the power sources.

[0036] Fig. 1 is a flow diagram 100 for power control. The flow 100 includes

accessing a plurality of power sources 110 which are coupled to one or more power loads.

The power loads can include servers, storage devices, and communications devices, among

others. The plurality of power sources 110 can include one or more batteries. The plurality

of power sources 110 can deliver power to the one or more power loads across a common

bus. The flow 100 includes detecting power requirements for the one or more power loads

120. In embodiments, the detecting of power requirements includes detecting maximum

(peak) power requirements, average power requirements, and/or minimum power

requirements for the loads.



[0037] The flow 100 includes enabling one or more power sources from the

plurality of power sources to match the power requirements of the one or more power loads

130 wherein the enabling is a function of demand-side requirements. The demand-side

requirements can be dynamic power requirements of the one or more power loads. In

embodiments, the evaluation of demand-side requirements includes examination of the

context and function of the one or more power loads. For example, in a data center

environment there can be a variety of servers performing different functions. The many

running functions can range from extremely critical systems operations to less time-sensitive

auxiliary processes, and demand-side load requirement evaluation can be performed in view

of the differing priorities. In embodiments, the demand-side requirements are controlled by

altering the demand-side operation. For example, in a data center, a server performing a tape

backup can be paused or shut down when power demand for e-commerce servers spikes.

[0038] Further, the enabling of power sources can be determined based on

parameters learned by the system. For example, if a particular server typically has a busy

period on Mondays between 8:00am and 5:00pm and less traffic at other times, then the

dynamic power requirements can be determined based in part on the current time of day and

whether the current time of day falls within the busy period for the server. Other parameters

can also be learned by the system and used to aid in efficient power-source enabling. In

embodiments, the enabling includes local enabling on a rack-by-rack basis. The local

enabling can determine and activate power sources selectively within a rack. In some

embodiments, the enabling includes global enabling that is facilitated via a central appliance

that works across racks in a data center. The global enabling can work across a larger group

of power sources and selectively activate groups of power sources on a region-by -region

basis.

[0039] To further aid in dynamically managing power requirements, the flow 100

can comprise decoupling loads from the plurality of power sources 140. For example, in a

situation where power demand is suddenly increased, one or more loads can be decoupled

such that important functionality is maintained while less critical functions are deferred. For

example, a server performing background monitoring tasks can be temporarily suspended to

allow servers running more critical tasks (e.g. a video distribution system) to receive

adequate power to continue executing the critical tasks.

[0040] The decoupling can be a function of the detecting of the power

requirements. The detecting of power requirements can include querying servers and other

equipment for current and/or maximum power requirements. In some embodiments, the



querying includes retrieving data from MIBs (Management Information Bases) via SNMP

(Simple Network Management Protocol). The power control module can then make a

decision based on the known power requirements specifying that one or more loads need to

be decoupled to allow power to be maintained on highly critical servers. Once the intelligent

power control system is able to bring other sources of power online, loads that were

previously decoupled can be reactivated such that the previous activity of those loads can be

resumed.

[0041] The enabling can be performed dynamically as a function of dynamic

power requirements of the one or more power loads. As previously mentioned, systems can

learn new parameters for efficiently enabling power sources. In addition to learning that

certain times of day can require additional power, (e.g. some servers are most busy during

business hours) demand-side power requirements can be recorded to build up even more far-

reaching historical data, and cyclical trends can be identified and used to predict future power

demands over months and even years.

[0042] The flow 100 can further comprise evaluating reliability for the plurality of

power sources 112 and controlling one or more power sources from the plurality of power

sources to enhance reliability 114 of the plurality of power sources. In embodiments, this

entails rotating the active power sources from a pool of available power sources. For

example, in an N+2 redundancy configuration where N=6, there will be eight (6+2) total

power supplies P I - P8 but only six need be active at any one time. The intelligent power

control system can start supplying the required load with power sources P I - P6, while

sources P7 and P8 remain idle. Then, after a predetermined period, power source P I can be

idled while power sources P2 - P7 supply the required power for the loads. Next, power

sources P3 - P8 can be activated, and so on, such that each of the power sources goes through

cycles of up and down time, thus ensuring the wear-leveling of the plurality of power

sources.

[0043] The flow 100 can further comprise rebalancing the one or more power

loads to the one or more power sources after a certain duration 150. For example, a

rebalancing can be performed every 60 seconds. The rebalancing can entail reevaluating the

power demands, enabling or disabling power sources as needed, and decoupling loads when

required. The rebalancing can serve to ensure that the dynamic power provision is reflecting

the most current system demands.

[0044] The flow 100 can further comprise selectively disabling a power source

134 from the plurality of power sources based on reduced need from the one or more power



loads. For example, if a rebalancing is performed and entails reducing power, then one or

more power sources can be decoupled or can have their output reduced. If the rebalancing

instead entails supplying more power, then one or more power sources can be activated or

can have their output increased. Additionally, if immediate power demands cannot be met by

enabling power sources, one or more loads can be decoupled or operated in a reduced power

mode. Putting a load into reduced power mode can include causing a server to enter a

standby or sleep state. In other embodiments, the clock speed of a server is temporarily

slowed to reduce power requirements.

[0045] The enabling can include determining a number of power sources to turn

on 132. In embodiments, this entails determining how much additional power needs to be

supplied, and then dividing the total required amount by the amount of power provided by

each power source. For example, if 1000 watts of power are required and each power source

can deliver 500 watts, then two power sources are turned on. Using a similar example, if

1200 watts of power are required and each power source can deliver 500 watts, then three

power sources are turned on. Additionally, the required power load can be spread evenly

across the three sources to improve wear and efficiency. For example, the three power

sources in the situation above can be configured to each deliver 400 watts of power.

[0046] As another element in the system for dynamic power allocation, batteries

can be used to supplement power delivery in critical situations. For example, batteries can be

used to supplement a power source when there is a spike in demand. The batteries can

continue to supply power until enough additional power sources are activated to meet the

demand. Once the demand is met, the batteries can be decoupled from the power source

output and put into a recharging state to be ready for a future demand spike. Thus, the flow

100 can further comprise recharging the one or more batteries 116 as part of the accessing.

[0047] The accessing can include controlling the output of the one or more power

supplies 118. The output control can include, but is not limited to, control of output voltage,

control of current limit, control of thermal limit, and control of cooling systems and sensors.

The cooling systems can include, but are not limited to, fans, liquid cooling systems, and/or

thermoelectric cooling systems. The sensors can include, but are not limited to, temperature

sensors, fan speed sensors, current sensors, and voltage sensors. In embodiments, each of the

plurality of sensors has the ability to evaluate voltage, current, or fan speed.

[0048] The enabling can provide for assigned redundancy tiering. A variety of

redundancy configurations are possible. In some embodiments, an N+X redundancy

configuration is used, where N is the number of power sources needed for normal operation



and X is the number of power sources kept on premises in a standby state or in a

configuration where the power sources can be readily brought online. For example, in an

N+2 redundancy scheme, there are two extra power sources available for use in case of the

failure of one of the other N power sources. In other embodiments, a 2N scheme is used,

where there is a redundant power source for each operational power source. Thus in the 2N

redundancy configuration, any critical path in the power system is replicated to remove single

points of failure and increase robustness.

[0049] The enabling can be based on criteria including phase balancing, uniform

power delivery, adaptive cooling, Mean Time Between Failures (MTBF) data, and manual

control. The phase balancing can include changing the phase of a power source that is

supplying one phase of a three-phase power supply system. Uniform power delivery can

include maintaining a constant power level over time. Adaptive cooling can include

controlling fans, liquid cooling systems, and/or thermoelectric cooling systems. As MTBF

data is taken into account, embodiments include decoupling power sources based on MTBF

data. That is, power supply units can be migrated for phase balancing and age balancing

based on predicted time before failure for the units.

[0050] In embodiments, MTBF data is received via the Internet for various power

source models. If a system has a particular power source model, then parameters such as

time of continuous operation (operation since powered on), total operation time of the power

source, and/or the number of times the power source has been cycled (powered on and off) is

compared with the received MTBF data. If the power source model matches the model

described in the MTBF data and the operational time is within a predetermined threshold of

the MTBF data, the power source can be decoupled. An alert message and/or indication can

be sent and/or logged to indicate that a power source has approached its MTBF time. In

some embodiments, sub-data for a power source model can be used as criteria for

determining if a power source should be decoupled due to approaching or reaching its MTBF

time. The sub-data can include, but is not limited to, a serial number (or range of serial

numbers), a manufacturing date (or range of manufacturing dates), and a MAC address of the

power source. In this way, embodiments can proactively swap out a power source that is

nearing its MTBF with a fresh power source that is not near its MTBF. Manual control can

include decoupling power sources for purposes of maintaining uniform power delivery, to

allow scheduled maintenance of power sources, and to ensure wear-leveling of power

sources.



[0051] The plurality of power sources can be balanced based on cost, temperature,

longevity, and MTBF. Thus, criteria such as the cost of a power source, the cost of operating

a power source, the operating temperature of the power source, the continuous hours of

operation logged by a power source, the number of times the power source has been cycled,

and the amount of time until the expected MTBF is reached can be used in determining when

a power source is coupled or decoupled from the power supply system.

[0052] Stress on each of the plurality of power supplies can be monitored. Power

supplies can be selectively disabled based on the stress the supplies undergo. The stress can

include one or more "health" indications that can be provided by the power source itself or

from outside monitoring devices. Such health indications can include, but are not limited to,

indications of fan health, battery health, DC voltage fluctuation, and operating temperature.

Indications of fan health can include current fan speed, hours of fan operation, number of

total rotations of the fan, and/or fluctuation in fan speed. In embodiments, the indication of

battery health is based on measurements of voltage, fluctuation in voltage, and/or charging

time. The health indications and other parameters can be used to derive a stress value, and

the stress value can be used in such a way that when the stress value exceeds a predetermined

threshold the power source is marked as "stressed." In embodiments, a stressed power source

is a candidate for decoupling. However, depending on the demand-side conditions, a stressed

power source might not be decoupled immediately. In some embodiments, a

notification/warning message is sent and/or an event is logged in a log file to indicate that a

stressed power source is in use. Once the demand falls below a predetermined threshold, the

stressed power source can be given priority to be decoupled.

[0053] The flow 100 can further comprise monitoring power demands 122 from

the one or more power loads on an ongoing basis. The monitoring can be performed at a

server level, a rack level, a row level (a row of racks), or a room level (a room of racks).

Additionally, logical groupings of racks, referred to herein as "cages," can be monitored for

power demands. A cage can comprise one or more racks, but the physical proximity of the

racks can have no bearing on the ways in which racks are grouped into cages. In

embodiments, the cage comprises a plurality of racks belonging to a particular entity (e.g. a

particular company). Various steps in the flow 100 may be changed in order, repeated,

omitted, or the like without departing from the disclosed concepts. Various embodiments of

the flow 100 may be included in a computer program product embodied in a computer

readable medium that includes code executable by one or more processors.



[0054] Fig. 2 is a flow diagram 200 for power source usage. The flow 200 can

comprise monitoring a plurality of power sources 210 with a plurality of sensors. The

sensors can include, but are not limited to, voltage sensors, current sensors, temperature

sensors, humidity sensors, fan speed sensors, and battery health sensors. The flow can

comprise determining capabilities for each of a plurality of power sources 220. The

determining of capabilities can include determining if the power source is capable of

providing intelligent power control or if the power source is a legacy power source with

minimal to nonexistent power control capabilities. The determining of capabilities can

include reading MIBs via SNMP or querying registers in the power sources via a remote

connection, such as via TCP/IP over Ethernet, for example. The flow 200 can include

identifying, based on sensor data from the plurality of power sources, a power source that is

operating below a quality threshold 230. The sensors providing the data can include, but are

not limited to, voltage sensors, current sensors, operating temperature sensors, and/or fan

speed sensors. Additionally, parameters such as hours of continuous operation, hours of total

operation, number of times the power source has been cycled, and/or MTBF data for the

particular model of power source can be used in determining a quality value for a given

power source. In embodiments, a quality value Q can be defined as:

Q = K1(C) + K2(T) + K3(P) where:

Kl, K2, and K3 are constants, C is the current amount of up-time (e.g. in minutes), T is

the total operational time (e.g. in minutes), and P is the current operating temperature of the

power source. The constants can be signed such that a lower value for Q indicates a lower

quality. The flow 200 can further comprise disabling a power source that is operating below

the quality threshold 240. In embodiments, the flow can include obtaining a group of profiles

for the plurality of power sources; discovering information about a power source, from the

plurality of power sources, using a plurality of sensors; calculating a power source profile

based on the information that was discovered; comparing the power source profile with the

group of profiles; and classifying the power source based on the comparing. In some cases,

the power source does not provide information about its identity. Such a case can occur

when smart features for a power source fail. In some embodiments, the flow can include

augmenting smart information provided by the power source with the power source profile

that was calculated. Furthermore, the flow can include obtaining data from the plurality of

power sources; classifying a subset of the plurality of power sources; modeling behavior for



the subset of the plurality of power sources; and analyzing failure for the subset of the

plurality of power sources based on the modeling. The modeling may provide a rule based

predictive model. The analyzing failure can include predicting a failure. Various steps in the

flow 200 may be changed in order, repeated, omitted, or the like without departing from the

disclosed concepts. Various embodiments of the flow 200 may be included in a computer

program product embodied in a computer readable medium that includes code executable by

one or more processors.

[0055] Fig. 3 shows two example rack and power configurations, a first

configuration 300 and a second configuration 302. The one or more batteries, the one or

more power supplies, the plurality of connectors, the plurality of power sensors, the plurality

of load sensors, and the controllers can comprise a consolidated rack mount power system.

Such a system is shown in the first configuration 300 which includes a rack 310, further

composed of consolidated rack mount power systems 312, 314, 316, and 318.

[0056] The enabling of one or more power sources can provide power for a data

center rack. The rack 310 includes rack-mounted equipment 330, which can comprise, but is

not limited to, servers, storage devices, routers, and/or switches. The one or more batteries,

the one or more power supplies, the plurality of connectors, the plurality of power sensors,

the plurality of load sensors, and the controllers can together form a consolidated side mount

power system. An example of a consolidated side mount power system is shown in

configuration 302 which includes a first rack 320 and a second rack 322 with the

consolidated side mount power system 324 placed between the first rack 320 and the second

rack 322. The first rack 320 includes rack-mounted equipment 332, which can comprise, but

is not limited to, servers, storage devices, routers, and/or switches. Similarly, the second rack

322 also includes rack-mounted equipment 334, which can also comprise, but is also not

limited to, servers, storage devices, routers, and/or switches. Two or more consolidated side

mount power systems can be stackable. In the example shown, consolidated rack mount

power systems 312 and 314 are stacked on one another in adjacent rack spaces.

[0057] The detecting power requirements can be accomplished across racks. For

example, the second example configuration 302 allows for the detection of power

requirements for the both the first rack 320 and the second rack 322. As mentioned

previously, a group of racks serving a particular entity or performing a specific function can

be referred to as a cage, with the racks in a cage not necessarily in physical proximity to one

another. In embodiments, the detecting power requirements can be accomplished on a cage

basis. Even further, the detecting can include detection across multiple racks, across cages,



across geography, across topology, or across hardware architectures. For example, the

detecting can include detection across multiple geographically separated data centers. The

detection across topology can include detection on various server platforms (blade servers,

rack mounted servers, Linux® servers, Windows™ servers, etc.). Additionally, the detection

can span a variety of hardware architectures (e.g. ARM, MIPS, and multiple core systems).

[0058] Fig. 4 is a diagram 400 of power supplies and sensors. The system 400

manages supplied power using load-side power requirement analysis and power source

enablement. The system depicted in the diagram 400 includes one or more batteries 410.

The one or more batteries 410 can include, but are not limited to, lead-acid batteries, gel-

cells, lithium-ion batteries, nickel-cadmium batteries, nickel metal-hydride batteries, or other

suitable technology. In some embodiments, the batteries 410 are smart batteries that include

capabilities such as an internal voltage monitoring circuit. In embodiments, the plurality of

power sources can include one or more power supplies 420. The one or more power supplies

can be smart power supplies, and can include a capability of reporting parameters such as, but

not limited to, output voltage, output current, operating temperature, and duration of

operation. In the system depicted in diagram 400, a plurality of battery power sensors 412

are coupled to the one or more batteries 410 and a plurality of power supply sensors 422 are

coupled to the one or more power supplies 420. The system depicted in diagram 400 also

includes a plurality of connectors such as a connector 414 and another connector 416 to

provide coupling between the one or more batteries 410 and the one or more power supplies

420. The connector 414 and the other connector 416 further provide power to one or more

DC loads 430 through a third connector 418. Similarly, the connector 414 and the other

connector 416 ca provide power to one or more DC-to-AC converters 450. The system 400

shown includes a connector such as connector 452, which in embodiments provides power to

one or more AC loads 434 from the one or more DC-to-AC converters 450. In embodiments,

the one or more batteries 4 0 and the one or more power supplies 420 provide power to the

one or more DC loads 430. In some embodiments, one or more DC-to-AC converters 450

provide power to the one or more AC loads 434. In some embodiments, a plurality of DC-to-

AC converters is configured to provide three-phase AC power. The DC loads 430 can

include rack-mounted servers, storage arrays, network interfaces, monitoring equipment, and

cooling systems, for example. The AC loads can include legacy equipment including servers,

rack-mounted servers, storage arrays, network interfaces, and so on, ail of which operate on

AC voltages 208-volts AC (VAC), for example. The system depicted in diagram 400

includes a plurality of DC load sensors 432 coupled to the one or more DC loads 430 and a



plurality of AC load sensors 438 coupled to the one or more AC loads 434. The DC load

sensors 432 are configured to provide instantaneous current requirements of the one or more

DC loads 430. The AC load sensors 438 are configured to provide instantaneous current

requirements of the one or more AC loads 434. The DC loads 430 and the AC loads 432 can

include rack-mounted servers, storage arrays, network interfaces, monitoring equipment, and

cooling systems, for example. In embodiments, one or more of the plurality of DC sensors

432 and one or more of the plurality of AC sensors 438 have the ability to be hot plugged.

That is, the DC sensors and the AC sensors can be connected to the system while the system

is in a powered-on state. In embodiments, one or more of the plurality of sensors is

dynamically coupled to the one or more power sources or the one or more power loads.

[0059] The system depicted in diagram 400 includes one or more controllers 440

which control the one or more batteries 410, the one or more power supplies 420, and the one

or more DC-to-AC converters 450, and where the controllers respond to the plurality of

power sensors such as the battery power sensors 412, the power supply sensors 422, the

plurality of DC load sensors 432, and the plurality of AC load sensors 438. The controllers

440 enable the one or more batteries 410, the one or more power supplies 420, and the one or

more DC-to-AC converters 450 to provide adequate power to the one or more DC loads 430

and the one or more AC loads 134 respectively. The enabling can optimize the one or more

power sources so that the one or more power sources operate in an efficient power range.

Some power sources have a peak efficiency within a predetermined power output range. For

example, a power source with a maximum output of 500W might have a maximum efficiency

when outputting between 350W and 400W. Hence, the controllers 440 can help ensure that

power sources operate in the peak efficiency window for the given power source (for

example, 350W to 400W for the 500W power source just mentioned). In embodiments, the

enabling by the controllers 440 provides for supply-side power management. Thus, in some

embodiments, the enabling is accomplished without coordination with the one or more DC

power loads 430 and the one or more AC power loads 434. Additionally, the one or more

batteries 410 are configured to handle increased power demands of the one or more DC-to-

AC converters due to spikes in the power demands of the AC loads. The one or more power

supplies 420 can provide a substantially 12-volt DC power but numerous other voltages,

either DC or AC, can be provided without departing from the disclosed concepts. In

embodiments, the one or more power supplies 420 are used to provide a substantially 48-volt

DC power or other required DC power. For example, a DC-to-DC converter can produce the

substantially 48-volt DC power from the substantially 12-volt DC power of the one or more



power supplies. In other embodiments, the one or more power supplies 420 can provide

other appropriate DC voltages. The one or more DC-to-AC converters 450 can provide a

AC voltage appropriate to the one or more AC loads. The presence of AC loads can be due

to legacy equipment, for example. The one o mo e DC-to-AC converters 450 can provide

the same AC voltages or can provide different AC voltages as needed by the one or more AC

loads. The one or more DC-to-AC converters 450 can provide a substantially 208-volt AC

power.

[0060] The controllers 440 can contain one or more processors or

microcontrollers, input/output (10) functions, network interfaces, and user interfaces that can

include front panel buttons, liquid crystal display (LCD) screens, and/or other suitable user

interface mechanisms. The controllers 440 can calculate a number of power supplies and

DC-to-AC converters necessary. The calculation of necessary power supplies and DC-to-AC

converters can be performed by querying the DC load sensors 432 and the AC load sensors

438 to determine the DC and AC power requirements. The controllers 440 can query the one

or more power supplies 420 to determine the capabilities of each power supply and thus

calculate a number of power supplies necessary for a given DC load requirement. The

controllers 440 can query the one or more DC-to-AC converters 450 to determine the

capabilities of each DC-to-AC converter, and a e able to calculate the number of DC-to-AC

converters necessary for a given AC load requirement in some embodiments. The controllers

440 can include a microcontroller capable of sensing voltage and current and controlling the

power supplies, batteries, and DC-to-AC converters. Embedded software running on the

microcontroller can be developed specifically to run the power supplies in such a way as to

maximize the time spent by each power supply in the most efficient part of its energy

efficiency curves, thus ensuring optimal or near optimal usage. For example, in a scenario

where a rack includes multiple currently-idle servers, the power requirements for the rack

might be 12V with a current draw of 2.1 amperes. If a query arrives for the servers to

process, multiple previously idle processor cores within the server can start to consume more

power in response to the query. As a result, the current draw might suddenly increase to 2.9

amperes. Thus the power supplies can prove unable to meet the power demand of the load

for a given duration, with the duration defined as a function of dynamic power requirements.

The duration wherein the one or more power supplies do not provide sufficient power can be

a time duration during which the controllers trigger the one or more power supplies to

provide more power.



[0061] In the example 400 shown, the controllers 440 are coupled to the DC load

sensors 432 and the AC load sensors 438 and detect the increased power demand. The

detecting can include detection of the dynamic demand-side power requirements. The

demand-side requirements can be dynamic power requirements of the one or more DC power

loads 430 and one or more of the AC power loads 434. The detecting of the power

requirements can be performed by a plurality of sensors where the sensors can include, but

are not limited to, temperature sensors, humidity sensors, fan speed sensors, current sensors,

and voltage sensors.

[0062] The controllers 440 can utilize switches and/or relays to switch on one or

more batteries 410 in order to maintain the 12-volt output and supply the needed current. In

embodiments, the relays include Double Pole Double Throw (DPDT) relays. The controllers

440 then can communicate with the one or more power supplies 420 to increase output of the

power supplies 420 and/or to bring additional power supplies 420 online to meet the

increased DC power demand. Once the additional power supplies 420 can supply the needed

power, the batteries 410 are no longer needed to supply additional power and can be switched

out of the circuit and/or placed into a recharging mode to be ready for the next increase in

demand. In embodiments, the battery operation can be enabled or disabled using a

microcontroller within the controllers 440. Similarly, the controllers 440 can communicate

with the one or more DC-to-AC converters 450 to increase output of the DC-to-AC

converters 450 (i.e. increase current) and/or to bring additional DC-to-AC converters 450

online to meet the increased power demand. In embodiments, multiple batteries are pooled

and connected in parallel to provide required power at the output.

[0063] The controllers 440 can be configured to directly couple the power source

to the DC load 430 in the event of a failure in a controller. In embodiments, a hardware

failsafe system is used in order to ensure that if a controller 440 fails, the power supplies 420

and the DC-to-AC converters 450 remain on and continuously provide power to the one or

more DC loads 430 and to the one or more AC loads 434 respectively. In embodiments, the

hardware failsafe system includes one or more relays that are coupled to one or more signals

provided by the one or more controllers 440. In the event of a controller failure, the absence

of the check-in signal triggers an operation by which the relays provide a direct path for

power from the power supplies 420 to the one or more DC loads 430 and from the DC-to-AC

converters 450 to the one or more AC loads 434 in order to render the reliability of the power

to the loads functionally independent of the reliability of the one or more controllers 440. In



embodiments, multiple batteries are pooled and connected in parallel to provide required

power at the output.

[0064] Upon failure of a controller 440, control of the one or more batteries 410,

the one or more power supplies 420, and the one or more DC-to-AC converters 450 can be

transferred to a second controller. In embodiments, a periodic handshake, or heartbeat

mechanism, is employed such that each controller is aware of the status of other controllers.

For example, in a scenario with two controllers 440 where each controller is responsible for

controlling two power supplies, the first controller and second controller periodically initiate

a handshake sequence where the first controller sends a message to the second controller and

awaits an acknowledgement from the second controller. Similarly, the second controller

sends a message to the first controller and awaits an acknowledgement from the first

controller. If the second controller sends a message to the first controller but the first

controller does not acknowledge receipt, a failure of the first controller can be determined.

For example, after a predetermined time-out period (e.g. 200 milliseconds), the second

controller can divert control of the first controller's power supplies to the second controller.

In this way, distribution of power continues to be controlled by the second controller until the

first controller can be repaired or replaced. Thus, the one or more controllers 440 can

comprise a plurality of controllers and the plurality of controllers can provide for redundancy

of operation within the plurality of controllers so that the one or more batteries 410 and the

one or more power supplies 420 continue to provide adequate power to the one or more DC

loads 430, and the one or more DC-to-AC converters 450 continue to provide adequate AC

power to the one or more AC loads 434.

[0065] The controllers 440 can be configured to enter a default mode upon

startup. In embodiments, the default mode places all power supplies 420 in an ON

configuration. The one or more power supplies 420 can initialize to a 12-volt DC setting

upon initial connection. In other embodiments, the default mode places all DC-to-AC

converters 450 in an ON configuration. The one or more DC-to-AC converters 450 can

initialize to a 208-volt AC setting upon initial connection. Once the controllers 440 assess

current load requirements via the DC load sensors 432 and the AC load sensors 438, the

controllers can allow one or more of the power supplies 420 and one or more of the DC-to-

AC converters 450 to be switched off or have their output reduced in order to save energy. In

addition to energy savings, the reduced operating temperature inherent in a standby or

deactivated power supply can result in heat savings as well. As a typical data center or server

farm must have an extensive cooling system to maintain an optimal operating temperature for



the equipment, additional energy savings accompany the heat savings because the cooling

system does not have to operate at as high a level in order to achieve the desired ambient

temperature when the power supplies 420 operated by the controllers 440 are functioning

with lower heat output. The controllers 440 can be housed separately from the one or more

batteries 410, the one or more power supplies 420, and the one or more DC-to-AC converters

450. In embodiments, the one or more batteries 410, the one or more power supplies 420, the

one or more DC-to-AC converters 450, the plurality of connectors 414, 416, 418, and 452,

the plurality of power sensors 412 and 422, the plurality of DC load sensors 432 and AC load

sensors 438, and the controllers 440 can be housed in a 1U (one rack unit) enclosure and

mounted in a rack. The one or more batteries 410, the one or more power supplies 420, the

one or more DC-to-AC converters 450, the plurality of connectors 414, 416, 418, and 452,

the plurality of power sensors 412 and 422, the plurality of DC load sensors 432 and AC load

sensors 438, and the controllers 440 can provide power for a data center rack (e.g. rack 310 of

Fig 3).

[0066] The apparatus 400 can further include a module that determines the

capabilities of the one or more power supplies 420 and the one or more DC-to-AC converters

450. In embodiments, the one or more controllers 440 utilize a communications protocol

such as SCPI, IEEE-488 (GPIB), or another suitable protocol. The commands can include

interrogating the power supplies 420 and the DC-to-AC converters 450 for maximum voltage

and current capabilities, cycle rate, total kilowatt hours provided, maximum operational

duration, time in service (how long the power supply or the DC-to-AC converter has been

operating since it came online), ambient temperature requirements, battery conditions, and

other various parameters. The apparatus 400 can further comprise network connectivity for

one or more of the one or more power supplies 420, the one or more DC-to-AC converters

450, the plurality of power sensors 412, the plurality of DC load sensors 432 and AC load

sensors, and/or the controllers 440.

[0067] The apparatus 400 can further comprise a module that determines power

requirements for the DC loads 430 and the AC loads 434. Power requirements of the power

loads operating at a given time can be detected. Based on the detecting of the load power

requirements, one or more power supplies and one or more DC-to-AC converters 450 can be

enabled to match the power requirements of the one or more DC loads 430 and the one or more

AC loads 434, respectively. In embodiments, the power requirements are detected by querying

one or more of the power supplies 420 and the one or more DC-to-AC converters to retrieve

the output voltage and current parameters.



[0068] The controllers 440 can perform a detection, using the plurality of power

supply sensors 422, which determines that certain of the one or more power supplies 420 and

certain of the one or more DC-to-AC converters 450 are not controllable by the controller

440. Attempting to query the power supply or the DC-to-AC converter can trigger the

performance of this detection. The querying can occur, for example, in a scenario where an

older power supply is swapped in for a smart power supply on a temporary basis to allow

delivery of power while the smart power supply is repaired. In such a scenario, it might be

preferable to use an unreachable power supply (one that is not controllable by the controller)

on a temporary basis until the unreachable power supply can be replaced with a smart power

supply.

[0069] The controllers 440 can invoke a failure policy based on the detection.

Example failure policies include sending a diagnostics message to another monitoring system

and/or data center personnel and shutting down the load that is connected to the unreachable

power supply or the unreachable DC-to-AC converter. The controllers 440 can perform a

detection, using the plurality of battery power sensors 412, which determines that certain

batteries of the one or more batteries 410 are at a low voltage. In some embodiments, the

batteries 410 have integrated voltage sensors. Batteries that quickly revert to a low voltage

condition after being charged can trigger a signal flagging the batteries for replacement. In

response to the detection, a diagnostics message can be sent to another monitoring system

and/or data center personnel to indicate that one or more batteries need replacement. In

embodiments, the controllers 440 are further configured to detect a faulty battery charger.

[0070] The controllers 440 can evaluate possible power capabilities of the one or

more power supplies 420 and the power requirements of the load, determine that the power

requirements of the load exceed the power capabilities of the one or more power supplies,

and couple the one or more batteries to the load to supply additionally needed power.

Connecting one or more batteries to the loads and selecting additional power supplies for

connection to the loads can provide a way to meet dynamic spikes in load power

requirements. For example, after batteries cover immediate spikes in system demand,

additional power supplies are enabled to the loads and the batteries providing the power for

spikes in demand are disabled from the loads. When the power demand of the loads is

reduced, one or more power supplies are disabled from the loads. The load or loads can

include a plurality of sub loads. In embodiments, the sub loads include cards within a rack or

other peripherals connected to a rack-mounted piece of equipment. In embodiments, a flow

for power control cars include determ ing power requirements for a plural y of data center



racks, wherein the plurality of data center racks comprise the one or more power loads;

evaluating power capabilities of the plurality of power sources coupled to the plurality of data

center racks; calculating stranded power capacity from the plurality of power sources;

and provisioning the plurality of power sources to provide power to the plurality of data

center racks based on the stranded power capacity that was calculated. The flow can further

include negotiating with other power capabilities from other power sources to utilize stranded

capacity in the other power sources. Additionally, the flow can include optimizing supply-

side power delivery from the plurality of power sources based on the stranded power capacity

that was calculated. In some cases, optimizing can be performed for load-side power usage

by the plurality of data center racks based on the stranded power capacity that was calculated.

In some embodiments, the flow includes determining a priority order within the plurality of

data center racks, using the priority order as part of the provisioning, capping power to a

subset of the plurality of data center racks based on the priority order where the capping

includes dynamic power capping for a lower priority subset of the plurality of data center

racks.

[0071] Fig. 5 is a diagram 500 of controllers and power sources. The controllers

can include a master controller 510, and a plurality of leaf controllers. In the diagram 500

shown, a plurality of leaf controllers (a first 520 and second 522 through an N leaf controller

524) communicate with a master controller 510 and a communication bus 530. In

embodiments, the communication bus interface 530 comprises a VME bus, an IEEE-488 bus,

or another suitable architecture. The enabling can involve one or more master controllers 510

and a plurality of leaf controllers. The leaf controllers can be configured to control a plurality

of power sources (indicated as power sources 1 540, 2 542, 3 544, and N 546 in the example

given). The power sources are configured to deliver power via a power delivery bus 550.

While the embodiment shown in FIG. 5 uses one level of leaf controllers, other embodiments

use multiple levels of leaf controllers. For example, leaf controller 1 520 can communicate

with a plurality of sub-leaf controllers (not shown). Each leaf controller can control a subset

of the total pool of power sources. For example, a first leaf controller 520 can control three

power sources while a second leaf controller 522 can control three other power sources, and

so on. In embodiments, statuses and other operating parameters are collected from each

power source by a corresponding leaf controller. Each leaf controller can then forward the

data to the master controller 510. Additionally, the master controller 510 can monitor the

health and status of each leaf controller. The master controller 510 can periodically send a

message to each leaf controller and await a response. If the response does not arrive, the



master controller 510 can then perform a failover process. In embodiments, the failover

process includes the master controller assuming the duties of the failed leaf controller.

[0072] In embodiments, the leaf controllers manage the power systems directly—

monitoring the current, voltage, temperature, fan, and other sensors in real-time; tracking any

changes to the sensor data; and reporting detected changes to the master controller. In

addition, the leaf controllers can apply the control actions as directed by the master controller.

The master controller orchestrates the power-matching policy by continuously analyzing the

total power requirements in the power delivery bus and ensuring there is enough reserve

capacity to handle sudden power spikes.

[0073] Laid out below is an example algorithm for power matching. The

algorithm assumes the pre-defined system scope as defined by the user—e.g. an individual or

set of power apparatus. The power-matching algorithm has 2 key steps:

1. Determining the number of power systems on which to perform appropriate

policy actions—i.e. how many power systems need to be turned on or off based on the

real-time load. This determination also incorporates the assigned redundancy tiering

(N, N+l, N+2, 2N). Further details of this determination are explained below. The

tiering specifies how many extra power supplies to keep ON as standby reserves—

that is, supplies not necessary for the core power-matching algorithm.

2. Selecting criteria for the nodes for power matching. The selection criteria of

power systems on which to apply the power policy (on or off) is based on the

following cost optimization functions—i.e. goals:

a. Phase Balancing: implemented to keep the three assigned AC phases

for each power system balanced. This can impact the overall cost and

reliability of the power infrastructure.

b. Uniform Power Delivery: implemented to intelligently select the power

systems for implementation according to their power delivery KWH so that

overall power usage is spread evenly across all available systems. This can

minimize over-stressing power systems.

c . Adaptive Cooling: implemented to optimize and maintain the ambient

temperature of the power apparatus by monitoring and controlling the

temperature of the power system as a whole.



d. Maximize Life: implemented to optimize the overall MTBF of power

systems and minimize wear and tear by keeping power systems in the optimal

efficiency levels while avoiding frequent state changes.

e. Manual Control: implemented to provide control, through APIs, to

external entities for optimizing the cost function.

[0074] The following algorithm describes the determination for the number of

nodes (power sources) for power-matching for an N-redundancy setup as described in some

embodiments herein:

Variables:

Tc = Total power in the bus bar, as calculated by the sum of output Voltage * Current

(V*I) in the system meta-data table

Tnew = New total power as calculated by adding all of the V*I values reported by the

worker nodes

Pth = Power Supply Efficiency Level

Na = Number of active power supplies (defined by the policy)

Np = Number of parked power supplies (defined by the policy)

Non = Number of power supplies currently on (< Na most of the times)

Naction = Number of power supplies to take right-sizing action, >0 implies the turn

ON action, <0 implies turn OFF

Ti = Redundancy Tiering: 0=N, 1=N+1, 2=N+2

Algorithm:

1. Calculate change in total power dT = Tnew - Tc

2. IfdT > 0 :

a) Calculate remaining threshold Rth = (Non * Pth) - Tc

b) Calculate extra power needed to supply

i . If(Rth > dT), then Ep = 0.

ii. ELSE Ep = dT - Rth

c) Calculate number of new power supplies to turn on or off Naction =

Ceiling (Ep / Pth)

d) Adjust for reliability tiering: Naction = Naction + Ti

e) If (Non + Naction) <= Na, Turn ON Naction power supplies.



f) ELSE if (Non + Naction) <= (Na + Np), then send alert to host that

parked pool of supplies being used, AND turn on Naction power supplies

If (Non + Naction) > (Na + Np) send ERROR message

IfdT :

a) Calculate # of PSUs needed Nnew = Ceiling (Tnew / Pth)

b) IfNon >Nnew,

i . Naction = Nnew-Non

ii. Adjust for reliability: Naction = Naction+Ti

iii. Turn OFF Naction power supplies

c) Non = Nnew

Return Naction

[0075] Fig. 6 is a flow diagram 600 for power source enablement. The following

variables are established for the description of flow diagram 600:

P - Total power demand from the system, where Power equals:

Non

Vi * I i

i=o

And:

pth - Threshold of a power supply

Na - Number of active power supplies

Np - Number of parked (passive, standby) power supplies

Non - Number of power supplies currently on (will have a value less than Na most of

the time)

[0076] In embodiments, the flow 600 comprises obtaining a total power demand P

from the system 610. The flow continues with determining an energy factor Ep 620 as a

function of the total power demand minus the amount of power currently being supplied by

the active power sources (supplies). The flow 600 continues with determining if the energy

factor Ep is less than zero 630. If yes, the flow continues to compute a new number of power

sources (supplies) needed 632. In embodiments, the calculation is performed as a ceiling

function of total power demand divided by power output per source (supply). The flow

continues with comparing the new number of power sources computed in step 632 to the

number of power sources currently active 642. If the number of currently active power



sources is greater than the value computed in step 632, then one or more appliances (power

sources) are turned off (decoupled) 644, the number of which is computed by Non - Nnew.

If the number of currently active power sources is not greater than the value computed in step

632, then the flow ends 646.

[0077] If at the step to determine the energy factor 630 the energy factor Ep is

greater than or equal to zero, then the flow continues to compute a new number of power

sources (supplies) needed 640. In embodiments, the computation is performed as a ceiling

function of total power demand divided by power output per source (supply). The flow then

continues by determining if Nnew is less than or equal to the number of active power supplies

Na 650. If YES, the flow continues and one or more appliances (active power supplies) are

turned on to increase the overall power being supplied 652. If the determining 650 evaluates

to NO, then the flow continues by determining if Nnew is less than or equal to the number of

active power sources (Na) plus the number of parked power sources (Np) 660. A parked

power source can be offline or in a standby state. If the evaluation 660 returns a YES, then

additional appliances (power sources) are turned on 622, and the flow continues by

generating an alert to indicate that one or more parked power sources were activated in order

to meet the current power demands 664. In embodiments, the alert takes the form of an e-

mail message, a text message, an automated telephone call, an audible alert signal, or another

form of notification. Additionally, an event indicating the number of parked power sources

that were activated and the time/date of the activation can be logged in a log file. Certain

embodiments utilize the log of events to build historical data to predict future spikes in power

demand. If the determining 660 evaluates to NO, then the flow continues by entering an error

state 670 indicating that the capacity of the system is exceeded. In embodiments, entering the

error condition also generates an alert that can take the form of an e-mail message, a text

message, an automated telephone call, an audible alert signal, or another form of notification.

Additionally, an event can be logged in a log file indicating the error condition. In some

embodiments, loads can be decoupled from the plurality of power sources. The decoupling

can be a function of the detecting of the power requirements. The determining of capabilities

can include reading MIBs via SNMP or querying registers in the power sources via a remote

connection, such as via TCP/IP over Ethernet, for example.

[0078] In some embodiments, the flow reverts back to obtaining a power demand

for the system 610 upon entering an error state 670 and repeats the process but using a

different value for pth. In some embodiments, the first iteration uses a peak efficiency value

for pth while the second iteration uses a maximum output value for pth. For example, consider



a plurality of power sources with a peak efficiency output of 400W and a maximum output of

600W. In the first iteration of the example embodiment, the algorithm attempts to meet the

power requirements by keeping each power supply operating at peak efficiency. If it turns

out that there is not sufficient power available in peak efficiency mode, the algorithm repeats

the process using maximum output mode in an attempt to supply the needed power. Only in

a case where the maximum output mode cannot meet the demand does the flow terminate in

the error state 670.

[0079] Fig. 7 is a flow diagram 700 for power source rebalancing. As described

above, power requirements of an IT data center can include DC power loads and AC power

loads. The DC power can be substantially 12V and can be used to power servers, network

switches, backup systems, etc. Other DC voltages, for example 48V, can also be required

and can be produced by the use of DC-to-DC converters, etc. The AC power can be

substantially 208V and can be used to power legacy IT equipment and other equipment.

Other AC voltages can also be required and can be produced by the use of other DC-to-AC

converters. To provide the DC power and the AC power within the IT datacenter, various

power sources can be made available. The power sources can include power supplies and

batteries to provide power to DC loads, and DC-to-AC converters to provide power to the AC

loads. The DC power load requirements and the AC power load requirements can be

dynamic. The DC power loads and the AC power loads can be monitored and analyzed.

Based on the analysis of the DC power loads, the DC power sources, including the power

supplies and the batteries, can be enabled to meet the dynamic DC power load requirements.

Similarly, based on the analysis of the AC power loads, the AC power sources, including the

DC-to-AC converters, can be enabled to meet the dynamic AC power load requirements.

[0080] The flow 700 starts with obtaining the number of power sources that are

on and the load requirements for the system 710. The numbers of power sources that are on

can be determined by sensors coupled to the power sources, from data in a table including

power source statuses, and so on. Sensors coupled to the loads can determine the power

requirements of the loads. The load requirements can include DC power loads and AC power

loads. The flow continues by determining if a timeout period has been reached 720. In

embodiments, the timeout period is user specified. In other embodiments, the timeout period

is automatically established. In some embodiments, the timeout period ranges from 5

seconds to 100 seconds. Two outcomes can occur based on timeout: NO or YES. If NO is

true (that is, a timeout period has not been reached) then the flow returns to step 710. If YES

is true (that is, a timeout period has been reached), the flow continues by determining if the



number of available power sources that are off is greater than or equal to the number of

power sources that are currently on 730. Two outcomes can occur based on the available

number of power sources: NO and Yes. If NO is true, the flow returns to step 710. If YES is

true, the flow continues with scheduling a subset of power sources to turn off 740. The flow

then continues by turning on a subset of different power sources 750. In embodiments, the

turning on is performed in stages. For example, if rotating four power sources is desired,

then, in some embodiments, a new power source can be turned on while another power

source is turned off, with the process repeated until all the needed power sources (power

supplies, batteries, DC-to-AC converters, etc.) are on 760. The flow then returns to obtaining

the number of power sources that are on. Two outcomes can occur based on whether all N

power sources are on: NO and YES. If NO is true, then the flow returns to scheduling a

subset of power sources to turn off 740. If YES is true, then the flow returns to the load

requirements for the system 710, and the flow continues.

[0081] Management of power source enablement based on power load

requirements and including both DC loads and AC loads can comprise choosing which power

sources to enable at which time. The dynamic enablement and disablement of power sources

can be thought of as a scheduling problem, where the power loads are matched to power

sources. One risk of matching, if the matching technique is naive, is that certain power

sources can be selected for matching with power loads more often than other sources are

selected. One objective of power source management can be balancing the amount of time

that a given power source is selected. Another objective of power source management can

include choosing a power source that can be operated at its most efficient operating point.

Other power source management objectives can be imagined including rebalancing.

[0082] Regarding rebalancing in a power-matched intelligent energy control

realm, it is highly likely that a given number of power source units (PSUs) will remain

selected and powered on for an extended period of time based on prevalent existing load

conditions. For example, an enterprise resource planning (ERP) server farm might see

increased activity (80-90% IT load) around the end of a pay-period, fiscal year quarter, or

calendar year quarter, requiring a maximum "N" number of power sources (supplies) to be on

during that period. Alternatively, under common usage conditions, the server farm might

remain at around 50% IT load. This can roughly equate to 30% lower power supply

requirements during the majority of the year, and result in 0.7*N power supply units

remaining ON for a long period of time, leading to overuse and premature aging of the

continually running systems. The disclosed embodiments alleviate this situation by gently



migrating the power supply units periodically and non-disruptively while keeping phase

balancing and age balancing requirements intact.

[0083] Fig. 8 is a block diagram for dynamic resource allocation. The objectives

of power requirement analysis and power source enablement can be expanded to include grid

and other power sources, as well as optimization systems. The grid power and the

optimization systems can be analyzed to determine various usage plans including load

balancing, usage optimization, and so on. A system 800 is shown which provides dynamic

resource allocation 810. A plurality of grids, including Grid 1 812 and Grid 2 814 are

dynamically powered based on the dynamic resource allocation 810. A plurality of power

systems 822 are coupled to IT racks 824 and other items requiring power. Power mappings

820 determine the coupling between sources and loads. The dynamic resource allocation 810

enables various applications to be powered including virtual machines 832 and data center

infrastructure management (DCIM) applications 834. The power usage is optimized across

the various systems 830. The system for power control can comprise: a plurality of power

sources coupled to the one or more processors which provide control for the plurality of

power sources, a plurality of applications coupled to the plurality of power sources which

provide power to the plurality of applications, a memory which stores data, a dynamic

allocation table stored in the memory where the dynamic allocation table enables dynamic

power control of the plurality of power sources, one or more processors coupled to the

memory wherein the one or more processors manipulate the data and where the one or more

processors are configured to: group the plurality of applications into two or more groups,

apply policies to accomplish grouping into the two or more groups, and update the dynamic

allocation table based on the policies. The dynamic power control can be based on

constraints where the constraints include power capacity within the plurality of power

sources, power available on a line, power available for phase, pricing of power by a utility, or

health of a power source. The dynamic power control can be based on a cost minimization

function. The plurality of applications can include data center racks, lighting, cooling, or IT

hardware. The memory can comprise a plurality of memories.

[0084] Fig. 9 is a block diagram 900 for application priority. A plurality of

applications can be powered by a plurality of power sources. As was the case for various

pieces of IT hardware in a datacenter, the applications that execute processes on the IT

hardware can be analyzed for power load requirements. From the analysis of the power load

requirements, power sources can be enabled and disabled to match the power load

requirements. The applications can be given priorities 910. The applications can be racked



or grouped 940 based on policies 920. The grouping can be defined within a dynamic

allocation table 950, and as application racking is changed 970 the dynamic allocation table

950 can be updated. The grouping can be changed, at least in part, based on an assessment of

policy compliance 960. Applications can be configured 930 across various processors and/or

power sources. Users 914, along with network and other system 916 needs, determine

application priorities 910. Machine learning 912 can help the policies 920 and application

priorities 910 optimize power utilization. Further, machine learning 932 can adjust

application configurations 930. The system can update the dynamic allocation table based on

compliance with the policies. The system can evaluate compliance to the policies and

perform the dynamic power control based on the evaluation. Dynamic power control can

control power sources from third party providers. The system can be further configured to

perform machine learning 912 on the policies to improve power control. The system can also

be configured to perform machine learning 932 in configuration of the applications. The

applications can be modified to make a change in the grouping. The dynamic allocation table

can contain entries for the plurality of power sources. The plurality of power sources can

each be represented by a column within the dynamic allocation table. The dynamic

allocation table can also contain entries for the plurality of applications. Each of the

applications can be represented by a row within the dynamic allocation table. The plurality

of applications can be allocated to the plurality of power sources using the dynamic allocation

table. One of the plurality of categories can be transferred to other power sources when a

power limitation is encountered. The priorities can change dynamically and allocation can be

updated based on dynamic changes to the priorities. Dynamic power control can enable peak

load sharing. An application from the plurality of applications can be powered by one power

source from the plurality of power sources and can be changed to be powered by a second

power source as a result of a change in the dynamic allocation table. The dynamic allocation

table can be configured to optimize power utilization by the plurality of power sources.

Optimization can be accomplished by turning off one or more power sources from the

plurality of power sources in response to changing entries in the dynamic allocation table.

[0085] Fig. 10 shows dynamic allocation table usage. A plurality of applications

1010 can be running 1000. Application A 1012 and Application B 1014 from the plurality of

applications 1010 can include lighting, cooling, heating, 1024 and other systems. The

applications can be various types of IT hardware 1026. The applications can include IT

software applications 1020. The applications can be run on virtual machines 1022. A

dynamic allocation table 1060 can contain information on the applications, power sources,



and compute resources. The applications can be given various priorities 1084. The

applications can be tracked 1080 and priorities updated as needed. Information on the

applications can be cataloged 1082. Machine learning 1070 can be applied to optimize power

utilization. Information on the applications 1050 can be provided to or sourced from various

users, networks, and other applications. The plurality of applications can be allocated based

on priorities. Lower priority applications can be powered down when a power limitation is

encountered. Priorities can be defined by a plurality of categories. One of the plurality of

categories can be powered down when a power limitation is encountered. Optimization can

be based on power source redundancy. Optimization can be learned over time. Learning

over time can be accomplished by learning typical power requirements of the plurality of

applications.

[0086] Fig. 1 1 shows an example dynamic allocation table 1100. Applications

can be assigned to various pieces of IT hardware based on various optimization metrics

including priority, execution requirements, and so on. The various IT racks within a

datacenter can be categorized, grouped, and ranked based on a variety of criteria including

computational capabilities, power consumption, storage capacity, and so on. Entries 1112 in

the dynamic allocation table 1100 can represent the ranked IT racks using labels such as A,

B, and C as shown. Other labeling schemes can also be used. The various IT tasks required

by a given enterprise or organization can also be categorized, grouped, and ranked based on a

variety of criteria including priority, complexity, power consumption, and so on. Entries

1110 in the dynamic allocation table 1100 can represent the ranked IT tasks using labels such

as A', B', and C as shown. Any other appropriate labeling schemes can also be used.

Allocations or mappings of groups of ranked IT tasks to ranked IT racks can be included in

the dynamic allocation table. When excess IT capacity remains after assigning higher

priority tasks, lower priority tasks can also be assigned. Mapping 1120 shows an allocation

of A ' tasks to IT rack A, and an allocation of C tasks 1122 to IT rack A as well, due to

excess capacity of IT rack A. Similarly, mapping 1130 shows an allocation of B' tasks to IT

rack B. When the A ' tasks 1120 require more IT resources, the C tasks 1122 can be

migrated to lower priority IT rack C, as shown in 1140. The migration of lower priority tasks

frees up IT resources required by the higher priority tasks. The dynamic allocation table can

be updated as needed as a result of the changing resource requirements of the prioritized

groups of tasks.

[0087] Fig. 12 is an example of application migration 1200. One or more

applications can be migrated from a first group of IT hardware to a second group of IT



hardware to improve power management, balance power requirements, etc. The various IT

resource requirements of the prioritized groups of tasks can be plotted with respect to time.

The graph 1200 can indicate varying loads 1212 placed on one or more IT racks of processors

throughout a given day 1210. The loads can include power loads. As can be seen in the

graph 1200, the load imposed by the various tasks that are executing can change throughout

the day. The IT requirement variations can be due to changing priorities of the tasks, the

numbers of tasks executing, and so on. Two graphs of power requirements for groups of

tasks are shown, 1220 and 1222. The graphs can represent two different priorities of groups

of tasks throughout a given day, for example. When the load requirements of the groups of

tasks exceed a given threshold, then various steps can be taken to ameliorate the situation.

The steps taken can include throttling back or suspending the lower priority tasks in order to

free up resources for the higher priority tasks. Additional steps that can be taken can include

migrating tasks from the current set of racks to a second set of racks. The second set of racks

can have capabilities similar to the first set of racks, reduced capabilities, and so on.

Depending on the total load, different migration schemes can be undertaken. One migration

scheme 1230 can be undertaken when the peak load exceeds a first threshold. A second

migration scheme 1232 can be undertaken when the peak load exceeds a second threshold.

The task or set of tasks that are migrated by the first scheme 1230 and the second scheme

1232 can be the same tasks or different tasks. The migration schemes can include lower

priority tasks, medium priority tasks and higher priority tasks. For example, the first

migration scheme 1230 can include only lower priority tasks, while the second migration

scheme 1232 can include both lower priority tasks and higher priority tasks.

[0088] Fig. 13 is a block diagram for dynamic power capping. A group of tasks

can be assigned to a set of IT resources for execution. The assignment can be based on task

priority, IT resources available, power requirements, and so on. A block diagram 1300

describes dynamic power capping for a group of tasks that is executing. The rules for

dynamic power capping can be based on priority of the executing tasks, the quantity of tasks

to be executed, the precedence of executing tasks, and so on. Dynamic power capping can

include monitoring for an increase in the power requirements 1310 of the tasks that are

executing. The monitored power load requirements can be compared to a first power load

cap 1320. A first subset of the applications that are executing and in part causing the power

requirements can be migrated based on the first cap 1330. The monitored power load

requirements can be compared to a second power load cap 1340. A second subset of the



applications that are executing and in part causing the power load requirements can be

migrated based on the second cap 1350.

[0089] Fig. 14 is a flow 1400 for dynamic power capacity allocation. A given IT

datacenter can include IT resources that possess various capabilities and that present various

power loads. The flow 1400 shows a method for the dynamic power allocation of a plurality

of power sources to a plurality of power loads. The power allocation can change dynamically

over time. For example, the power allocation can change depending on processing task mix,

time of day, day of week, day of month, month of year, and so on. The flow 1400 begins

with obtaining an IT infrastructure 1410 including a plurality of power sources and a plurality

of power loads. The plurality of power sources can include batteries, generators, utilities,

locally produced power, and so on. Recall that datacenters can be constructed with racks

holding various types of equipment that make up an IT infrastructure. The IT infrastructure

can include equipment such as servers, blade servers, storage devices, backup devices,

networking equipment, telephony equipment, power supplies, batteries, and so one. The

equipment in a given rack can be homogeneous or heterogeneous. Each rack can include one

or more power sources that can be connected to the power loads in the rack and to power

loads in other racks. The power loads presented by a given rack can depend on the

equipment housed in the rack and the mix of tasks assigned to the equipment in the rack, for

example. The power requirements of the IT infrastructure in the datacenter and of the

equipment in the various racks that make up the IT infrastructure can be dynamic. That is,

the power requirements can change due to equipment in the rack being turned on and off, due

to changing the mix of tasks assigned to the equipment in the rack, and so on.

[0090] The flow 1400 continues with monitoring the power requirements 1420 of

the IT infrastructure. Given the mix of tasks assigned to a given rack and the enabled and

disabled power loads of the given rack, the instantaneous power requirements of the power

loads can be determined. The power loads within a given rack can change over time, while

the power capacity of the IT datacenter can remain constant. The flow 1400 continues with

determining power surpluses and power shortfalls 1430 of the plurality of power sources.

The power load requirements of a given rack can be compared to the power source

capabilities within the rack. Shortfall power capacity can be identified in the rack or racks

containing the IT infrastructure when there is insufficient power to meet the power load

demands. Surplus power capacity can be identified in the rack or racks containing IT

infrastructure. The flow 1400 continues with allocating dynamically the power surpluses to

the power shortfalls 1440. The dynamic allocation can be determined on a rack-by-rack



basis. The surplus power from racks containing some of the IT infrastructure can be

dynamically allocated to other racks containing other portions of the IT infrastructure. While

the power sources are being allocated to the power loads, batteries can be enabled to provide

power for dynamic increases in the power requirements. As the power sources come online,

the batteries can be disabled. The dynamic allocation of power can increase the power

provided to one or more IT racks and can decrease the power provided to one or more other

IT racks. The connection choice for a subset of the plurality of power sources to couple to

the plurality of power loads can be based on the reliability, redundancy, and health of the

power sources. For example, processing jobs with high priority can be assigned the power

sources with high reliability to help ensure that the processes can be completed within a

specific time period. Similarly, processing jobs with low priority can be assigned the power

sources that are operating properly but have higher usage hour numbers. The power sources

with high usage hour numbers can be considered "less healthy" because of the MTTF figures

for the components that make up the power sources. The overall power capacity of the IT

datacenter can remain constant. For example, imagine that 30 kilowatts of power are

available to meet the needs of the power loads of in IT infrastructure including racks. The

power need not be divided equally among the racks. Instead, the power can be allocated

based on the power load requirements of each rack at a given time. As the power load

requirements of the racks change, the power can be allocated differently to meet the new

power load requirements. The allocating can be provided dynamically based on historical

power usage patterns. The historical data can be based on typical processing job mix, peak

daily job mix, peak monthly job mix, and so on.

[0091] The flow 1400 continues with iterating for the monitoring of the power

requirements 1450 of the plurality of power loads. The power requirements of the various IT

components within the racks, and the various IT racks in the datacenter can change

dynamically over time. The iterating can monitor the power loads periodically to determine

instantaneous power needs. The iterating can be based on predefined time intervals, real time

intervals, statistical monitoring models, historical monitoring models, and so on. Any

appropriate iterating scheme can be used with the monitoring. The flow 1400 continues with

further determination of the power surpluses and power shortfalls of the plurality of power

sources in the plurality of IT racks in the datacenter. The power requirements of the power

loads within a given rack can change dynamically while the power available from the power

sources in the rack can remain constant. Thus, the instantaneous power load requirements

can result in instantaneous power surpluses in some of the IT racks and instantaneous power



shortfalls in others of the IT racks. The flow 1400 continues with reallocating dynamically

the plurality of power surpluses to the power shortfalls 1460. Surplus power identified in one

or more IT racks can be reallocated to one or more IT racks exhibiting power shortfalls at a

given instant. The reallocation can be based on historical power usage patterns, statistical

usage models, predictive usage models, and so on. As the power usage requirements of the

power loads continue to change over time, the reallocation can change the allocation of

power surpluses to the power shortfalls.

[0092] Fig. 15 is a flow for dynamic power capacity allocation. The flow 1500

shows a method for multi-level dynamic power control through capacity allocation of a

plurality of power sources to a plurality of power loads. The power requirements of IT racks

and the power allocation to the racks can change dynamically over time. As stated above, the

allocation of power to various IT racks depends on a variety of factors including the

equipment operating in the rack, the mix of compute jobs being performed by that equipment,

and so on. Further, the power requirements can change dynamically based on time of day,

day of week, day or month, month of year, and so on. The flow 1500 includes determining

an IT infrastructure including a plurality of power sources and a plurality of power loads

1510. In embodiments, the determining includes identifying power sources and identifying

power loads. The power sources can include power supplies, batteries, utility (line) power,

and locally produced power including generators, wind, solar, hydro, and so on. The power

loads can be contained within an IT datacenter and within a plurality of racks within the IT

datacenter, for example. The power loads can include servers, blade servers, network

switches, network routers, storage systems, backup systems, HVAC systems, and so on. The

equipment within a given IT rack in the IT datacenter can be homogeneous or heterogeneous.

A rack can contain one or more power sources which can be connected to the power loads

within the rack and to power loads in other racks. The power requirements of a given rack

can depend on the equipment housed in the rack and whether the equipment is operating or

idle, can be based on the mix of tasks performed by the equipment in the rack, and so on.

The power requirements of the equipment can therefore be dynamic.

[0093] The flow 1500 continues with monitoring power requirements for the IT

infrastructure 1520. As stated above, the power requirements can depend on the type of

equipment, whether the equipment is operating or idle, the level of equipment operation

based on the mix of compute jobs, and so on. The monitoring 1520 can evaluate power

requirements for a portion of the IT infrastructure. Instantaneous power requirements can be

determined by examining the mix of operating equipment and mix of compute jobs at a given



time. The power requirements of the IT racks can vary over time while the power capacity of

the racks, aggregate power of the racks, and the IT datacenter power can remain constant.

The monitoring can evaluate power requirements on a rack within the IT infrastructure.

Similarly, the monitoring can evaluate power requirements for a plurality of racks within the

IT infrastructure. The monitoring includes modeling the power requirements using stochastic

process modeling 1522. A stochastic process or random process can represent an evolution

of a system including random variables over time. Modeling based on a stochastic process

can be based on a probabilistic technique. The stochastic process can evolve in any of a

variety of directions. The stochastic process modeling can describe probabilities for future

power requirements. The stochastic process model can also be used to predict near-term

future power requirements where the accuracy of the model can be higher. The stochastic

process model can further be used to predict power configurations based on the available

power sources including power supplies, batteries, grid power, and so on. The power

provided from a power grid can provide a subset of the power requirements. Similarly, the

power provided from one or more power supplies and one or more batteries can provide a

subset of the power requirements. The monitoring can include computing a probability

density function PDF 1524 associated with the power requirements. A probability density

function can describe the relative likelihood of a random variable taking on a given value.

For a given probability density function, the probability of the random variable falling within

a range of values can be based on an area under a density function and above a horizontal

axis, and between a minimum and a maximum value of the range. The monitoring includes

computing a cumulative distribution function CDF 1526 associated with the power

requirements. A cumulative distribution function can describe a probability that a real-valued

random variable can be found to have a value less than or equal to a given value. The

random variable can also have a given probability distribution.

[0094] The flow 1500 continues with evaluating power surpluses and power

shortfalls of the plurality of power sources 1530. Using the techniques just described, the

dynamic power requirements of the IT racks within the IT infrastructure can be determined.

By comparing the dynamic power requirements to the dynamic power which is available,

power surpluses and power shortfalls can be determined. The power surpluses and power

shortfalls can be identified at various levels within the IT infrastructure including the

equipment level, the rack level, the row level including rows of IT racks, and so on. The

power surpluses and power shortfalls can be determined at any appropriate level within the IT

infrastructure.



[0095] The flow 1500 continues with dynamically allocating the power surpluses

to the power shortfalls 1540. Based on the power surpluses and the power shortfalls which

can be evaluated, power surpluses can be allocated to power shortfalls. For example, surplus

power from one or more power sources including power supplies, batteries, etc. can be

allocated to the power shortfalls. The allocating can be accomplished using a variety of

techniques. The allocating can enable one or more power supplies. The one or more power

supplies can be enabled as needed to meet dynamic power requirements. The allocating can

enable one or more batteries. The one or more batteries can be enabled as needed to meet

dynamic power requirements while the power supplies are coming online, for example. In

other embodiments, the allocating can enable one or more generators, one or more local

power sources, and so on. Various steps in the flow 1500 may be changed in order, repeated,

omitted, or the like without departing from the disclosed concepts. Various embodiments of

the flow 1500 may be included in a computer program product embodied in a computer

readable medium that includes code executable by one or more processors.

[0096] Fig. 16 is an example of stochastic process modeling. A stochastic process

model can be based on a stochastic process that can include a set of random variables that

vary over time. The various IT racks situated in an IT datacenter consume power. The

power consumption of a given rack can be dependent upon the equipment housed in the rack,

what equipment is powered up, powered down, throttled, etc. In addition, the power

consumption can be dependent on the particular compute jobs assigned to the IT equipment

in the rack. The power consumption of a given rack can also be time dependent. The power

available in a given rack can be represented by the expression Pi, where P is power and i is

the power available in the i-th rack. The power which is available can be provided by a

power grid, by a battery, and so on. The total power availability of the datacenter can be

defined by the expression Pmax, which is found by summing each Pi. The power consumed

(power load) by a given rack can be defined by the expression Qi, where Q is power

consumption, and i is the i-th rack. The power consumed in a given rack can come from the

power grid, the battery, etc. The power consumed Qi for a given rack can be greater than or

equal to Pi. When Qi exceeds Pi, a power shortfall results. Surplus power elsewhere can be

routed to alleviate the power shortfall. The power consumption of the racks can be plotted.

Three plots, 1600, 1602, and 1604, show example power consumption for three racks in a

datacenter. The curves 1620, 1630, and 1640, of plots 1600, 1602, and 1604 respectively,

show time-varying power requirements of the three example racks. The power requirements,

as can be seen in the three plots 1600, 1602, and 1604, can change significantly over time,



and can change independently of other requirements within the same datacenter. For

example, at a given time Q(t) 1610 the power requirements Qt for the three racks can be

determined. If the power available in the three racks is greater than the power requirements,

then the power from the power grid and/or the batteries can meet the power needs. If the

power available in one or more given racks is less than the power requirements of the one or

more racks, then power surpluses of some of the racks can be redirected to the power

shortfalls of other racks. A stochastic process model can be determined for power

consumption requirements over time of the equipment in a given rack. The stochastic

process model can be used to predict future power requirements of the given rack.

[0097] Fig. 17 is an example of quasi-stationary process usage. A plot 1700 is

shown in which a quasi-stationary process can be identified. Example power requirements,

which vary over time for an IT rack containing various pieces of IT equipment and

performing various compute tasks, can be shown. The power requirements 1700 include an

amount of power required 1712 over time 1710. Based on the plot, a stochastic process

model can be formed. A stationary stochastic process can be defined as a stochastic process

whose probability distribution functions remain unchanged when the process is shifted in

time. However, given the widely varying power consumption requirements shown by curve

1720, the probability distribution function cannot be presumed to remain unchanged over

time. If the process shown by the curve 1720 were sampled using short time durations, then

the probability distribution functions can resemble those of a stationary process. Consider

three points in time, t-1 1730, t 1732, and t+1 1734. During the time interval between time t-

1 1730 and time 1732, a probability density function PDF and a cumulative distribution

function CDF can be computed. Based on the PDF and the CDF which were computed, a

prediction can be made for the power requirements between time t 1732 and time t+1 1734.

The use of PDFs and CDFs determined for multiple racks can be used to determine global

power behavior, for example. The global power behavior can be used to determine which

power supplies can be turned on and/or can be turned off.

[0098] Fig. 18 is a system diagram for power control. The power control system

1800 can include one or more processors 1810 and a memory 1812 which stores instructions.

The memory 1812 is coupled to the one or more processors 1810 wherein the one or more

processors 1810 can execute instructions stored in the memory 1812. The memory 1812 can

be used for storing instructions, for storing databases of power supplies, for storing

information pertaining to load requirements, for storing information pertaining to redundancy

requirements, for storing failure policies, for system support, and the like. Information about



the various designs can be shown on a display 1814 connected to the one or more processors

1810. The display can comprise a television monitor, a projector, a computer monitor

(including a laptop screen, a tablet screen, a net book screen, and the like), a cell phone

display, a mobile device, or another electronic display. The power control system 1800 can

further include one or more controllers 1860 configured to communicate with the one or more

processors 1810, one or more power supplies 1840, and one or more batteries 1850. A

plurality of power sensors 1820 and load sensors 1830 are configured and disposed to provide

data to the one or more processors 1810. In embodiments, the plurality of power sensors

1820 monitors voltage, current, and temperature. A detection can be performed, using the

plurality of power sensors 1820, which determines that one or more of the plurality of sensors

is faulty. In embodiments, the detection is performed by employing redundant sensors and

treating a sensor reading far outside the range of the other sensors as faulty.

[0099] The system 1800 can include a computer program product embodied in a

computer readable medium for power control comprising: code for accessing a plurality of

power sources which are coupled to one or more power loads, code for detecting power

requirements for the one or more power loads, and code for enabling one or more power

sources from the plurality of power sources to match the power requirements of the one or

more power loads wherein the enabling is a function of demand-side requirements.

[00100] In some embodiments, the system 1800 communicates with loads (e.g.

servers in a server farm) to selectively decouple loads based on context, power consumption,

and other factors in order to maintain power to critical systems while additional power

sources are brought online to meet the new demand. Additionally, power sources can be

rotated in and out of service to increase the service life of the power sources. The power

sources can be controlled to operate in a peak efficiency range. The system 1800 can be

implemented in a master-leaf hierarchy, where a master controller is in communication with

multiple leaf controllers, which in turn each control a subset of power sources and/or other

leaf controllers.

[00101] Each of the above methods may be executed on one or more processors on

one or more computer systems. Embodiments may include various forms of distributed

computing, client/server computing, and cloud based computing. Further, it will be

understood that the depicted steps or boxes contained in this disclosure's flow charts are

solely illustrative and explanatory. The steps may be modified, omitted, repeated, or re

ordered without departing from the scope of this disclosure. Further, each step may contain

one or more sub-steps. While the foregoing drawings and description set forth functional



aspects of the disclosed systems, no particular implementation or arrangement of software

and/or hardware should be inferred from these descriptions unless explicitly stated or

otherwise clear from the context. All such arrangements of software and/or hardware are

intended to fall within the scope of this disclosure.

[00102] The block diagrams and flowchart illustrations depict methods, apparatus,

systems, and computer program products. The elements and combinations of elements in the

block diagrams and flow diagrams, show functions, steps, or groups of steps of the methods,

apparatus, systems, computer program products and/or computer-implemented methods. Any

and all such functions—generally referred to herein as a "circuit," "module," or "system"—

may be implemented by computer program instructions, by special-purpose hardware-based

computer systems, by combinations of special purpose hardware and computer instructions,

by combinations of general purpose hardware and computer instructions, and so on.

[00103] A programmable apparatus which executes any of the above mentioned

computer program products or computer-implemented methods may include one or more

microprocessors, microcontrollers, embedded microcontrollers, programmable digital signal

processors, programmable devices, programmable gate arrays, programmable array logic,

memory devices, application specific integrated circuits, or the like. Each may be suitably

employed or configured to process computer program instructions, execute computer logic,

store computer data, and so on.

[00104] It will be understood that a computer may include a computer program

product from a computer-readable storage medium and that this medium may be internal or

external, removable and replaceable, or fixed. In addition, a computer may include a Basic

Input/Output System (BIOS), firmware, an operating system, a database, or the like that may

include, interface with, or support the software and hardware described herein.

[00105] Embodiments of the present invention are neither limited to conventional

computer applications nor the programmable apparatus that run them. To illustrate: the

embodiments of the presently claimed invention could include an optical computer, quantum

computer, analog computer, or the like. A computer program may be loaded onto a computer

to produce a particular machine that may perform any and all of the depicted functions. This

particular machine provides a means for carrying out any and all of the depicted functions.

[00106] Any combination of one or more computer readable media may be utilized

including but not limited to: a computer readable medium for storage; an electronic,

magnetic, optical, electromagnetic, infrared, or semiconductor computer readable storage

medium or any suitable combination of the foregoing; a portable computer diskette; a hard



disk; a random access memory (RAM); a read-only memory (ROM), an erasable

programmable read-only memory (EPROM, Flash, MRAM, FeRAM, or phase change

memory); an optical fiber; a portable compact disc; an optical storage device; a magnetic

storage device; or any suitable combination of the foregoing. In the context of this document,

a computer readable storage medium may be any tangible medium that can contain or store a

program for use by or in connection with an instruction execution system, apparatus, or

device.

[00107] It will be appreciated that computer program instructions may include

computer executable code. A variety of languages for expressing computer program

instructions may include without limitation C, C++, Java, JavaScript™, ActionScript™,

assembly language, Lisp, Perl, Tel, Python, Ruby, hardware description languages, database

programming languages, functional programming languages, imperative programming

languages, and so on. In embodiments, computer program instructions may be stored,

compiled, or interpreted to run on a computer, a programmable data processing apparatus, a

heterogeneous combination of processors or processor architectures, and so on. Without

limitation, embodiments of the present invention may take the form of web-based computer

software, which includes client/server software, software-as-a-service, peer-to-peer software,

or the like.

[00108] In embodiments, a computer may enable execution of computer program

instructions including multiple programs or threads. The multiple programs or threads may

be processed approximately simultaneously to enhance utilization of the processor and to

facilitate substantially simultaneous functions. By way of implementation, any and all

methods, program codes, program instructions, and the like described herein may be

implemented in one or more threads which may in turn spawn other threads, which may

themselves have priorities associated with them. In some embodiments, a computer may

process these threads based on priority or other order.

[00109] Unless explicitly stated or otherwise clear from the context, the verbs

"execute" and "process" may be used interchangeably to indicate execute, process, interpret,

compile, assemble, link, load, or a combination of the foregoing. Therefore, embodiments

that execute or process computer program instructions, computer-executable code, or the like

may act upon the instructions or code in any and all of the ways described. Further, the

method steps shown are intended to include any suitable method of causing one or more

parties or entities to perform the steps. The parties performing a step, or portion of a step,

need not be located within a particular geographic location or country boundary. For



instance, if an entity located within the United States causes a method step, or portion thereof,

to be performed outside of the United States then the method is considered to be performed in

the United States by virtue of the causal entity.

[00110] While the invention has been disclosed in connection with preferred

embodiments shown and described in detail, various modifications and improvements

thereon will become apparent to those skilled in the art. Accordingly, the forgoing examples

should not limit the spirit and scope of the present invention; rather it should be understood in

the broadest sense allowable by law.



CLAIMS

What is claimed is:

1. A processor-implemented method for power control comprising:

accessing a plurality of power sources which are coupled to one or more power loads;

detecting power requirements for the one or more power loads; and

enabling one or more power sources from the plurality of power sources to match the

power requirements of the one or more power loads wherein the enabling is a function of

demand-side requirements.

2. The method of claim 1wherein the enabling includes a local enabling on a rack basis.

3. The method of claim 1wherein the enabling includes a global enabling that is

facilitated via a central appliance that works across racks in a data center.

4. The method of claim 1wherein the plurality of power sources include one or more

batteries and one or more power supplies.

5. The method of claim 1 further comprising decoupling loads from the plurality of

power sources.

6. The method of claim 5 wherein the decoupling is a function of the detecting of the

power requirements.

7. The method of claim 1wherein the demand-side requirements are dynamic power

requirements of the one or more power loads.

8. The method of claim 7 wherein the detecting includes detection of the dynamic power

requirements.

9. The method of claim 1wherein the enabling optimizes the one or more power sources

to set the one or more power sources in an efficient power range.



10. The method of claim 1 wherein the enabling is accomplished without coordination

with the one or more power loads.

11. The method of claim 1 wherein the detecting power requirements is accomplished

across racks.

12. The method of claim 1 wherein the detecting includes detection across multiple racks,

across cages, across geography, across topology, or across hardware architectures.

13. The method of claim 1 wherein the enabling is performed dynamically as a function

of dynamic power requirements of the one or more power loads.

14. The method of claim 1 further comprising evaluating reliability for the plurality of

power sources and controlling one or more power sources from the plurality of power sources

to enhance reliability of the plurality of power sources.

15. The method of claim 1 wherein the detecting of the power requirements is performed

by a plurality of sensors.

16. The method of claim 15 wherein one or more of the plurality of sensors is

dynamically coupled to the one or more power sources or the one or more power loads.

17. The method of claim 1 further comprising rebalancing the one or more power loads to

the one or more power sources after a certain duration.

18. The method of claim 1 wherein the enabling provides for assigned redundancy tiering.

19. The method of claim 1 further comprising selectively disabling a power source from

the plurality of power sources based on reduced need from the one or more power loads.

20. The method of claim 1 wherein the plurality of power sources include one or more

batteries and further comprising recharging the one or more batteries as part of the accessing.



1. The method of claim 1wherein the plurality of power sources includes one or more

power supplies where the accessing includes controlling output of the one or more power

supplies.

22. The method of claim 1 further comprising monitoring power demands from the one or

more power loads on an ongoing basis.

23. The method of claim 1wherein the enabling provides for supply-side power

management.

24. The method of claim 1 further comprising identifying, based on sensor data from the

plurality of power sources, a power source that is operating below a quality threshold.

25. The method of claim 24 further comprising disabling the power source that is

operating below the quality threshold.

26. The method of claim 1wherein the enabling is based on criteria including phase

balancing, uniform power delivery, adaptive cooling, MTBF, and manual control.

27. The method of claim 1wherein the plurality of power sources are balanced based on

cost, temperature, longevity, and MTBF.

28. The method of claim 1wherein stress on each of the plurality of power sources is

monitored.

29. The method of claim 28 wherein power supplies are selectively disabled based on the

stress.

30. The method of claim 1wherein power supply units are migrated for phase balancing

and age balancing.

31. The method of claim 30 wherein the enabling is determined based on parameters

learned by a controller.



32. The method of claim 1 further comprising:

providing dynamic power control for the plurality of power sources coupled to a

plurality of applications;

grouping the plurality of applications into two or more groups;

applying policies to accomplish grouping into the two or more groups;

storing a dynamic allocation table where the dynamic allocation table enables the

dynamic power control of the plurality of power sources; and

updating the dynamic allocation table based on the policies.

33. The method of claim 1 further comprising:

evaluating an IT infrastructure including the plurality of power sources couple to the

one or more power loads;

monitoring power requirements of the IT infrastructure;

determining power surpluses and power shortfalls of the plurality of power sources;

and

allocating dynamically the power surpluses to the power shortfalls.

34. The method of claim 33 further comprising iterating for the monitoring of the power

requirements and the determining of the power surpluses and power shortfalls.

35. The method of claim 33 further comprising reallocating dynamically the power

surpluses to the power shortfalls.

36. The method of claim 33 wherein the allocating is provided dynamically based on

historical power usage patterns.

37. The method of claim 1 further comprising:

determining an IT infrastructure including the plurality of power sources and the one

or more power loads;

monitoring power requirements for the IT infrastructure;

evaluating power surpluses and power shortfalls of the plurality of power sources; and

allocating dynamically the power surpluses to the power shortfalls.



38. The method of claim 37 wherein the monitoring includes modeling the power

requirements using stochastic process modeling.

39. The method of claim 38 wherein the stochastic process modeling describes

probabilities for future power requirements.

40. The method of claim 38 wherein the monitoring evaluates power requirements on a

rack within the IT infrastructure.

41. The method of claim 37 wherein the monitoring includes computing a probability

density function associated with the power requirements.

42. The method of claim 37 wherein the monitoring includes computing a cumulative

distribution function associated with the power requirements.

43. The method of claim 1 further comprising:

obtaining a group of profiles for the plurality of power sources;

discovering information about a power source, from the plurality of power sources,

using a plurality of sensors;

calculating a power source profile based on the information that was discovered;

comparing the power source profile with the group of profiles; and

classifying the power source based on the comparing.

44. The method of claim 43 wherein the power source does not provide information about

its identity.

45. The method of claim 44 wherein smart features for the power source fail.

46. The method of claim 44 further comprising augmenting smart information provided

by the power source with the power source profile that was calculated.

47. The method of claim 1 further comprising:

determining power requirements for a plurality of data center racks, wherein the

plurality of data center racks comprise the one or more power loads;



evaluating power capabilities of the plurality of power sources coupled to the plurality

of data center racks;

calculating stranded power capacity from the plurality of power sources; and

provisioning the plurality of power sources to provide power to the plurality of data

center racks based on the stranded power capacity that was calculated.

48. The method of claim 47 further comprising negotiating with other power capabilities

from other power sources to utilize stranded capacity in the other power sources.

49. The method of claim 47 further comprising optimizing supply-side power delivery

from the plurality of power sources based on the stranded power capacity that was calculated.

50. The method of claim 47 further comprising optimizing load-side power usage by the

plurality of data center racks based on the stranded power capacity that was calculated.

51. The method of claim 47 further comprising determining a priority order within the

plurality of data center racks, using the priority order as part of the provisioning, capping

power to a subset of the plurality of data center racks based on the priority order where the

capping includes dynamic power capping for a lower priority subset of the plurality of data

center racks.

52. The method of claim 1 further comprising:

obtaining data from the plurality of power sources;

classifying a subset of the plurality of power sources;

modeling behavior for the subset of the plurality of power sources; and

analyzing failure for the subset of the plurality of power sources based on the

modeling.

53. The method of claim 52 wherein the modeling provides a rule based predictive model.

54. The method of claim 52 wherein the analyzing failure includes predicting a failure.

55. An apparatus for power control comprising:

a memory which stores instructions;



one or more processors coupled to the memory wherein the one or more processors

are configured to:

access a plurality of power sources which are coupled to one or more power

loads;

detect power requirements for the one or more power loads; and

enable one or more power sources from the plurality of power sources to

match the power requirements of the one or more power loads wherein the enabling is a

function of demand-side requirements.

56. The apparatus of claim 55 wherein the one or more processors are further configured

to decouple loads from the plurality of power sources.

57. The apparatus of claim 55 wherein the one or more processors are further configured

to evaluate reliability for the plurality of power sources and control one or more power

sources from the plurality of power sources to enhance reliability of the plurality of power

sources.

58. The apparatus of claim 55 wherein the one or more processors are further configured

to rebalance the one or more power loads to the one or more power sources after a certain

duration.

59. The apparatus of claim 55 wherein the one or more processors are further configured

to selectively disable a power source from the plurality of power sources based on reduced

need from the one or more power loads.

60. The apparatus of claim 55 wherein the one or more processors are further configured

to:

evaluate an IT infrastructure including the plurality of power sources couple to the

one or more power loads;

monitor power requirements of the IT infrastructure;

determine power surpluses and power shortfalls of the plurality of power sources;

allocate dynamically the power surpluses to the power shortfalls; and

reallocate dynamically the power surpluses to the power shortfalls.



6 1. A computer program product embodied in a computer readable medium for power

control comprising:

code for accessing a plurality of power sources which are coupled to one or more

power loads;

code for detecting power requirements for the one or more power loads; and

code for enabling one or more power sources from the plurality of power sources to

match the power requirements of the one or more power loads wherein the enabling is a

function of demand-side requirements.

62. The computer program product of claim 6 1 further comprising code for decoupling

loads from the plurality of power sources.

63. The computer program product of claim 6 1 further comprising code for evaluating

reliability for the plurality of power sources and controlling one or more power sources from

the plurality of power sources to enhance reliability of the plurality of power sources.

64. The computer program product of claim 6 1 further comprising code for rebalancing

the one or more power loads to the one or more power sources after a certain duration.

65. The computer program product of claim 6 1 further comprising code for selectively

disabling a power source from the plurality of power sources based on reduced need from the

one or more power loads.

66. The computer program product of claim 6 1 further comprising:

code for evaluating an IT infrastructure including the plurality of power sources

couple to the one or more power loads;

code for monitoring power requirements of the IT infrastructure;

code for determining power surpluses and power shortfalls of the plurality of power

sources;

code for allocating dynamically the power surpluses to the power shortfalls; and

code for reallocating dynamically the power surpluses to the power shortfalls.
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