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Memory Controller 

Decompression 
Accelerator 

A hardware accelerator for improving the decompression 
performance when decompressing data in Lempel–Ziv-Huff 
man compressed data format. The use of a Huffman encod 
ing Second Stage in the popular and widely-used Lempel 
Ziv-Huffman standard improves the compression ratio but 
complicates the decompression, because the Huffman 
encoding is applied Selectively only to certain parts of the 
Lempel–Ziv tokens, and thus Huffman decoding must also 
be applied Selectively during decompression. The present 
invention features a variable-length token decoder which is 
able to selectively decode the Huffman-encoded portions of 
the compressed data, and therefore enables high-perfor 
mance decompression for compressed data having a very 
good compression ratio. Such an accelerator is well-Suited 
for use in data processors which are to be loaded with 
pre-compressed data and Software applications, particularly 
those employing flash memory. 
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DECOMPRESSION ACCELERATOR FOR FLASH 
MEMORY 

FIELD OF THE INVENTION 

0001. The present invention relates to lossless data com 
pression and decompression, and, more particularly, to opti 
mizing data decompression performance for data which is 
Stored in a flash memory device. 

BACKGROUND OF THE INVENTION 

0002. It is often desirable to compress data in order to 
reduce the consumption of Storage resources and/or trans 
mission overhead. Through the use of loSSleSS compression 
techniques, it is possible to compress and decompress the 
data exactly, without any loSS of information during the 
compression/decompression process. 
0.003 Generally, there is a tradeoff between the compres 
Sion ratio and the processing performance achieved when 
performing the compression and decompression. The term 
“compression ratio' commonly denotes a measure of the 
effectiveness of the compression, and is widely defined as 
the percentage of the original data Volume that has been 
eliminated by the compression. The more effective compres 
Sion is, the higher the compression ratio. The term “perfor 
mance' herein denotes a measure of the ability of a System 
or device to complete the execution of compression/decom 
pression algorithms within a given amount of time and 
utilizing a given amount of general computational resources. 
The faster a System or device can complete the execution of 
compression/decompression algorithms, and the leSS inter 
ference Such execution has with other computational tasks, 
the higher is the performance. It is well-known that, to 
increase the compression ratio (if it is possible to do so), it 
is necessary to perform additional processing on the data, 
both during the compression phase and the decompression 
phase. 

0004 Presently, one of the most popular lossless data 
compression/decompression algorithms in use is the well 
known Lempel–Ziv 1977 algorithm (herein denoted as 
“Lempel–Ziv'), which compresses data by replacing 
repeated data patterns with compact bounded vector refer 
ences to earlier occurrences. In the present application, the 
Lempel–Ziv data compression algorithm and the related 
Lempel–Ziv-Huffman algorithm are used as examples of 
data compression algorithms for describing embodiments of 
the present invention, and to illustrate how the present 
invention overcomes limitations of the prior art. It is under 
stood, however, that the present invention is not limited to 
the use of Lempel–Ziv algorithms, and that other data 
compression algorithms may also be employed in various 
embodiments of the present invention. 
0005 Lempel–Ziv compression requires only a single 
pass through the data for both compression and decompres 
Sion, and therefore it is easy to attain good performance with 
Lempel–Ziv. Lempel–Ziv alone, however, does not achieve 
optimum compression ratioS. Further compression is poS 
Sible by following a primary Lempel–Ziv compression Stage 
with a Secondary compression Stage that Selectively utilizes 
the Huffman encoding algorithm, as detailed in the 
DEFLATE Compressed Data Format Specification Version 
1.3, RFC 1951-May 1996 (herein denoted as “RFC 
1951'), which is incorporated by reference for all purposes 
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as if set forth fully herein. This compound algorithm, as well 
as the data compression results obtained thereby are herein 
denoted as “Lempel–Ziv-Huffman'. The secondary com 
pression Stage is herein characterized as "Selectively uti 
lizing Huffman encoding because not all the compressed 
output data from the primary Lempel–Ziv compression Stage 
is Huffman-encoded: certain portions of the tokens output 
from Lempel–Ziv are not processed by explicit Huffman 
encoding in the Secondary Stage. The term “token herein 
denotes a data element which is utilized for the reconstruc 
tion of the original data prior to compression; Lempel–Ziv 
tokens carry information about the original data, and the 
compressed output from the Lempel–Ziv lossleSS data com 
pression proceSS can be viewed as a token Series which 
uniquely specifies the original data but which is more 
compact than the original data. Lempel–Ziv tokens are of 
variable length and, as used herein, the term “token” refer 
ring to Lempel–Ziv compressed data denotes a data element 
Specifying one of the following, in accordance with RFC 
1951: 

0006 (a) a literal byte data value; 
0007 (b) the length, in bytes, of a repeated data 
pattern; or 

0008 (c) the backward distance, in bytes, of a 
repeated data pattern, measured with respect to the 
token's position. 

0009. It is important to note that, when decompressing 
compressed data, the decompression Stages are applied in 
reverse order from the compression process. For Lempel 
Ziv-Huffman, the decompression operates first on the com 
pressed data by Selectively utilizing explicit Huffman decod 
ing, after which a Lempel–Ziv decompression Stage 
operates. 

0010. It is also important to note that, because of the 
Selective nature of the Secondary compression Stage, the 
overall Lempel–Ziv-Huffman compression process is not 
equivalent to a Lempel–Ziv compression followed by a 
Standard Huffman encoding. Consequently, the decompres 
Sion proceSS is not equivalent to a Standard Huffman decod 
ing followed by a Lempel–Ziv decompression. The Selective 
use of Huffman encoding with Lempel–Ziv improves the 
compression ratio but complicates the decompression pro 
ceSS and lowers the currently-attainable decompression per 
formance. 

0011. The well-known Huffman encoding algorithm 
achieves compression by assigning short codes to Statisti 
cally-common Symbols, while assigning longer codes to 
statistically-uncommon symbols. The term “symbol” herein 
denotes a primitive data element, usually represented by a 
Specified Series of bit values. AS non-limiting examples, 
bytes and alphanumeric ASCII characters can be considered 
to be symbols. The compression of Huffman results directly 
from the use of variable-length encoding. 
0012 “Static Huffman' encoding (which is also referred 
to in the art as “Fixed Huffman' encoding) utilizes a 
predetermined fixed encoding Scheme and requires a single 
pass through the data, in which the encoding is done 
according to the predetermined fixed encoding Scheme. 
“Dynamic Huffman' utilizes an encoding scheme that 
depends on the Statistics of the data being encoded and 
requires a double pass through the data. The first pass of 



US 2005/0104753 A1 

Dynamic Huffman encoding collects Statistical information, 
from which the encoding tables are generated, and the 
Second pass performs the encoding according to those 
encoding tables. Static Huffman encoding is usually 
employed only for short blocks of data, where it would be 
counterproductive to use Dynamic Huffman encoding, 
which requires writing information necessary to reconstruct 
the encoding tables into the compressed data blockS. For 
large blocks of data, Dynamic Huffman encoding generally 
achieves a better compression ratio and is preferred over 
Static Huffman encoding. 
0013 For many applications of lossless compression, a 
tradeoff involving reduced performance to attain higher 
compression ratioS, is acceptable. For example, a common 
use of lossleSS data compression is in data communications, 
Such as for transmitting data over a network. The higher the 
compression ratio, the lower will be the communication 
overhead, which usually justifies additional compression/ 
decompression processing, because communication costs 
are always much higher than local processing costs. Lempel 
Ziv-Huffman is utilized extensively for lossless data com 
pression in Such applications. Well-known data compres 
sion/decompression software such as WinZip and PKZip 
and the Zlib compression/decompression library are widely 
used to implement Lempel–Ziv-Huffman lossleSS compres 
Sion with generally-acceptable performance to achieve good 
compression ratioS for a broad Spectrum of data classifica 
tions. It is emphasized that in these implementations, 
Dynamic Huffman encoding (as described above) is nor 
mally utilized, because Static Huffman encoding does not 
attain as good a compression ratio. 
0.014) Not all applications, however, can justify increased 
processing overhead when decompressing compressed data. 
In a non-limiting example, FIG. 1A illustrates functional 
blocks of a data processing device 100 that utilizes a 
memory (or Storage device) 104 for primary mass Storage. 
Memory 104 can, for example, be a flash memory. Devices 
of this Sort include, but are not limited to, cellular telephones 
and embedded systems. Device 100 includes a memory 
controller 102, a CPU 108, and a CPURAM 110. In the case 
where memory 104 is too slow to support efficient program 
execution by CPU 108 (such as in the case of flash memory), 
Software stored in memory 104 must be first loaded from 
memory 104 into CPU RAM 110 before execution. As 
illustrated for this example in FIG. 1A, data 106 stored in 
memory 104 has been previously compressed, to improve 
efficacy of storage. Thus, compressed data 106 must be 
decompressed before storage in CPU RAM 110 as decom 
pressed data 112, for direct access and use by CPU 108. 
Lempel–Ziv-Huffman compression using Dynamic Huffman 
encoding achieves good compression ratios with reasonable 
performance, and would be highly desirable for use in Such 
an application. Unfortunately, however, the complexity of 
Lempel–Ziv-Huffman decompression with Dynamic Huff 
man decoding currently requires a Software implementation 
for practical applications, and Software cannot decompress 
the data at Sufficient speed for fast loading of compressed 
data from flash memory into CPU RAM. Thus, although a 
good compression ratio can be attained by using Lempel 
Ziv-Huffman compression using Dynamic Huffman encod 
ing, the decompression performance is too low, thereby 
rendering Lempel–Ziv-Huffman compression using 
Dynamic Huffman encoding currently unsatisfactory for this 
and certain other important applications. 
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0015 Aprior art implementation of a system utilizing 
Lempel–Ziv-Huffman compression and decompression is 
disclosed in U.S. Pat. No. 5,532,694 to Mayers et al. (herein 
referred to as “Mayers”). Implementations of Mayers are, in 
practice, limited to using Static Huffman encoding, although 
MayerS States that the technique could be further adapted to 
utilize a Dynamic Huffman scheme. 
0016. It is noted that Mayers and other prior art imple 
mentations are concerned not only with decompression, but 
also with compressing the data. This imposes unnecessary 
limitations on prior art Solutions, because in certain appli 
cations of data decompression, it may not be necessary for 
the compression to be performed by the same System or 
device that does the decompression. As a non-limiting 
example of this, system 100 (FIG. 1A) has the task of 
repeatedly decompressing compressed data 106 for execu 
tion by CPU 108. In many flash memory applications, 
compressed data 106 is an executable program or fixed 
operational data which can be loaded into flash memory 104 
already in compressed format. In Such cases, System 100 
does not need to perform any data compression, but is 
responsible only for data decompression. It is possible, 
therefore, to configure Such a System to optimize the data 
decompression performance Separately from optimizing the 
data compression ratio. It is further noted that not only flash 
memory Systems can benefit from Such an optimization, but 
other types of memory and data Storage can also benefit 
therefrom. Hence, the terms “memory”, “memory device', 
and "data storage’ herein denote any means for storing and 
retrieving machine-readable data, including, but not limited 
to: flash memory; RAM, ROM; PROM; register memory; 
and data Storage media Such as magnetic and optical Storage. 
Neither Mayers nor other prior art provides a means of 
Separately optimizing lossleSS data compression and lossleSS 
data decompression in applications where compressed data 
Stored in data Storage or memory, Such as flash memory, 
must be efficiently decompressed for loading into executable 
memory. 

0017. There is thus a need for, and it would be highly 
advantageous to have, a System and method for improving 
and optimizing lossleSS decompression performance for data 
Stored in flash memory or other memory Separate from 
optimizing lossleSS data compression ratio. In particular, 
there is a need for a System and method for improving and 
optimizing decompression performance for data which has 
been compressed by Lempel–Ziv-Huffman, using Dynamic 
Huffman encoding and decoding, which is Suitable for 
practical applications Such as in flash memory or other 
memory. The present invention achieves these goals. 

SUMMARY OF THE INVENTION 

0018. The present invention is of a hardware decompres 
Sion accelerator and an associated method for Separately 
optimizing lossleSS data decompression performance and 
lossleSS data compression ratio for data Stored in memory, 
Such as flash memory. 

0019. The present invention also provides a hardware 
decompression accelerator for efficiently decompressing 
data that has been compressed using Lempel–Ziv-Huffman 
lossleSS compression utilizing Dynamic Huffman encoding, 
and a method for using Such a hardware decompression 
accelerator to attain a reasonably-high data compression 
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ratio and very high decompression performance for an 
important class of applications. 

0020. A decompression accelerator according to the 
present invention can be put to good advantage in any data 
processor which utilizes Lempel–Ziv-Huffman compressed 
data, particularly Systems employing flash memory, as 
shown in FIG. 1A, and particularly in the case where 
Dynamic Huffman encoding and decoding are used. In 
addition, the present invention is especially valuable within 
a memory controller, Such as a flash memory controller. The 
term “data processor as used herein denotes any automated 
means, device, or System which processes, Stores, retrieves, 
or utilizes data, including, but not limited to: computers, 
computer Systems, data input/output and peripheral devices 
and controllers therefor; memory devices and controllers 
therefor; data Storage and transmission devices and Systems, 
communication devices and Systems, telecommunications 
Systems and devices: telephonic Systems and devices, data 
based game-playing devices, Systems, and peripherals, data 
based audio and Video devices, Systems, and peripherals, 
data and communication networks, and personal data appli 

CCS. 

0021. Therefore, according to the present invention there 
is provided a memory controller for a memory device, the 
memory controller including a lossleSS decompression 
accelerator operative to decompressing data that has been 
externally compressed and loaded into the memory device. 
In addition, according to the present invention there is 
provided a memory device including a lossleSS decompres 
Sion accelerator operative to decompressing data that has 
been externally compressed and loaded into the memory 
device. 

0022 Preferably, the memory controller is for a flash 
memory device, and the memory device is a flash memory 
device. The Scope of the present invention also includes a 
memory device that includes the memory controller of the 
present invention. 

0023 Moreover, according to the present invention there 
is provided a decompression accelerator for decompressing 
Lempel–Ziv-Huffman compressed data from an input Stream 
and Sending decompressed data corresponding thereto to an 
output stream, the decompression accelerator including: (a) 
a variable-length token decoder for Selectively decoding 
Huffman-encoded code portions of Lempel–Ziv tokens and 
for Selectively retrieving and passing extra bit portions of the 
Lempel–Ziv tokens without Huffman decoding; and (b) a 
Lempel–Ziv decoder for decompressing Lempel–Ziv tokens 
obtained from the variable-length token decoder. 

0024 Preferably, the variable-length token decoder 
includes a bit buffer, a token analyzer and a Huffman 
decoder. The bit buffer breaks fixed-length words from the 
input bit stream into variable-length words for Huffman 
decoding, and also retrieves extra bits. The output of the bit 
buffer is of variable length. The token analyzer determines 
characteristics of Lempel–Ziv tokens, coordinates the Selec 
tive Huffman decoding of the code portions of the Lempel 
Ziv tokens, and, for Lempel–Ziv tokens that include extra bit 
portions, coordinates the Selective passing of the extra bit 
portions without Huffman decoding. The Huffman decoder 
effects the selective Huffman decoding, most preferably by 
dynamic Huffman decoding. 
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0025 Preferably, the decompression accelerator also 
includes one or more of the following components: 

0026. An input buffer for buffering input data words 
between the input stream and the bit buffer. 

0027) A bit buffer controller for controlling the 
operation of the bit buffer. 

0028. An output selector for selecting output of the 
Huffman decoder and for Selectively passing the 
variable-length output of the bit buffer. 

0029. A token constructor that reproduces Lempel 
Ziv tokens that include extra bit portions, by assem 
bling the code portions of the Lempel–Ziv tokens as 
decoded by the Huffman decoder and the corre 
sponding extra bit portions. 

0030) A token buffer for buffering the Lempel–Ziv 
tokens from the variable-length token decoder and 
from the Lempel–Ziv decoder. 

0031. An output buffer for buffering decompressed 
output from the Lempel–Ziv decoder to the output 
Stream. 

0032. The scope of the present invention also includes a 
data processor, a memory controller and a memory device 
that include the decompression accelerator of the present 
invention, and also a memory device that includes the 
memory controller. Preferably, the data processor includes 
flash memory. Preferably, the memory controller is a flash 
memory controller. 
0033. Furthermore, according to the present invention 
there is provided a method for efficiently storing and retriev 
ing data for use, including: (a) providing a data processor 
having data Storage and having a decompression accelerator; 
(b) compressing the data according to a lossless data com 
pression format, thereby providing compressed data; (c) 
Writing the compressed data to the processor data Storage; 
and (d) decompressing the compressed data Stored in the 
processor data Storage using the processor decompression 
accelerator. 

0034 Preferably, the lossless data compression is Lem 
pel–Ziv format, Lempel–Ziv-Static Huffman format or Lem 
pel–Ziv-Dynamic Huffman format. 
0035) Preferably, the compressing is effected using loss 
leSS data compression Software. Most preferably, the lossleSS 
data compression Software is Lempel–Ziv compression Soft 
ware, Lempel–Ziv-Static Huffman compression Software or 
Lempel–Ziv-Dynamic Huffman compression Software. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0036) The invention is herein described, by way of 
example only with reference to the accompanying drawings, 
wherein: 

0037 FIG. 1A is a block diagram of a general device 
environment where compressed data is Stored in flash 
memory, for decompression and storage in CPU RAM for 
fast access by the CPU. 
0038 FIG. 1B is a block diagram of an embodiment of 
the present invention featuring a hardware decompression 
accelerator incorporated into a memory controller. 
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0039 FIG. 1C is a block diagram of an embodiment of 
the present invention featuring a hardware decompression 
accelerator incorporated into a memory device. 
0040 FIG. 2 is a functional block diagram of a decom 
pression accelerator according to an embodiment of the 
present invention. 
0041 FIG. 3 is a functional block diagram of a variable 
length token decoder for use in a decompression accelerator 
according to an embodiment of the present invention. 
0.042 FIG. 4 is a state transition diagram for the variable 
governing Selective Huffman decoding in the variable 
length token decoder according to an embodiment of the 
present invention. 
0.043 FIG. 5 is a flowchart for a method according to the 
present invention for achieving a high compression ratio for 
Stored data and also attaining high decompression perfor 

CC. 

DESCRIPTION OF THE PREFERRED 
EMBODIMENTS 

0044) The principles and operation of a method and 
System for optimizing lossleSS data compression ratio and 
decompression performance according to the present inven 
tion may be understood with reference to the drawings and 
the accompanying description. 
0045. As noted previously, the Lempel–Ziv and related 
Lempel–Ziv-Huffman lossleSS data compression algorithms 
are employed as non-limiting examples in embodiments of 
the present invention, it being understood that embodiments 
of the present invention are not limited to any particular 
lossleSS compression algorithm, but may be applied to any 
Suitable System of loSSleSS compression and decompression. 
0.046 FIG. 1B is a block diagram of an embodiment of 
the present invention and featuring a System 120 containing 
a memory controller 122 which includes a hardware decom 
pression accelerator 123. The function of system 120 is 
similar to that of system 100 (FIG. 1A), except that decom 
pression accelerator 123 optimizes the decompression per 
formance by handling decompression operations that would 
otherwise have to be performed by CPU 108. It is under 
stood that compressed data 106 has been externally com 
pressed, after which compressed data 106 was loaded into 
memory 104. The term “externally compressed’ herein 
denotes data that has been compressed by a loSSleSS com 
pression performed by a System or device external to the 
System or device which performs the decompression. The 
compressing of the data by a System or device external to the 
decompressing System or device allows the compression to 
be optimized Separately from the decompression. 
0047 FIG. 1C is a block diagram of another embodiment 
of the present invention and featuring a system 140 with a 
memory device 142 containing a decompression accelerator 
143. The function of system 140 is similar to that of system 
120 (FIG. 1B) except that there is no memory controller 
external to memory device 142. 
0.048 FIG. 2 is a high-level functional block diagram of 
an embodiment of the present invention, a hardware decom 
pression accelerator 200 for use in improving and optimiz 
ing decompression performance for data compressed by 
Lempel–Ziv-Huffman. An input stream 205 contains Lem 
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pel-Ziv-Huffman compressed data, which enters an optional 
input buffer 210. A variable-length token decoder 215 
retrieves tokens from input stream 205 and sends the tokens 
to an optional token buffer 220. At this point, these tokens 
are pure Lempel–Ziv tokens, as described in RFC 1951. 
Selective Huffman-decoding is done as necessary, by Vari 
able-length token decoder 215, as will be detailed below. 
The Lempel–Ziv tokens from variable-length token decoder 
215 then proceed to a Lempel–Ziv decoder 225, which then 
reconstructs and outputs the uncompressed data to an 
optional output buffer 230, and then to an output stream 235. 
Note that Lempel–Ziv decoder 225 incorporates a sliding 
window 226, as detailed in RFC 1951. In Lempel–Ziv, 
recurring data patterns are expressed in token form as 
references to previous occurrences, and Lempel–Ziv decoder 
225 retrieves those previous occurrences from sliding win 
dow 226. Lempel–Ziv decoder 225 can be implemented in 
accordance with RFC 1951 in various ways, some examples 
of which are disclosed in: U.S. Pat. No. 5,463,390 to 
Whiting et al.; U.S. Pat. No. 5,572,209 to Farmer et al.; U.S. 
Pat. No. 5,627,534 to Craft; and U.S. Pat. No. 5,805,086 to 
Brown et al. 

0049. Before considering the implementation of variable 
length token decoder 215 for Lempel–Ziv-Huffman decod 
ing according to the present invention, it is useful to review 
the nature of the variable-length tokens that are output by 
Lempel–Ziv compression. As specified in RFC 1951, tokens 
represent either literal bytes ranging from 0 to 255, or paired 
numbers indicating <length, backward distance> as vectors 
pointing to previous occurrences of repeated data. In this 
latter case, the length ranges from 3 to 258; and the 
backward distance ranges from 1 to 32,768. The literal byte 
data and the length data are merged into a single code table 
ranging from 0 to 285, where tokens having code values 0 
to decimal 255 represent literal bytes having that same 
value, the value 256 indicates end-of-block, and code values 
257 to 285 indicate length tokens. A literal token contains 
only a 9-bit code, which uniquely determines the repre 
Sented literal byte. A length token contains a 9-bit code 
followed by a pre-determined number of extra bits, ranging 
from Zero up to a maximum of 5 extra bits. A length token 
uniquely determines the length, in bytes, of a repeated data 
pattern. Each length token is followed immediately by a 
backward distance token, which contains a 5-bit code fol 
lowed by a pre-determined number of extra bits, ranging 
from Zero up to a maximum of 13 extra bits. A backward 
distance token uniquely determines the backward distance, 
in bytes, of a previous occurrence of the repeated data 
pattern. Note that for all tokens (literal tokens, length tokens, 
and backward distance tokens), the code portion is always 
Huffman encoded, but the extra bits are already optimally 
assigned and are not Huffman encoded. 

0050. It is important to note that variable-length token 
decoder 215 is a novel feature of the present invention, 
which does not appear in the prior art. For example, Mayers 
does not teach an element comparable to variable-length 
token decoder 215, which performs selective Huffman 
decoding. 
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0051 Length token codes and extra bit counts are as 
follows (in decimal): 

TABLE 1. 

Lempel–Ziv Length Token Format 

Extra 
Code Bits Length 

0-256 O O (n/a) 
257 O 3 
258 O 4 
259 O 5 
260 O 6 
261 O 7 
262 O 8 
263 O 9 
264 O 1O 
265 1. 11, 12 
266 1. 13, 14 
267 1. 15, 16 
268 1. 17, 18 
269 2 19-22 
270 2 23-26 
271 2 27-30 
272 2 31-34 
273 3 35-42 
274 3 43-50 
275 3 51-58 
276 3 59-66 
277 4 67-82 
278 4 83-98 
279 4 99-114 
28O 4 115-130 
281 5 131-162 
282 5 163-194 
283 5 195-226 
284 5 227-257 
285 O 258 

0.052 It is noted that the codes listed in Table 1, above, 
and Table 2, below, are well-known in the art, as are the 
methods for using these codes, and are covered in detail in 
RFC 1951. 

0.053 For example, a literal/length token with the deci 
mal code value 186 represents a literal byte having that value 
(hexadecimal BA). A literal/length token with the decimal 
code value 266 is a length token, and includes 1 extra bit to 
determine if the length is 13 or 14. A literal/length token with 
the decimal value 273 represents a length code, and has 3 
extra bits to determine which of the 8 values from 35 to 42 
is the length. The binary value of the extra bits is added to 
the base (minimum) value corresponding to the code in 
Table 1 to determine the length. For convenience in illus 
trating the operation of the present invention, the function 
Table 1 (code) is defined to be the number of extra bits 
corresponding to code in Table 1 above. For example: Table 
1 (186)=0; Table 1 (279)=4. For completeness, Table 1 
includes the code values 0 through decimal 256 as the first 
entry with a length of 0, even though these code values are 
not applicable for length tokens. Then, the literallength 
(code) may be defined as follows, to easily distinguish 
between literal tokens and length tokens: 

literal e- code < 256 
literal Length (code) = length - code >256 
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0054 For example, literal Length (186)=literal, meaning 
that a code of 186 corresponds to a literal token; literal 
Length (279)=length, meaning that a code of 279 corre 
sponds to a length token. It is noted that the code value of 
256 corresponds to the end-of-block in RFC 1951, and 
therefore does not correspond either to a literal token or a 
length token. 

0055. Note that representing a code from 0 to the decimal 
value 285 requires 9 bits. This is normally somewhat inef 
ficient, because 9 bits can encode from 0 to 511, and the code 
values from 286 to 511 are not used. By further compressing 
these codes with Huffman, however, this inefficiency can be 
mitigated. Thus, the Secondary Selective Huffman encoding 
Stage can significantly improve on the compression ratio of 
Lempel–Ziv alone. 
0056. The token immediately following a length token 
(identified as described above) is a backward distance token, 
with codes and extra bit counts as follows: 

TABLE 2 

Lempel–Ziv Backward Distance Token Format 

Extra 
Code Bits Dist 

O O 1. 
1. O 2 
2 O 3 
3 O 4 
4 1. 5, 6 
5 1. 7, 8 
6 2 9-12 
7 2 13-16 
8 3 17-24 
9 3 25-32 
1O 4 33-48 
11 4 49-64 
12 5 65-96 
13 5 97-128 
14 6 129-192 
15 6 193-256 
16 7 257-384 
17 7 385-512 
18 8 513-768 
19 8 769-1024 
2O 9 1025-1536 
21 9 1537-2048 
22 1O 2O49-3072 
23 1O 3O73-4096 
24 11 4097-6144 
25 11 614.5-8.192 
26 12 8193-12288 
27 12 12289-16384 
28 13 16385-24576 
29 13 24577-32768 

0057 For example, a backward distance token with a 
value 18 represents a backward distance code from 513 to 
768, and has 8 extra bits to determine which of these 256 
different values is the backward distance. For convenience in 
illustrating the operation of the present invention, the func 
tion Table 2 (code) is defined to be the number of extra bits 
corresponding to code in Table 2 above. For example: Table 
2 (3)=0; Table 2 (27)=12. 
0.058 Note that encoding from 0 to the decimal value 29 
requires 5 bits. AS is done with literal/length tokens (above), 
by compressing these codes with Huffman, the overall 
compression ratio can be further improved. 
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0059 FIG. 3 is a high-level functional block diagram of 
an embodiment according to the present invention of vari 
able-length token decoder 215, which selectively utilizes 
Huffman decoding. Input buffer 210 (or, if this option is 
omitted, input stream 205 as in FIG. 2) supplies a stream of 
bits to a bit buffer 305, which is a linear-shift register 
capable of Shifting out a specified number of bits, and 
automatically replenishing compressed data from input 
buffer 210 or input stream 205 on a word-by-word basis. The 
function of bit buffer 305 is to break fixed-length words from 
input bit stream 205 into variable-length words for Huffman 
decoding and for retrieving extra bits, and thus enable bit 
trains corresponding to tokens of variable length to be taken 
therefrom. In essence, the Stream of bits flowing through bit 
buffer 305 is a sequence of the variable-length tokens 
corresponding to Lempel–Ziv-Huffman compressed data. 
Bit buffer 305 receives this compressed data in data word 
increments, and has a variable-length output on a line 306, 
makes compressed data available on a token-by-token basis 
for decompression in arbitrary numbers of bits, depending 
on token sizes, from 1 to 15 bits at a time, regardless of byte 
boundaries. 

0060 Bit buffer 305 receives commands indicating how 
many bits have been decoded or are extra bits, So that the 
token code and extra bits (if any) can be removed after 
decoding and processing. To do this, a bit buffer controller 
320 sends appropriate commands to bit buffer 305, indicat 
ing how many bits to release. Processed tokens are no longer 
needed, so after a token is processed, the bits therein are 
discarded by releasing them and shifting them out of bit 
buffer 305. As noted above, bit buffer 305 automatically and 
continually replenishes the discarded bits as necessary, as 
long as there is more data to decompress. Bit buffer con 
troller 320 receives input from a Huffman decoder 310, via 
a line 311, and also from a token analyzer 335 via a line 338. 
These inputs direct bit buffer controller 320 to release a 
Specified number of bits after being processed. 
0061 Huffman decoding requires a decoding table. 
Accordingly, Huffman decoder 310 obtains decoding infor 
mation from Huffman tables 315, which are loaded by a 
Huffman table loader 316, illustrated in FIG. 3 as external 
to variable-length token decoder 315. Huffman table loader 
316 loads Huffman tables as appropriate, Such as by con 
Structing dynamic Huffman tables from header information 
in the compressed data, and could be implemented by a CPU 
or similar element. Huffman decoder 310 can be imple 
mented in a number of different ways, examples of which 
are disclosed in: U.S. Pat. No. 5,208,593 to Tong et al.; U.S. 
Pat. No. 5,617,089 to Kinouchi et al.; U.S. Pat. No. 5,818, 
364 to Hintzman et al.; and U.S. Pat. No. 6,580,377 B1 to 
Du et al. For Dynamic Huffman encoding, Huffman table 
information is contained in the block headers of Lempel 
Ziv-Huffman compressed data, and is extracted and Set up 
by CPU according to well-known procedures. In preferred 
embodiments of the present invention, Huffman decoder 310 
is capable of Dynamic Huffman decoding, in order to allow 
the decompression of data compressed by Lempel–Ziv 
Huffman compression utilizing Dynamic Huffman encod 
ing, to attain better compression ratioS. 
0.062 Because variable-length token decoder 215 selec 
tively utilizes Huffman decoding, the output is able to 
selectively bypass Huffman decoder 310. A select line 337 
from token analyzer 335 goes to an output selector 325, 
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which selects the output from Huffman decoder 310 via a 
line 312, or the variable-length output directly from bit 
buffer 305 via line 306. The details of output selection are 
described below. 

0063 Recalling that the code portion of tokens are 
always Huffman encoded, it is seen that the decoded token 
codes are always available at the output of Huffman decoder 
310 on line 312. Moreover, whenever output selector 325 is 
selecting output from Huffman decoder 310 (as described 
below), the output of Huffman decoder 310 will also be on 
line 326 and thus available to token analyzer 335. 

0064. The function of token analyzer 335 is to determine 
characteristics of Lempel–Ziv tokens, to coordinate the 
selective Huffman decoding of the code portions of the 
Lempel–Ziv tokens, and to coordinate the Selective passing 
of the extra bit portion, if any, of the Lempel–Ziv token 
without Huffman decoding. Token analyzer 335 receives the 
decoded Lempel–Ziv token codes output from Huffman 
decoder 310 in order to determine how many extra bits (if 
any) are required to complete the reconstruction of the 
token. It is important to note that it may not be Sufficient to 
merely have the token code. If the output of Huffman 
decoder 310 does not differentiate between 9-bit and 5-bit 
Lempel–Ziv codes, certain code values will be ambiguous. 
For example, reference to Table 1 and Table 2 show that a 
code value of decimal 24 can either represent a literal byte 
value with no extra bits (for literal/length tokens, Table 1) or 
a backward distance ranging from 4097 through 6144 
requiring 11 extra bits (for backward distance tokens, Table 
2). To avoid possible ambiguity and to distinguish between 
codes associated with literal/length tokens and those asso 
ciated with backward distance tokens, therefore, token ana 
lyzer 335 keeps track of the current decoding state. This is 
covered in detail below. 

0065. As noted previously, the extra bits are not Huffman 
encoded, and therefore must be obtained directly from the 
output of bit buffer 305. After determining the number of 
extra bits required, token analyzer 335 signals output Selec 
tor 325 via select line 337 to select output directly from bit 
buffer 305 output line 306 rather than from Huffman decoder 
310 output line 312. Then, token analyzer 335 signals bit 
buffer controller 320 via line 338 to present the proper 
number of bits for output. Token analyzer 335 also signals, 
via a line 339, an optional token constructor 340 to reas 
semble the token information from the token code (which 
was previously decoded by Huffman decoder 310) and the 
extra bits, if any (which were just obtained from bit buffer 
305). Token constructor 340 may not be required, depending 
on the input requirements of Lempel–Ziv decoder 225 (FIG. 
2). Lempel–Ziv decoder 225 may accept token codes and 
extra bits as Sequential input, for example, in which case 
token constructor 340 would not be needed. 

0066 FIG. 4 is a state transition diagram illustrating the 
operation of token analyzer 335. A pair of data elements 
Code Portion/Number of Extra Bits 405 is defined as shown. 
Code Portion is defined as either true or false, and Number 
of Extra BitS is defined as being an integer in the range from 
0 to 13. Code Portion is true when the code portion of a 
Lempel–Ziv token is being Huffman decoded, and false 
otherwise. Number of Extra Bits indicates how many extra 
bits are necessary for the current token. These two elements 
are related; Code Portion is true if and only if Number of 
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Extra Bits is zero (because if there are no extra bits, the 
current token is complete simply by having decoded the 
code portion, and the next token's code portion is ready to 
be decoded); Setting Code Portion:=true is therefore equiva 
lent to setting Number of Extra Bits=0. Token analyzer 335 
presents Code Portion (or the logical equivalent thereof) on 
select line 337 to output selector 325. When Code Portion is 
true, output line 312 of Huffman decoder 310 is selected by 
output selector 325, whereas when Code Portion is false, 
output selector 325 selects output line 306 from bit buffer 
305. In this fashion, the code portions of Lempel–Ziv 
Huffman tokens are Huffman-decoded by Huffman decoder 
310, whereas the extra bit portions are not Huffman-de 
coded. It is understood that Code Portion and Number of 
Extra Bits are logical elements which may be implemented 
in different ways, a non-limiting example of which utilizes 
a single variable represented by a 4-bit register containing 
Number of Extra Bits and having a Suitable gate arrange 
ment to output a single line with the logical State of Code 
Portion. 

0067. The state transitions of Code Portion/Number of 
Extra Bits are further illustrated in FIG. 4. At a point 410, 
where the data starts, Code Portion is initialized to true (or, 
equivalently, Number of Extra Bits is initialized to zero). 
This is in preparation for decoding the code portion of the 
first token. Because Code Portion is true, Huffman decoder 
310 output is selected by output selector 325 and the 
decoded value of the code portion of the first Lempel–Ziv 
token is thus available to token analyzer 335 via line 326. 
The State transitions begin at a Starting point 415, after 
which where token analyzer 335 uses the decoded 9-bit 
token code at a point 420 to obtain the value of the function 
literal Length (code), which indicates whether the token is a 
literal byte token or a length token. (The first token in the 
data stream will always be a literal token) When reading the 
code portion of a token, Number of Extra Bits will already 
be Zero, So there is no need to perform a reset after receiving 
a literal token, which has no extra bits. Therefore, when 
literal Length (code)=literal, the System transition will 
always simply be to return to starting point 415. If, on the 
other hand, literal Length (code)=length, a state transition 
430 occurs, whereby Number of Extra Bits is set to the value 
Table 1 (code), as described previously. If Number of Extra 
BitS is non-Zero, this causes Code Portion to become false, 
and in turn this causes output Selector 325 to present the 
output of bit buffer 305 on line 326. At the same time, token 
analyzer 335 places Number of Extra Bits on line 338, so 
that bit buffer 305 will place the token’s extra bits on line 
306, which will then bypass Huffman decoder 310 to appear 
directly on line 326. If token constructor 340 is present, the 
presence of Number of Extra Bits online 338 will signal that 
these extra bits are to be used to construct the token. After 
getting the extra bits (if any) at a point 435, a state transition 
440 resets Number of Extra Bits to zero, causing Code 
Portion to become true in preparation for a point 445, which 
gets the 5-bit code of the backward distance token which 
immediately follows the length token. At a State transition 
450, Number of Extra Bits is set to the value Table 2(code), 
as described previously. In a like manner as before, these 
extra bits (if any) are retrieved at a point 455, after which a 
state transition 460 resets Number of Extra Bits to Zero, 
causing Code Portion to become true again. The System 
returns to starting point 415. 
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0068. It is understood that the actual construction of 
circuits to implement embodiments of the present invention 
can vary. For example, it has already been noted that certain 
components, such as input buffer 210, token buffer 220, and 
token constructor 340 may not be required where their 
functions are performed by other components. In addition, it 
is understood that the boundaries between the various com 
ponents can be placed differently. For example, bit buffer 
305 may be designed with bit buffer controller 320 as an 
integral component thereof. Other combinations are also 
possible. It is therefore understood that the components 
illustrated in the drawings are intended to convey the 
operation of functional elements, rather than to portray a 
Specific implementation. Furthermore, in the interests of 
clarity, Supporting low-level components and circuitry (bus 
Support, gates, latches, registers, and So forth) have been 
omitted from the drawings. To those skilled in the art, 
however, the inclusion of Such components for implement 
ing operational circuitry to perform the functions detailed 
above is a Straightforward matter. 

0069. Furthermore, it is noted that the headers of the 
Lempel–Ziv-Huffman data blocks must be handled properly. 
It has already been mentioned that the Huffman table infor 
mation is contained in these headers and must be processed 
to construct Huffman tables 315 for Huffman decoder 310. 
In addition, a block header indicates whether the block 
utilizes Dynamic Huffman encoding or Static Huffman 
encoding. AS previously described. Dynamic Huffman 
encoding requires constructing Huffman tables 315 from 
information contained in the header, whereas Static Huffman 
encoding utilizes predetermined constant Huffman tables 
315. Details on handling these tables are well-known in the 
art. In addition, a Lempel–Ziv-Huffman data block can also 
contain raw uncompressed data, in which case no decom 
pression would be applicable. Handling this case is also 
well-known in the art. 

0070) Method for Use 
0071. A hardware accelerator for Lempel–Ziv-Huffman 
decompression according to the present invention can be 
employed in a practical manner to attain both a relatively 
high compression ratio as well as very high decompression 
performance, thereby facilitating the efficient Storage and 
retrieval of data for immediate use. Because the use of data 
compression featuring a good compression ratio and high 
performance decompression, the efficiencies include both 
efficient utilization of Storage Space when Storing the data as 
well as efficient use of processing resources when retrieving 
the data for immediate use. An embodiment of the present 
invention for using Such a decompression accelerator in 
conjunction with a data processor is described below. 

0072 FIG. 5 is a flowchart of an embodiment of the 
present invention which provides a method for using a 
decompression accelerator as previously described. In a step 
500, a data processor having data Storage and a decompres 
Sion accelerator for a specified compression format is pro 
Vided. AS a non-limiting example, in an embodiment of the 
present invention, the compression format is Lempel–Ziv 
Huffman. In a step 510, data which has been compressed 
according to the Specified format is provided. This can be 
done easily for the Lempel–Ziv-Huffman format, for 
example, by using commonly-available Software Such as 
WinZip, PKZip, or Zlib routines to compress raw data, as in 
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a Step 515. The precise means of compressing the data, 
however, is not important, provided that the data is com 
pressed in compliance with the Specified format. In a step 
520, the compressed data is written to the processor's data 
Storage. Finally, in a step 530, the compressed data Stored in 
the processor's data Storage is decompressed using the 
processor's decompression accelerator. 
0073 While the invention has been described with 
respect to a limited number of embodiments, it will be 
appreciated that many variations, modifications and other 
applications of the invention may be made. 

1-5. (canceled) 
6. A decompression accelerator for decompressing Lem 

pel-Ziv-Huffman compressed data from an input Stream and 
Sending decompressed data corresponding thereto to an 
output Stream, the decompression accelerator comprising: 

(a) a variable-length token decoder for Selectively decod 
ing Huffman-encoded code portions of Lempel–Ziv 
tokens and for Selectively retrieving and passing extra 
bit portions of said Lempel–Ziv tokens without Huff 
man decoding, and 

(b) a Lempel–Ziv decoder for decompressing Lempel–Ziv 
tokens obtained from Said variable-length token 
decoder. 

7. The decompression accelerator as recited in claim 6, 
wherein Said variable-length token decoder includes: 

i) a bit buffer, for breaking fixed-length words from the 
input bit stream into variable-length words for Huffman 
decoding and for retrieving extra bits, said bit buffer 
having a variable-length output; 

ii) a token analyzer, for determining characteristics of a 
Lempel–Ziv token, for coordinating Said Selective Huff 
man decoding of Said code portion of each Said Lem 
pel-Ziv token, and, if Said each Lempel–Ziv token 
includes Said extra bit portion, for coordinating Said 
Selective passing of Said extra bit portion without 
Huffman decoding, and 

iii) a Huffman decoder for effecting said selective Huff 
man decoding. 

8. A decompression accelerator as recited in claim 7, 
wherein said Huffman decoder is operative to perform 
dynamic Huffman decoding. 
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9. A decompression accelerator as recited in claim 7, 
further comprising at least one component Selected from the 
group consisting of 

(c) an input buffer, for buffering input data words between 
the input stream and said bit buffer; 

(d) a bit buffer controller, for controlling operation of said 
bit buffer; 

(e) an output Selector, for Selecting output of Said Huffman 
decoder and for Selectively passing Said variable-length 
output of said bit buffer; and 

(f) a token constructor, for, for each said Lempel–Ziv 
token that includes Said extra bit portion, assembling 
Said code portion of Said each Lempel–Ziv token as 
decoded by said Huffman decoder and said extra bit 
portion So as to reproduce Said each Lempel–Ziv token. 

10. A decompression accelerator as recited in claim 6, 
further comprising at least one component Selected from the 
group consisting of 

(c) a token buffer for buffering said Lempel–Ziv tokens 
from Said variable-length token decoder and from Said 
Lempel–Ziv decoder; and 

(d) an output buffer, for buffering decompressed output 
from Said Lempel–Ziv decoder to the output Stream. 

11. A data processor comprising a decompression accel 
erator as recited in claim 6. 

12. A data processor as recited in claim 11, further 
comprising flash memory. 

13. A memory controller comprising a decompression 
accelerator as recited in claim 6. 

14. The memory controller recited in claim 13, wherein 
the memory controller is a flash memory controller. 

15. A memory device comprising the memory controller 
recited in claim 13. 

16. A memory device comprising a decompression accel 
erator as recited in claim 6. 

17. The memory device as recited in claim 16, wherein the 
memory device is a flash memory device. 

18-21. (canceled) 


