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(57) ABSTRACT 

A resource and partition manager of the preferred embodi 
ments includes a lock mechanism that operates on a plurality 
of locks that control access to individual I/O slots. The 
resource and partition manager uses the lock mechanism to 
obtain a lock on an I/O slot when transferring control of the 
I/O slot to a logical partition that is powering on and when 
removing the I/O slot from a logical partition that is powering 
off. The resource and partition manager uses the lock mecha 
nism to remove control of an I/O slot from, or return control 
to, an operating logical partition in order to facilitate hard 
ware service operations on that I/O slot or on the physical 
enclosure in which it is contained. 
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CONTROLLING RESOURCE TRANSFERS IN 
A LOGICALLY PARTITIONED COMPUTER 

SYSTEM 

CROSS-REFERENCE TO PARENT 
APPLICATION 

0001. This patent application is a continuation of Appa 
ratus and Method for Controlling Resource Transfers in a 
Logically Partitioned Computer System”, U.S. Ser. No. 
1 1/374,883 filed on Mar. 14, 2006, which is incorporated 
herein by reference. 

BACKGROUND OF THE INVENTION 

0002 1. Field of the Invention 
0003. This invention generally relates to data processing, 
and more specifically relates to allocation of shared resources 
in a computer system. 
0004 2. Background Art 
0005 Since the dawn of the computer age, computer sys 
tems have evolved into extremely sophisticated devices that 
may be found in many different settings. Computer systems 
typically include a combination of hardware (e.g., semicon 
ductors, circuit boards, etc.) and Software (e.g., computer 
programs). As advances in semiconductor processing and 
computer architecture push the performance of the computer 
hardware higher, more sophisticated computer software has 
evolved to take advantage of the higher performance of the 
hardware, resulting in computer systems today that are much 
more powerful than just a few years ago. 
0006. The combination of hardware and software on a 
particular computer system defines a computing environ 
ment. Different hardware platforms and different operating 
systems thus provide different computing environments. In 
recent years, engineers have recognized that it is possible to 
provide different computing environments on the same physi 
cal computer system by logically partitioning the computer 
system resources to different computing environments. The 
iSeries computer system developed by IBM is an example of 
a computer system that Supports logical partitioning. If logi 
cal partitioning on an iSeries computer system is desired, 
resource and partition manager code (referred to as a "hyper 
visor iniSeries terminology) is installed that allows defining 
different computing environments on the same platform. 
Once the resource and partition manager is installed, logical 
partitions may be created that define different computing 
environments. The resource and partition manager manages 
the logical partitions to assure that they can share needed 
resources in the computer system while maintaining the sepa 
rate computing environments defined by the logical parti 
tions. 

0007. A computer system that includes multiple logical 
partitions typically shares resources between the logical par 
titions. For example, a computer system with two logical 
partitions could be defined that allocates 50% of the CPU to 
each partition, that allocates 33% of the memory to the first 
partition and 67% of the memory to the second partition, and 
that allocates two different I/O slots to the two logical parti 
tions, one per partition. Once logical partitions are defined 
and shared resources are allocated to the logical partitions, 
each logical partition acts as a separate computer system. 
Thus, in the example above that has a single computer system 
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with two logical partitions, the two logical partitions will 
appear for all practical purposes to be two separate and dis 
tinct computer systems. 
0008. One problem with known logically partitioned com 
puter systems occurs when hardware resources need to be 
transferred between logical partitions. For example, if a PCI 
slot in a first logical partition needs to be transferred to a 
second logical partition, the PCI slot must first be removed 
from the first logical partition, and the PCI slot can then be 
allocated to the second logical partition. Note, however, that 
once the PCI slot has been removed from the first logical 
partition, in the prior art two logical partitions might compete 
for control of the PCI slot at the same time. In addition, when 
a PCI slot is allocated to a different logical partition, it may 
contain data from the previous logical partition that could be 
compromised under certain circumstances. Furthermore, the 
PCI slot may be configured in a particular state suitable for the 
first logical partition, which is not necessarily suitable for the 
second logical partition. Without a way to dynamically trans 
fer I/O resources in a logically partitioned computer system 
without the drawbacks known in the art, the computer indus 
try will continue to suffer from potentially insecure and inef 
ficient mechanisms and methods for performing I/O resource 
transfers in logically partitioned computer systems. 

BRIEF SUMMARY OF THE INVENTION 

0009. A resource and partition manager of the preferred 
embodiments includes a lock mechanism that operates on a 
plurality of locks that control access to individual I/O slots. 
The resource and partition manager uses the lock mechanism 
to obtain a lock on an I/O slot when transferring control of the 
I/O slot to a logical partition that is powering on and when 
removing the I/O slot from a logical partition that is powering 
off. The resource and partition manager uses the lock mecha 
nism to remove control of an I/O slot from, or return control 
to, an operating logical partition in order to facilitate hard 
ware service operations on that I/O slot or on the physical 
enclosure in which it is contained. The preferred embodi 
ments also include methods for releasing system resources 
and address bindings allocated to an I/O slot when control the 
I/O slot is removed from a logical partition, and methods for 
allocating and initializing system resources when control of 
an I/O slot is transferred to a logical partition. In addition, the 
preferred embodiments include the use of the locks and 
related mechanisms to transfer I/O slots from the logical 
partitions to the resource and partition manager, and later 
back to the logical partitions, for the purpose of performing 
hardware service operations on an I/O slot or the components 
of a physical enclosure containing these I/O slots. 
0010. The foregoing and other features and advantages of 
the invention will be apparent from the following more par 
ticular description of preferred embodiments of the invention, 
as illustrated in the accompanying drawings. 

BRIEF DESCRIPTION OF THE SEVERAL 
VIEWS OF THE DRAWING 

0011. The preferred embodiments of the present invention 
will hereinafter be described in conjunction with the 
appended drawings, where like designations denote like ele 
ments, and: 
0012 FIG. 1 is a block diagram of a computer apparatus 
that Supports logical partitioning and I/O resource allocation 
in accordance with the preferred embodiments; 
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0013 FIG. 2 is a more detailed block diagram showing 
one specific hardware implementation that may be used in a 
logically partitioned computer system in accordance with the 
preferred embodiments; 
0014 FIG. 3 is a block diagram of a specific logically 
partitioned software implementation that could be imple 
mented on the hardware system shown in FIG. 2 in accor 
dance with the preferred embodiments: 
0015 FIG. 4 is a flow diagram of a method for rebooting a 
logical partition in accordance with the preferred embodi 
ments; 
0016 FIG. 5 is a flow diagram of a method for shutting 
down a logical partition in accordance with the preferred 
embodiments; 
0017 FIG. 6 is a flow diagram of a method for powering 
up a logical partition in accordance with the preferred 
embodiments; 
0018 FIG. 7 is a flow diagram of a method for a logical 
partition to relinquish control of a slot it owns in accordance 
with the preferred embodiments; and 
0019 FIG. 8 is a flow diagram of a method for a logical 
partition to regain control of a slot it owns in accordance with 
the preferred embodiments. 

DETAILED DESCRIPTION OF THE INVENTION 

0020. According to preferred embodiments of the present 
invention, hardware resources, such as I/O slots, in a logically 
partitioned computer system may be allocated to a logical 
partition and removed from a logical partition. This allows 
hardware resources to be transferred in a logically partitioned 
computer system. Locks are defined that correspond to each 
hardware resource. To gain access to a hardware resource, a 
logical partition must acquire ownership of the lock corre 
sponding to the hardware resource. A power on/power off 
mechanism assures that a hardware resource is powered off 
when the hardware resource is removed from a logical parti 
tion, and assures that a hardware resource is powered up when 
the hardware resource is allocated to a logical partition. In this 
manner, each logical partition is assured of seeing the hard 
ware resource in its power-on reset state. For the specific 
example of an I/O slot, by cycling power to the I/O slot when 
it is removed from one logical partition and allocated to a 
different logical partition, the power on/power offmechanism 
assures that both data and configuration information from an 
I/O adapter plugged into the slot are purged when allocating 
the I/O slot to a different logical partition. In addition, hard 
ware resources may be transferred temporarily from their 
logical partitions to the resource and partition manager in 
order to perform hardware service operations on a hardware 
resource or the components of the physical enclosure con 
taining that hardware resource. When the hardware service is 
complete, the hardware resources are transferredback to their 
logical partitions. The locks and related mechanisms to trans 
fer the lock between a partition and the resource and partition 
manager and back again facilitate Such hardware service 
operations while the partitions continue operations. 
0021 Note that the term “hardware resource' as used in 
this specification denotes any whole or fractional portion of 
hardware in the computer system that may be independently 
allocated to a logical partition. Examples of hardware 
resources include: a physical I/O slot; a group of I/O slots in 
a physical enclosure; a portion of a processor; and a portion of 
memory. The preferred embodiments presented herein use 
the specific example of I/O slots as hardware resources that 
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can be independently allocated to logical partitions. Note, 
however, that any hardware orportion of hardware that can be 
independently allocated to a logical partition falls within the 
scope of the term “hardware resource' as used herein. 
0022 Referring to FIG. 1, a computer system 100 is an 
enhanced IBM eServer iSeries computer system, and repre 
sents one Suitable type of computer system that Supports 
logical partitioning and resource allocation in accordance 
with the preferred embodiments. Those skilled in the art will 
appreciate that the mechanisms and apparatus of the present 
invention apply equally to any computer system that Supports 
logical partitions. As shown in FIG. 1, computer system 100 
comprises one or more processors 110 connected to a main 
memory 120, a mass storage interface 130, a display interface 
140, a network interface 150, and a plurality of I/O slots 180. 
These system components are interconnected through the use 
of a system bus 160. Mass storage interface 130 is used to 
connect mass storage devices (such as a direct access storage 
device 155) to computer system 100. One specific type of 
direct access storage device is a CD RW drive, which may 
read data from a CD RW 195. Note that mass storage interface 
130, display interface 140, and network interface 150 may 
actually be implemented in adapters coupled to I/O slots 180. 
0023 Main memory 120 contains a resource and partition 
manager 121, an I/O slot lock mechanism 122, a power 
on/power off slot mechanism 124, and N logical partitions 
125, shown in FIG. 1 as logical partitions 125A through 
125N. Resource and partition manager 121 preferably creates 
these N logical partitions 125. Each logical partition prefer 
ably includes a corresponding operating system 126, shown 
in FIG. 1 as operating systems 126A through 126N. 
0024 I/O slot lock mechanism 122 manages access to the 
I/O slots 180 by defining a plurality of slot locks 123, with one 
slot lock 123 preferably corresponding to each I/O slot 180. 
When an I/O slot needs to be allocated to a logical partition, 
the resource and partition manager checks the corresponding 
slot lock to see if the I/O slot is available. If the corresponding 
slot lock is owned by a different logical partition, the I/O slot 
is under the control of that logical partition. If the correspond 
ing slot lock is owned by the resource and partition manager 
or unassigned, the I/O slot may be controlled by the resource 
and partition manager setting the corresponding slot lock and 
allocating the I/O slot to the requesting logical partition. In 
this manner, the slot locks 123 effectively serve as sema 
phores that indicate whether or not the corresponding I/O slot 
is available. 

0025. Power on/power off slot mechanism 124 is used to 
assure that an I/O slot is powered down before the slot is 
removed from a logical partition, and to assure that a slot is 
powered up when the slot is allocated to a logical partition. In 
the prior art, an I/O slot may be removed from one logical 
partition and allocated to a different logical partition. How 
ever, performing this reallocation results in two possible 
problems. The first problem is an issue of data integrity. It is 
possible that data from a process running in a first logical 
partition may be retained in an I/O adapter plugged into an I/O 
slot when the I/O slot is reassigned to a different logical 
partition. In theory, one with sufficient skill could conceiv 
ably hack into that data from the second logical partition, 
which would compromise the data from the first logical par 
tition. The second problem is that the new logical partition 
receiving the I/O slot does not know the current configuration 
of the I/O slot. In fact, because logical partitions act like 
different computer systems, a logical partition automatically 
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assumes that an I/O adapter is in a power-on reset state when 
the I/O adapter is allocated to a logical partition. This is 
certainly a reasonable assumption in computer systems that 
are not logically partitioned. If an I/O adapter is to be physi 
cally transferred between two different computer systems, the 
I/O adapter will be unplugged from the first computer system 
and plugged into the second computer system. The result is 
that power is cycled on the I/O adapter during the transfer 
between computer systems, thereby clearing its data and plac 
ing the I/O adapter in a power on reset state. The second 
computer system that received the I/O adapter knows that the 
I/O adapter is in a power on reset state when the computer 
system first starts up. This assumption, however, does not 
hold in the case of a logically partitioned computer system. To 
the contrary, the prior art allows transferring I/O resources 
between partitions without performing any power off or 
power on cycle, thereby giving rise to the two problems 
discussed above. The power on/power off slot mechanism 
124 solves this problem by assuring that power is always 
cycled on an I/O slot when the slot is removed from one 
logical partition and allocated to a different logical partition, 
and this is possible with disruption to operations affecting 
only that I/O slot and no others that may share the same 
physical enclosure. In this manner, each logical partition can 
correctly assume that an I/O adapter is in its power-on reset 
state when the logical partition first boots up, or when an 
active logical partition receives control of an I/O adapter. 
0026 Operating system 126 is a multitasking operating 
system, such as OS/400, AIX, or Linux; however, those 
skilled in the art will appreciate that the spirit and scope of the 
present invention is not limited to any one operating system. 
Any Suitable operating system can be used. Operating system 
126 is a Sophisticated program that contains low-level code to 
manage the resources of computer system 100. Some of these 
resources are processor 110, main memory 120, mass storage 
interface 130, display interface 140, network interface 150, 
system bus 160, and I/O slots 180. The operating system 126 
in each partition may be the same as the operating system in 
other partitions, or may be a completely different operating 
system. Thus, one partition can run the OS/400 operating 
system, while a different partition can run another instance of 
OS/400, possibly a different release, or with different envi 
ronment settings (e.g., time Zone). The operating systems in 
the logical partitions could even be different than OS/400, 
provided it is compatible with the hardware (such as AIX or 
Linux). In this manner the logical partitions can provide com 
pletely different computing environments on the same physi 
cal computer system. 
0027. The partitions 125A-125N are shown in FIG. 1 to 
reside within the main memory 120. However, one skilled in 
the art will recognize that a partition is a logical construct that 
includes resources other than memory. A logical partition 
typically specifies a portion of memory, along with an assign 
ment of processor capacity and other system resources. Such 
as I/O slots 180. Thus, one partition could be defined to 
include two processors and a portion of memory 120, along 
with one or more I/O processors that can provide the func 
tions of mass storage interface 130, display interface 140, 
network interface 150, or interfaces to I/O devices plugged 
into I/O slots 180. Another partition could then be defined to 
include three other processors, a different portion of memory 
120, and one or more I/O processors. The partitions are shown 
in FIG. 1 to symbolically represent logical partitions, which 
would include system resources outside of memory 120 
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within computer system 100. Note also that the resource and 
partition manager 121, the I/O slot lock mechanism 122, and 
the power on/power off slot mechanism 124 preferably reside 
in memory and hardware separate from the partitions and are 
facilities and mechanisms that are not directly available to the 
partitions. In the alternative, I/O slot lock mechanism 122 and 
power on/power off slot mechanism 124 could reside in any 
of the defined partitions in the computer system 100, or even 
on a computer system 175 coupled to computer system 100 
via network 170. 
0028 Computer system 100 utilizes well known virtual 
addressing mechanisms that allow the programs of computer 
system 100 to behave as if they only have access to a large, 
single storage entity instead of access to multiple, Smaller 
storage entities such as main memory 120 and DASD device 
155. Therefore, while resource and partition manager 121 and 
the partitions 125A-125N are shown to reside in main 
memory 120, those skilled in the art will recognize that these 
items are not necessarily all completely contained in main 
memory 120 at the same time. It should also be noted that the 
term “memory” is used herein to generically refer to the entire 
virtual memory of computer system 100. 
0029 Processor 110 may be constructed from one or more 
microprocessors and/or integrated circuits. Processor 110 
executes program instructions stored in main memory 120. 
Main memory 120 stores programs and data that processor 
110 may access. When computer system 100 starts up, pro 
cessor 110 initially executes the program instructions that 
make up the resource and partition manager 121, which ini 
tializes the operating systems in the logical partitions. 
0030 Although computer system 100 is shown to contain 
only a single system bus, those skilled in the art will appre 
ciate that the present invention may be practiced using a 
computer system that has multiple buses. In addition, the I/O 
interfaces that are used in the preferred embodiment each may 
include separate, fully programmed microprocessors that are 
used to off-load compute-intensive processing from proces 
Sor 110, as in iSeries input/output processors, or may be 
simple industry standard I/O adapters (IOAs). 
0031 Display interface 140 is used to directly connect one 
or more displays 165 to computer system 100. These displays 
165, which may be non-intelligent (i.e., dumb) terminals or 
fully programmable workstations, are used to allow system 
administrators and users to communicate with computer sys 
tem 100. Note, however, that while display interface 140 is 
provided to support communication with one or more dis 
plays 165, computer system 100 does not necessarily require 
a display 165, because all needed interaction with users and 
other processes may occur via network interface 150. 
0032 Network interface 150 is used to connect other com 
puter systems and/or workstations (e.g., 175 in FIG. 1) to 
computer system 100 across a network 170. The present 
invention applies equally no matter how computer system 
100 may be connected to other computer systems and/or 
workstations, regardless of whether the network connection 
170 is made using present-day analog and/or digital tech 
niques or via Some networking mechanism of the future. In 
addition, many different network protocols can be used to 
implement a network. These protocols are specialized com 
puter programs that allow computers to communicate across 
network 170. TCP/IP (Transmission Control Protocol/Inter 
net Protocol) is an example of a suitable network protocol. 
0033. At this point, it is important to note that while the 
present invention has been and will continue to be described 
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in the context of a fully functional computer system, those 
skilled in the art will appreciate that the present invention is 
capable of being distributed as a program product in a variety 
of forms, and that the present invention applies equally 
regardless of the particular type of computer readable signal 
bearing media used to actually carry out the distribution. 
Examples of Suitable signal bearing media include: record 
able type media such as floppy disks and CDRW (e.g., 195 of 
FIG. 1), and transmission type media Such as digital and 
analog communications links. 
0034 FIG. 1 shows a sample computer system that shows 
some of the salient features of both hardware and software in 
accordance with the preferred embodiments. Now we present 
a more detailed implementation in FIGS. 2 and 3. FIG. 2 is a 
hardware diagram of a computer system that Supports logical 
partitions and I/O resource allocation in accordance with the 
preferred embodiments. One physical enclosure 210 contains 
one or more CPUs 110 and memory 120 coupled together via 
system bus 160. A second enclosure 220 is an enclosure that 
houses I/O components coupled to abus 212 that is coupled to 
system bus 160. We assume for this particular example that 
PCI components are the I/O components contained within 
enclosure 220. PCI host bridges 230 are coupled to bus 212, 
and provide an interface to multiple PCI to PCI bridges 240. 
In FIG. 2, there are two PCI hostbridges 230A and 230B. PCI 
host bridge 230A provides an interface to four PCI to PCI 
bridges 240A-240D, while PCI hostbridge 230B provides an 
interface to four PCI to PCI bridges 240E-240H. Each PCI to 
PCI bridge 240 connects to a single PCI adapter slot 250. 
Thus, PCI to PCI bridge 240A is coupled to a corresponding 
PCI adapter slot 250A; PCI to PCI bridge 240B is coupled to 
a corresponding PCI adapter slot 250B, and so on through 
PCI to PCI bridge 240H which is coupled to a corresponding 
PCI adapter slot 250H. 
0035. Each PCI hostbridge 230 connects to the PCI to PCI 
bridges 240 via a primary PCI bus 260. FIG. 2 shows two 
primary PCI busses 260A and 260B. The PCI to PCI bridges 
240 in turn connect to the PCI adapter slots 250 via a second 
ary PCI bus 270. FIG. 2 shows eight secondary PCI busses 
270, namely 270A-270H that are coupled to their correspond 
ing PCI adapter slots 250A-250H. PCI adapter slots 250 may 
be either connectors that receive a PCI adapter card, or PCI 
adapter chips embedded directly on the electronic substrate 
that contains the corresponding PCI to PCI bridge 240 or PCI 
host bridge 230. The logical partition operating systems 
“bind” CPU addresses to the PCI adapter memory for 
memory-mapped I/O from the CPU to the adapters, and bind 
memory addresses to the adapter, to enable the adapter to 
perform direct memory access (DMA) operations to and from 
the mapped memory addresses. 
0036. In the preferred embodiments, the presence of PCI 
to PCI bridges 240 between the PCI host bridge 230 and the 
PCI adapter slots 250 provide signaling and adapter binding 
isolation between the individual PCI adapters in the PCI 
adapter slots 250 and the PCI host bridge 230, CPUs 110 and 
memory 120. This isolation facilitates assignment of indi 
vidual PCI adapter slots to different logical partitions, such 
that these partitions can share the platform hardware con 
nected in common to the PCI to PCI bridges 240, but the 
operation of adapters assigned to other partitions does not 
disrupt the operation of an adapter assigned to a particular 
partition, and the adapter address bindings are enforced so 
that no partition or adapter can use another partition-adapter 
binding. Note that other methods of isolation that enable 
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slot-level allocations and binding are within the scope of the 
preferred embodiments, such as associating each slot with a 
single PCI host bridge. 
0037. The power on/power off slot mechanism 124 shown 
in FIG. 1 preferably controls slot power control hardware in 
either each PCI host bridge 230 or in each PCI to PCI bridge 
240. As discussed above with reference to FIG. 1, the power 
on/power off slot mechanism 124 can apply or remove elec 
trical power to a particular slot 250 independent of the state of 
power to other I/O components of the platform, including 
other slots. In the most preferred embodiment, there is power 
on/power off control hardware in each PCI to PCI bridge 240 
Subject to power on/power of slot mechanism 124 that con 
trols power to its corresponding slot 250. Thus, for the con 
figuration shown in FIG. 2, PCI to PCI bridge 240A includes 
power on/power off hardware that controls power to slot 
250A; PCI to PCI bridge 240B includes power on/power off 
hardware that controls power to slot 250B; and so on for each 
PCI to PCI bridge 240. Thus, for the system in FIG.2, each of 
the PCI to PCI bridges 240A through 240H will have power 
on/power off hardware that controls power to their respective 
slots 250A-250H and that is controlled by power on/power off 
slot mechanism 124. Note that power on/power off hardware 
may not necessarily physically power down a slot. The pre 
ferred embodiments expressly extend to any method for plac 
ing a slot and its associated adapter in a power-on reset state. 
For example, Some adapters may be embedded on a printed 
circuit board without components to individually control the 
power to the adapters. In this case, power on/power off hard 
ware could place the adapter in a power-on reset state by 
flushing all of its data and placing the adapter in the same state 
as when it initially powers up, without physically cycling 
power to the adapter. 
0038. The configuration shown in FIG. 2 separates the 
platform electronics into one enclosure 210 containing the 
CPUs 110 and the memory 120, and the PCI I/O hardware 
components (e.g., 230, 240,250, 260 and 270) into a separate 
enclosure 220. This is a common type of separation that is 
known in the art. Note, however, that in a small computer 
system it is common to have all elements in FIG. 2 contained 
in a single enclosure. In larger systems, there may be many 
CPUs and memory cards, and many PCI adapter slots requir 
ing more PCI hostbridges 230 and PCI to PCI bridges 240, so 
that the electronic packaging technologies require multiple 
electronic enclosures to contain these hardware elements. 
The preferred embodiments expressly extend to any suitable 
hardware configuration, whether all contained in a single 
enclosure or distributed among multiple enclosures. 
0039. In the preferred embodiments, it may be desirable to 
perform hardware service on components of the enclosure 
220. Such as power Supplies, to slots, or other components of 
the enclosure that may require removing electrical power 
from all elements of that enclosure. In the preferred embodi 
ments, this is accomplished by first transferring control of the 
I/O slots within that enclosure from their assigned logical 
partitions to the resource and partition manager, then power 
ing off the enclosure and performing the hardware service, 
powering on the enclosure, and then transferring the I/O slots 
back to their assigned logical partitions. The I/O slot locks 
and related mechanisms for transferring the locks between 
logical partitions and the resource and partition manager 
facilitate this sequence of operations while the logical parti 
tions continue operating. Note that the resource and partition 
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manager may operate in conjunction with a hardware man 
ager to perform these hardware management functions. 
0040 FIG.3 is a block diagram showing specific software 
components that could implement the invention within the 
scope of the preferred embodiments. Note that the software 
components shown in FIG. 3 would preferably execute on a 
hardware platform such as computer system 200 shown in 
FIG. 2. N logical partitions 125A-125N are shown executing 
their respective operating systems 126A-126N. A hypervisor 
300 is shown as one particular implementation of resource 
and partition manager 121 in FIG.1. Hypervisor 300 includes 
a hypervisor partition 310 that runs an operating system ker 
nel 312. The operating system kernel 312 is dispatchable and 
relocatable, and provides typical functions of operating sys 
tem kernels, such as multitasking and memory management. 
The hypervisor partition 310 executes much as other logical 
partitions but differs from other logical partitions in that it is 
Something of a private, or hidden, partition that does not 
provide for user applications and that has special authorities 
to control platform resources and is the only partition autho 
rized to communicate with non-dispatchable hypervisor 320 
via the HvPrimaryCall interface 330. The hypervisor parti 
tion 310 in FIG.3 may correspond to a partition 125 in FIG. 
1, which means the operating system kernel 312 also corre 
sponds to an operating system 126 in FIG.1. In current iSeries 
implementations, the hypervisor partition 310 could be called 
a “primary partition”. The HvPrimaryCall interface 330 is 
used by the hypervisor partition 310 to invoke hypervisor 
functions performed with the processor in the privileged, 
non-dispatchable hypervisor mode. 
0041. The logical partitions communicate with the hyper 
visor via an HvCall interface 340, which is used by logical 
partitions to invoke privileged, non-dispatchable hypervisor 
320. The non-dispatchable hypervisor 320 is a supervisory 
agent that is non-dispatchable and non-relocatable; it func 
tions by accessing physical addresses. The non-dispatchable 
hypervisor 320 provides privilege mode functions that are 
invoked through any of: 1) the HvPrimaryCall interface 330 
while the hypervisor Partition is scheduling or dispatching 
logical partition execution; 2) through platform hardware 
interrupts; and 3) from a logical partition using processor 
supervisory-call instructions defined by the HvCall interface 
340 that place the logical partition execution thread into a 
hypervisor execution (i.e., privileged) mode. 
0042. The hypervisor hardware manager 350 and I/O slot 
locks 123 are preferably encapsulated functions within the 
non-dispatchable hypervisor 320, as shown in FIG. 3, but 
could be implemented in different locations as well. The 
hypervisor hardware manager 350 encapsulates the hypervi 
sor functions to access and control the PCI host bridge 230 
and PCI to PCI bridge 240 hardware in FIG. 2, and to track 
and enforce the hardware states of the PCI adapter slots 250. 
The slot locks 123 encapsulate the functions to set the own 
ership of the lock and to serialize transfer of a slot lock 
between the hypervisor and logical partitions. 
0043. The hypervisor partition 310 interacts with the non 
dispatchable hypervisor 320 to effect slot state and slot lock 
transition. Hypervisor partition 310 is an agent of the system 
administrator interface 360, and performs logical partition 
configuration and platform service operations requested by 
the system administrator 370 through that interface. Note that 
system administrator 370 preferably includes an administra 
tion console 372 and a hardware management console 374. 
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0044. In order for the non-dispatchable hypervisor 320 to 
initiate communications with functions in the hypervisor par 
tition 310, the non-dispatchable hypervisor 320 enqueues 
messages to an event message queue 314 monitored by the 
hypervisor partition 310. In general, event messages from the 
non-dispatchable hypervisor 320 to the dispatchable hyper 
visor 310 are used to perform complex hardware control 
sequences. Such as resetting and initializing bridge hardware, 
scanning virtual address translation tables, and performing 
real time delays associated with hardware settle times. Func 
tions in the hypervisor partition 310 call the HvPrimaryCall 
interface 330 to signal completion of operations the non 
dispatchable hypervisor 320 has requested, to synchronize 
these hardware states with the non-dispatchable hypervisor 
functions. 

0045 An I/O slot is typically assigned to a logical partition 
as part of configuring the platform resources to be used by the 
logical partition. However, at any given time, system admin 
istrator functions may initiate the transfer of an I/O slot from 
a logical partition using that slot to another logical partition, 
or to simply remove that slot from the logical partition's 
configuration, while the logical partition is active. Similarly, 
system service functions may require transfer of slot control 
from an active logical partition to the hypervisor or a service 
agent to perform a service function, Such as servicing that slot 
individually or servicing other hardware within the same 
enclosure that cannot be performed without disruption to that 
or other slots in that enclosure. 

0046. The slot lock of the preferred embodiments facili 
tates dynamic transfer of control of an I/O slot between a 
logical partition operating system and the hypervisor, or 
between a controlled and an uncontrolled or unassigned State, 
without removing the I/O slot from the configuration data 
base for the logical partition. The slot lock may be assigned to 
a logical partition, to the hypervisor, or may be unassigned to 
any entity (including logical partitions and hypervisor). The 
slot lock not only provides mutual exclusion between the 
hypervisor and logical partitions, it also provides a synchro 
nization point to enforce power and reset state of a slot, and 
removing OS bindings between OS virtual address space and 
the adapter PCI memory or I/O spaces (memory mapped 
bindings) and between OS storage and adapter DMA map 
pings to that storage (e.g., indirect addresses in PCI memory 
space that translate to storage addresses in logical partition 
memory). 
0047 A logical partition operating system may use a func 
tion referred to herein as Vary Off to release control of a slot 
to the hypervisor or to an unassigned State, and may use a 
function referred to herein as Vary On to receive control of a 
slot from the hypervisor. The general concepts and methods 
of logical partition operating systems interacting with a 
hypervisor to vary off and vary on a PCI adapter slot have 
been implemented in the AS/400 and eServer (iSeries and 
pSeries) computer systems that provide logical partitioning. 
The preferred embodiments use the new feature of slot locks 
to control the Vary On and Vary Off processes, and to provide 
a synchronization point for the enforcement of slot power, 
reset, and operating system binding states. In addition, the 
preferred embodiments also provide an apparatus and method 
for preparing I/O slots for use and for transferring I/O slots 
between the hypervisor and logical partitions using a slot lock 
in relation to a logical partition Power On operation, a logical 
partition Power Off operation, and a logical partition Reboot 
operation. 
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0048. The function of the hypervisor 300 is shown in more 
detail in the flow diagrams of FIGS. 4-8. FIG. 4 shows a flow 
diagram of a method 400 for rebooting a logical partition. 
Note that the hypervisor 300 may decide to reboot a logical 
partition, or the logical partition itself may signal the hyper 
visor 300 that it is shutting down and should be rebooted. 
When the hypervisor 300 of FIG.3 needs to reboot a logical 
partition, the hypervisor partition 310 signals a reboot to the 
operating system 126 in the logical partition (step 1a). Thus, 
if hypervisor 300 wants to reboot logical partition 125A in 
FIG. 3, the hypervisor (HV) partition 310 signals the logical 
partition operating system 126A to shutdown for reboot. The 
logical partition operating system 126A performs housekeep 
ing chores to prepare its I/O adapters and to clean up for 
shutdown, and then signals the HV partition 310 to initiate 
reboot (step 1b). If the partition determines it needs to reboot, 
it performs its housekeeping chores to prepare its I/O adapters 
and to clean up for shutdown, and then signals the HV parti 
tion 310 to initiate reboot (step 1b) without the hypervisor 
requesting a reboot in step 1a. The HV partition 310 then 
stops the execution of the logical partition CPUs (step 2), 
terminating the logical partition operating system. In a nor 
mal shutdown, the LP OS 126 completes its housekeeping 
chores before shutting down. However, if the logical partition 
has crashed, it may be unable to complete any of the house 
keeping chores before shutting down. 
0049. The HV partition 310 then calls the setSlotLock 
function (step 3) to the HvPrimaryCall interface 330. This 
transfers control of a slot that is currently under the control of 
the partition being rebooted to the hypervisor. Three param 
eters are passed with the setSlotLock call, namely: slot, from 
LP, to HV. The slot parameter specifies the slot of interest. 
The from LP parameter specifies the logical partition that is 
being rebooted (which currently controls the slot), and the 
to HV parameter specifies that the slot lock is being trans 
ferred to be controlled by the hypervisor 300. In executing the 
setSlotLock call, the hypervisor performs step 4, which gets a 
multiprocessor thread lock on the slot lock storage. In this 
specific implementation, this means that no other multipro 
cessor CPU threads can access any slot lock while the slot 
lock storage is locked. However, it is equally within the scope 
of the preferred embodiments to provide slot locks that may 
be individually locked instead of locking the entire slot lock 
storage. The status of the slot lock is then checked to see if it 
is currently owned by the logical partition being rebooted (if 
lockslot=LP). If the slot lock is owned by the logical parti 
tion being rebooted, ownership of the slot lock is transferred 
to the hypervisor (lockslot=HV), and the return status is set 
to SUCCESS. If the slot lock is not owned by the logical 
partition being rebooted, the return status is set to FAIL. The 
multiprocessor (MP) thread lock is then released on the slot 
lock storage. Next, the hypervisor interacts with the hypervi 
sorhardware manager (HVHWMGR)350 (step 5). If the slot 
lock status from step 4 is SUCCESS, the slot I/O and control 
authority are passed to the hypervisor, and the logical parti 
tion bindings to the slot are removed and disabled so that 
Subsequent attempts by this or other logical partitions, or by 
the I/O adapter in the to slot, to establish or utilize such 
bindings will fail. 
0050. The HV partition 310 then calls the HvPrimaryCall 
interface 330 in steps 6-9. In step 6, a call is made to reset the 
PCI to PCI bridge for the slot, and to asserta reset signal PCI 
RST to the slot. In step 7, a call is made to re-initialize the PCI 
to PCI bridge. In step 8, a call is made to power on the slot. 
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Note that step 8 could be omitted because the slot was reset in 
step 6, not powered down. Step 8 is typically performed after 
the hypervisor partition has performed reboot processing not 
related to I/O slots. In step 9, a setSlotLock call is made that 
specifies the slot of interest, that ownership is being trans 
ferred from the hypervisor (from HV) to the logical partition 
(to LP). Next, the hypervisor attempts to assign a slot lock to 
the logical partition being rebooted (step 10). First, a multi 
processor thread lock is achieved on the slot lock to prevent 
other threads from attempting to get the slot lock at the same 
time. If the slot lock is owned by the hypervisor, the slot lock 
is set to the logical partition being rebooted, and the status is 
set to SUCCESS. If the slot lock is not owned by that logical 
partition, the status is set to FAIL. The multiprocessor thread 
lock is then released. Next, in step 11, HvPrimaryCall 330 
determines the status of the slot lock. If the slot lock status is 
SUCCESS, the hypervisor hardware manager 350 is invoked, 
setting slot I/O and control authority to the logical partition, 
reinitializing the slot control hardware, and enabling the logi 
cal partition bindings to the slot. 
0051. Note that steps 3-11 are performed for each slot 
assigned to the logical partition. Once steps 3-11 have been 
performed for all I/O slots, execution of the logical partition 
operating system 126 may commence (step 12). In the pre 
ferred embodiments, some of these steps may be serialized 
while others may be performed in parallel for different slots. 
For example, slots may be transferred to the hypervisor one at 
a time. All slots may then be reset and initialized with lots of 
parallelism. Once partition reboot processing is done, slots 
are powered on with lots of parallelism. Finally, the slots are 
allocated back to the partition one at a time. 
0052 FIG. 5 shows a method 500 for powering off a logi 
cal partition within the scope of the preferred embodiments. 
Powering off a logical partition may occur in response to a 
request from a system administrator 510 (step 1a), or in 
response to a scheduled power down (step 1b). The logical 
partition operating system 126 is signaled to power down 
(step 2a) followed by a signal to the hypervisor when the 
logical partition is prepared (step 2b). As in the case of reboot, 
the logical partition performs housekeeping and I/O adapter 
preparation prior to signaling the hypervisor it is ready to be 
shutdown. Following step 2b, the hypervisor then stops the 
execution of the logical partition CPUs (step 3), terminating 
the logical partition operating system to establish its logically 
powered off state. The setSlotLock function is then invoked 
on the HvPrimaryCall interface 330 (step 4), specifying three 
parameters: slot, which specifies the slot of interest; from LP, 
which specifies the logical partition that the slot lock owner 
ship is being transferred from; and to HV, which specifies 
that the slot lock ownership is being transferred to the hyper 
visor. In response, the HVPrimaryCall interface 330 interacts 
with the slot lock 123 as shown in step 5. First, it gets a 
multiprocessor thread lock on the slot lock. If the slot lock is 
currently owned by the logical partition being powered down 
(lockslot=LP), the slot lock is reassigned to the hypervisor 
(lockslot=HV), and the return status is set to SUCCESS. If 
the slot lock is not currently owned by the logical partition 
being powered down, the return status is set to FAIL. After the 
return status is set to its appropriate value, the multiprocessor 
thread lock is released. 

0053. If the slot lock status is SUCCESS, hypervisor hard 
ware manager 350 is next invoked in step 6. The slot control 
hardware and logical partition bindings to the slot are reset, 
and the slot I/O and control authority are transferred to the 
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hypervisor. Once step 6 is complete, step 7 resets the bridge 
hardware for the slot and asserts the reset signal PCIRST to 
the slot, and step 8 sets the slot power off. Step 9 is a call to 
transfer the slot lock from the hypervisor to make the slot lock 
unassigned, which is implemented in step 10. Note that steps 
4-10 are performed for each slot assigned to the logical par 
tition being powered down. 
0054 FIG. 6 shows a method 600 for powering on a logi 
cal partition in accordance with the preferred embodiments. 
The process begins when a system administrator 510 requests 
that a logical partition be powered on (step 1). Logical parti 
tion power on may also be a scheduled task of the HV parti 
tion 310. The HV Partition 310 issues a setSlotLock call to 
transfer the slot from unassigned to the hypervisor (step 2). In 
response, step 3 is performed, which gets a multiprocessor 
thread lock, and if the slot lock is unassigned, it assigns the 
slot lock to the hypervisor. Only if the slot lock is successfully 
transferred to the hypervisor in step 3 are the remaining steps 
in FIG. 6 performed. 
0055 Bridge slot hardware for a selected slot is initialized 
(step 4), and the slot is then powered on (step 5). The slot reset 
signal PCI RST is then deasserted (step 6), which takes the 
slot out of its reset state and allows it to function. A setSlot 
Lock call is then made (step 7) that specifies the slot of 
interest (slot), that the slot lock of interest currently belongs to 
the hypervisor (from HV), and that ownership of the slot lock 
of interest is to be transferred to the logical partition being 
powered up (to LP). 
0056 Next, step 8 is performed, which gets a multiproces 
sor thread lock on the slot lock, determines if the slot lock is 
currently owned by the hypervisor, and if so, allocates the slot 
lock to the logical partition. The return status is then set to 
SUCCESS. If the slot lock is already owned by a different 
partition, the return status is set to FAIL. Once the return 
status is set to its appropriate value, the multiprocessor thread 
lock is released. 
0057 Step 9 is then performed, which checks the slot lock 
status, and if it indicates SUCCESS, the slot I/O and control 
authority are set to the logical partition, the slot control hard 
ware is initialized, and the bindings from the slot to the logical 
partition are enabled. Note that steps 2-9 are performed for 
each slot assigned to the target logical partition being pow 
ered up. Once steps 2-9 have been performed for each slot 
assigned to the target logical partition, the execution of the 
logical partition operating system 126 is started (step 10). 
0.058 As described above, there are times when control of 
an I/O slot may be transferred from one logical partition to 
another without powering off or rebooting either partition. 
Similarly, there are times when control of an I/O slot may be 
transferred from a logical partition to the hypervisor for main 
tenance, also without powering off or rebooting that logical 
partition. The function “Vary Off allows an active partition 
to dynamically relinquish control of a slot without relinquish 
ing ownership of the slot in the platform partition configura 
tion database. In similar fashion, the function “Vary On 
allows an active partition to dynamically acquire control of a 
slot that it owns according to the platform partition configu 
ration database. FIGS. 7 and 8 show the detailed flow dia 
grams for the vary off and vary on functions, respectively. 
0059 Referring now to FIG. 7, a method 700 for imple 
menting the vary off function in accordance with the pre 
ferred embodiments begins when a system administrator 510 
or other system manager (such as a workload manager appli 
cation) sends a vary off message to a logical partition oper 
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ating system 126 (step 1). In return, the logical partition 
operating system calls the HvCall interface 340 to assert the 
slot reset signal PCIRST to the slot (step 2). The hypervisor 
hardware manager 350 is then invoked to assert the PCIRST 
signal (step 3). In response, the hypervisor hardware manager 
350 places a message on an event queue that allows the 
non-dispatchable hypervisor to communicate with the hyper 
visor partition (step 4). The HV Partition 310 monitors the 
event queue for messages, and when it sees the queued mes 
sage in step 4, it calls the HvPrimaryCall interface 330 to 
assert the PCIRST signal (step 5). The hypervisor hardware 
manager 350 is then invoked to assert the PCI RST signal 
(step 6). HV Partition 310 delays for some period of time to 
allow the state of the hardware to settle. After waiting the 
appropriate delay, the HV Partition 310 then signals that 
non-dispatchable hypervisor that PCI RST processing is 
complete (step 7). The completion of PCIRST processing is 
then signaled to the hypervisor hardware manager (step 8). 
0060 Next, the logical partition operating system 126 
calls the HvPrimaryCall interface 330 to request power off of 
the slot (step 9). This invokes the hypervisor hardware man 
ager (step 10), which generates a power off slot event in the 
event queue to the HV Partition 310 (step 11). Once the HV 
Partition 310 sees the logical partition event “power off slot 
on the event queue in step 11, it invokes the HvPrimaryCall 
interface 330 to power off the slot and reset the bridge hard 
ware (step 12). This is then passed to the hypervisor hardware 
manager (step 13). The HV Partition 310 again waits a pre 
determined delay to allow the hardware to settle, then calls the 
HvPrimaryCall interface 330 to signal the non-dispatchable 
hypervisor that slot power off processing is complete (step 
14). This is then relayed to the hypervisor hardware manager 
(step 15). In this detailed implementation, the PCIRST signal 
is first asserted to reset the secondary bus under the PCI to PCI 
bridge corresponding to a slot, and then the bridge itself is 
reset, which isolated everything under the bridge. At this 
point, the slot is powered down. 
0061. The LPOS 126 also calls to the HvCall interface 340 
to release the OS bindings to the adapters (step 16). In 
response, the HvCall interface 340 calls the hypervisor hard 
ware manager 350 to unbind the adapter mappings (step 17). 
An event message is then queued on the event queue to unbind 
the mappings for the slot (step 18). The HV Partition 310 then 
unmaps the page table and DMA bindings for the adapter in 
this slot (step 19). The HV Partition 310 then signals that the 
memory mappings have been unbound (step 20). The HvPri 
maryCall 330 relays this to the hypervisor hardware manager 
(step 21). 
0062. The LP OS 126 calls to the HvCall interface 340 to 
release control authority for the slot (step 22). In response, 
step 23 is performed. If the slot is powered off and the bind 
ings are unmapped, the slot I/O and control authority is set to 
the hypervisor, and SUCCESS is returned. Otherwise, FAIL 
is returned. Then step 24 is performed. First, a multiprocessor 
thread lock is obtained. If the slot lock is currently owned by 
the logical partition (lockslot=LP) and step 23 indicated 
SUCCESS, the slot lock ownership is relinquished (lock slot 
—unassigned) and return status is set to SUCCESS. Other 
wise, return status is set to FAIL. The multiprocessor thread 
lock is then released. The System Administrator 510 or other 
agent that requested the vary off function in step 1 will then 
use the status returned from the sequence of steps 1 through 
23 to determine whether the vary off function was successful. 
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At this point the slot has been relinquished and can now be 
transferred to a different partition or taken over by a hardware 
service tool. 

0063 Method 800 of FIG. 8 shows steps performed in 
implementing the vary on message within the scope of the 
preferred embodiments. First, a system administrator or other 
system manager sends a vary on message to the logical par 
tition operating system 126 (step 1). Next, the LP OS 126 
calls the HvCall interface 340 to acquire control authority 
over the slot (step 2). In response, step 3 is performed, which 
gets a multiprocessor thread lock on the slot lock. If the slot 
lock is currently owned by the requesting partition or is unas 
signed, the slot lock is assigned to the logical partition, and 
the return status is set to SUCCESS. If the slot lock is not 
owned by this logical partition, the return status is set to FAIL. 
The multiprocessor thread lock is then released. 
0064. Assuming the status is SUCCESS for step 3, steps 
4-20 may be performed. In step 4, slot I/O and control author 
ity for the slot is set to the logical partition (step 4). The LPOS 
126 calls the HvCall interface 340 to enable DMA and virtual 
address (VA) binding (step 5). This calls the hypervisor hard 
ware manager (step 6). In response, the hypervisor hardware 
manager 350 enables the DMA and VA bindings for the 
adapter in the slot. The LP OS 126 also calls the HvCall 
interface 340 to power on the slot (step 7). This invokes the 
hypervisor hardware manager (step 8). In response, an event 
is placed on the event queue that requests that the slot be 
powered on (step 9). In response, the HV Partition 310 calls 
the HvPrimaryCall interface 330 to initialize the bridge and to 
power on the slot (step 10). This invokes the hypervisor 
hardware manager (step 11). After waiting an appropriate 
delay to assure the slot is powered on and stable, a message is 
sent indicating that power on processing is complete (step 
12). The completion of power on processing is then signaled 
to the hypervisor hardware manager (step 13). 
0065. The LP OS 126 calls the HvCall interface 340 to 
deassert the PCIRST signal to the slot (step 14). This invokes 
the hypervisor hardware manager (step 15). In response, an 
event message is written to the event queue requesting that the 
PCIRST signal be deasserted (step 16). An HvPrimaryCall is 
then made to deassert the PCIRST signal (step 17), which is 
passed to the hypervisor hardware manager (step 18). In 
response, the non-dispatchable hypervisor deasserts the PCI 
RST signal to the slot. After waiting an appropriate delay to 
assure the slot is out of reset and stable, a the HV partition 310 
calls the HvPrimaryCall interface 330 to indicate that PCI 
RST processing is complete (step 19). The completion of PCI 
RST processing is also communicated to the hypervisorhard 
ware manager (step 20). At this point the logical partition has 
acquired control of the slot and can resume operations using 
the slot. 

0066. The preferred embodiments provide a significant 
advance over the prior art by providing slot locks that must be 
obtained before operations on the slot may be performed, and 
by assuring that a slot is powered off and then on again before 
control of that slot can be transferred between entities. A slot 
may be controlled by a logical partition, by the hypervisor, or 
may be unassigned. Note that various agents under control of 
the hypervisor, such as hardware managers, may control slots 
as well. The mutually exclusive slot locks assure non-con 
flicting access to slots by competing entities. Powering down 
a slot when it is removed from a logical partition eliminates 
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the issue of data integrity for data in an adapter and assures the 
adapter is always in a power-on reset state when it is allocated 
to a logical partition. 
0067. One skilled in the art will appreciate that many 
variations are possible within the scope of the present inven 
tion. Thus, while the invention has been particularly shown 
and described with reference to preferred embodiments 
thereof, it will be understood by those skilled in the art that 
these and other changes in form and details may be made 
therein without departing from the spirit and scope of the 
invention. For example, while PCI slots are shown as an 
example of a specific type of resource that may be indepen 
dently controlled, other types of resources besides PCI slots 
could also be controlled within the scope of the preferred 
embodiments. For example, various different types of I/O 
slots or adapters, such as PCMCIA slots, S390 channel or 
control units, etc. could be controlled using the teachings of 
the preferred embodiments. Other types of like resources that 
could be controlled in accordance with the preferred embodi 
ments include I/O buses, I/O communication channels (such 
as Infiniband queue pairs), virtual slots or devices, CPUs, and 
memory blocks. 
What is claimed is: 
1. An apparatus comprising: 
at least one processor, 
a memory coupled to the at least one processor; 
a plurality of input/output (I/O) slots coupled to the at least 

one processor, 
a plurality of locks residing in the memory, wherein each of 

the plurality of I/O slots has a corresponding lock; 
a plurality of logical partitions defined on the apparatus; 
a lock mechanism that controls access to each I/O slot by 

the plurality of logical partitions by requiring exclusive 
ownership of the corresponding lock before transferring 
control of the corresponding I/O slot to one of the plu 
rality of logical partitions and before allowing one of the 
plurality of logical partitions to access the correspond 
ing I/O slot; 

a mechanism for releasing all memory and virtual address 
bindings to an adapter in a selected I/O slot when control 
of the selected I/O slot is removed from one of the 
plurality of logical partitions; 

a mechanism for one of the plurality of logical partitions to 
relinquish control of an I/O slot that the one logical 
partition owns without relinquishing ownership of the 
I/O slot; and 

a mechanism for the one logical partition to regain control 
of an I/O slot that the logical partition owns but for which 
the one logical partition previously relinquished control. 

2. The apparatus of claim 1 further comprising a mecha 
nism for enabling memory and virtual address bindings to the 
adapter in the selected I/O slot when control of the selected 
I/O slot is transferred to one of the plurality of logical parti 
tions. 

3. The apparatus of claim 1 further comprising a mecha 
nism for transferring control of a selected I/O slot to a 
resource and partition manager when control of the selected 
I/O slot is removed from one of the plurality of logical parti 
tions. 

4. The apparatus of claim 1 further comprising a mecha 
nism for transferring control of a selected I/O slot to one of the 
plurality of logical partitions when control of the selected I/O 
slot is transferred to the one logical partition. 

5-6. (canceled) 
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7. A program product comprising: 
a lock mechanism that defines a plurality of locks, wherein 

each of a plurality of input/output (I/O) slots has a cor 
responding lock, the lock mechanism controlling access 
to the plurality of I/O slots in a computer system that 
includes a plurality of logical partitions by requiring 
exclusive ownership of the corresponding lock before 
transferring control of the corresponding I/O slot to one 
of the plurality of logical partitions and before allowing 
one of the plurality of logical partitions to access the 
corresponding I/O slot, the lock mechanism releasing all 
memory and virtual address bindings to an adapter in a 
selected I/O slot when control of the selected I/O slot is 
removed from one of the plurality of logical partitions; 

a second mechanism for one of the plurality of logical 
partitions to relinquish control of an I/O slot that the one 
logical partition owns without relinquishing ownership 
of the I/O slot: 

a third mechanism for the one logical partition to regain 
control of an I/O slot that the logical partition owns but 
for which the one logical partition previously relin 
quished control; and 
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recordable media bearing the lock mechanism, the second 
mechanism, and the third mechanism. 

8. The program product of claim 7 further comprising a 
mechanism residing on the recordable media for enabling 
memory and virtual address bindings to an adapter in a 
selected I/O slot when control of the selected I/O slot is 
transferred to one of the plurality of logical partitions. 

9. The program product of claim 7 further comprising a 
mechanism residing on the recordable media for transferring 
control of a selected I/O slot to a resource and partition 
manager when control of the selected I/O slot is removed 
from one of the plurality of logical partitions. 

10. The program product of claim 7 further comprising a 
mechanism residing on the recordable media for transferring 
control of a selected I/O slot to one of the plurality of logical 
partitions when control of the selected I/O slot is transferred 
to the one logical partition. 

11-12. (canceled) 


