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DATA LOGGING IN GRAPH-BASED COMPUTATIONS 

CROSS-REFERENCE TO RELATED APPLICATIONS 

This application claims priority to U.S. Application Serial No. 61/077,022, filed 

on June 30, 2008, incorporated herein by reference.  

5 TECHNICAL FIELD 

This description generally relates to data logging in graph-based computations.  

BACKGROUND 

Complex computations can often be expressed as a data flow through a directed 

graph, with components of the computation being associated with the vertices of the 

10 graph and data flows between the components corresponding to links (arcs, edges) of the 

graph. A system that implements such graph-based computations is described in U.S.  

Patent 5,966,072, EXECUTING COMPUTATIONS EXPRESSED As GRAPHS. In some cases, the 

computations associated with a vertex is described in human-readable form referred to as 

"business rules." 

15 SUMMARY 

In one aspect, in general, a method includes receiving at least one rule 

specification for a graph-based computation having data processing components 

connected by linking elements representing data flows, the rule specification defining 

rules that are each associated with one or more rule cases that specify criteria for 

20 determining one or more output values that depend on input data; generating a transform 

for at least one data processing component in the graph-based computation based on the 

received rule specification, including providing an interface for configuring 

characteristics of a log associated with the generated transform; and transforming at least 

one data flow using the generated transform, including: tracing execution of the data 

25 processing components in the graph-based computation at run time, generating log 

information based on the traced execution according to the configured log characteristics, 

and storing or outputting the generated log information.  
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Aspects can include one or more of the following features.  

Configuring characteristics of the log includes selecting at least one event for 

which log information is to be generated.  

5 

The at least one event is associated with transforming records in the data flow 

according to a rule associated with the received rule specification.  

The at least one event includes identifying an error in a record to be transformed.  

10 

The at least one event includes satisfying a condition of a rule case for a given 

record.  

Satisfying a condition of the rule case for a given record includes satisfying a 

15 logical expression based on values in the given record.  

Satisfying a condition of a rule case for a given record includes comparing values 

in the record to values associated with the rule case.  

20 Generating log information includes: generating one or more legend log messages 

each including details of a rule set containing the rules defined by the received rule 

specification, and generating multiple tracing log messages, where each tracing log 

message is associated with a legend record and describes at least one event associated 

with transforming records in the data flow according to a rule associated with the 

25 received rule specification.  

A tracing log message that describes the event describes at least one input or 

output of a data processing component using an index in the legend record.  

30 Generating one or more legend messages includes generating one legend message 

per execution of a graph-based computation.  

2
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The data processing component that uses the generated transform transforms input 

records in the data flow according to a first rule associated with the received rule 

specification.  

5 

Generating log information based on the traced execution includes generating a 

log message for each rule case of the first rule for which the specified criteria are 

satisfied.  

10 Generating log information based on the traced execution includes generating a 

log message is for each value in a transformed record generated by the data processing 

component using the generated transform.  

Storing or outputting the generated log information includes outputting log 

15 messages from a log port of one or more of the data processing components.  

Storing or outputting the generated log information further includes receiving a 

data flow of log messages from the log port in a data processing component and storing 

log information derived at least in part from the log messages.  

20 

The method further includes filtering the received data flow of log messages and 

storing log information derived from a subset of the log messages.  

Storing or outputting the generated log information further includes: receiving a 

25 data flow of log messages from the log port in a data processing component that indicate 

triggered rule cases for which the specified criteria are satisfied, examining the log 

messages to determine a reduced set of input records that provide at least one log 

message for each rule case of each of the rules defined by the rule specification that is 

triggered by all of the input records, and storing the reduced set of input records.  

30 
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In another aspect, in general, a computer system includes a storage system storing 

at least one rule specification for a graph-based computation having data processing 

components connected by linking elements representing data flows, the rule specification 

defining rules that are each associated with one or more rule cases that specify criteria for 

5 determining one or more output values that depend on input data; a generator configured 

to generate a transform for at least one data processing component in the graph-based 

computation based on the received rule specification, including providing an interface for 

configuring characteristics of a log associated with the generated transform; and a graph

based computation system configured to transform at least one data flow using the 

10 generated transform, including: tracing execution of the data processing components in 

the graph-based computation at run time, generating log information based on the traced 

execution according to the configured log characteristics, and storing or outputting the 

generated log information.  

15 In another aspect, in general, a computer program is stored on a computer

readable medium, the computer program including instructions for causing a computer 

system to: receive at least one rule specification for a graph-based computation having 

data processing components connected by linking elements representing data flows, the 

rule specification defining rules that are each associated with one or more rule cases that 

20 specify criteria for determining one or more output values that depend on input data; 

generate a transform for at least one data processing component in the graph-based 

computation based on the received rule specification, including providing an interface for 

configuring characteristics of a log associated with the generated transform; and 

transform at least one data flow using the generated transform, including: tracing 

25 execution of the data processing components in the graph-based computation at run time, 

generating log information based on the traced execution according to the configured log 

characteristics, and storing or outputting the generated log information.  

In another aspect, in general, a computer system includes: means for receiving at 

30 least one rule specification for a graph-based computation having data processing 

components connected by linking elements representing data flows, the rule specification 

4
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defining rules that are each associated with one or more rule cases that specify criteria for 

determining one or more output values that depend on input data; means for generating a 

transform for at least one data processing component in the graph-based computation 

based on the received rule specification, including providing an interface for configuring 

5 characteristics of a log associated with the generated transform; and means for 

transforming at least one data flow using the generated transform, including: tracing 

execution of the data processing components in the graph-based computation at run time, 

generating log information based on the traced execution according to the configured log 

characteristics, and storing or outputting the generated log information.  

10 The details of one or more embodiments of the invention are set forth in the 

accompanying drawings and the description below. Other features, objects, and 

advantages of the invention will be apparent from the description and drawings, and from 

the claims.  

DESCRIPTION OF DRAWINGS 

15 FIG. 1A illustrates transforming input data into output data in a graph-based computation 

environment.  

FIG lB illustrates an example of a graph in a graph-based computation.  

FIG IC illustrates a block diagram of transform generation with logging information.  

FIG. 2A illustrates an example of spreadsheet-based rule entry.  

20 FIG. 2B illustrates an example of an individual rule.  

FIG. 3 illustrates a flow chart of some operations of data logging in a graph-based 

computation environment.  

FIG. 4 is an illustration of a graphical user interface of logging configuration in a graph

based computation environment.  

5
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DETAILED DESCRIPTION 

An exemplary context for a data logging and auditing mechanism includes a graph-based 

computing paradigm that stores metadata associated with graph-based computations in a 

graph-based computing system. Each computer program, in this context, is implemented 

5 using a computation graph, also called a dataflow graph, or simply a graph. A graph 

includes one or more nodes or vertices representing data processing components, joined 

by directed edges representing flows of data between the components. The graphs can 

run in a parallel processing environment. The system tracks changes in development of 

graphs, performs statistical and dependency analysis, and manages metadata pertaining to 

10 the development of graphs. The storage of graph related metadata allows for data impact 

analysis to occur, giving the user a visual sense of how the data is changing as it is 

processed in a graph, and the impacts those changes have on another graph. Additionally, 

the system provides configuration/change management allowing multiple versions of a 

graph to be stored as there are code changes thereby ensuring the latest code and data are 

15 available.  

Business rules, as a subset of metadata, are stored in the system. Various aspects of 

business rules are described, for example, in U.S. Application No. 11/733,434, 

incorporated herein by reference. Each business rule can be stored in a separate object.  

A business rule can be expressed as a set of criteria for converting data from one format 

20 to another, making determinations about data, or generating new data based on a set of 

input data. For example, in Fig. 1A, a record 102 in a flight reservation system includes 

values for fields that indicate the name 104 of a passenger, how many miles 106 the has 

flown this year, the class 108 of his ticket, and the row 110 he is seated in. A business 

rule indicates that such a passenger should be put in boarding group 1. A business rule is 

25 generally easy for a human to understand, i.e., "first class passengers are in group 1," but 

may need to be translated into something a computer can understand before it can be used 

to manipulate data.  

To implement business rules in a graph-based computation environment, a transform 112 

is generated which receives input records, such as record 102, from one or more data 

30 sources, e.g., input dataset 100, and provides an output record, e.g., record 114, indicating 
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the passenger's name 104 and which group he is in 118 for an output dataset 120. In this 

example, the datasets are illustrated showing an exemplary record, but in general the 

datasets may include any number of records. Input and output datasets can be processed 

as data streams, for example, as the data making up the datasets flow into or out of a 

5 graph.  

The transforms may then be implemented in graph-based computations having data 

processing components connected by linking elements representing data flows. For 

example, the simple computation graph 130 of Fig. lB takes as input two data sets 132, 

134 (for example, frequent flier data and flight reservation data), formats the data in each 

10 set in separate format components 136, 138 so they can be used together, and joins them 

in join component 140 to produce an output data set 142. A transform may itself be a 

graph-based computation, such as that in the graph 130, or may be implemented within a 

component of a graph, such as the individual components 136, 138, and 140 of which the 

graph 130 is composed.  

15 To simplify creation of transforms for non-technical users, a tool is provided for such 

users to input a set of business rules, referred to as a rule set, in a format with which they 

are familiar, that tells the computer system what they want the transform to do. A rule set 

is the set of rules that produce a single transform. A rule may be composed of one or 

more rule cases that determine different values for the rule's output depending on the 

20 input. A rule may also include other rules. Other rules in a rule set may produce values 

for additional or alternative outputs. A rule set may contain other rule sets, which is 

referred to as "included" rule sets.  

A general model of the transform generation system with logging information is shown in 

Fig. IC. A business rules environment (BRE) includes a generator 150 that receives as 

25 input a rule set 152 from an editor 154 and generates a transform 156. As one of the 

transform generation options, logging can be subsequently activated by customizing 

various logging events and information in a graphical user interface. A log is a record of 

the events occurring within an organization's systems and networks. Logs are composed 

of entries; each entry contains information related to a specific event that has occurred 
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within a system or network. Logs can be used for troubleshooting problems, and to serve 

many functions, such as optimizing system and network performance, recording the 

actions of users, and providing data useful for investigation abnormal activity. Logs can 

contain information related to many different types of events. The generated transform 

5 156 may be provided to a graph-based computation system 158 as a component to be 

used in a graph or as an entire graph itself, depending on the system's architecture and the 

purpose of the transform and the business rules. The generator 150 may be, for example, 

a compiler, a custom-built program, or another graph-based computation configured 

using standard tools to receive the rule set 152 and output the transform 156.  

10 The generator 150 may also update the transform 156 when the rule set 152 is edited.  

When the rule set 152 is edited, the editor 154 may provide the entire rule set to the editor 

or it may provide only the new or modified rules or rule cases 152a. The generator 150 

may generate an entirely new transform to replace the original transform 156, or it may 

provide a component 156a containing the transform, depending on the capability and 

15 needs of the system using the transform.  

There is no need for a separate, dedicated execution engine to perform logging operations 

during the graph-based computation 158. The logging can be configured to occur using 

functions called by the graph components as they are executed. For different logging 

configurations, different auditing reports on rule execution can be provided. For 

20 example, as shown in FIG. 1 C in dashed arrows (not the actual data flow shown by the 

solid arrows), log 160a may trace back to a particular input record in the rule set 152; 

while log 160b may reflect a specific rule case 152a has been fired at a prior time.  

Referring to Fig. 2A, in some examples, a rule can be entered in a spreadsheet format.  

Trigger columns 202, 204, 206, 208 in spreadsheet 200 correspond to available data 

25 values, and rows 210a-h correspond to rule cases, i.e., sets of criteria that relate the 

available data values. A rule case 210n applies to a given record (e.g., 102 in Fig. 1A) if 

the data values of that record, for each trigger column in which the rule case has criteria, 

meets the triggering criteria. If a rule case 21 On applies, output is generated based on one 

or more output columns 212. A rule case that has all of its triggering criteria satisfied 

8
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may be referred to as "triggered." Each output column 212 corresponds to a potential 

output variable, and the value in the corresponding cell of the applicable row 210n 

determines the output, if any, for that variable. The cell could contain a value that is 

assigned to the variable or it could contain an expression that must be evaluated to 

5 generate the output value, as discussed below. There may be more than one output 

column, though only one is shown in Fig. 2A.  

There may be several different types of trigger columns, including columns that 

correspond to a variable, columns that contain expressions but are calculated once and 

then treated like variables, and columns that only contain expressions. Other column 

10 types include columns that only contain data and columns that specify an expression to 

evaluate for every row, based on the columns that only contain data. Columns that only 

contain expressions are simpler than those corresponding to or treated as variables.  

In the example of Fig. 2A, the first row 210a has criteria in only one column, 202, which 

indicates that if the total number of frequent flier miles for a traveler is greater than 

15 1,000,000, then that rule case applies regardless of what value any other columns may 

have. In that case, the "Boarding Group" output variable for that user is set to group 1.  

Likewise, the second rule case 210b indicates that any flier in first class is in group 1. In 

some examples, the rules are evaluated in order, so a traveler having over 1,000,000 

miles and a first class ticket will be in group 1, but only the first rule case 21 Ga will be 

20 triggered. Once a rule case is triggered, the other rule cases in that rule do not need to be 

evaluated.  

The next rule case 210c is based on two input values 202 and 204 - if the criteria defined 

for both total frequent flier miles and current-year miles are met, then the flier is in group 

2. In a fourth rule case 210d, any business class customers are also in group 2. The 

25 remaining rule cases 210e-h contain criteria that relate to the other rule cases, i.e., "else" 

and "same." "Else" indicates that none of the criteria in that column were met in rows 

that were above that one and which had the same criteria to the left (i.e., rules 21Gb and 

210d), while "same" indicates that the rule case applies if the rule case above it applied 

with respect to that column. Thus, the fifth rule case 210e applies to any record that 

9
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didn't match any criteria in the first two columns 202 or 204 (because it would have been 

handled by rule cases 210a or 210c), didn't have "first" or "business" in the "class of 

seat" column (the "else" keyword in column 206), and which has a "row of seat" value 

208 less than or equal to 10. Each of the remaining rule cases 210 f-h applies to records 

5 that also didn't match any higher rule case with values in columns 202 or 204, didn't 

have "first" or "business" in the "class of seat" column, and which have the appropriate 

"row of seat" value.  

The rule cases 210a-h in the example of Fig. 2A can also be represented as individual 

simple rules, each in their own spreadsheet, as shown in Fig. 2B. Rules 220a-d 

10 correspond to rows 21 Oa-d of Fig. 2A, respectively, while rule 220e has four rule cases 

corresponding to rows 21 Ge-h together. A user could create these individual rules 

separately, rather than generating the entire table shown in Fig. 2A. Each rule case 

contains a value for every trigger column and a value for every output column (the value 

can be blank, i.e., effectively set to "any"). When multiple rules generate the same 

15 output, the rules are ordered and they are considered in order until a rule case in one rule 

triggers on the inputs and generates an output. If no rule case in a rule triggers, the next 

rule that produces the same output is processed. If no cases in any rule trigger for an 

output, a default value is used.  

In some examples, the editor interface 150 may graphically identify cells that contain 

20 expressions. This will help the user understand the difference between an expression that 

will be evaluated to true or false on its own and an expression that returns a value that is 

compared against the column variable. When the user is typing, he can indicate that a 

particular cell is to be an expression cell by, for example, typing an asterisk at the 

beginning.  

25 For columns that correspond to output variables, the cells can contain one of the 

following: 

* A value. The value that will be assigned to the output variable.  

10
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* An expression. The value of the expression is assigned to the output variable. If 

the expression evaluates to NULL then the field gets the NULL value, unless the 

output field is not-nullable. In which case, an error is generated.  

* The keyword "null." If the output field is nullable, then the field will be assigned 

5 NULL. Otherwise, an error is generated.  

* An empty string. If the output field has a default value, then the default value is 

assigned. Otherwise, the cell is treated as if it contains the keyword "null." 

* The keyword "same." The output field is assigned the same value computed in 

the cell above.  

10 If possible, errors are reported upon being detected, i.e., putting "null" in an output 

column for a non-nullable field. However, some errors cannot be reported until either 

test time or run time.  

Whether created as rows of a table or as individual rules, each rule has a certain set of 

attributes. Rule sets may determine these attributes for the rules they include. These 

15 attributes may include a name, a rule type, a description and comment field, a list of 

output variables, a list of input variables, a list of arguments, a list of trigger columns, a 

modification history, a test dataset, and an error handling behavior. A name is self

explanatory, and is used for listing the rule in a rule set. In some examples, the rule type 

is a property of the rule set. The list of output variables is the set of variables produced or 

20 assigned values by the rule. This may be inherited from the rule set, and there can be one 

or more outputs. The list of input variables identifies all the variables that the rule needs 

to evaluate a record, including those at the top of the columns and those used inside 

expressions (for example, the "last year frequent flyer miles" value used in rule 210c in 

Fig. 2A is used in an expression but does not have its own column).  

25 Rules can be single-fired or multi-fired. For example, multiple rule cases may be used to 

generate multiple values for one or more outputs. A rule that can trigger multiple rule 

cases is referred to as a multi-fire rule. A multi-fire rule is identified solely based on the 

type of output computed by that rule. If the output(s) computed by a rule are lists 

(outputs that can have multiple values in each record), then the rule is a multi-fire rule.  
11
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In a multi-fire rule, once a rule case is triggered, the corresponding output value is 

appended to the list of values for the output. However, unlike single-fire rules, in a multi

fire rule, evaluation continues even after a rule case is triggered. Each subsequent rule 

case is also evaluated, and every rule case that triggers will cause another value to be 

5 appended to the list of values for the output(s).  

In some examples, rules may be evaluated in a manner converse to that described above, 

with rule cases in rows being ANDed and columns being ORed. That is, a rule produces 

an output only if every row triggers (ANDing the rows) but only a single cell needs to be 

true for each row to trigger (ORing the columns).  

10 The list of arguments is only present for function rules. It identifies the names and types 

of parameters that are inputs to the rule, and may be a property of the rule set. The list of 

trigger columns identifies which columns may trigger application of the rule. Beyond 

just the input variables shown in the example of Figs. 2A and 2B, trigger columns could 

correspond to parameters, lookup variables, output variables from an earlier rule, output 

15 variables of included rule sets, parameters to the rule set, or expressions. They may also 

include input variables from function rules, i.e., arguments.  

Error handling determines how the transform created from the rule set handles errors that 

occur when evaluating a rule. For handling errors in a trigger expression, the options are 

to allow the error, in which case the transform rejects the record that caused the error, or 

20 to ignore an error, which is equivalent to assuming the trigger expression to be false and 

moving on to the next rule. For output expressions, errors can be handled by allowing the 

error and rejecting the record, ignoring the error and setting the output to NULL, or 

ignoring the row in the rule and moving on to the next row.  

As noted above, a transform is generated from a rule set. A rule set may have the 

25 following attributes: 

A name, description, and comments - these identify a rule set. Depending on the back

end implementation, a rule set may include an identification of its location within the 

system. In some examples, a rule set's location is a path in a project. In some examples, 

12



WO 2010/002919 PCT/US2009/049299 

rule sets may be organized in a relational database and located by name. A modification 

history includes modification names, dates, and check-in comments.  

A transform type - this determines what type of transform is generated from the rule set.  

Possible values include reformat, join, rollup, and filter, as discussed below.  

5 Input datasets - these provide a list of fields and named constants for editing. In some 

examples, when the transform is generated it will assume the record format of one of the 

input datasets by default. There may be multiple input datasets, allowing the rule set to 

generate transforms for different environments. This also allows multiple sets of logical 

to physical mappings, i.e., different sets of physical names. In some examples, there is 

10 an input mapping table with one or more datasets. In some examples, a join component 

may have multiple input mapping tables, and each may have multiple datasets.  

Output datasets - these provide a list of output field names. By default, when the 

transform is generated it will assume the record format of one of the output datasets. The 

output dataset can be the same as the input dataset. Included rule sets will not have an 

15 output dataset. In some examples, as with input datasets, there are multiple output 

datasets, allowing the rule set to generate transforms for different environments.  

A list of included rule sets - one rule set can use the output fields computed by another 

rule set (explicitly listed output fields, not fields of the output record format). Output 

variables in the included rule sets may be used as variables in the including rule set, 

20 based on an included rule set mapping table that defines the set of output variables from 

an included rule set that are visible in the including rule set.  

A list of included transform files - one or more files that specify transforms to be used 

when processing a rule set can optionally be included.  

A series of mapping tables that list the variables and constants - these tables are 

25 intertwined with the input and output datasets. They make the list of variables known to 

the editor and document the mapping between business names and technical names.  

Each variable has a business name, technical name (which can be computed using 

expressions), and base type (string, number, date or datetime). Associated with each 
13
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variable is an optional list of constants that documents the mapping between business 

name and technical name. The variable tables are described in more detail below.  

References to external test data files - Test files are used for testing the rules, similarly to 

the embedded test datasets discussed above.  

5 A No-reject flag - if this flag is set, then the transform produced by the rule set will not 

reject records (throw errors). This may be used so that a rule that throws an error will be 

ignored, as if that rule never triggered.  

A deployment table - this lists one or more deployments, which indicate (indirectly) 

which rules should be included in each build. The deployment table is described in more 

10 detail later.  

An optional key - this allows users to specify the business name of a special input field 

that represents the key for join-type and rollup-type rule sets. In some examples, the key 

is actually implemented as an entry in the table of input variables, with a type of key.  

An optional list of lookup files - this provides business names, key information and a 

15 complete table of input variables and constants, one table per lookup file. Lookup file 

support is described in more detail below.  

A table of parameters - this lists variables whose value comes from the environment or 

from a parameter set at run time.  

A rule set is associated with several different tables: 

20 1. A table of input variables and constants. For transform-type rule sets, this 

table contains the fields in the input record format that will be referenced in 

the rules. Not every field in the record format needs to be listed, but they 

usually are. With a Join-type rule set, there will be multiple input tables, with 

each table representing one input dataset for the join operation.  

25 2. A table of input variables and constants for all included rule sets. When using 

included rule sets, each included rule set has its own table of input variables 
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and constants. When a transform is built, the input variables used by included 

rule sets are mapped to actual inputs in the context of the rule set doing the 

including. Therefore, this list is promoted to the including rule set. If 

multiple included rule sets are included, each input variable table is promoted.  

5 (If an included rule set itself includes a rule set, the second-level variables are 

not promoted.) Input variables and constants promoted from included rule 

sets are not available for use in the including rule set. This table is included 

so a mapping can be established between the inputs to the included rule sets 

and the inputs to the including rule set. See below for more detail.  

10 3. A table of output variables and constants for all included rule sets. When rule 

sets have been included, the outputs of those included rule sets become inputs 

to the including rule set. This table lists all those variables. It is initially 

populated directly from the table of output variables and constants in all the 

included rule sets; however, the business names can be changed to avoid name 

15 collision. For this table, the technical name is the business name inside the 

included rule set.  

4. A table of output variables and constants. For transform-type rule sets, this 

table contains the fields in the output record format that will be calculated by 

the rule set. Output variables that are not calculated can also be included and 

20 will be ignored by the rule set. (The generated transforms have a wildcard rule 

to copy inputs to outputs. In addition, the outputs could have default values 

included.) 

Output variables can also be used as intermediate variables, meaning the 

value of an output produced from one rule can be referenced in a later rule.  

25 Sometimes the output is used in this way and is not directly included in the 

output record from the transform.  

5. A table of parameters. Rules may include references to parameters.  

Parameters are resolved at run time in the context of a graph's parameter set.  

Similar to other variables, in a rule set a parameter has a business name, a 

30 technical name (e.g., $RUNDATE) and a type.  
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6. A table of variable mappings for each lookup file. These are similar to the 

input tables, but map to fields in the record format for the lookup file.  

Non-shared rule sets (which are designed to produce transforms) are usually tied to both 

input and output datasets. The input dataset is the source of input variables. The output 

5 dataset is the source of output variables. Sometimes a rule set will have multiple input 

datasets and/or multiple output datasets. In that case, each input dataset and output 

dataset is a possible input or output of the transform. There may only be one set of input 

variables (except for join operations), but there may be a different mapping between 

business names and technical names for the different datasets. In some cases, an input 

10 variable may be used by the rule set and be present in one input dataset but not in a 

second input dataset. In that case, an expression is specified as the technical name of the 

missing variable in the second input dataset. If the rule set does not use an input variable, 

there is no need to supply a technical name for every input dataset.  

Included rule sets are treated somewhat differently. Included rule sets may not have 

15 associated input and output datasets. Instead, they have input variables and output 

variables. The rule set that includes a included rule set is responsible for mapping the 

input and outputs.  

Variables 

Variables may have the following properties, and may be presented to the user in a 

20 tabular form: 

1. The business name (logical name). The business name is the name used in 

rules. In some examples, restrictions are imposed such that no two input 

variables can have the same name, no two output variables can have the same 

name, no two outputs from included rule sets can have the same name, and no 

25 two lookup variables in the same lookup file can have the same name. An 

input variable can have the same name as an output variable. In such a case, 

the user interface may disambiguate the input and output based on context or 

by using a prefix such as "out." in front of the output variable name. Lookup 
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variables in different lookups file can have the same name. Therefore, using a 

prefix such as the name of the lookup file itself will disambiguate them.  

2. A simple type. In some examples, four basic types may be supported - string, 

number, date and datetime. These correspond to types string(int), 

5 decimal(20), date("YYYY-MM-DD") and datetime("YYYY-MM-DD 

HH24:MI:SS.nnnnnn"). Conversion between the basic type and the actual 

type used in the transform will be handled separately from the editing of the 

business rules, for example, by the generated transform component.  

3. A default value. The default value is only needed for output variables. This is 

10 the value that is used when (1) there is an empty cell in an output column in a 

rule for that output, or (2) when no rules trigger to compute a value for that 

output. Default values can be NULL (and an empty cell is interpreted as 

NULL), as long as the output variable is nullable.  

Default values are expressions, just like the expressions that are used in 

15 output columns in a rule expression table. This means that default values can 

refer to input variables or output constants or contain expressions. Default 

values can also refer to other outputs, as long as no circularities are 

introduced.  

4. A technical name (physical name) or expression. This is the expression that 

20 specifies the variable. It is possible to use a expression instead of a field name 

for input and included variables (in some examples, using expressions is not 

allowed for output variables). In the case of vectors, the expression should be 

fully qualified.  

When dealing with prompted variables and input and output variables 

25 from included rule sets, the technical name associated with a variable is really 

just the business name used inside the shared rule set. When dealing with 

output variables that are only used internally (intermediate variables computed 

in one rule and used in a subsequent rule), the technical name can be blank.  

5. An optional description and comment.  
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Constants 

The various tables of variables include mapping for constants as well as variables.  

Constants correspond to enums in C++. The system may support constant values that 

initially come from valid values and invalid values, and constant ranges that initially 

5 come from valid and invalid ranges. Additionally, it is possible to create constants that 

represent sets of distinct values and/or ranges.  

Constants are associated with variables. This means that the business names of constants 

do not have to be unique across the entire rule set. The editor will normally know the 

context for any constant based on which column in the rule the constant appears in; 

10 however, it is possible for the user to select a constant belonging to a different variable in 

expressions. In that case, the constant will be qualified with the variable name (e.g., 

"Airline class.business").  

When computing output variables, only single value constants are used (it makes no 

sense to assign a range to an output field).  

15 Constants have the following properties, and will be presented to the user in a tabular 

form (variables and constants may be intermingled, similarly to embedding a table inside 

another table).  

1. The variable name. Constants apply to one variable. The variable name is 

actually part of the associated variable itself.  

20 2. The business name. The business name is the name used in rules. The name 

does not have to be a value identifier, specifically, internal spaces and 

punctuation are allowed. In some cases business names for constants are only 

unique within the variable they apply to.  

3. The constant type. One of value, range, or set. As mentioned earlier, ranges 

25 and sets are legal when used in comparisons (inputs), not in assignments 

(outputs).  

4. For values: the actual value. In the present example, strings are in quotes and 

numbers are not. Dates and date-times are in quotes in the default forms (e.g., 
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"YYYY-MM-DD"). Using an expression is also allowed as long as that 

expression returns a simple type that can be automatically converted to the 

variable type.  

When a constant is part of the table of inputs or outputs for an included 

5 rule set, there is no value. Instead, the value is the business name of the 

associated constant for the corresponding input or output variable.  

5. For ranges: the minimum and maximum values. Both are constants or 

expressions, just like the actual value documented above. Ranges are used as 

shorthand for comparison in rules. Only equality comparisons are allowed for 

10 ranges, and the system will translate ranges into "variable >= minimum and 

variable <= maximum". If the minimum is not specified, that part of the 

comparison will be skipped. Likewise for the maximum. The range is stored 

with a comma separating the minimum and maximum values.  

6. For sets: a comma separated list of the values. Each element of the list is a 

15 constant or expression, similar to the actual value documented above. Only 

equality comparisons are allowed for sets, and the system will translate sets 

into an expression in the form of "variable member of [vector list of values ]".  

7. An optional description and comment.  

When dealing with promoted variables from shared rule sets, constants are also 

20 promoted. In the tables that show the input and output variables for shared rule sets, 

constants associated with those variables are also shown. The default mapping for those 

constants is part of the promoted information, but the user can override the constant 

values.  

The system will detect when there is a possible conflict in the use of variables because of 

25 mismatching constants. Specifically, if (1) the value of any variable is copied into 

another variable, (2) if both variables have constants defined, and (3) the set of constants 

are not identical in both name and value, then an error will be generated that the user 

needs to translate the value of one variable into the values of the other. Source variables 

include input variables, lookup variables, outputs from included rule sets, and output 
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variables used as inputs. Target variables include output variables and inputs to included 

rule sets. Assignment can happen in rule expressions or in variable tables.  

Ordering of Variables 

To avoid circular logic, the system enforces a strict ordering of variables and rules. An 

5 example of a global ordering is as follows: 

Input variables and Parameters.  

The 1st included rule set's input mappings.  

The 1st included rule set's output values.  

10 The Nth included rule set's input mappings.  

The Nth included rule set's output values.  

The 1st lookup file's default key values.  

The 1st lookup file's output fields.  

15 The Nth lookup file's default key values.  

The Nth lookup file's output fields.  

All output variables' default values.  

The calculation of each item uses values computed in previous steps. This means, for 

example, that the first included rule could refer to input variables and parameters in its 

20 mapping table. The second included rule, however, could map its inputs to outputs 

computed from the first included rule. Similarly, the default values for each output 

variable are computed before any rules, so they are based on the values of input variables, 

parameters, lookup files, or outputs from any included rules. When it comes time to 

actually calculate the output of the rules, the rules are evaluated in order so later rules can 

25 use the values computed from earlier rules.  
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Linking Datasets to Variables 

In some examples, the table of input variables comes directly from the input dataset 

record format and the business names come from the metadata on the input dataset.  

However, in some examples, there are advantages to having a copy of this mapping 

5 inside the rule set. First, having a copy of the variables mapping table in the rule set 

makes it possible to edit the rule set outside the context of the production environment.  

The rule set and associated rules could be serialized into a sandbox and edited as part of a 

sandbox project. Second, having a copy of the input variables mapping table makes it 

possible for the user to resolve conflicts or otherwise override the existing metadata. For 

10 example, if two fields in the input dataset map to the same business name, one of those 

business names could be changed in the table of input variables.  

When a rule set is first created, the input variable table is empty. As soon as the user 

identifies the input dataset, the input variable table is populated, automatically, from the 

metadata of the input dataset. (The same logic applies to the output variables and output 

15 dataset, but the rest of this discussion will focus on the input dataset for simplicity.) 

The singular term "input dataset" is used in this description for simplicity. There are zero 

or more input datasets that can be linked to input variables, and a separate set of zero or 

more input datasets that can be linked to output datasets. Specifically, the input variable 

table has one column for the business name, one column for the type, etc. and many 

20 columns for the technical names, one per input dataset. Once a single input data set is 

specified, a second can be added using similar technique. However, in the case of a 

second or subsequent dataset the mapping between technical name and business name 

may be less complete, especially since the system may not be able to figure out which 

variable each field in the second and subsequent dataset maps to. In such examples, the 

25 user can manually correct any missing information.  

When initially creating the input table from an input dataset, each field in the input 

dataset will cause one input variable to be created. The technical name for the input 

variable will be the name of the field. The type will be assigned based on the field type.  

Voids will be treated like strings, reals will be treated like numbers. Subrecords will not 
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have corresponding input variables, although the fields inside subrecords will. Unions 

will result in input variables for each branch of the union. If an element is a vector, the 

technical name of the corresponding input variable will assume the first element of the 

vector ("in.vect[O]"). The user can override this. For example, for a multi-output 

5 transform, the user may change the technical name to be in.vect[index]. Or, the user may 

create additional input variables corresponding to other elements of the vector, if the 

vector is fixed length. Unions and vectors may not be supported in output datasets (no 

output variables will be created for them). In some examples, a variation of the multi

output component may output an output vector instead of multiple output records.  

10 In some examples, the business name is computed from the metadata. An example of the 

logic for determining the business name for a field is as follows: 

If the field (Physical Element) has a display-name, then the display name of the 

field is used as the business name.  

Otherwise, if the field has a Logical Element and the Logical Element has a 

15 display-name, the display name of the Logical Element is used as the business 

name.  

Otherwise, if the field has a Logical Element, the name of the Logical Element is 

used as the business name.  

Otherwise, a business name is computed from the technical name.  

20 If there is a conflict (duplicate name), only one business name will be assigned. The 

other fields will not be assigned any business name.  

In some examples, there is no dynamic linking between rule sets and dataset metadata. If 

users change the metadata data (for example, renaming a Logical Element), that change is 

not automatically picked up by the system. In some examples, a two-way relationship 

25 between data may be used to allow such changes to be detected.  

If a user adds a second dataset to rule set, the system will try to fill in fields for each of 

the business names using the same physical to logical mapping rules as listed above. If a 

variable cannot be mapped, the technical term for that variable will be left blank for the 
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added dataset and the user will have to fill in a field name or expression manually.  

Available fields will be listed in a pull-down in the user interface.  

At the same time that the input variable table is created from the dataset metadata, 

constants may be added to the input variable table, also from the dataset metadata. The 

5 system will create constants for all valid and invalid values and all valid and invalid 

ranges associated with the Validation Spec associated with each Logical or Physical 

Element.  

An example of the logic for determining the business name for a constant is as follows: 

If the valid value (valid range, etc) has a display name, the display name will be 

10 used as the business name.  

Otherwise, if the valid value (valid range, etc.) has a description, the description 

will be used as the business name.  

Otherwise, the constant will be included in the variable table without a business 

name.  

15 It is not necessary to create variables starting with datasets. A second way to create a list 

of input variables is to identify a Logical Entity in the underlying system. If a Logical 

Entity is selected, then the system will create a table of variables with one variable for 

each Logical Element in the Logical Entity. The business names of the variables will be 

the display name of the Logical Elements. If the Logical Elements have Validations 

20 Specs, constants will also be created using the previous document rules.  

Finally, input and output variables can be added manually, either by adding them to them 

the variable table or by creating them while editing rules. For example, when a user adds 

a column to a rule, he selects which input variable should be used for that column. But he 

can also select "new..." and create an input variable on the fly. The system will then 

25 prompt the user for a datatype and optional comment. No technical name needs to be 

filled in until later.  

The system needs a list of variables in order to allow rules to be edited. However, the 

mapping between business names and technical names does not have to be completed 
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until later. The mapping may only be needed when the user is ready to either test the 

entire rule set against an external test file or actually create a transform from the rule set.  

Included Rule Sets 

In some examples, rule sets can be shared. Specifically, an included rule set is designed 

5 to be included inside another rule set so that its logic becomes part of the including rule 

set's generated transform.  

Although included rules sets are usually designed specifically to be shared, an included 

rule set can also be used standalone to create a transform. For example, a user could 

create a rule set that computes a Boolean output for a filter-type transform. But at the 

10 same time, that rule set could be included inside another transform and the Boolean 

output (an output variable of the shared rule set, available in the including rule set) could 

be used to compute a more complex output.  

Included rule sets are similar to other types of rule sets. They have input variables and 

output variables. And they can, themselves, include other included rule sets. But the 

15 handling of input and output variables in included rule sets is different than with 

transform-type rule sets. In transform-type rule sets, the input and output variables are 

mapped to technical names so a transform can be generated. But in included rule sets, 

there is no need to map input and output variables to technical names. (If a rule set is both 

shared and used to generate a transform, then the inputs and output variables will be 

20 mapped to technical names for the deployments that generate a transform.) 

When a user includes a included rule set into another rule set, the including rule set needs 

to have variable mapping tables to map the inputs and outputs of the included rule set. In 

the context of the including rule set, only the input variables and output variables of the 

shared rule set are visible. Any variables of any rule sets included in the shared rule set 

25 are not exposed to the including rule set.  

In the context of the including rule set, the input variables of the shared rule set need to 

be mapped to variables of the including rule set, or expressions using those variables. The 

business names of the shared rule set will be listed in a variable mapping table, but those 
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names will not be available to be used in rules in the including rule set. Instead, the 

including rule set may only need to match each input variable (by business name) of 

shared rule set to an expression in the including rule set.  

Included rule sets are considered to be evaluated before input variables, parameters and 

5 lookups so the output of an included rule set can be used as the key for a lookup. In some 

examples, the order of evaluation is more flexible and the ordering of lookups vs.  

evaluation of included rule sets can be automatically determined based on a dependency 

analysis. Because included rule sets are evaluated before any output variables are 

computed, no output variables in the including rule set can be mapped to inputs in the 

10 included rule set. If the mapping to an included rule set input cannot be done with a 

simple input variable, an expression can be used instead.  

The mapping to an included rule set input variable can be NULL, as long as input 

variable in the included rule set is nullable. The mapping can also be left blank. If the 

mapping is left blank, then an error will be reported at transform generation time, if and 

15 only if that input variable is needed in the computation of the including rule set's outputs.  

In some examples, it is assumed that everything is nullable, which simplifies the user 

interface.  

In the context of the including rule set, the output variables of the shared rule set also 

need to be mapped to business names in the including rule set. This mapping table is the 

20 reverse of the one above. When mapping a shared rule set's input variables, the table 

maps the business name of the shared rule set's input variable to an existing variable in 

the including rule set. But when mapping the shared rule set's output variables, the 

including rule set has a table that specifies a business name for the outputs of the shared 

rule sets - mapping names in the including rule set to the corresponding names in the 

25 shared rule set.  

The output variable mapping is needed to resolve potential naming conflicts. The default 

mapping is to simply use the same business names in both the including rule set and in 

the shared rule set. But the names of output variables in the shared rule set may conflict 
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with the business names of variables already defined in the including rule set, so the 

mapped named in the including rule set can be changed.  

Not every output from the shared rule set needs to be mapped. If an output is left 

unmapped, that output cannot be used in the including rule set, and the corresponding 

5 logic from the shared rule set will be ignored. On the other hand, all of the inputs from 

the shared rule set may be mapped, although they can be mapped to uninteresting 

variables if the rule set designer is sure that they will not be needed. In some examples, 

the system itself may determine which inputs really need to be mapped.  

In some examples, the mapping table is done by business name, not by reference. When a 

10 shared rule set is included in another rule set, the including rule set gets a copy of the 

input and outputs from the shared rule set. These names are stored in the including rule 

set along with the mapping information. It is possible that the shared rule set gets 

changed, causing some inputs or outputs to be added, deleted or renamed.  

Referential integrity problems between including and included rule sets can be handled 

15 by the including rule set when that rule set is loaded from the system. Input variables that 

disappear from the shared rule set are deleted from the including rule set. Input variables 

that get added to the shared rule set are added to the mapping table in the including rule 

set, but remain unmapped. Likewise, output variables that get added to the shared rule 

set get added to the mapping table in the including rule set, but remain unmapped. If an 

20 output variable gets deleted from the shared rule set, and it is not used in the including 

rule set it is just deleted from the mapping table, but if it is used in the including rule set, 

the user gets an error that the variable is no longer available.  

The including rule set actually persists redundant information from the shared rule sets.  

Specifically, in the input and output variable mapping table, the including rule set may 

25 only need to maintain a list of the business names in the shared rule set along with the 

corresponding named in the including rule set. For efficiency, the including rule set also 

persists the type, default value, description and comment, all copied out of the shared rule 

set. These values are read/only when editing the including rule set but are included for 

efficiency for generation of reports and other analysis.  
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The shared rule set mapping tables also have one additional entry in the included rule set, 

which is an additional comment. This allows users to add another comment to the 

mapped value.  

Lookup Files 

5 Rule sets can optionally have one or more lookup files. Each lookup file in a rule set 

includes the following information: 

1. The Business name of the lookup file.  

2. An optional description and comment.  

3. A list of the business names for the fields that make up the key. These names 

10 are used when the lookup file is added to an expression so the user sees 

something like this: lookup(My Lookup File, <customer name key>, <account 

type key>).  

4. A list of default expressions for each of the keys.  

5. The technical name of the lookup file. In some examples, this can be 

15 overridden in the deployment.  

6. One or more lookup datasets. Each lookup file is loosely tied to a dataset 

within the system just like rule sets are tied to input datasets. By default, there 

is one lookup dataset associated with each lookup file in the rule set, but there 

can be more lookup datasets for use in alternate deployments.  

20 7. A table of input variables and constants. This is similar to the table of input 

variables and constants for rule sets except that there is one table for each 

lookup file. As with input variables, the table of input variables and constants 

for lookup files can have multiple technical names, corresponding to each of 

the associated lookup datasets.  

25 Lookup files are handled similar to input variables, except that there may be more than 

one lookup file. Each lookup file is edited on one page, has a mapping table between 

business names and technical names and can be associated with multiple datasets. They 

also have constants associated with each field. The mapping for a lookup file can be 
27



WO 2010/002919 PCT/US2009/049299 

initialized by reading the metadata for a lookup dataset in the manner that the metadata 

for input variables is loaded form an input dataset.  

If a user uses a lookup field variable, and the key is not found in the lookup, the value of 

the field is assumed to be null. Unless the rule case specifically triggers if the field is null, 

5 the rule case will evaluate as false and be skipped. In such a case, no error is generated. If 

a user uses a lookup file variable (the lookup file itself and not a field), then the function 

lookupmatch is assumed so the lookup file variable evaluates to true or false. Both cases 

apply to rule expressions for either input or output columns. If a user uses a lookup field 

variable as an output variable default, a failure to find the lookup is translated into a 

10 NULL.  

Lookup operations, where a key is used to retrieve a one or more data records from a 

reference file, are slow compared to normal processing. The BRE contains code designed 

to limit the number of expensive lookup operations by caching the lookup results, for 

each record. Whenever the rule makes reference to a lookup variable (one of the values 

15 that would be returned by a lookup operation), the transform generation process turns the 

lookup operation into a subroutine call. The subroutine contains a global Boolean, 

initialized to false at the start of every record, that indicates whether that subroutine has 

already been called for the current record. The first time the lookup subroutine is called, 

the Boolean will be false. In this instance, the Boolean is set to true. Then the actual 

20 lookup operation is performed and the record returned by the lookup call is cached in a 

variable. Finally, when testing is enabled, the results of the lookup operation are added to 

the event log.  

Any subsequent lookup operations during the processing of that same record will invoke 

the same subroutine. However, for subsequent subroutine calls the Boolean will be true.  

25 This changes the behavior of the subroutine so that the previously read and cached data 

can be returned instead of making a redundant lookup operation (and to avoid generating 

addition log events).  

For simplicity, the caching is only done for one key value. If multiple references are 

made to the same lookup file using different key values (in the same record), only one of 
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those lookup results will be cached. All other lookup subroutine calls will translate into 

actual lookup operations. That said, a skilled practitioner should see how this could be 

extended to support multiple lookups with different keys, by using a hash table for the 

cached results instead of a simple variable.  

5 Parameters 

A rule set may refer to parameters. In some examples, each rule set has an optional 

parameter table, which, like a variable table, maps the business names of parameters to 

their technical names. Each entry in the parameter table has the following attributes: 

1. The business name. This is the name of the parameter, as it will appear in rule 

10 bodies. In general parameters can be used anywhere an input variable is used.  

2. The technical name. This is the name of the parameter in the development 

environment.  

3. The type of the parameter (string, decimal, date or datetime). In the generated 

transform, parameters may be converted into other types as needed.  

15 4. An optional description and comment.  

Parameters are like variables except that their values are constant across the entire input 

file, and their values are specified externally when processing starts.  

Testing rules and logging 

Part of generating a transform involves testing the rule to which it will correspond. Rules 

20 are also validated, that is, checked for syntax and semantic consistency. In contrast to 

validation, testing involves execution of the rules and correctness is determined by the 

user, for example by providing expected output or comparing the output to expected 

values manually.  

The system supports testing at two levels. As described earlier, each rule may have an 

25 associated test dataset, in the form of an embedded table of values and expected results.  

This is referred to as unit testing. When editing a rule, it is possible to re-evaluate the 
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rule's outputs for each line of test data. Any mismatches between actual results and 

expected results or failures to produce valid results are highlighted for resolution.  

In some examples, external input test files are accessible to the server process using 

standard mechanisms. Testing using external files is referred to as file testing. A test file 

5 has a record format that matches the input dataset for the rule set. In some examples, an 

alternate record format may be provided. Optionally, users can identify a dataset that 

contains expected results. The system runs the rule set against the test dataset and 

displays what outputs were produced, and why. If expected results were included, the 

system compares the actual results against the expected results and lists any records that 

10 were different. In some examples, the interface can be extended to allow the user to 

incrementally retrain individual values.  

Some differences between unit testing and file testing include: 

1. For lookup files: in unit testing mode, for each test case, the value for each 

lookup variable is defined as part of the test. No key is specified; when the test 

15 runs, the same value is assumed, for each test case, for each lookup variable.  

A test dataset contains multiple test cases, and each test case can specify a 

different value for each lookup variable. In file testing mode, real lookup files 

are used. This means that different keys will return different values, but it also 

means that the value used for any given lookup variable for a specific key 

20 cannot be changed during the test.  

2. For included rule sets: in unit testing mode, included rule sets are not 

executed and do not even have to be complete. Instead, a value is specified in 

the test dataset for each output from each included rule set. In file testing 

mode, included rule sets are executed the way they would be executed in 

25 production. This implies that any lookup files or parameters needed by the 

included rule sets also have to be specified at test time.  

3. For parameters: in unit testing mode, a different value can be set for each 

parameter for each test case. In file testing mode, the value of each parameter 

is constant for the entire test.  
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4. For the current date: when testing, the user specifies the value that should be 

assumed for the current date and time, in case the rules refer to the current 

date or time. In unit testing mode, the date and time can be different for each 

test case. In file testing mode, a single date and time value is set for the entire 

5 test (this value can be different that the date and time of the machine at the 

time the test is run).  

5. For record formats and mappings: no mapping needs to be specified for unit 

testing; the testing is done entirely based on the business names of variables.  

For file testing, all the variables are mapped to technical names and the record 

10 format for inputs, outputs and lookups is specified.  

Rule sets are tested and validated with customized logging characteristics as illustrated in 

the flow chart 300 shown in Fig. 3. One or more rule sets and corresponding test data are 

received 302 as inputs. The generator generates 304 a transform based on the rule sets 

and uses it to compute output values for every record in the test data. Optionally, a user 

15 is able to configure 306 characteristics of a log that will be generated by tracing 

execution 308 of a graph-based computation that includes the generated transform. In the 

graph-based computation, a "log" port of the relevant component is used for testing 

outputs. A "log" port is an out-of-band communication channel for components. It is a 

way to get additional output metadata from the transform that does not require changing 

20 the record format of the actual output data. The logging information is output 310 from 

the log ports as log messages that are collected into a log file that is stored in a storage 

system accessible during execution. Optionally, the log messages can be filtered and a 

subset of them stored in the log file. For example, the component that includes the 

generated transform may pass most input records through as output records unchanged 

25 (e.g., if no rule cases were triggered for a given input record). It may be desirable to only 

store log messages corresponding to triggered rule cases that change one or more values 

in the fields of an input record. One or more components in the graph can filter the 

records from a log port such that only those log messages are written to the log file.  

The transform generated for testing may be slightly different than the transform that 

30 would be generated for normal execution. For example, under normal execution, a 
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component that uses the transform may generate a given type of output record at a given 

output port. At test time, testing related output is sent to the log port, while the output 

record remains unchanged.  

Beginning with the first test case, the inputs of the test case are input into the transform, 

5 and the output is written to the output array, together with an indication of which rule 

generated it. This process repeats for each row until the last row has been evaluated. The 

output array can then be used to generate the result tables as discussed above. The output 

array may be is evaluated to determine if the rule set is valid. Output values may be 

included in the test data for the generated output values from one test may be compared 

10 to the values generated in a previous test. Beginning with the first row of the output 

array, the generated output is compared to the expected output from the test data or 

previous test results. If any output does not match, the mismatch is logged. This repeats 

for each row. In some examples, the evaluation steps are integrated into the output

generating steps, and each generated output is compared to the corresponding expected 

15 output as it is generated. Any mismatch or other error in processing the test data results is 

logged. As noted above, the outputs of one rule set may be inputs to another rule set, in 

which case the included rule set is evaluated as part of the including rule set.  

Users can limit the rules that are tested by output field, or by expression which may use 

input fields. In some examples, a user can choose to disable a rule during testing. In 

20 some examples, users do not have to wait for the whole test file to be processed; test 

results are available as soon as the first few records work their way to the output.  

In addition to the test data itself, any of the following information may be traced 308 for 

file testing and logging: 

1. Physical Location of the input dataset. This is stored in the rule set in the 

25 input variables table for each input dataset. For join-type datasets, all the 

Physical Locations are needed. Whenever a physical location is needed, a 

table name in a database may be used.  

2. Record format of the input dataset. By default, this is taken from the dataset 

definition for the input dataset. There is a place in the input variables to 
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override this with a different record format checked-out into the sandbox. For 

join-type transforms, all the record formats are needed.  

3. Which deployment to use.  

4. Physical Location for all lookup files. This is stored in the lookup files table.  

5 5. Record format for each lookup file. Taken from the dataset definition 

associated with each lookup file, or from an override record format file.  

6. Value for each parameter. This will be set in a test parameters dialog.  

7. Physical location for the output file. This is only needed when doing 

regression (comparison) testing. It is stored in the output variables table.  

10 8. Record format for the output file. Once again, only needed when doing 

regression testing, and taken from the output dataset definition or from an 

optional override record format file.  

9. Location of the project sandbox. Testing must be done out of a sandbox on 

the host. The sandbox should be a checked-out copy of the project that 

15 contains the rule set. All the record format files will be taken from the 

sandbox.  

10. Value to use for the date and time when a rule refers to "now," "today," or 

similar values.  

In this example, the transform does not log cell state by default, however, this function 

20 can be activated in a user interface 400, as shown in Fig. 4. That is, users are allowed to 

configure 306 log characteristics, such as turning on and off logging of various specific 

criteria. The interface 400 includes a section 410 for specifying when a log message 

(called a "log record") is created (including for each input record, when an error occurs, 

or when a specified expression is true), and a section 420 for specifying what is included 

25 in each log message (e.g., rule case firings, input values, output values, lookup values, 

output values form included rulesets, parameter values, and/or results of evaluating each 

cell). Logging inputs, outputs, etc., slows down execution but only by a small amount.  

Logging cell state slows down execution considerably, perhaps by as much as an order of 
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magnitude. Testing will be performed and retrieved results will be displayed in 

accordance with specified configurations.  

When not testing and/or logging, the generator can still generate a transform that logs 

inputs, outputs, etc., and use that transform in production. The enhanced transform 

5 generates the same outputs but also generates a series of log messages that can be 

analyzed, post-execution, to determine which rules were executed. If the user saves 310 

the log messages generated in a log file, then the BRE can be used after the fact to replay 

the execution of the rule set in production, even though no testing input was used. This 

execution is called playback and it is useful for auditing. The log file contains details of 

10 inputs, outputs, lookups, rule cases triggered, etc., as discussed. It also has a header that 

documents exactly which version of the rule set (name and version) was used to create 

the transform that created the log file. When run in production, the customer should save 

the output of the log port into a file (optionally compressed). To playback a session, for 

auditing, the customer would launch the BRE and then start a playback session. The 

15 customer identifies the file containing the session log. The BRE then reads the header, 

opens the indicated rule set and version, and then processes the rest of the log file as if it 

was running in file or unit test mode. The display during playback is the same display a 

user sees after running a file or unit test with exceptions such as the following: (1) there 

is no comparison against regression data, (2) some information like cell state, will 

20 probably be missing from the log so it would not be shown, and (3) because the version 

of the rule set being shown may not be the current version, the rule set will be read-only 

during playback.  

When the logging function is enabled, the generated transform is modified to include 

logging statements. Log messages can be generated by making a call to write tologo, a 

25 function that outputs an arbitrary string to the log port. When write tolog is used, data 

in a specified format is written to the log port. For example, an exemplary log port 

format is the following: 

record 

30 string('I') node; 
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string('I') timestamp; 

string('I') component; 

string('I') subcomponent; 

string('I') event type; 

5 string('l\n') event text; 

end; 

The logging information is all stored in the eventtext field, which contains the string that 

is specified in a call to write tolog(. The other fields in a log port record are 

10 automatically filled in by the component, and are ignored by the BRE.  

An example of the format of the event text (specific to log messages) is the following: 

record 

15 decimal('') count; // number of events 

record 

decimal('') recNum; // record number, 1 is first record, 0 is legend 

string(1) opCode; // see below 

decimal('I') rule set; // which included rule set, 0 is main rule set 

20 decimal('I') group; /which input group, which rule, etc.  

decimal('I') index; /input index, output index, rule case, etc.  

string(1) nullFlag; // either a blank or an asterisk ("-") for null 

string('\xO 1') value; // input value, output value, etc.  

end events[count]; 

25 end; 

The following are exemplary opCodes: 

"I" is an input variable.  

30 "0" is an output variable.  

"K" is a lookup key.  

"L" is a lookup variable.  

"R" is a triggered rule case, for non-legend records. For legend records it is a rule.  

"C" is a rule cell; it is only used when testing-level tracing is enabled, except for the legend where it is 

35 always used.  
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"P" is a parameter.  

"H" is a column heading.  

"N" is a rule set name; it is only used in legend records.  

"V" is a version number; it is only used in legend records.  

5 "D" is a difference record; it is only used when testing.  

In this example, there will be one log message per input record. The log message will 

contain an array of events. There will be one event per input, per output, per lookup field, 

per rule case executed, etc. making for a large array of events per input record.  

10 

In this example, the value field in log events is not in binary. It does not contain the 

special characters hex 01 or linefeed since those would incorrectly trigger delimiters 

between events or log records. Instead, all values are converted into printable strings.  

Unprintable characters are converted to hex strings (for example, linefeed -> "\xOa").  

15 Binary variables are converted to decimal, etc.  

Any optimizations in the transform (like using an internal lookup file) may also be 

disabled, if necessary, to ensure accurate logging.  

When the first record is seen, a log message is created that contains details of the 

20 corresponding rule set. This is the so called "legend" log message and it is generated once 

per graph execution for a given rule set. The first portion of the legend log message 

includes the log format version, as well as the rule set location and version number 

(needed for playback). Following that will be information that documents the names of 

each input, output, rule, lookup file, lookup field, parameter, etc. The names are 

25 associated with an index (1 is the first input variable, 2 is the second input variable, etc.).  

This allows subsequent "tracing" log messages associated with events to refer to 

variables and rules by index, instead of name, to save space in the log file.  

After the legend log message is written to the log file, for the first and every subsequent 

30 record of a dataflow processed by the graph being logged, any of the following logging 

events may take place, each associated with a corresponding tracing log message.  
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(1) If input records are being logged, a log message is created for every input variable 

documenting the value of those input variables for each input record.  

(2) If parameters are being logged, a log message is created for every input variable 

5 documenting the value of those parameters.  

(3) If there is an included rule set, the rules in the included rule set are run. Those rules 

will generate log messages according to this logic, recursively.  

(4) If case state is being logged, the value for every case in every rule is calculated and 

logged.  

10 (5) The actual rule logic is executed using chained if-then-else logic or switch statements 

or internal lookups. As soon as it is known which rule case triggers, a log message is 

created for the triggered rule case.  

(6) Also as soon as it is know which rule case triggers, values are written into the rule's 

output variables and at the same time, a log message is created for each output (e.g., a 

15 value in a transformed record) documenting the assigned value.  

(7) Lookup references done while evaluating the rules are handled by a subroutine. The 

subroutine logic will perform the lookup, then create log messages for every variable read 

from the lookup file, documenting the value used as a key and the value of all lookup 

variables found. Then the subroutine will return the lookup value to the main logic. The 

20 lookup subroutine will keep a Boolean indicated whether it has already been invoked or 

not to avoid generating duplicate log events for the same key.  

(8) If no rule case triggers, a final else clause (or default clause for the switch statement) 

will be executed to assign the default output values. At the same time, log messages will 

be created for each output documenting the assigned value.  

25 The logging information provided from the log ports can be used in a variety of ways.  

For example, in some cases, the number of input records associated with a dataset used as 

a test dataset may be larger than is desirable for a given scenario, such as a test dataset for 

use in testing a rule set of a data processing component in a graph. Logging information 

from the log ports can be processed by components of the graph during an initial 

30 execution of the graph. These components can examine the logging information to 
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determine the minimum set of input records needed to provide at least one tracing log 

message for each rule case in the rules of the rule set. For example, the components 

identify the first input record for which each case in each rule is triggered. Then those 

identified records are stored in association with a reduced test dataset, in which all other 

5 input records have been filtered out. The reduced test dataset still enables testing of the 

same rules and rule cases in the rule set, but may be much smaller and more efficiently 

used for testing.  

Overlap Analysis 

In some examples, as mentioned above, when the user runs the test dataset against the 

10 rule set, every rule that triggered can be tracked, that is, rule cases that had all their input 

conditions met and would have produced output if a higher-priority rule case had not also 

had all its input conditions met. After processing the test data, the system can post

process the test output data and generate a list of every rule or rule case that was not 

triggered by any of the test cases. This information can be overlaid on the display of 

15 rules in the editor to quickly show the user which rules were or were not triggered. From 

this information, the user can look for possible rules that are obscured by other rules, that 

is, rules which overlap. Counts can also be shown for each rule case. Counts can be as 

useful as just knowing whether a rule case triggered, especially for tuning values to 

achieve a desired distribution of outputs and for identifying the most likely rule cases for 

20 adjusting performance.  

Transform Generation 

Business rules are evaluated in an application (graph) by converting each rule set into a 

transform. The transform is then attached to a component in a graph. Such components 

may be subgraphs that contain a set of standard components linked in a particular way to 

25 execute the transform. These subgraphs can then be used with additional components, for 

example to use keys for joins and rollups.  

Transform code can be generated from business rules in multiple ways. In examples in 

which the internals of the transforms are not designed to be user-edited, the generation 
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process can result in transforms that are difficult to comprehend, but which implement 

the rules more efficiently than applying the rules one-by-one. In some cases, specialized 

lookup files or other technologies may be used to improve performance of the generated 

transform. Some details of how a transform is generated can be stored in a deployment.  

5 A rule set that may be used in multiple graphs may have multiple deployments for its 

different possible users. A rule set may also contain a super set of rules, only some of 

which are required in each deployment, with the deployment identifying which rules to 

use when the transform is generated. If the rule has a lot of constant values, with few (if 

any) expressions, then instead of if then else logic, a lookup table can be used. In this 

10 case, the lookup table is part of the rule (not saved separately). For example, consider 

this rule: 

From City Dest Class of expression Frequent Flyer 
City Service Miles (output) 

BOS LAX First 6000 
BOS LAX Business 3000 
BOS LAX Coach Is Using Miles = yes 0 
BOS LAX Coach else 3000 
BOS CHI First 2000 
BOS CHI Coach 1000 
BOS NYC First 1500 
BOS NYC Business 1000 
BOS NYC Coach 500 

This rule is handled by building an in-memory lookup table with the following 

information: 

from dest class expr miles 
BOS LAX 1 0 6000 
BOS LAX 2 0 3000 
BOS LAX 3 1 3000 
BOS CHI 1 0 2000 
BOS CHI 2 0 1000 
BOS NYC 1 0 1500 
BOS NYC 2 0 1000 
BOS NYC 3 0 500 

15 
Then the transform is something like this: 
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int expr = lookup(from, dest, class).expr 
int miles = lookup(from, dest, class).miles 

5 if (expr == 1 and isusing miles) miles = 0 
return miles; 

Each rule set has a deployment table which is adapted to map a name to details about the 

configuration of that deployment. Referring to Fig. 4, users that wish to log specific 

10 execution information can input each entry in a graphical user interface in accordance 

with the attributes defined in the deployment table of each rule set: 

1. Deployment name. An arbitrary string that must be unique within the rule set.  

2. Input dataset name. If there are multiple input datasets listed in the input 

variable table, then each entry in the deployment table indicates which input 

15 dataset is used for that deployment.  

3. Output dataset name. If there are multiple output datasets listed in the output 

variable table, then each entry in the deployment table indicates which output 

dataset is used for that deployment.  

4. Deployment name for each included rule set. For each included rule set, we 

20 need to indicate which deployment should be used for each corresponding 

deployment of the including rule set.  

5. Target location for the component and the transform file to be generated.  

In some examples, there is always at least one deployment, named default. This is the 

deployment that is used when no other deployment is specified.  

25 Here are the basics of transform generation, in one exemplary embodiment. First, rules 

are generated for outputs that are computed in the rule set. All other outputs will be 

handled with a wildcard rule in the transform. In general, output variables that are only 

used internally cause local variables to be created in the generated transform. That said, 

the generated transform may include more local variables, as necessary, to avoid 

30 duplicated calculations (for example, if optimizing is for speed over space).  
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There are some transform differences depending on the transform type: 

e Reformat - The input is called "M," and input variables may have technical 

names like "in.field." The output is called "out,' and output variables may have 

technical names like "out.field." 

5 . Join - The two inputs are called "M" and "inl." The output is called "out," and 

the wildcard rule assumes that inO is copied to "out." All the parameters may be 

set when the component is generated. The rule set will have multiple sets of 

inputs, one for each input to the join. The rule set will also specify the join type, 

whether inputs should be de-duped, and the business name of the fields used as 

10 the key to the join (in some examples, this must be present in each input set).  

Also, user may be allowed to specify an expression for each input that is used as 

an input filter.  

* Rollup - The input is called "M" and the output is called "out." In the case of a 

rollup-type rule set, the user is allowed to use the aggregation functions (which 

15 are not supported in other transform types). If the user creates an output variable 

whose technical name is "inputselect" or "outputselect," then an "input select" 

and/or "output select" function is added to the transform with the logic of the 

rules that compute those outputs. The input of both of those functions is called 

"M" (even though output select usually names its parameter "out"). As in the 

20 join type, all the parameters may be set when the component is generated.  

* Filter - One of two predefined constants is output. The only output variable for a 

Filter-type transform is "select," of type component, which is non-zero and non

NULL to pass the output. In some examples, this is implemented as a reformat 

component in a subgraph.  

25 Additional transform types may also be implemented: 

* Scan - For scan-type rule sets, a user can specify that the values of one or more 

outputs be remembered between records. The values for these outputs will be 

computed normally, for every record. However, additional built-in inputs will be 

created for each of those outputs containing the value of those outputs from the 
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last record. This allows users to, for example, compute the sum of a field across 

multiple records, by storing the partial sum in an output variable whose state is 

then available as an input in the next record.  

5 In addition, for scan-type rule sets, users can specify an optional key. The key is 

one or more fields that are used to group records. When a key is specified for a 

scan-type rule set, the state of all outputs remembered between records will be 

different for each unique value of the key. For example, if the key is a customer 

number, and one output is used to compute a sum of all the transactions for each 

10 customer, then under the covers, then one partial sum will be saved for every 

unique customer number, so a different sum could be computed for each 

customer.  

* Classification -A rule has N outputs and the transform decides which output 

should be used for each record. For this component, the system creates a 

15 out::classify(in) function. The output is a single integer value, indicating which 

output port (there can be more than one) should be used. An output of 0 means 

the zeroth port, an output of 1 means the first port, etc.  

The only output variable for a Classification-type transform is "select," of type 

component, which will be the index of the output port (zero-based). This is 

20 similar to a filter except that N values are used instead of two for the output.  

* Function - A function-type rule set can be turned into a transform file, but not as a 

component transform. Instead, when a function-type rule set is turned into a 

transform, the constructed transform file is designed to be included in other 

transforms. Each output variable is turned into a function. The inputs for those 

25 functions depend on the type of rule. For a function-type rule, the inputs are the 

inputs to the rule in the order listed in the table. For non-function-type rules, each 

output function takes a single input, named in, that is a record with all the fields 

corresponding to the input variables.  

When a rule set is used to generate a transform that will in turn be part of a graph, the 

30 graph component includes the name of the rule set and a deployment. A graph developer 
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can then edit the rule set instead of the generated transform in the component. Changes 

to the rule set cause the transform to be regenerated. In some examples, a user can shift

double click on the component that was generated by the BRE. The shift-double click 

causes a Graphical Develop Environment (GDE) to launch the BRE, passing in the EME 

5 name, rule set name and deployment. In one example, command line interface can be 

used to launch each BRE process; however, different inter-process communication 

mechanism can also be employed.  

The logging approach described above can be implemented using software for execution 

on a computer system. For instance, the software forms procedures in one or more 

10 computer programs that execute on one or more programmed or programmable computer 

systems (which may be of various architectures such as distributed, client/server, or grid) 

each including at least one processor, at least one data storage system (including volatile 

and non-volatile memory and/or storage elements), at least one input device or port, and 

at least one output device or port. The software may form one or more modules of a 

15 larger program, for example, that provides other services related to the design and 

configuration of computation graphs. The nodes and elements of the graph can be 

implemented as data structures stored in a computer readable medium or other organized 

data conforming to a data model stored in a data repository.  

The software may be provided on a storage medium, such as a CD-ROM, readable by a 

20 general or special purpose programmable computer or delivered (encoded in a propagated 

signal) over a communication medium of a network to the computer where it is executed.  

All of the functions may be performed on a special purpose computer, or using special

purpose hardware, such as coprocessors. The software may be implemented in a 

distributed manner in which different parts of the computation specified by the software 

25 are performed by different computers. Each such computer program is preferably stored 

on or downloaded to a storage media or device (e.g., solid state memory or media, or 

magnetic or optical media) readable by a general or special purpose programmable 

computer, for configuring and operating the computer when the storage media or device 

is read by the computer system to perform the procedures described herein. The 

30 inventive system may also be considered to be implemented as a computer-readable 
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storage medium, configured with a computer program, where the storage medium so 

configured causes a computer system to operate in a specific and predefined manner to 

perform the functions described herein.  

A number of embodiments of the invention have been described. Nevertheless, it will be 

5 understood that various modifications may be made without departing from the spirit and 

scope of the invention. For example, some of the steps described above may be order 

independent, and thus can be performed in an order different from that described.  

It is to be understood that the foregoing description is intended to illustrate and not to 

limit the scope of the invention, which is defined by the scope of the appended claims.  

10 For example, a number of the function steps described above may be performed in a 

different order without substantially affecting overall processing. Other embodiments are 

within the scope of the following claims.  
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WHAT IS CLAIMED IS: 

1. A method, including: 

receiving at least one rule specification for a graph-based computation 

5 having data processing components connected by linking elements representing 

data flows, the rule specification defining rules that are each associated with one 

or more rule cases that specify criteria for determining one or more output values 

that depend on input data; 

generating a transform for at least one data processing component in the 

10 graph-based computation based on the received rule specification, including 

providing an interface for configuring characteristics of a log associated with the 

generated transform; and 

transforming at least one data flow using the generated transform, 

including: 

15 tracing execution of the data processing components in the graph

based computation at run time, 

generating log information based on the traced execution according 

to the configured log characteristics, and 

storing or outputting the generated log information.  

20 

2. The method of claim 1 in which configuring characteristics of the log 

includes selecting at least one event for which log information is to be generated.  

3. The method of claim 2 in which the at least one event is associated with 

25 transforming records in the data flow according to a rule associated with the 

received rule specification.  

4. The method of claim 3 in which the at least one event includes identifying 

an error in a record to be transformed.  

30 
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5. The method of claim 3 in which the at least one event includes satisfying a 

condition of a rule case for a given record.  

6. The method of claim 5 in which satisfying a condition of the rule case for 

5 a given record includes satisfying a logical expression based on values in the 

given record.  

7. The method of claim 5 in which satisfying a condition of a rule case for a 

given record includes comparing values in the record to values associated with the 

10 rule case.  

8. The method of claim 1 in which generating log information includes: 

generating one or more legend log messages each including details of a 

rule set containing the rules defined by the received rule specification, and 

15 generating multiple tracing log messages, where each tracing log message 

is associated with a legend record and describes at least one event associated with 

transforming records in the data flow according to a rule associated with the 

received rule specification.  

20 9. The method of claim 8 in which a tracing log message that describes the 

event describes at least one input or output of a data processing component using 

an index in the legend record.  

10. The method of claim 8 in which generating one or more legend messages 

25 includes generating one legend message per execution of a graph-based 

computation.  

11. The method of claim 1 in which the data processing component that uses 

the generated transform transforms input records in the data flow according to a 

30 first rule associated with the received rule specification.  
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12. The method of claim 11 in which generating log information based on the 

traced execution includes generating a log message for each rule case of the first 

rule for which the specified criteria are satisfied.  

5 13. The method of claim 11 in which generating log information based on the 

traced execution includes generating a log message is for each value in a 

transformed record generated by the data processing component using the 

generated transform.  

10 14. The method of claim 11 in which storing or outputting the generated log 

information includes outputting log messages from a log port of one or more of 

the data processing components.  

15. The method of claim 14 in which storing or outputting the generated log 

15 information further includes receiving a data flow of log messages from the log 

port in a data processing component and storing log information derived at least 

in part from the log messages.  

16. The method of claim 15 further including filtering the received data flow 

20 of log messages and storing log information derived from a subset of the log 

messages.  

17. The method of claim 14 in which storing or outputting the generated log 

information further includes: 

25 receiving a data flow of log messages from the log port in a data 

processing component that indicate triggered rule cases for which the specified 

criteria are satisfied, 

examining the log messages to determine a reduced set of input records 

that provide at least one log message for each rule case of each of the rules 

30 defined by the rule specification that is triggered by all of the input records, and 

storing the reduced set of input records.  
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18. A computer system, including 

a storage system storing at least one rule specification for a graph-based 

computation having data processing components connected by linking elements 

5 representing data flows, the rule specification defining rules that are each 

associated with one or more rule cases that specify criteria for determining one or 

more output values that depend on input data; 

a generator configured to generate a transform for at least one data 

processing component in the graph-based computation based on the received rule 

10 specification, including providing an interface for configuring characteristics of a 

log associated with the generated transform; and 

a graph-based computation system configured to transform at least one 

data flow using the generated transform, including: 

tracing execution of the data processing components in the graph

15 based computation at run time, 

generating log information based on the traced execution according 

to the configured log characteristics, and 

storing or outputting the generated log information.  

20 19. A computer program, stored on a computer-readable medium, the 

computer program including instructions for causing a computer system to: 

receive at least one rule specification for a graph-based computation 

having data processing components connected by linking elements representing 

data flows, the rule specification defining rules that are each associated with one 

25 or more rule cases that specify criteria for determining one or more output values 

that depend on input data; 

generate a transform for at least one data processing component in the 

graph-based computation based on the received rule specification, including 

providing an interface for configuring characteristics of a log associated with the 

30 generated transform; and 

transform at least one data flow using the generated transform, including: 
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tracing execution of the data processing components in the graph

based computation at run time, 

generating log information based on the traced execution according 

to the configured log characteristics, and 

5 storing or outputting the generated log information.  

20. A computer system, including: 

means for receiving at least one rule specification for a graph-based 

computation having data processing components connected by linking elements 

10 representing data flows, the rule specification defining rules that are each 

associated with one or more rule cases that specify criteria for determining one or 

more output values that depend on input data; 

means for generating a transform for at least one data processing 

component in the graph-based computation based on the received rule 

15 specification, including providing an interface for configuring characteristics of a 

log associated with the generated transform; and 

means for transforming at least one data flow using the generated 

transform, including: 

tracing execution of the data processing components in the graph

20 based computation at run time, 

generating log information based on the traced execution according 

to the configured log characteristics, and 

storing or outputting the generated log information.  
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