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SYSTEMAND METHOD FOR USINGA 
BDIRECTIONAL NEURAL NETWORK TO 
IDENTIFY SENTENCES FOR USE AS 

DOCUMENT ANNOTATIONS 

CROSS-REFERENCE TO RELATED 
APPLICATIONS 

This application is a non-provisional of U.S. Provisional 
Patent Application No. 60/723,935, filed on Oct. 6, 2005, 
entitled USE OF NEURAL NETWORKS FOR ANNOTAT 
ING SEARCH RESULTS, which is incorporated by refer 
ence herein in their entirety. 

This application is a continuation-in-part of U.S. patent 
application Ser. No. 1 1/468,692, filed on Aug. 30, 2006, 
entitled CONTEXT-BASED SEARCH VISUALIZATION 
AND CONTEXT MANAGEMENT USING NEURAL 
NETWORKS, which is a non-provisional of U.S. Provisional 
Patent Application No. 60/719,975, filed on Sep. 26, 2005, 
entitled CONTEXT-BASED SEARCH VISUALIZATION 
USING NEURAL NETWORKS, and is a non-provisional of 
U.S. Provisional Patent Application No. 60/735,858, filed on 
Nov. 14, 2005, entitled ONE-CLICK SEARCHING SYS 
TEMAND METHOD, which are all incorporated by refer- 2 
ence herein in their entirety. 

BACKGROUND OF THE INVENTION 

1. Field of the Invention 

The present invention relates to generation of annotations 
for documents and for search engine output results as a means 
for assisting a user in selecting relevant search results. 

2. Description of the Related Art 
The World Wide Web (“web”) contains a vast amount of 

information. Locating a desired portion of the information, 
however, can be challenging. This problem is compounded 
because the amount of information on the web and the num 
ber of new users inexperienced at web searching are growing 
rapidly. 

Search engines attempt to return hyperlinks to web pages 
in which a user is interested. Generally, search engines base 
their determination of the users interest on search terms 
(called a search query) entered by the user. The goal of the 
search engine is to provide links to high quality, relevant 
results to the user based on the search query. Typically, the 
search engine accomplishes this by matching the terms in the 
search query to a corpus of pre-stored web pages. Web pages 
that contain the user's search terms are "hits” and are returned 
to the user. 

The overriding goal of a search engine is to return the most 
desirable set of links for any particular search query. Anno 
tation generation is one of the aspects of providing search 
results and managing the search process. Annotations are 
meant to Summarize what the documents are “about con 
ventionally they are sentences that are mentioned in the docu 
ments themselves, and which supposed by capture the mean 
ing of the document. 

Conventional search engines have two ways to specify the 
number of sentences in the annotations that they provide— 
one is a percentage of the total sentences in the document 
(e.g., 5% or 10%) or a maximum number of sentences that the 
user can specify (or, alternatively, a certain number of words 
before and after some word in the found text). Neither of these 
approaches is, in fact, satisfactory. For example, with very 
large documents, (e.g., 50 or 100 pages of text), specifying 
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2 
what appears to be a relatively low percentage (such as 10%) 
would still result in five or ten pages of text that the reader has 
to “digest.” 
The conventional solution to this is to give the user the 

flexibility to adjust the parameters of annotation—e.g., giving 
the user the ability to switch between percentages and fixed 
maximum number of sentences presented, and giving in the 
ability to adjust the actual values of the percentages or num 
bers of sentences. The disadvantage of this approach is that 
the user, instead of concentrating on the Substance of his 
search, has to instead constantly manipulate parameters that 
are not directly related to the subject matter of his search in 
other words he has to manipulate the parameters of what is 
displayed on the screen, rather than adjusting the search query 
itself. 

Conventional search engines typically annotate their 
search results by producing a few (typically between one and 
three) sentences in which the words of the query are found. 
This does not necessarily produce the most relevant annota 
tions. For example, a user searching for documents relating to 
the Boeing 787 Dreamliner can input, as his query, “Boeing 
787 Dreamliner.” One of the hits in response to such a query 
might be an article in a magazine about a completely unre 
lated Subject, with a paragraph at the end of the article saying 

5 something to the effect “and in our next issue, look for a 
detailed discussion of the design process of the Boeing 787 
Dreamliner.” This sentence will be picked up by the search 
engine, and the document presented to the user (possibly with 
a relatively high ranking), even though the actual “meaning 
of the document has nothing to do with the subject matter of 
the query. 

Accordingly, there is a need in the art for a system and 
method for generating contextually relevant annotations. 

SUMMARY OF THE INVENTION 

Accordingly, the present invention is related to use of neu 
ral networks for annotation generation that Substantially 
obviates one or more of the disadvantages of the related art. 

In one aspect, there is provided a system, method and 
computer program product for generating annotations of a 
document, including a plurality of neurons connected as a 
neural network, the neurons being associated with words, 
sentences and documents. An activity regulator regulates a 
minimum and/or maximum number of neurons of the neural 
network that are excited at any given time. The neurons are 
displayed to a user and identify the neurons that correspond to 
sentences containing a predetermined percentage of docu 
ment meaning. The annotations can be also based on a context 
of the user's search query. The query can include keywords, 
documents considered relevant by the user, or both. Positions 
of the neurons relative to each other can be changed on a 
display device, based on input from the user, with the change 
in position of one neuron changing the resulting annotations. 
The input from the user can also include changing relevance 
of neurons relative to each other. 
The neural network can be a bidirectional network. The 

user can inhibit neurons of the neural network by indicating 
irrelevance of a neuron that represents a sentence. The neural 
network can be excited by a query that identifies a plurality of 
documents considered relevant by a user. 

In another aspect, there is provided a method for generating 
annotations including forming a neural network from a plu 
rality of layers. The layers include neurons corresponding to 
words, sentences and documents, and connections between 
the neurons. Neurons of the word layer are activated based on 
a document to be annotated. Relevance of the sentence neu 
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rons that correspond to the document is identified based on 
the activity of the neurons of the word layer. A subset of the 
active neurons of the sentence layer are selected as annota 
tions, such that total activity of the selected neurons is above 
a predetermined threshold. 

Additional features and advantages of the invention will be 
set forth in the description that follows, and in part will be 
apparent from the description, or may be learned by practice 
of the invention. The advantages of the invention will be 
realized and attained by the structure particularly pointed out 
in the written description and claims hereof as well as the 
appended drawings. 

It is to be understood that both the foregoing general 
description and the following detailed description are exem 
plary and explanatory and are intended to provide further 
explanation of the invention as claimed. 

BRIEF DESCRIPTION OF THE ATTACHED 
FIGURES 

The accompanying drawings, which are included to pro 
vide a further understanding of the invention and are incor 
porated in and constitute a part of this specification, illustrate 
embodiments of the invention and together with the descrip 
tion serve to explain the principles of the invention. 

In the drawings: 
FIG. 1 shows a neural network according to one embodi 

ment of the present invention. 
FIGS. 2A-2C illustrates the dynamics of using a neural 

network, such as a network illustrated in FIG. 1, to generate 
annotations. 

FIG. 3 illustrates an example of a computer system on 
which the neural network can be implemented. 

DETAILED DESCRIPTION OF THE PREFERRED 
EMBODIMENTS 

Reference will now be made in detail to the embodiments 
of the present invention, examples of which are illustrated in 
the accompanying drawings. 

Currently, the most widely known implementation of neu 
ral networks is referred to as a “back propagation neural 
network.” This is a multi-layer neural network, where each 
layer typically consists of a set of neurons, and between each 
element of each layer there has to be a connection to every 
element of a next (or higher) layer. One of the most difficult 
problems in the field of neural networks is therefore the 
question of teaching the neural network, which, in math 
ematical terms, is translated to forming the coefficients of the 
connections between the neurons. Back propagation net 
works usually use a multi-cycle approach to gradually reduce 
the errors in the network, in other words, to gradually change 
the value of the coefficients of the connections. Note that the 
user needs to specify both the inputs and the desired outputs 
of the back propagation neural network. Well-known prob 
lems of this approach are a significant investment of time by 
the user into the learning process, as well as the fact that the 
"right result is not guaranteed in a finite number of cycles. 
The approach proposed herein uses neural networks with a 

certain topology that permits efficient and effective searching 
of documents and generation of relevant annotations. The 
approach described herein uses a set of neurons that are not 
connected to all other neurons on the same layer (or all other 
neurons on Some other layer), but only to a Subset of Such 
neurons, and usually to a number of neurons that is dramati 
cally less than the total number of neurons in the network. 
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4 
The approach proposed herein uses neural networks with a 

certain topology that permits efficient and effective searching 
of documents. An example of such a network is described in 
U.S. patent application Ser. No. 1 1/468,048, entitled NEU 
RAL NETWORK FOR ELECTRONIC SEARCH APPLI 
CATIONS, Filed: Aug. 29, 2006, which is incorporated 
herein by reference in its entirety. 

This approach also permits searching of documents that 
takes into account the context of the keywords and the “mean 
ing of the words, sentences, documents, clusters of words, 
documents, and so forth. The approach described herein uses 
a set of neurons that are not connected to all other neurons on 
the same layer (or to all other neurons on some other layer), 
but only to a Subset of such neurons. In most cases, this Subset 
will be dramatically less than the total number of neurons in 
the network. 

A basic element of a neural network is, as noted above, a 
neuron, which has a set of parameters and a set of connections 
to other neurons. The parameter includes all the information 
necessary for the functioning of the neuron. The set of con 
nections is essentially a set of identifiers (for example, num 
bers) of the neurons to which this particular neuron is con 
nected, and the magnitude (weight) of the connection, and 
optionally some flags associated with the connections. 
A neural network is defined by three primary factors—the 

configuration of the individual neurons, the configuration of 
the connections between the neurons, and the learning pro 
cess that forms the connections. The neurons of the network 
described herein can be represented by a number of param 
eters. The first parameter is the ID of the neuron, which is 
essentially an administrative number used for keeping track 
of the neuron in the software. The second parameter is the 
layer to which this neuron belongs, usually a numeric param 
eter, Such as 1 (words layer), 2 (object layer), 3 (sentence 
layer), and 4 (document layer). Another parameter is the 
semantic content of each neuron. For example, on the word 
layer, the semantic content of a neuron is the word itself 
(“apple.” “cider'). On the object layer, the semantic content 
of each neuron is also a word or a group of words that repre 
sents the object or concept. On the sentence layer, the seman 
tic content of each neuron is the sentence in a document. On 
the document layer, the semantic content of the neuron is the 
entire document, or some pointerto a document, such as a link 
or a hyperlink. 

Another neuron parameter is the current excitation level of 
each neuron. This is a numeric value, which can be optionally 
normalized to be between -1 and +1. Another parameter 
(which is optional) is a measure of inertia Kvo, or 
“anchor.” One of the issues that such a neural network may 
need to confront is the fact that some words in some lan 
guages often have numerous connections to other words, 
while others have only a few connections. In the case of words 
with many connections, those neurons would be easily 
excited, which in turn leads to a large amount of noise, or 
junk stimuli' for other neurons. Therefore, the anchor is a 

numerical coefficient ranging between 0 and 1, used that 
makes it more difficult to excite a particular neuron. In 
essence, the anchor is used to Suppress 'junk excitation' for 
words which occur in a language with high frequency. 

Another optional parameter is a coefficient of excitation 
K, which is a numerical parameter between 0 and 1, and 
which relates to parts of speech. The default coefficient of 
excitation K may be 1.0 for all words, however, a more 
Sophisticated approach would assign, for example, a coeffi 
cient of 1.0 to nouns, a coefficient of (for example) 0.7 to 
verbs, 0.5 to adverbs, etc. 
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Another parameter associated with each neuron is an inhi 
bition coefficient K. The inhibition coefficient is a mea 
Sure of how long the neuron will stay excited, in terms of a 
number of cycles, in the absence of external stimulus. For 
example, if the current excitation level of the neuron is 1.0, 
and the inhibition coefficient is 0.5, then on the next cycle, and 
in the absence of external stimuli to that neuron, the excitation 
level of that neuron will be 0.5. On the cycle after that it will 
be 0.25, etc. 

Another optional parameter is an exhaustion parameter 
K. This is a numerical value, ranging from 0 to 1, and is a 
measure of whether the neuron stays active from cycle to 
cycle, even if external stimuli are present (in other words, in 
Some cases, it may be desirable to Suppress the excitation of 
a particular neuron that otherwise would be excited all the 
time, even if external stimuli are present). 

Another optional parameter is the threshold excitation 
value. Each neuron can be defined to have an excitation value 
of 0 if the excitation value is less thana certain threshold. This 
is also essentially a measure used to Suppress noise and both 
junk excitation' in the network, ensuring that only those 

neurons that have genuine relevance to the search are excited. 
This is also typically a parameter set by an expert based on 
empirical analysis. 

Another parameter an activation function, f, where any 
number of different functions can be used, such as step, 
sigmoid, parabolic, sloping upwards, sloping downwards, 
etc. The function describes what the output of the neuron 
should look be given a particular total stimuli input. 

Typically Such control over the parameters is done under 
the guise of Some on-screen control, that is presented in a 
more “user friendly manner for example, "scope of 
search,” “level of detail,” “number of most relevant results.” 
etc.—these are all in some sense proxies for the parameters of 
the neural network that the user can set. 

In addition to the parameters that relate to the neuron itself, 
each neuron also retains information relating to the connec 
tions that the neuron has. Typically, each neuron maintains 
the IDs of the neurons to which it is connected. As noted 
earlier, this is usually a Subset of all the neurons, and usually 
a relatively small subset. 

For each Such connection, there is a connection weight, 
ranging between -1 and +1 (or some other number, here, -1 
to +1 can be viewed as a normalized value). The connection 
weight normally changes dynamically, as the neural network 
evolves. A negative value for the weight of the coefficient 
represents an inhibition, or damping, of the excitation, a posi 
tive number represents an increase in the excitation. A Zero 
may be viewed as a lack of connection between two neurons, 
meaning that they are never found in the same context. 

This organization permits generation of a neural network 
of an arbitrarily large size, but at the same time permits very 
rapid forward and back propagation of information within the 
neural network. 
To enable the neural network to function better, an Activity 

Regulator is used. In essence, the Activity Regulator is 
designed to maintain the overall activity within the neural 
network in a certain range. Once the overall activity is higher 
than a predetermined level, the activity of all the neurons is 
proportionately decreased. Similarly, if the overall activity is 
too low, it can be raised. 

There are a number of Activity Regulators that can be used. 
For example, the Activity Regulator can maintain a maximum 
number of neurons of the network that are excited (e.g., 10% 
of the total). In the case of an under-excited network, i.e., one 
where virtually no neurons have been sufficiently excited, the 
Activity Regulator can be used to increase the overall level of 
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6 
activity, in the hope that neurons that are only weakly excited 
can be stimulated to a point where the network begins to 
function properly. The Activity Regular can maintain a mini 
mum number of neurons, e.g., 1%, that are excited. 
An object layer (which is not, strictly speaking, necessary, 

but helps with performance) has neurons that correspond to 
identified objects and their properties. Here, the word “apple' 
of layer 1 corresponds to three neurons in layer 2—a neuron 
associated with the “object Apple Computer, a neuron asso 
ciated with the object apple (the fruit), and a neuron that refers 
to the object Adams apple.” This layer also can have word 
combinations as neurons. Note also that the object layer can 
be formed using dictionaries of objects, and, in the most 
comprehensive and most detailed case, would have a separate 
object for each possible meaning of the word—in other 
words, “apple' can be associated with hundreds of possible 
objects (fruit, computer, Macintosh the computer, Macin 
tosh the apple fruit, Big Apple, “the apple of my eye”, “John's 
apple”, “Mary's apple, etc.). This can be done based on 
“dictionaries' of objects. The more detailed the object layer, 
the more likely the neural network to give a focused, relevant 
result as the first few entries. At the other extreme, the object 
layer can be initially formed using simply the words encoun 
tered in a document—as such, a single object “apple' would 
be associated with multiple possible meanings. 

Layer 2 is also optional, and so is the sentence layer (layer 
3). In this layer, each neuron corresponds to a sentence in a 
document. 
The fourth layer is a document layer, where each neuron in 

this layer corresponds to an indexed document. This layer is 
also optional, and, in fact, it is possible to have only a single 
layer, with the appropriate connections between the neurons. 
However, conceptually, it is easier to visualize the topology of 
the neural network in the form of multiple layers. Further 
more, the division into layers is to some extent arbitrary, since 
Some word combinations can be put into layer 2 or layer 3, 
depending on the task. In many cases, two layers, a word layer 
and a document layer, are sufficient for effectively searching 
through the document. The connections can be formed in 
either direction (forward and back), and excitation/inhibition 
can propagate both forward (layer 1 to layers 2, 3 and 4, from 
layer 2 to layers 3 and 4, etc.) and back (from layer 4 to layers 
3, 2, 1, from layer 3 to layers 2 and 1, etc.). Furthermore, it 
will be appreciated that the network can be implemented (in 
minimal form) using either the word layer and the document 
layer (layer 4), or using the word layer and the sentence layer, 
since the documents can be reconstructed from the sentence 
layer. The network is a bidirectional network, since connec 
tions can be oriented from layer 1 to 2, 3, 4, from layer 2 to 3. 
4, etc., as well as from layer 4 to 1, 2, 3, from layer 3 to 1, 2, 
etc. 

Thus, the structure as shown in FIG. 1 is generated, which 
functions as described above and in U.S. patent application 
Ser. No. 1 1/468,048, entitled NEURAL NETWORK FOR 
ELECTRONIC SEARCH APPLICATIONS, Filed: Aug. 29, 
2006, which is incorporated herein by reference in its entirety. 
On a somewhat more general level, the question of how to 

define context particularly for annotating documents, within 
the framework on the neural network can be addressed by any 
of: 

(1) Keywords 
(2) Fragments of text (e.g., sentences, paragraphs, portions 

of documents) 
(3) Documents 
A problem in the search industry that is closely related to 

visualization of search results and context-based searching is 
the problem of identifying keywords and annotations that can 
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be used to define the context of the search. In other words, the 
question that arises upon encountering a document is: “what 
is this document about?” In particular, the problem is that 
what the document is “about may not necessarily be sum 
marized by a single word that is actually found in the docu 
ment. For example, consider the case of Boeing Aircraft Co. 
coming out with a new airliner, the Boeing 787 Dreamliner. 
The user may be interested in the subject of sales of Boeing 
aircraft, and how these sales compared to comparable sales of 
Airbus aircraft. Therefore, the user is looking for documents 
that are “about sales of Boeing 787s, perhaps sales of the 
Airbus A350, and possibly the competition between the two 
manufacturers. 

However, documents that discuss sales of Boeing aircraft 
might not necessarily mention the word “sale.” Other synony 
mous and partially synonymous words can be used, such as 
“purchased.’ “bought.” “signed contracts.” “signed a letter of 
understanding.” “agreed to add to their fleet' (when talking 
about an airline), etc. Thus, limiting the search to documents 
that only discuss “Boeing 787 and “sale” would miss a large 
number of potentially useful documents that are “about sales 
of the Boeing 787. On the other hand, adding all the words 
that are either synonyms, or closely related to the words 
“sale” (“signed a letter of intent,” “signed a contract.” etc.) 
would dramatically expand the number of results (hits), and 
will likely include a very large number of irrelevant docu 
mentS. 

Also, not every relevant document that discusses the sales 
of the 787 necessarily mentions the number “787 or the word 
“Dreamliner.” A reader, reading about a newly launched Boe 
ing aircraft in the 2005 time frame would presumably "know' 
that the aircraft at issue is the Boeing 787. Therefore, such a 
document is also “about what the user is looking for, even 
though it might not contain the keywords “787 or “Dream 
liner. 
The problem, therefore, is how to help the user identify the 

keywords that are necessary for searching for those docu 
ments that are “about his query, and how to construct a 
hierarchy of some sort of relevant keywords, where some of 
the keywords can be viewed, in Some sense, as being more 
relevant than others, for purposes of annotation generation. 

Furthermore, the problem of keyword identification also 
works in the reverse direction. Consider a number of docu 
ments, where the user would like to know what the documents 
are about. In other words, the user starts out with a "clean 
slate knowing nothing about the documents except that the 
documents exist. For a large number of documents, the user 
therefore would like to know that some of those documents 
are about X, some are about Y, and some are about Z. There 
fore, working from the direction of documents in the direction 
of keywords, the problem can be framed in the form of iden 
tifying what the documents are “about' and selecting the 
keywords from the documents that most closely convey the 
meaning of the documents, so that documents similar in 
“meaning can be found. An example of an approach to 
identifying keywords is described in, e.g., U.S. Provisional 
Patent Application No. 60/722,412, filed on Oct. 3, 2005, 
entitled USE OF NEURAL NETWORKS FOR KEYWORD 
GENERATION, which is incorporated herein by reference in 
its entirety. 

Furthermore, in addition to knowing what the documents 
are “about the user often needs to find other relevant docu 
ments. These may be documents “very similar to this one.” 
documents that are “like this one.” documents that are “not 
like this one', etc. The user would like to find not just docu 
ments that are similar in the sense of containing quotations of 
identical material, but similar in meaning and context. 
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8 
As one example, the user may be expressly NOT interested 

in sales of model Boeing 787 airplanes, or sales of toys in the 
shape of Boeing 787 aircraft. Thus, documents that are 
“about’ sales of toys, even if they mention the Boeing 787, are 
not relevant to the user, and need to be excluded. 

Furthermore, the meaning of the document may be viewed 
in a narrow context, and a broad context. For example, an 
article discussing the sale often Boeing aircraft to a particular 
airline (e.g., Korean Airlines) has a narrow context of just 
that the sale often aircraft to that particular airline. On the 
other hand, the broad context of the article may be the aircraft 
industry in general, the airline industry, international eco 
nomics, etc. Similarly, a document generally discussing the 
history of aircraft development, which mentions the Boeing 
787 (as one of many items) may be of interest to a user if his 
search is “broad, but may be of no interest to the user if the 
user is specifically looking for details of sales of a particular 
aircraft to particular airlines. 

Initially, if no query input is specified, the neural network 
can be viewed, at its most basic level, as containing two types 
of neurons—the “word' neurons, and the “document neu 
rons, and a set of connections between them. With no query 
input, asking what the documents are about would generate a 
set of keywords that is essentially based on the frequency of 
occurrence of the words in the documents, and a general set of 
connections between the word neurons. As a query is propa 
gated back and forth through the neural network, the key 
words produced by the neural network will change. 
The search query can be in the form of a group of words, 

sentences, paragraphs, or documents. By inputting a query 
along the lines of “Boeing 787 sale contract, the relative 
importance of words and concepts associated with these 
terms will increase, and the relative importance of others, 
unconnected to these words will decrease. Given a set of 
documents that are represented by the document layer neu 
rons, those neurons that represent documents that are “like 
this one or “related to this one will be identified to the user 
(e.g., by their position in a visualization construct, Such as 
described in U.S. Provisional patent application Ser. No. 
1 1/458,692, entitled CONTEXT-BASED SEARCH VISU 
ALIZATION USING NEURAL NETWORKS, Filed: Aug. 
30, 2006, which is incorporated herein by reference in its 
entirety, as being more relevant, and others as less relevant. 
The user can then indicate, using the visualization con 

structs (i.e., icons, map, etc.), that some of the documents 
found (documents about model 787 airplanes, or documents 
about Boeing 787 toys) are not relevant to the user. 

Therefore, the neural network, through the mechanism of 
the neurons transmitting their level of activity along their 
connections to other neurons, will produce a new set of anno 
tations, based on the fact that those neurons associated with 
toys and model airplanes will be inhibited. 
The user, through excitation of some of the neurons that he 

considers relevant (for example, by indicating graphically, or 
with a mouse, that this particular neuron (for instance, 
“signed a contract for purchase') is relevant to the query, and 
that a particular neuron (“model airplane.” “toy') is not rel 
evant, can both excite new neurons, and inhibit already 
excited neurons. This is somewhat similar to searching for 
documents, the primary difference being that conceptually, 
the user is focused on the intermediate layer of concepts 
(“Boeing 787 Dreamliner.” “sale.” “signing a contract.” “pur 
chase.” and "agreements to buy aircraft'). The generation of 
proper keywords is therefore a useful tool for finding docu 
ments that are in the proper context (i.e., related to the “mean 
ing of the documents) and which the user seeking, rather 
than merely containing the keywords that the user originally 
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comes up with (which can result in an output from conven 
tional search engines that is both over- and under-inclusive). 

The problem of annotating the search results can thus 
essentially beframed interms of how to identify the sentences 
in the documents that most closely relate to the “meaning of 
the document. This is, a fact, a fairly complex problem 
because the actual meaning of the document is not necessarily 
represented by any particular set of keywords. An identified 
document may in fact contain only a handful of the words in 
a search query, but nonetheless be highly relevant to the 
query's context. 

Another problem is how to manage the size of the annota 
tions. Typically, the annotations should consist offew enough 
sentences, such that a reader can quickly read them and under 
stand what the document is about, but a sufficient number of 
sentences to actually enable the reader to Sufficiently grasp 
the meaning of the document from reading the annotation. 
The purpose of the annotations is therefore to give the user an 
ability to do a quick read of the sentences in order to under 
stand what the document is “about.” 

With the above discussion in mind, the problem of gener 
ating annotations using a neural network can therefore be 
addressed. Treating, conceptually, the entire neural network 
as a four-layer entity, with the layers being words, objects, 
sentences and documents, the focus is therefore on the sen 
tence layer, such that the objective is to identify which of the 
neurons of the sentence layer are the most relevant. It should 
be noted that sentence fragments and/or paragraphs can be 
treated in the same manner, or analogously, to sentences. For 
example, incomplete sentences can be assigned their own 
neurons as well. 
The approach described herein produces annotations that 

are context-based, and optionally also query-based. At a 
minimum, the annotations produced should be closely related 
to the meaning of the document (contrast this with the 
example above of the article that, in an endnote, mentions the 
subject matter of the next article). Therefore, the neural net 
work shown in FIG. 1 can be utilized to identify the most 
relevant sentences. The sentence layer of the network con 
tains neurons that correspond to every sentence in the docu 
ment (assuming for the moment that only a single document 
in layer four is identified by the user as relevant, although the 
process works identically for multiple documents). 
Of relevance to the discussion is an empirical observation 

that 90% of the “meaning of the document is typically con 
tained in 40-50% of the sentences. All the sentences of the 
document (100% of the sentences) by definition contain 
100% of the meaning of the document. However, most docu 
ments contain, broadly speaking, two types of sentences: 
sentences that present “facts,” and sentences that “explain the 
facts.” Another empirical observation is that sentences that 
present facts generally provide better annotations then sen 
tences that explain those facts. An alternative way to frame 
this observation is by saying that many more sentences that 
only explain, or interpret, the facts can be "discarded com 
pared to sentences that only present the facts, and yet the 
remaining sentences will still provide the user with relevant 
annotations. 
The neural network of FIG. 1 can be used to generate 

annotations that are relevant to the context of the search query. 
This is particularly useful for documents that are “about 
multiple subjects. For example, a document can discuss both 
politics and sports. The user might only be interested in a 
sports-related subject (however, the document might still be 
highly relevant to the user's query). In this case (for docu 
ments that simultaneously relate to multiple Subjects) the 
neural network should not provide any sentences that relate 
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10 
only to politics as annotations, but should provide sentences 
that relate to the subject of sports. 

FIG. 2A illustrates an example of how neuron activity level 
is used initially to identify keywords in a document, which 
can be a first step in generating annotations. All the words in 
a document collectively have a “meaning of 100%. FIG. 2A 
shows a simplified example, with only 8 words, which col 
lectively have a level of activity that adds up to 1.0 (100%). 
The level of activity of each neuron represents relevance of 
that neuron to the document. Thus, the relevance of the top 
three neurons adds up to 0.75 i.e., 75% of the “meaning of 
the document can be captured by the words BOEING, 787 
and DREAMLINER. 
The addition of two more words—SALES and CON 

TRACT brings the total “meaning represented by these five 
words to 91% (in other words, 5 out of 8 words account for 
95% of the meaning). Actual documents obviously contain 
many more words than this, but the principle is the same. 
The same approach is used to identify sentences. All the 

sentences together represent 100% of the “meaning” (i.e., the 
sum of the activity of the neurons on the sentence layer that 
represents that document adds up to 1.0, or is re-normalized to 
1.0 by the Activity Regulator), but a large percentage of the 
“meaning can be represented by a much smaller percentage 
of the neurons. 

Thus, annotations can be generated either without a context 
given by the user, or taking the context given by the user into 
consideration. In the first case, a neuron representing a docu 
ment is activated. Using its connections (and given the rel 
evance of the words of the document to the meaning of the 
document, as discussed above with reference to FIG. 2A), the 
document-neuron activates the word-neurons that it is con 
nected to. Then, the word-neurons transmit the excitation 
level to the sentence layer. As a result, all the sentence layer 
neurons corresponding to the sentences of this document will 
be activated, and their level of activity will correspond to the 
relevance of the sentence to the “meaning of the document. 
Then, the sentences that are most important are selected, 
based on Some criteria, Such as maximum number of sen 
tences, or percentage of sentences, or both. 

It is believed that the optimum approach is to select some 
percentage of sentences based on the percentage of the overall 
relevance (level of activity) associated with their neurons 
(e.g., 30% of the total level of activity of the sentence-neu 
rons, 50%, etc.), although it is preferable to present them in 
the order that the sentences are found in the document (see, 
e.g., FIG. 2B, also discussed below). (This is to be contrasted 
with providing some predefined percentage of the sentences.) 
This permits forming annotations that are equally informative 
regardless of the size of the document. Given that most docu 
ments contain a certain "core” of factual information and a 
certain amount of discussion, interpretation or explanation of 
that factual information, it is therefore possible to identify 
only the sentences that make up the “core.” 

Another option is to use user-defined context. The user can 
specify the context by keywords, sentences, or by identifying 
a document (or documents) he considers particularly relevant 
to his query (and/or by identifying documents that he does 
NOT consider relevant). Therefore, the activity level of the 
sentence-neurons will be based not just on their relevance to 
the “meaning of the document, but also on their relevance to 
the user's query. 
The following example illustrates the difference between 

conventional annotations and the annotations produced by the 
approach described herein. Consider a search using query 
keywords: Boeing, Korean air, airplanes, order. One of the 
documents identified by a search using this query is a news 
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release by Boeing at http://www.boeing.com/news/re 
leases2005/q2/nr 050411h.html. The entire text of the news 
release is as follows: 

Korean Air Joins Boeing 787 Family with up to 20-Air 
plane Order 

These images are available for editorial use by news media 
on boeingmedia.com 

NOTE: BCA photo release images are available on boe 
ingmedia for 12 months from their release date. 

SEOUL, Apr. 11, 2005. The Boeing Company NYSE: 
BA and Korean Air Lines Co., Ltd. today announced an 
order for up to 20 Boeing 787 Dreamliners in a deal 
worth approximately $2.6 billion at list prices. The 
agreement involves 10 firm orders and options for 10 
additional 787s. Delivery of the 787-8 airplanes will 
begin in 2009 and extend through 2013. 

“The Boeing 787 Dreamliner will enhance Korean Air's 
fleet with its flexibility for both regional and long-haul 
operations.” said Y. H. Cho, Korean Air chairman and 
chief executive officer. “Our passengers will enjoy the 
benefits of the 787's new cabin environment and pas 
senger amenities. The 787 will help us realize our goals 
of being one of the world’s top ten passenger airlines by 
2010 and to reduce our costs by 10 percent.” 

As a member of the 787 launch customer team, Korean Air 
becomes a key partner in developing the 787 family of 
airplanes. Boeing has received 203 orders and commit 
ments from 17 customers for the 787 since launching the 
technologically advanced jetliner less than a year ago. 

“Korean Air's selection of the 787 continues the steady 
drumbeat of orders for this remarkable new airplane.” 
said Larry Dickenson, Vice president of Sales—Boeing 
Commercial Airplanes. “The superior efficiency, reli 
ability and passenger comfort of the 787 will greatly 
complement Korean Air's highly profitable 777 and 747 
operations. Korean Air is one of the world's most pro 
gressive and vibrant carriers, and we are honored by its 
choice of the 787. 

The 787 will use 20 percentless fuel than today’s airplanes 
of comparable size and will provide operators with up to 
45 percent more cargo revenue capacity. Passengers will 
enjoy an innovative new interior environment with 
higher humidity, wider seats and aisles, larger windows, 
and other conveniences. 

The 787 is a family of airplanes carrying 200 to 300 pas 
sengers on routes between 3,500 and 8,500 nautical 
miles (6,500 to 16,000 kilometers). The 787 will allow 
airlines to offer more of what passengers want: afford 
able, comfortable, nonstop, travel to more destinations. 
The 787 is capable of nonstop routes connecting Seoul 
with Jakarta, Dallas, Rome or Tel Aviv. 

In addition to bringing big-jet ranges to mid-size airplanes, 
the 787 will fly at Mach 0.85, as fast as today's fastest 
commercial airplanes, while using much less fuel. Also, 
for the first time in commercial jet history, the 787 will 
offer a standard engine interface for its two types of 
engines, the General Electric GENX (GE Next Genera 
tion) and Rolls Royce's Trent 1000, allowing a 787 to be 
fitted with either manufacturer's engines at any point in 
time. Korean Air has not announced its 787 engine selec 
tion. 
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12 
The 787 was launched in April 2004 with an ANA (All 

Nippon Airways) firm order for 50 airplanes. Production 
will begin in 2006. First flight is expected in 2007 with 
certification, delivery and entry into service in 2008. 

In 2004, Korean Air and Boeing celebrated the airline's 
100th Boeing jetliner delivery. Since receiving its 707, 
Korean Air has operated several Boeing models, includ 
ing the Next-Generation 737, 747, 777, DC-9, DC-10, 
MD-11, and MD-80. McDonnell Douglas, which is now 
part of Boeing, provided the latter four products. 

Using a setting of 40% (i.e., sentences that collectively 
contain 40% of the total activity of the neurons), the neural 
network produces the following annotations: 

Korean Air Joins Boeing 787 Family with up to 20-Air 
plane Order 

SEOUL, Apr. 11, 2005. The Boeing Company NYSE: 
BA and Korean Air Lines Co., Ltd. today announced an 
order for up to 20 Boeing 787 Dreamliners in a deal 
worth approximately $2.6 billion at list prices. As a 
member of the 787 launch customer team, Korean Air 
becomes a key partner in developing the 787 family of 
airplanes. 

“Korean Air's selection of the 787 continues the steady 
drumbeat of orders for this remarkable new airplane.” 
said Larry Dickenson, Vice president of Sales—Boeing 
Commercial Airplanes. 

In 2004, Korean Air and Boeing celebrated the airline's 
100th Boeing jetliner delivery. 

Since receiving its 707, Korean Air has operated several 
Boeing models, including the Next-Generation 737, 
747, 777, DC-9, DC-10, MD-11, and MD-80. 

Modifying the keywords as follows: “Boeing, Korean air, 
airplanes, order, family, and a setting of 50%, produces the 
following annotations: 

Korean Air Joins Boeing 787 Family with up to 20-Air 
plane Order 

SEOUL, Apr. 11, 2005. The Boeing Company NYSE: 
BA and Korean Air Lines Co., Ltd. today announced an 
order for up to 20 Boeing 787 Dreamliners in a deal 
worth approximately $2.6 billion at list prices. 

“The Boeing 787 Dreamliner will enhance Korean Air's 
fleet with its flexibility for both regional and long-haul 
operations.” said Y. H. 

As a member of the 787 launch customer team, Korean Air 
becomes a key partner in developing the 787 family of 
airplanes. 

“Korean Air's selection of the 787 continues the steady 
drumbeat of orders for this remarkable new airplane.” 
said Larry Dickenson, Vice president of Sales—Boeing 
Commercial Airplanes. 

“The superior efficiency, reliability and passenger comfort 
of the 787 will greatly complement Korean Air's highly 
profitable 777 and 747 operations. 

In 2004, Korean Air and Boeing celebrated the airline's 
100th Boeing jetliner delivery. 

Since receiving its 707, Korean Air has operated several 
Boeing models, including the Next-Generation 737, 
747, 777, DC-9, DC-10, MD-11, and MD-80 

The table below and FIG. 2B (which should be viewed 
together) illustrate the text of the source article, with the 
weights of the sentences: 
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Korean Air's selection of the 787 
continues the steady drumbeat of 
orders for this remarkable new 
airplane, said Larry Dickenson, vice 
president of Sales - Boeing 

SEOUL, Apr. 11, 2005 - The Boeing 
Company NYSE: BA and Korean 
Air Lines Co., Ltd. today announced 
an order for up to 20 Boeing 787 
Dreamliners in a deal worth 
approximately S2.6 billion at list 

Korean Air Joins Boeing 787 Family 
with up to 20-Airplane Order 
In 2004, Korean Air and Boeing 
celebrated the airline's 100th Boeing 

As a member of the 787 launch 
customer team, Korean Air becomes a 
key partner in developing the 787 

Since receiving its 707, Korean Air 
has operated several Boeing models, 
including the Next-Generation 737, 
747, 777, DC-9, DC-10, MD-11, and 

“The Boeing 787 Dreamliner will 
enhance Korean Air's fleet with its 
flexibility for both regional and long 
haul operations, said Y.H. 
The Superior efficiency, reliability 
and passenger comfort of the 787 will 
greatly complement Korean Air's 
highly profitable 777 and 747 

In addition to bringing big-jet ranges 
o mid-size airplanes, the 787 will fly 
at Mach 0.85, as fast as today's fastest 
commercial airplanes, while using 

Korean Air has not announced its 787 

Number of % total 
the sentence meaning 

in the attributable to 
No. document Weight this sentence Sentence text 

Commercial Airplanes. 

prices. 

jetliner delivery. 

family of airplanes. 

MD-80 

8 11 ::::::::::::::::::::: O.048 & 

operations. 
9 2O :::::::::::::::::: O.042 

much less fuel. 
10 22 :::::::::::: O.O38 

engine selection. 
11 23 ::::::::: O.O3S The 787 was launched in April 2004 

with an ANA (All Nippon Airways) 
firm order for 50 airplanes. 
Production will begin in 2006. First 
flight is expected in 2007 with 
certification, delivery and entry into 
service in 2008. 
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This should be compared to annotations generated by a 
conventional search engine (here, Google): 

Korean Air Joins Boeing 787 Family with up to 20-Air 
plane Order 

Korean Air Joins Boeing 787 Family with up to 20-Air 
plane Order. 

FIG. 2C illustrates the process of generating annotations. 
In the initial step, three layers are usually involved the word 
layer, the sentence layer, and the document layer (see (1) in 
FIG. 2C. The size of the circles and the degree of “blackness” 
correspond to relevance in this figure. In step (1), the docu 
ment neuron activates the word neurons for each of the words 
present in the document. In step (2), the sentence neurons are 
activated, optionally additionally based on an input query 
(i.e., the annotations can also be query-context-based, or just 
document-context-based). In step (3), the sentence-neurons 
having the highest relevance are selected so that a certain 
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threshold of “meaning is presented (see horizontal lines in 
FIG. 2B). The process can continue iteratively, and use, as 
additional input queries, new keywords, new documents, or 
results from a search (whether using a neural network or from 
conventional search engines). 

Furthermore, it should be noted that the approach 
described herein is applicable to any collection of documents, 
regardless of where they are stored. 

For example, it is applicable to documents stored on the 
local hard drive, on a corporate network, or on the Internet. 
Furthermore, the approach is highly scalable, Substantially 
independent of the number of documents involved. In the case 
of a local hard drive, the documents at issue could be text files, 
word processing files, email files, attachments to emails, data 
bases, etc. 
An example of the computer 302 where the neural network 

can be implemented is illustrated in FIG.3. The computer 302 
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includes one or more processors, such as processor 301. The 
processor 301 is connected to a communication infrastructure 
306, such as a bus or network). Various software implemen 
tations are described in terms of this exemplary computer 
system. After reading this description, it will become appar 
ent to a person skilled in the relevant art how to implement the 
invention using other computer systems and/or computer 
architectures. 

Computer 302 also includes a main memory 308, prefer 
ably random access memory (RAM), and may also include a 
secondary memory 310. The secondary memory 310 may 
include, for example, a hard disk drive 312 and/or a remov 
able storage drive 314, representing a magnetic tape drive, an 
optical disk drive, etc. The removable storage drive 314 reads 
from and/or writes to a removable storage unit 318 in a well 
known manner. Removable storage unit 318 represents a 
magnetic tape, optical disk, or other storage medium that is 
read by and written to by removable storage drive 314. As will 
be appreciated, the removable storage unit 318 can include a 
computer usable storage medium having stored therein com 
puter software and/or data. 

In alternative implementations, secondary memory 310 
may include other means for allowing computer programs or 
other instructions to be loaded into computer 302. Such 
means may include, for example, a removable storage unit 
322 and an interface 320. An example of such means may 
include a removable memory chip (such as an EPROM, or 
PROM) and associated socket, or other removable storage 
units 322 and interfaces 320 which allow software and data to 
be transferred from the removable storage unit 322 to com 
puter 302. 

Computer 302 may also include one or more communica 
tions interfaces, such as communications interface 324. Com 
munications interface 324 allows software and data to be 
transferred between computer 302 and external devices. 
Examples of communications interface 324 may include a 
modem, a network interface (such as an Ethernet card), a 
communications port, a PCMCIA slot and card, etc. Software 
and data transferred via communications interface 324 are in 
the form of signals 328 which may be electronic, electromag 
netic, optical or other signals capable of being received by 
communications interface 324. These signals 328 are pro 
vided to communications interface 324 via a communications 
path (i.e., channel) 326. This channel 326 carries signals 328 
and may be implemented using wire or cable, fiber optics, an 
RF link and other communications channels. In an embodi 
ment of the invention, signals 328 comprise data packets sent 
to processor 301. Information representing processed packets 
can also be sent in the form of signals 328 from processor 301 
through communications path 326. 

The terms "computer program medium' and "computer 
usable medium' are used to generally refer to media Such as 
removable storage units 318 and 322, a hard disk installed in 
hard disk drive 312, and signals 328, which provide software 
to the computer 302. 

Computer programs are stored in main memory 308 and/or 
secondary memory 310. Computer programs may also be 
received via communications interface 324. Such computer 
programs, when executed, enable the computer 302 to imple 
ment the present invention as discussed herein. In particular, 
the computer programs, when executed, enable the processor 
301 to implement the present invention. Where the invention 
is implemented using software, the Software may be stored in 
a computer program product and loaded into computer 302 
using removable storage drive 314, hard drive 312 or com 
munications interface 324. 
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Having thus described a preferred embodiment, it should 

be apparent to those skilled in the art that certain advantages 
of the described method and apparatus have been achieved. It 
should also be appreciated that various modifications, adap 
tations, and alternative embodiments thereof may be made 
within the scope and spirit of the present invention. The 
invention is further defined by the following claims. 
What is claimed is: 
1. A system for generating annotations of a document, 

comprising: 
a processor; 
a memory coupled to the processor, 
computer code loaded into the memory for implementing 

the following functionality: 
a plurality of neurons organized as a bidirectional neural 

network, the neurons being associated with words 
(word-neurons), and sentences (sentence-neurons), and 
the sentences being extracted from documents, wherein 
the word-neurons are organized into a first layer and the 
sentence-neurons are organized into a second layer, the 
first layer being a layer into which the input query is 
inputted, 

wherein at least some of the word-neurons of the first layer 
have connections between each other, and 

wherein the word-neurons include additional words, dif 
ferent from the search query, generated by the neural 
network from the sentences; 

(a) an activity regulator that regulates a sum of all activity 
of all active neurons of the neural network that are 
excited at any given time; and 

(b) in response to a user interactively changing a context of 
an input query, means for displaying sentences corre 
sponding to the sentence-neurons to a user and identify 
ing the sentence-neurons that correspond to sentences 
taken from the documents having the highest relevance 
to document meaning based on a predetermined percent 
age of document meaning, 

(c) wherein the predetermined percentage of document 
meaning is a function of percentage of meaning of the 
Sentences; 

(d) wherein the percentage of meaning of each sentence, 
describing the degree of relevance of the sentence to the 
document, is calculated by the bidirectional neural net 
work, and 

(e) wherein the taken sentences represent the annotations 
of a selected document. 

2. The system of claim 1, wherein the annotations are also 
based on a context of the user's search query. 

3. The system of claim 1, wherein the query comprises 
keywords. 

4. The system of claim 1, wherein the input query com 
prises documents considered relevant by the user. 

5. The system of claim 1, further comprising means for 
changing positions of the word-neurons on a display relative 
to each other based on input from the user, wherein the change 
in position of one word-neuron changes the annotations. 

6. The system of claim 1, wherein the input from the user 
comprises dragging a neuron on a display device. 

7. The system of claim 1, wherein the input from the user 
comprises changing a relevance of neurons relative to each 
other. 

8. The system of claim 1, wherein the user can inhibit 
neurons of the neural network by indicating irrelevance of a 
Sentence neurOn. 

9. The system of claim 1, wherein the neural network is 
excited by a query that identifies a plurality of documents 
considered relevant by a user. 
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10. The system of claim 1, wherein the activity regulator 
regulates a minimum activity level of the neural network. 

11. The system of claim 1, wherein the activity regulator 
regulates a maximum activity level of the neural network. 

12. A computer-implemented method for generating anno- 5 
tations, the method being performed on a computer having a 
processor and a memory, the method for performing the steps 
of: 

forming a bidirectional neural network comprising a plu 
rality of layers, the layers including neurons of a first 
layer corresponding to words (word-neurons), and neu 
rons of a second layer corresponding to sentences (sen 
tence-neurons), the first layer being a layer into which 
the input query is inputted, and wherein the sentences 
extracted from documents, the neural network also com- 15 
prising connections between the neurons, and 

wherein the word-neurons include additional words, dif 
ferent from the search query, generated by the neural 
network from the sentences, 

wherein at least some of the word-neurons of the first layer 
have connections between each other; 

activating neurons of the first layer based on a document to 
be annotated; 

identifying relevance of the sentence-neurons that corre 
spond to the document, based on the activity of the 
neurons of the first layer; and 

in response to a user interactively changing a context of an 
input query, selecting a Subset of the active neurons of 
the second layer as annotations, such that a sum of 
activity of the active neurons is above a predetermined 30 
threshold, wherein the identified sentence-neurons rep 
resent sentences taken from the documents having the 
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highest relevance to document meaning based on a pre 
determined percentage of document meaning, and that 
form the annotations of a selected document, 

wherein the predetermined percentage of document mean 
ing is a function of percentage of meaning of the sen 
tences, and 

wherein the percentage of meaning of each sentence, 
describing the degree of relevance of the sentence to the 
document, is calculated by the bidirectional neural net 
work. 

13. The method of claim 12, wherein the annotations are 
also based on a context of the input query. 

14. The method of claim 12, wherein the input query com 
prises keywords. 

15. The method of claim 12, wherein the input query com 
prises documents considered relevant by the user. 

16. The method of claim 12, further comprising means for 
changing positions of the word-neurons on a display relative 
to each other based on input from the user, wherein the change 
in position of one word-neuron changes the annotations. 

17. The method of claim 12, wherein the input from the 
user comprises changing a relevance of word-neurons relative 
to each other. 

18. The method of claim 12, wherein the neural network is 
excited by a query that identifies a plurality of documents 
considered relevant by a user. 

19. The method of claim 12, further comprising regulating 
a minimum activity level of the neural network. 

20. The method of claim 12, further comprising regulating 
a maximum activity level of the neural network. 
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